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Abstract This paper explores the development and evalu-
ation of physics-specific large-scale AI models, which we
refer to as large physics models (LPMs). These models,
based on foundation models such as large language mod-
els (LLMs) are tailored to address the unique demands of
physics research. LPMs can function independently or as
part of an integrated framework. This framework can incor-
porate specialized tools, including symbolic reasoning mod-
ules for mathematical manipulations, frameworks to analyse
specific experimental and simulated data, and mechanisms
for synthesizing insights from physical theories and scientific
literature. We begin by examining whether the physics com-
munity should actively develop and refine dedicated models,

a e-mail: kristiancampbell.gonzalezbarman@ugent.be
b e-mail: scaron@nikhef.nl (corresponding author)

rather than relying solely on commercial LLMs. We then out-
line how LPMs can be realized through interdisciplinary col-
laboration among experts in physics, computer science, and
philosophy of science. To integrate these models effectively,
we identify three key pillars: Development, Evaluation, and
Philosophical Reflection. Development focuses on construct-
ing models capable of processing physics texts, mathematical
formulations, and diverse physical data. Evaluation assesses
accuracy and reliability through testing and benchmarking.
Finally, Philosophical Reflection encompasses the analy-
sis of broader implications of LLMs in physics, including
their potential to generate new scientific understanding and
what novel collaboration dynamics might arise in research.
Inspired by the organizational structure of experimental col-
laborations in particle physics, we propose a similarly inter-
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disciplinary and collaborative approach to building and refin-
ing large physics models. This roadmap provides specific
objectives, defines pathways to achieve them, and identifies
challenges that must be addressed to realise physics-specific
large scale AI models.

1 Introduction

Traditionally, Machine Learning models in physics were nar-
rowly focused and designed for specific tasks such as dis-
tinguishing signal events from background events in parti-
cle accelerator experiments, predicting the mass of a parti-
cle given detector data, discovering materials, or identifying
celestial objects [1–7]. While some of these models were (and
still are) effective in performing the specific tasks they were
designed for, they lacked the versatility to be applied beyond
their original domains. In contrast to domain and applica-
tion specific models, large language models (LLMs) such as
the model series of GPT [8], Claude [9,10], Gemini [11]
DeepSeek [12] Llama [13,14], and Mistral [15], are versa-
tile and able to analyse and respond to text, images, computer
code, and data in general, across various domains, and with
remarkable proficiency

Unlike narrow models, LLMs can enhance a broad range
of research activities. Scientific research can be regarded as
an interconnected network of processes aimed at advancing
scientific understanding. In this network, activities such as
hypothesis generation, experimentation, data analysis, and
model or theory development continually feed back into one
another in an iterative, dynamic fashion. The successful inte-
gration of LLMs into these workflows requires not only a
careful evaluation of the skills they bring to such activities
but also of their alignment with desirable epistemic values
(e.g., accuracy, coherence, and explanatory power) and non-
epistemic values (e.g., societal impact and ethical consid-
erations). As was the case with the use of computer-based
research, LPMs could also help us overcome the limits of
our human capabilities. They may help speed up scientific
progress in general, deepening our scientific understanding,
which is one of the ultimate goals of science, enabling us
not only to make accurate predictions but also to grasp why
things are the way they are [16].

One of the ways they could accelerate scientific progress
is by aiding the generation of hypotheses, building upon prior
work in efficient search and inference methods, such as active
learning techniques employed for dark matter reinterpreta-
tion studies [17,18]. This could also take the form of serv-
ing as brainstorming partners, offering novel approaches to
complex problems in physics and inspiring creativity, act-
ing as an ‘artificial muse’ [19] for researchers. For exam-
ple, [20] use LLMs to suggest ideas in physics, subsequently
having 100 experienced researchers evaluate the resulting

ideas. In the experimental phase, LLMs may assist in devis-
ing tests and experiments, showcasing both current capa-
bilities and future potential for experiment design and exe-
cution, thereby streamlining the research process [21]. In
data analysis, LLMs can offer new methods for interpreta-
tion and visualisation, which can be particularly helpful in
data-intensive physics. They could also generate insights that
may elude human researchers or narrower AI models and
automate code generation for data analysis [22–24]. More-
over, LLMs may help formulate accessible conclusions for a
broader scientific community, facilitating knowledge sharing
across disciplines, while also enabling multimodal integra-
tion and generalisation [25].

To date, there have been notable cases of successful sci-
entific use of LLMs, including the design and execution of
autonomous experiments, agent-based AI labs, applications
to symbolic tasks, and the enhancement of capabilities in
programming and mathematical proof generation [26–32]. It
is claimed that LLMs are transforming scientific research
by creating a ’hybrid intelligence’ that augments human
cognition and reshapes research processes [33,34]. Despite
LLM’s limitations in reasoning and creativity [35,36], which
are usually central to the process of hypothesis formulation,
experimentation, and scientific conclusions, they have been
shown to enrich the initial stage of scientific inquiry by posing
insightful questions and providing valuable observations. In
selecting relevant research topics, they can efficiently sum-
marise and highlight key findings from vast scientific lit-
erature, and enhance understanding [37,38]. Additionally,
LLMs facilitate the exploration of interdisciplinary research,
bridging gaps between different fields and advancing innova-
tive ideas. The development of Google AI Co-Scientist [39]
for biomedical domain is an example of an LLM-based tool
designed to assist and collaborate with scientists in acceler-
ating the scientific discovery process.

Given the prospective success of LLMs, a fundamen-
tal question that arises is whether the physics community
should use commercially available tools or develop a custom-
built LLM specifically for physics research. While tools
such as GPT-4 are frequently utilised in physics, their use-
fulness depends on accommodating a tool that was not
primarily designed for physicists, and therefore requires
either fine-tuning on additional (augmented) data, or tech-
niques such as Retrieval-Augmented Generation (RAG)[40,
41] (see ATLASchatbot – chATLAS). For instance, tools
like AstroLLama[42] are fine-tuned on existing LLMs using
abstracts of astronomy papers. Such tools, however, still have
very limited capabilities, as fine-tuning on domain-specific
data often lacks the comprehensive contextual understand-
ing and reasoning skills necessary for addressing complex,
novel problems in physics and astronomy. Similarly, there
is a growing number of tools for more general physical data
embedding that can solve very specific physical problems
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via a common physical embedding. These tools are often
referred to as “foundation models” in the physics literature,
but do not yet have a text interface (see e.g., [43–48]), and
their scope is limited to very domain-specific data analysis
problems and not widely generalisable. Additionally, recent
results [49] suggest that combining physics-informed archi-
tectures with fine-tuning on specific tasks may provide the
best performance – these architectures would encode fun-
damental physical principles while finetuning would allow
adaptation to particular use cases.

After considering the arguments for and against, we pro-
pose that the physics community should develop and evaluate
its own model of physical language. This initiative aligns
with the community’s fundamental mission of advancing
physical understanding. While commercial AI models exist,
the physics community possesses unique advantages that
make them especially well suited to undertake this endeavor,
namely, their domain expertise, access to specialized experi-
mental data, and capability to conduct and validate physical
experiments which produce novel data (see Sect. 2). We envi-
sion this model as an integrated framework comprising a net-
work of dedicated foundation models [50] and large language
models (LLMs). We refer to these general-purpose, large-
scale AI systems as large physics models (LPMs). These AI
models are tailored for physics research, designed to analyze,
understand, and generate explanations of physical phenom-
ena by processing formulas, relationships, and–via dedicated
interfaces–experimental and simulated data. These models
leverage the capabilities of LLMs to achieve broad multi-
modal understanding, allowing them to interpret, understand,
and generate text, mathematical equations, diagrams, and
data visualisations commonly used in physics. Such LPMs
can have the potential to augment the fundamental structure
of scientific inquiry [51]. We foresee LPMs as a collection
of interconnected LLMs and foundation models, each spe-
cialized for distinct domains within physics (see Sect. 4).
Interconnection can take place via multi-agent architectures
such as “society of mind” (SOM) [52] who select the special-
ized foundation models or tools (e.g., scientific search and
code execution) according to their capabilities, providing a
unified interface.

Theoverarching aim of this paper is to establish a potential
roadmap for the development and evaluation of LPMs in
the context of physics, while also reflecting philosophically
on their transformative potential for scientific understanding.
The development of an LPM represents an ambitious step
forward in the application of AI in scientific practice.

The origin of this paper stems from a workshop held
in early 2024 in Leiden, which brought together leading
researchers in physics, computer science, and philosophy of
science to discuss and explore the unique challenges and
opportunities presented by LLMs with respect to scientific
understanding in fundamental physics.

The paper is structured as follows: Sect. 2 discusses
whether the physics community should develop LPMs, Sect.
3 outlines the three main pillars (Development, Evaluation,
and Philosophical Reflection) and discusses the interactions
among these task areas. Section 4 details the objectives, chal-
lenges, and methods involved in developing an LPM. Section
5 examines the objectives, methods and challenges in eval-
uating and benchmarking an LPM. Section 6 considers the
objectives of, and challenges and methods for philosophi-
cal reflection on the broader implications of AI in scientific
research.

2 Does the physics community need specialised large
scale physics-specific AI models?

The integration of LLMs and foundation models into physics
research appears to be a promising and inevitable develop-
ment. However, it raises the question of whether the physics
community should actively develop and refine these AI mod-
els or rely on commercial ones. On the one hand, large com-
mercial LLMs offer several advantages. These models are
typically well-funded, benefiting from the vast computational
resources and specialised AI expertise found in industry [53].
Commercial LLMs are also designed to be versatile and
adaptable, potentially facilitating their application across var-
ious subfields of physics. Moreover, relying on commercial
models could allow physicists to focus on their core research
rather than diverting time and resources to AI development.

On the other hand, there are strong reasons for the physics
community to take an active role in developing LLMs tailored
to their specific needs. Physics research often involves com-
plex mathematical formulations, symbolic reasoning, and
domain-specific knowledge that may not be adequately cap-
tured by general-purpose commercial models [54,55]. By
developing (or adapting) models in house, the physics com-
munity can better align these tools with the unique method-
ologies, standards, and methodological considerations of
their field [56–58]. This level of control and customization
could lead to more accurate, interpretable, and trustworthy
results [59]. Moreover, maintaining control over the training
data, model architectures, and evaluation processes, the com-
munity can ensure adherence to scientific principles such as
reproducibility, peer review, open science [35,60,61].

Weighing these considerations, we believe that the ideal
scenario would be for the physics community to take a lead-
ing role in developing LLMs and foundation models tailored
to their needs. This approach would allow for the creation
of AI tools that are finetuned to the complexities of physics
research, aligned with the community’s values and standards,
and optimised for advancing fundamental knowledge and
understanding.
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Developing and maintaining cutting-edge AI models
requires substantial computational power, specialised exper-
tise, and ongoing investment. To mitigate these challenges,
we propose a multifaceted approach. The physics commu-
nity should actively seek out strategic collaborations with
machine learning researchers and industry partners. By lever-
aging the computational resources and expertise of commer-
cial companies while maintaining a leadership role in model
development, the community can see to it that the resulting
tools are tailored to its needs while benefiting from the scale
and capabilities of industry.

From industry’s perspective, engagement offers three con-
crete incentives: (1) product and platform improvements
driven by physics-grade workloads (e.g., detector simulation,
large-scale reconstruction, etc.) that stress latency, memory,
and reliability; (2) transferable breakthroughs (e.g., fast gen-
erative surrogates, active learning, uncertainty quantifica-
tion) with clear applications beyond physics (semiconduc-
tors, materials, logistics); and (3) talent and brand bene-
fits from contributing to high-profile basic-science efforts.
Precedents include CERN openlab partnerships (e.g., with
NVIDIA and Intel) and industry–science successes such as
AlphaFold.

Furthermore, the community should explore innovative
funding models, such as targeted grants, partnerships with
philanthropic organisations, support by large international
research organizations or laboratories (e.g. CERN) and cross-
disciplinary collaborations that pool resources and expertise.
To mitigate the risk of obsolescence and resource exhaustion,
early LPM projects should prioritize building modular, exten-
sible models that can piggyback on existing open-weight
models (e.g., DeepSeek, Mistral) through parameter-efficient
fine-tuning methods (e.g., LoRA, QLoRA). Building com-
plete end-to-end models from scratch should only occur once
proof-of-concept modules show clear performance benefits
over commercial alternatives. Strategic use of open-source
alliances and cloud credits ought to therefore be part of ini-
tial project design. A hybrid organizational model is probably
best here: one that combines large-scale coordination with
agile, fast-iteration software practices borrowed from open-
source AI development communities (e.g., HuggingFace).

Additionally, adopting a collaboration structure similar to
those used in particle physics for experimental analysis may
provide an effective framework for building physics-specific
AIs. Such a structure promotes the pooling of resources, the
sharing of expertise and involvement across institutions, and
the coordination of efforts on a large scale, which are all
crucial for tackling the complex challenges associated with
developing large-scale AI models.

While the rapid pace of commercial AI development cre-
ates a ”dead on arrival” risk – where physics-specific mod-
els could become obsolete before completion due to faster
industry development cycles - several factors make this chal-

lenge manageable. The physics community possesses unique
advantages that engender enduring value of specialized mod-
els: domain expertise in fundamental physics, control over
specialized datasets and on the ability to create new data
(e.g. performing experiments), and development of domain-
specific software and simulations that cannot be readily repli-
cated by external organizations without collaboration. More-
over, the physics community possesses a unique strategic
advantage: access to a vast corpus of internal and external
multimodal text and data resources–ranging from confer-
ence proceedings (e.g., INSPIRE, Indico) to domain-specific
codebases (e.g., Athena)–which embody the customs, stan-
dards, and methodologies of the field. These resources are
often access-restricted to commercial developers, and lever-
aging them could create durable scientific infrastructure that
private sector models cannot easily replicate. These strategic
assets are particularly valuable because many physics prob-
lems cannot be simply solved by increases in computational
power, and their utilization could significantly enhance AI
systems. Additionally, there are compelling reasons to main-
tain a certain degree of independence from commercial AI,
including data privacy concerns and the need for transparent,
ethically-aligned models that adhere to scientific standards.
To maintain relevance and competitiveness, we advocate for
an adaptive development strategy that combines: (1) iterative,
modular development allowing continuous updates, (2) care-
fully scoped open-source collaboration enabling community-
wide contributions in certain areas, (3) transfer learning from
existing models to accelerate development, and (4) strategic
partnerships that facilitate rapid integration of new advances
while preserving the community’s autonomy and scientific
integrity.

The physics community has a long-standing tradition of
collaboration on large-scale projects, shared data reposito-
ries, and is experienced in addressing challenges similar to
those encountered in large AI projects (see e.g. [62]). Fur-
thermore, physicists’ work in theoretical and experimental
contexts offers diverse testing grounds for evaluating AI
capabilities in simulation, pattern recognition, and hypothe-
sis testing. This foundational experience could streamline the
adaptation of similar AI architectures across other scientific
domains. The next question that arises then is exactly how
can we build an LPM.

3 How to get an LPM: key pillars

To address the challenges in developing LPMs and to harness
their potential for advancing physics, we propose a roadmap
structured around three critical pillars: Development, Evalua-
tion, and Philosophical Reflection. This roadmap is designed
specifically for the physics community, but should in princi-
ple be applicable across other scientific disciplines.
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The Development pillar focuses on creating robust LPMs
capable of handling the complexities of physical theories,
data, and natural language. This involves interdisciplinary
collaboration to safeguard that the models are not only pow-
erful but also well-suited to the specific needs of physical
research. Key objectives within this pillar include: (i) devel-
oping foundational models tailored to physics, (ii) curat-
ing high-quality, diverse physics datasets, (iii) integrat-
ing physics-specific knowledge and reasoning capabilities,
(iv) enabling interaction with physical databases and simu-
lators, (vii) adopt a phased physics-data representation plan
(tokenization → hybrid encodings → shared embeddings)
with explicit milestones and exit criteria (see Sect. 4.2),and
(v) continuously updating models to keep pace with scientific
progress. Underlying all these is perhaps the most important
component: (vi) the development of collaboration platforms.

The Evaluation pillar is dedicated to assessing the accu-
racy, reliability, efficiency, and effectiveness of LPMs, which
involves testing and benchmarking. Evaluation efforts play
an important role in validating the models, improving the
trustworthiness and scientific soundness of their outputs. Key
focus areas within this pillar include: (i) developing physics-
specific benchmarks and evaluation protocols, (ii) assessing
model accuracy on complex physics tasks, (iii) verifying reli-
ability and robustness across diverse scenarios, (iv) evalu-
ating the practical utility of models for real-world physics
research, and (v) enabling integration into existing scientific
workflows.

The Philosophical Reflection pillar involves examining
the broader implications of integrating LPMs into scientific
practice. This includes exploring their potential to gener-
ate new scientific insights, transform traditional problem-
solving approaches in physics, and reshape the nature of sci-
entific understanding itself. Philosophers of science address
fundamental questions such as: (i) What forms of oper-
ationally measurable understanding can LPMs possess?
(ii) How do we define and measure scientific understand-
ing in the context of AI? (iii) What are the epistemological
and ethical implications of relying on AI models in scien-
tific discovery? (iv) How can we ensure that the use of LPMs
aligns with the values and goals of scientific inquiry?

These pillars are, of course, interconnected, underscor-
ing the need for ongoing dialogue and feedback loops across
development, evaluation, and philosophical-reflection tasks.
As depicted in Fig. 1 below, these three task areas must work
in close collaboration to realise the full potential of LPMs.
Development tasks create models that are informed by the
insights of evaluation and reflection, aiming towards making
the models not only powerful but also reliable, interpretable,
and aligned with the needs of physics research. Evaluation
tasks, in turn, provide rigorous assessments of model perfor-
mance and help identify areas for improvement, while also
considering the broader implications articulated by reflec-

Fig. 1 Dynamic interactions between the three pillars. This diagram
depicts an interconnected and cyclical system comprising three task
pillars – Developing, Evaluating, and Reflecting – that operate through
continuous exchanges. The system functions through input–output rela-
tionships between each pillar: between Development and Evaluation,
where Development generates models and receives metrics; between
Evaluation and Reflection, where Evaluation produces insights and
receives criteria; and between Reflection and Development, where
Reflection provides guidelines while incorporating concepts/findings.
These exchanges create a dynamic framework where each pillar both
influences and is influenced by the others, enabling systematic improve-
ment through continuous feedback loops and iterative evolution

tion tasks. Philosophical-reflection tasks contribute concep-
tual clarity, epistemological guidance, and frameworks that
shape the development and deployment of LPMs, seeing to it
that these tools remain grounded in the fundamental princi-
ples of scientific inquiry.Researchers are encouraged to con-
tribute across multiple task pillars, and additional task areas
may emerge and be incorporated over time.

4 Development pillar

The development pillar focuses on the construction of LPMs
that can navigate the complex landscape of physical theories,
physical simulators, and real-world experimental conditions
while simultaneously mastering science-specific tasks such
as symbolic reasoning, hypothesis generation, and the inter-
pretation of complex data sets.

4.1 Objectives

The primary goal is to develop foundation and LLM mod-
els tailored to the needs of physics (see [55], in chemistry
see [27,51,54,63]).This involves pretraining on physics data
and fine-tuning using curated datasets that comprise scien-
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tific papers, textbooks, experimental data and images from
physics. Consequently, this process should aim at teach-
ing the model the language nuances, theories, and problem-
solving strategies specific to physics, and various levels of
reasoning, including mathematical, visual, and physical [64]
via computationally efficient models.

To be of value to the physics community, models must be
equipped with the ability to analyse experimental data, per-
form simulations, and compare simulated data with exper-
imental physical data [65].Preliminary work has already
demonstrated the benefits of foundation model pretraining
and finetuning paradigms tailored to HEP tasks [66], show-
ing significant gains in both performance and data efficiency.
Equally, this requires writing domain-specific computing
code and accessing mathematical and statistical software
tools or the ability to access other foundation models tailored
to the analysis of specific experimental data. Since mathemat-
ics is the language in which physics underpins its theories
and principles (and to a great extent, code is the language
of HEP), close collaboration with mathematicians and sym-
bolic computation experts will be valuable. This cooperation
can guide the model’s ability to process and generate sym-
bolic representations, perform algebraic manipulations, and
apply advanced mathematical methods such as calculus, lin-
ear algebra, and tensor operations. Here, collaboration with
the symbolic math in AI community will be an important
step to advance physics AI models (see, e.g., [67,68]).

Given the wide range of subfields within physics, it will be
necessary to develop models that meet the specific require-
ments of each domain. Incidentally, this could involve creat-
ing specialized multi-purpose foundation models for particle
physics, astrophysics, condensed matter physics, and other
areas, each trained on domain-specific data and equipped
with the necessary knowledge and problem-solving capabil-
ities, with a common pre-training and subsequent specialised
modules. For instance, foundation models tailored to parti-
cle physics could focus on tasks such as event classifica-
tion, detector simulation, or reconstructing collision events,
leveraging the unique data generated by particle accelera-
tors. Similarly, an astrophysics-focused model [69] could
analyze large-scale cosmological simulations, process obser-
vational data from telescopes, or assist in interpreting phe-
nomena like gravitational waves and exoplanetary systems.
As a first step, building small-scale demonstrators for specific
tasks within each subfield would provide proof of concept,
allowing researchers to evaluate feasibility, performance, and
potential impact. Recently, preliminary models for parti-
cle physics [70] and heavy-ion collision experiments [71]
have been proposed, demonstrating early approaches and
ideas towards foundation models that can be pretrained and
fine-tuned or used in versatile ways. The domain-specific
models would not only enhance performance by concen-
trating on the unique challenges of each field but could

also be integrated into a larger, interdisciplinary framework,
enabling cross-domain insights and collaborative problem-
solving (see Fig. 2).

In particular, we envision future scientific research being
enhanced by the concept of an ’AI physicist,’ a system of
interconnected foundation models tailored to tackle specific
research tasks across various domains of physics [23]; [72],p.
20). This strategy draws inspiration from the division of
labour in collaborative research teams, aiming to increase
productivity and innovation in physics research. This is also
in line with recent advancements in the orchestration of mul-
tiple LLM to perform complex question answering tasks
[73,74]. Accordingly, the network encompasses specialised
foundation models (e.g., trained on the corpus of open-access
peer-reviewed journals, on the data of the Large Hadron Col-
lider (LHC), Gravitational Wave Physics (GW), and Astro-
physics) that handle literature synthesis, data analysis and
simulations, result visualisation, and scientific paper compo-
sition, covering the full spectrum of research activities. In
this context, agents are autonomous AI systems that can per-
ceive their environment, make decisions, and take actions to
achieve specific goals. These agents can operate in coordi-
nation, supported by APIs, while human researchers can use
the models and guide and refine the process.

Recent advances in agentic frameworks offer promising
blueprints for enabling such collaborations. For instance,
[75] provides a framework for orchestrating multiple lan-
guage agents that can communicate, plan, and reason collec-
tively to solve complex tasks. Similarly, [76]CAMEL (Com-
municative Agents for “Mind” Exploration of Large Spaces)
provides an example for how structured multi-agent con-
versations can iteratively refine hypotheses and strategies.
Moreover, frameworks like DSPy (Deep Structured Prompt-
ing for agents) [77] illustrate how LLM-based agents can be
efficiently orchestrated through a pipeline in order to plan,
reason, and invoke specialized tools with the aim of enhanc-
ing task-specific performance. These approaches could serve
as a foundation for constructing LPM ecosystems capable of
autonomous hypothesis generation, interactive query refine-
ment, and collaborative scientific discovery.

Ideally, (conversational) LPMs should be capable of gen-
erating new hypotheses, proposing innovative experiments
or questions to pose to the corpus of data, and identify-
ing promising research directions. Through processing vast
amounts of scientific literature and data, these models may
uncover hidden patterns, connections, and gaps in exist-
ing knowledge, thereby guiding researchers towards novel
discoveries and breakthroughs. Notwithstanding, to facili-
tate effective collaboration between human researchers and
LPMs, it is important to develop user-friendly interfaces (pre-
sumably through natural language, but perhaps also incorpo-
rating key visual components) that allow scientists to inter-
act with the AI seamlessly.These interfaces should enable
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Fig. 2 Large physics models (LPMs) as central components of a Multi-
Domain Physics AI System. The figure depicts the central role that tai-
lored LPMs play in connecting conversational AI models (LLM trained
as LPM) with the theoretical, computational and empirical knowledge

and infrastructure of distinct physics subfields, including Gravitational
Wave Physics, Particle Colliders such as the Large Hadron Collider
(LHC), and high-energy astrophysics. Subfield LPMs are guided by a
conversational AI with embedded physics knowledge

researchers to input their queries, provide guidance, and
interpret the model’s outputs easily. In this way, by design-
ing intuitive interfaces, the development pillar aims to bridge
the gap between the technical aspects of AI and the domain
expertise of physicists, enabling a synergistic partnership.

4.2 Challenges and methods

The development of physics-specific large-scale AI models
presents a unique set of challenges, ranging from data cura-
tion and processing to model design, high-performance com-
puting (HPC) and evaluation. These challenges are closely
interrelated and some require innovative approaches and
interdisciplinary collaboration to meet the diverse needs of
physics research. In what follows, we briefly discuss some
of these challenges and outline initial approaches to address
them. While these efforts provide a basic perspective, fur-
ther extensive work is required to fully address these issues,
particularly through the development of initial demonstrator
models.

Curating high-quality, diverse datasets is a significant
challenge in developing LPMs, especially when handling
experimental and simulated data. These data sources often
come in various formats and require careful preprocessing
to ensure compatibility with AI models. Collaboration with
benchmark developers (evaluators) will be necessary not only
in standardizing data formats, but also in creating evaluation
frameworks. These benchmarks (described in the next sec-
tion) help evaluate model performance on various physics-
specific tasks, provide a basis for comparison between differ-
ent approaches and guide the iterative improvements during
development.

When developing physics-specific large-scale AI models,
an important question will be whether existing open-source
models should be adopted or completely new models tailored
to physics tasks should be created. A pragmatic strategy could
involve a hybrid approach that leverages the strengths of both
methods. First, the physics community could fine-tune open
source base models for specific use cases, such as process-
ing scientific literature or solving domain-specific problems.
This would enable rapid prototyping and early demonstra-
tions to showcase the feasibility of LPMs while minimizing
resource requirements. Over time, as expertise and resources
increase, the focus could shift to developing specialized mod-
els optimized for physics-specific challenges, such as sym-
bolic reasoning, mathematical problem solving, and experi-
mental data analysis. Methods such as Retrieval-Augmented
Generation (RAG) could enhance LPMs by incorporating
external knowledge into the prompt, expanding the model’s
reach beyond its internalised data [40,41]). This method
retrieves relevant information from structured knowledge
bases and scientific literature, producing more accurate and
detailed responses to scientific queries. Usually a vector
database is created from embeddings of documents but more
advanced approaches are also feasible (e.g., constructing a
graph from the documents- GraphRAG).

As part of developing LPMs, domain-specific data pro-
cessing pipelines (domain-specific foundation models) should
be developed to handle the unique formats and complexi-
ties of physics data, such as collider datasets from the Large
Hadron Collider (LHC) or astrophysical observations. These
pipelines play a critical role in preprocessing, standardizing,
and integrating diverse data types into AI workflows, which
will be needed in order to have compatibility and coherence
across different modalities. Such pipelines will initially rely
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on the existing analytics infrastructure (e.g. within experi-
mental collaborations or theoretical simulations) but will pro-
gressively incorporate a combination of end-to-end machine
learning and trainable physics-based algorithms.

In this context, highly structured, open-access datasets
play a crucial role in physics research. The Particle Data
Group (PDG), as well as HEPData, much like the Protein
Data Bank (that formed the backbone for training AlphaFold)
in biology, provide curated, physics-oriented structured data
which can be extremely valuable for LPMs. Ongoing efforts
like the pMSSM SUSY model reinterpretations in ATLAS
[78–80] show how structured data enables automated, large-
scale analyses. Here, reinterpretation frameworks such as
RECAST [81,82] further highlight the potential for LPMs to
dynamically interact with archived and open analysis results.

One of the key challenges will be determining how to
represent physics data so that general-purpose LLMs can
operate effectively. Tokenization strategies [83] may be par-
ticularly useful for encoding physics-specific data, such as
particle sequences, event records, mathematical equations,
and simulation outputs, into formats suitable for LLMs. For
instance, pretraining models on raw experimental data, like
LHC particle sequences or astrophysical time-series datasets,
may enable them to learn domain-specific patterns and struc-
tures, improving their ability to interpret new experimental
data and to uncover underlying physical phenomena. How-
ever, to fully exploit the richness of physics data, alternative
approaches besides tokenization – such as continuous rep-
resentations, graphs or neural fields – should be explored,
which may provide more seamless and meaningful represen-
tations of physical structures. To make this actionable, we
recommend a staged plan following three phases:

Phase I: develop physics-aware tokenization of raw and
structured detector artefacts under a minimal schema that
preserves symmetries and constraints; show parity or better
vs vanilla tokenizers on representative tasks. Phase II: adopt
hybrid encodings that fuse tokens, graphs, and key contin-
uous features; demonstrate consistent gains over Phase I on
both cross-modal and analysis tasks. Phase III: converge on
shared, modality-agnostic physics embeddings aligning text,
formulas, figures, and experimental/simulated data; verify
that one embedding family supports reliable retrieval, condi-
tioning, and tool-use across modalities.

Generic physics embeddings could encode experimen-
tal and simulated information in a standardized, LLM-
compatible format, allowing for broader applicability across
subfields. This effort requires integrating diverse data types,
including text, images, mathematical formulas, and experi-
mental results, into a coherent training pipeline. Achieving
this integration will pose a significant challenge but will be
a prerequisite for building versatile LPMs.

Furthermore, connecting LPMs to external resources,
such as databases like the PDG [84] or physics-specific sim-

ulation software, could enable real-time analysis (and re-
analysis) and facilitate comparisons between experimental
and simulated data. Such integration would not only enhance
model accuracy but also provide tools to refine theoretical
models, bridging the gap between theory, experiment, and
AI-driven insights.

A practical route is to adopt the Model Context Proto-
col (MCP), an open, client–server standard that lets LLM
applications discover and invoke external tools and data
sources via structured JSON tool schemas. In this way, an
LPM could query PDG/HepData, call simulation backends,
or fetch detector conditions as first-class “tools”.

Early attempts to automate the search for new physics and
the re-analysis of data in particle physics at the Tevatron, LEP,
HERA and LHC colliders, for example, are [85–98].

Another significant challenge in developing LPMs lies in
symbolic reasoning and the manipulation of complex mathe-
matical formulas. Techniques such as Abstract Syntax Trees
(ASTs), theorem provers, and symbolic algebra systems have
shown great promise for enabling models to parse and manip-
ulate mathematical structures [99]. ASTs represent mathe-
matical expressions hierarchically, aiding in equation pars-
ing, while theorem provers allow for logical reasoning and
inference which will likely be useful for physics problem-
solving.

Additionally, the neuro-symbolic AI approach, which
merges neural networks’ pattern recognition capabilities
with symbolic reasoning engines, also holds promise for
LPMs [100,101]. This hybrid method allows models to both
process language and reason about equations, making it par-
ticularly effective for complex scientific tasks. Training data
inconsistencies, biases, and errors pose additional challenges
[102,103]. For instance, historical biases in scientific liter-
ature or limitations in experimental datasets can introduce
skewed model outputs. Here, Explainable AI (XAI) meth-
ods [104], such as attention visualisation and feature attribu-
tion, may help improve some of the key aspects of the trans-
parency of LPMs by revealing the key features and reasoning
steps driving certain relevant models’ outputs. XAI meth-
ods may be augmented through ’mechanistic interpretability,’
which encompasses interventionist approaches [105–107]
that are expected to shed light on the internal causal mecha-
nisms driving model behaviour [108] and offer insights into
the broader functional structures that connect these mech-
anisms to output generation [109], thus enhancing trans-
parency and reliability. While these methodologies are still
in a nascent phase, they are increasing in sophistication at a
rapid rate.

Of course, while symbolic reasoning, mechanistic inter-
pretability, and autonomous agent architectures offer great
promise, they are still in relatively early stages. LPM devel-
opment should proceed assuming current capabilities, with
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modularity designed to easily integrate improved technolo-
gies as they mature.

As LPMs become increasingly integral to research, ensur-
ing their long-term accessibility becomes another consider-
ation. Open-source development, community-driven main-
tenance, and dedicated funding initiatives are vital strate-
gies to safeguard the models’ availability for future scientific
advancement.This brings up the issue as to why researchers
will decide to adopt LPMs. The reasoning lies in a game-
theoretic incentive: researchers who adopt LPMs will gain
a competitive advantage in their ability to generate novel
insights and accelerate their research progress, creating pres-
sure for adoption.

Lastly, developing large-scale LPMs requires substantial
high-performance computing (HPC) infrastructure, which
can be prohibitive for some research groups. Collaborative
efforts with HPC centres or cloud computing providers, along
with the development of more efficient computational solu-
tions, will be needed to democratise access to these powerful
models within the scientific community.

5 Evaluation pillar

The Evaluation Pillar is tasked with assessing the accuracy,
reliability, and effectiveness of LPMs. Through testing and
benchmarking, evaluation efforts play a fundamental role in
validating the models and contributing to making their out-
puts more trustworthy and scientifically sound.

5.1 Objectives

The primary objective of the Evaluation Pillar is to assess
LPMs’ capabilities, such as scientific reasoning and discov-
ery. Accordingly, evaluation work must develop benchmarks
that test core physics knowledge, mathematical abilities, and
research aptitude. These benchmarks should cover a wide
range of physics subfields and difficulty levels, from basic
concepts to advanced research-level problems.

To develop robust and generalizable (conversational)
LPMs, it is important to evaluate their performance under dis-
tribution shift and on out-of-domain problems [54,110,111].
The models are then tested on data sets and tasks that dif-
fer from their training data to assess their ability to adapt
and apply their knowledge to new situations. Additionally,
evaluation efforts should measure model robustness to input
perturbations, adversarial attacks, and corrupted data, ensur-
ing that the models can handle noisy and imperfect inputs
that may be encountered in real-world research settings.

Assessing model calibration and uncertainty quantifica-
tion on experimental data analysis tasks is another critical
objective of the Evaluation Pillar. LPMs should not only pro-
vide accurate predictions but also express appropriate levels

of confidence in their outputs. Consequently, evaluators must
develop methods to measure the alignment between model
predictions and real-world physics data and theories, seeing
to it that the models generate scientifically valid and reliable
results.

Comparing the performance of LPMs to that of human
experts on complex, research level challenges can help with
understanding the extent to which these models can augment
human capabilities. Equally, evaluation should design bench-
marks that require a combination of deep physics knowledge,
creativity, and problem-solving skills, pushing the bound-
aries of what AI can achieve in scientific discovery. By
quantifying the efficiency gains and acceleration to scientific
workflows enabled by LPMs, evaluators can demonstrate the
practical value of these models in streamlining research pro-
cesses and accelerating progress.

Evaluation work should collaborate with philosophical-
reflection and AI-theory efforts to explore questions such as:
How can we formalise and measure the reasoning capabili-
ties of LPMs? Whereupon, by addressing these fundamental
questions, evaluation efforts can contribute to the develop-
ment of a solid theoretical foundation for the use of AI in
scientific discovery.

Tracking the performance improvements of LPMs over
time in order to measure the rate of scientific progress enabled
by these models presents another relevant task. Researchers
involved in evaluation should establish longitudinal bench-
marks that assess the models’ capabilities across different
versions, prompting scenarios, and training iterations, allow-
ing researchers to identify trends, bottlenecks, and areas for
further improvement. Incidentally, this information can guide
the development of more advanced and efficient LPMs, accel-
erating the pace of scientific discovery.

5.2 Challenges and methods for evaluating LPMs

To date, there are many different benchmarks of physics for
LLMs. Most of them focus on basic high-school level ques-
tions or focus on broader knowledge retrieval tasks [112–
116]. Recently, several more targeted and sophisticated
video-based benchmarks have been proposed to evaluate
AI models’ understanding of physical principles and their
ability to reason about physical interactions and dynamics
[117,118]. There are also recent benchmarks looking at high-
energy physics and cosmology [119], including research-
level problems and analyzing models’ failures in symbolic
manipulation and logical reasoning. Complementarily, oth-
ers [120] focus on complex physics-based reasoning by
introducing multi-step, multi-modal physics problems. How-
ever, while definitely an improvement, these are often piece-
meal approaches that do not fully target measuring scientific
understanding.
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Several methods are currently employed to assess LLMs
in their capability to handle complex reasoning tasks, particu-
larly in physics [121–123]. Theoretical approaches also con-
tribute to this field; [19] suggests a scenario where the under-
standing of a teacher (AI or human) is evaluated based on
their ability to transfer knowledge to a student, as judged by
an independent referee. Similarly, the Scientific Understand-
ing Benchmark (SUB) [124] focuses on measuring scientific
understanding through tasks involving information retrieval,
explanation production, and the generation of counterfac-
tual inferences. One could conceive of further hypothetical
benchmarks. These might include the ability of LLMs to pro-
vide explanations that withstand scrutiny by domain experts
or to create causally realistic simulations.

Current benchmarks for evaluating LLMs (and future
LPMs) present several challenges that evaluators need to
address. A major issue is avoiding benchmark overfitting and
Goodhart’s law, which warns that when a measure becomes a
target, it ceases to be a good measure [125]. Therefore, those
who evaluate must be cautious not to create benchmarks
that are too narrow or easily gameable, designing diverse,
comprehensive benchmark suites that test a wide range of
skills, from conceptual understanding to creative problem-
solving. General AI benchmarks often suffer from arbitrary
task selection, incomplete domain coverage, and poor perfor-
mance on minority sets ( [126]; see however [53]). Similarly,
prompt-based evaluations can sometimes be brittle and sen-
sitive to minor variations in the prompt wording. Physics-
specific benchmarks must avoid these pitfalls. To achieve
this, crowdsourcing challenge problems and evaluation from
diverse members of the physics community could be useful
as a way of developing meta-benchmarks that test general-
isation and assess the trade-offs between breadth and depth
of knowledge, as well as adversarial testing. Note however
that there is a problem that benchmarks become part of the
training data, therefore it is important that some benchmark
data should not be published.

Additionally, incorporating real experimental data, such
as data from the Large Hadron Collider (LHC) or astro-
physical images or simulated data, into LPM benchmarks
might be useful for assessing LPMs’ ability to reason about
and analyse complex, multimodal scientific information.
These real-world datasets often contain noise, artefacts, and
other challenges that are not present in idealised bench-
mark problems. Similarly, past physics papers that rely on
well-understood Monte Carlo simulations and experimental
datasets could serve as realistic benchmarks, allowing assess-
ment of whether LPMs can replicate established scientific
results.

Benchmarking large pre-trained models (LPMs) on domain-
specific physical data, such as collider physics, astro-
physics, or gravitational waves, using both real and simulated
(labeled) datasets, is crucial for their effective deployment.

Several benchmarks already exist in the literature, addressing
tasks such as signal detection, reconstruction, and anomaly
searches (e.g., [127–133]). A detailed discussion of open
data initiatives and specific benchmark developments, while
important, is beyond the scope of this work.

Another key challenge is distinguishing memorization
from reasoning. Here possible methods include step-by-
step explanation, counterfactual reasoning, out of distribu-
tion data, and process supervision to probe models’ under-
standing. This can help models generalise beyond memorised
information. A related key problem is to figure out whether
“chain of thought” is actually causal or not; for having a joint
probability that can sample from p(results, explanation) does
not automatically mean that the explanation is what was actu-
ally used to arrive at the result.

Understanding (as well as other skills) is not a binary,
but rather a gradient that may have many different levels.
This means that a good benchmark should account for dif-
ferent types and different levels of understanding [124,134].
Given the combinatorial space of physics problems, bench-
marks must cover a representative sample to ensure models
can handle diverse and novel problems. As scientific knowl-
edge evolves, models must be updated to account for chang-
ing priors and assumptions. Thus, dynamic benchmarking
frameworks are required to maintain relevance. Additionally,
leaderboards and comparative benchmarks can drive short-
term metric hacking and a narrow focus on beating the state-
of-the-art. Evaluators should be aware of these potential neg-
ative impacts and prioritise long-term scientific progress and
conceptual understanding over merely achieving the highest
scores.

Instituting data ablations and probing techniques can help
dissect the sources of knowledge in LPMs and understand
which lower-level components are responsible for certain
behaviours [135,136]. Data ablations [137] involve system-
atically removing or modifying specific subsets of the train-
ing data and observing the impact on model performance.
Probing techniques involve designing targeted queries or
tasks that test the models’ understanding of specific con-
cepts or principles. In using these, and other mechanistic
interpretability techniques, evaluators might gain a more fine-
grained understanding of the models’ knowledge and reason-
ing capabilities. Similarly, incorporating process supervision
(as they work through a problem), such as their attention
mechanisms or feature activations, into the evaluation frame-
work could provide valuable insights into the reliability of
the models’ intermediate reasoning steps.

Lastly, implementing detailed error analysis frameworks
could provide a systematic pathway to diagnose failure
points in LPMs and identify areas for targeted improvement.
For instance, through disaggregated error metrics [138],
researchers could decompose model performance across dif-
ferent problem types and difficulty levels, potentially reveal-
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ing patterns of inconsistencies in physical reasoning. This
granular understanding of failure modes could potentially
illuminate specific weaknesses in LPM architectures, in addi-
tion to providing insights for developing more robust and
theoretically-grounded models.

6 Agenda for philosophical reflection

This agenda treats philosophical reflection as a task-oriented,
practice-guided programme for integrating LPMs into physics.
By philosophical reflection we mean work that (i) clari-
fies core concepts such as understanding, explanation, evi-
dence, and uncertainty; (ii) grounds evaluation criteria that
can be measured; and (iii) designs norms for responsible
use. The focus is on concrete outputs–operational definitions,
benchmarks, workflow patterns, and governance artefacts–
co-developed with the Development and Evaluation pillars
so that ideas translate into tests and procedures. Such reflec-
tion is necessary even when predictive performance is strong:
it determines how to interpret novel results, how much to trust
them, and how to embed them responsibly in scientific prac-
tice.

6.1 Objectives

The aim is to make philosophical reflection directly service-
able to LPM research by turning core concepts into opera-
tional criteria, benchmarks, and governance norms. We adopt
three task streams.

(i) Epistemic robustness: Treat scientific understanding as
an operational target by specifying behavioural crite-
ria that can be tested and used to improve models.
Drawing on debates about understanding and expla-
nation [16,139–141] and classical explanation-seeking
practice [142], this stream (a) formalises behaviours
such as explanation-seeking competence, counterfac-
tual/interventional sensitivity, and respect for symme-
tries/constraints; (b) packages them into benchmarks
and protocols aligned with §5; and (c) curates failure
cases that reveal hallucinated artefacts or unstable rea-
soning under shift. In practice, an LPM that satisfies
these criteria should answer explanation-seeking ques-
tions that generalise across regimes, forecast the effects
of detector/pipeline changes, and surface the physi-
cal dependencies driving its outputs, thereby directly
informing error analysis and experimental design.

(ii) Collaborative integration: specify how LPMs fit into
scientific workflows, division of labour between auto-
mated and human reasoning, decision logging and
accountability lines, credit assignment for mixed
human–model discoveries [see e.g. [112,143], and
assess conditions under which LPMs might contribute

to, or instantiate, artificial understanding[124]; As
LPMs evolve from tools to autonomous agents, in line
with notions such as Zytkow’s ’robot discoverer’ [144],
the ’Robot Scientist’[145], and the recent ’Intelligent
Agent system’[27], their growing role in theory devel-
opment and conceptual innovation is an area that needs
to be investigated.

(iii) Incentive design: mitigate risks of unreliable research,
reduced peer interaction, and echo-chamber dynam-
ics by proposing policies for benchmark governance,
negative-result reporting, and data/model openness [56–
58,146], aligning individual rewards with collective
scientific integrity. Even with strong predictive perfor-
mance, these objectives are necessary to interpret novel
results, calibrate trust, and embed LPMs responsibly in
scientific practice.

6.2 Challenges and methods

We identify four intertwined challenge families: epistemic,
autonomy, workflow, and incentives/values.

Defining and operationalizing scientific understanding for
AI systems, such as developing a clear and applicable defi-
nition, is a key challenge, as is the navigation of the tensions
and trade-offs between explainability, accuracy, and com-
plexity [147–149]. The increasing autonomy of LPMs in sci-
entific tasks raises concerns about their potential to replace
human scientists and the implications for the role of creativ-
ity and serendipity in scientific discovery [150]. While in
some regards AI might present an opportunity for the long
awaited ’logic of discovery’[151]; [152] that was sought after
in the 70s and 80s, it appears the role of having humans
in the loop is still very much needed [153–155]. However,
integrating LPMs into pipelines raises questions about divi-
sion of labour, decision logging, accountability, and credit
for mixed human–model discoveries, especially as systems
approach greater autonomy (e.g., robot discoverer/robot sci-
entist/agentic systems) [56–58,146].

Improving the alignment of AI with scientific values
and ethical principles, such as objectivity, transparency,
reproducibility, beneficence, non-maleficence, and justice, is
another significant challenge. Similarly, the successful inte-
gration of LPMs into scientific research will require over-
coming disciplinary silos and facilitating effective cross-
disciplinary collaboration between physics, computer sci-
ence, and philosophy. Achieving this transformation requires
learning from successful experimental collaborations in
physics and other fields, where clear incentive structures,
shared infrastructure, and “win-win” scenarios enabled
researchers to advance individual goals while contributing to
broader objectives. This involves, among other things, align-
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ing career incentives, funding mechanisms, and recognition
systems with collaborative goals (see section below).

We propose a task-oriented programme involving the fol-
lowing: (i) Concept operationalisation and ontology map-
ping: produce short glossaries/taxonomies that tie under-
standing, explanation, evidence, uncertainty, and trust to
observable behaviours (e.g., explanation-seeking compe-
tence, counterfactual sensitivity, consistency under re-par-
ameteris-ation), grounding them in current debates [16,
139–142]. (ii) Epistemic-robustness testing: design causal-
inference stress tests, ablation/attribution probes, counterfac-
tual evaluations, and adversarial/red-team audits to uncover
hallucinated artefacts or unstable reasoning; maintain a pub-
lic failure registry that feeds back into Development tasks.
(iii) Collaborative-integration prototypes: specify human-in-
the-loop patterns (decision logs, uncertainty prompts, esca-
lation criteria) and credit/accountability templates for mixed
human–model outputs; pilot and iterate, mindful of rising
autonomy. (iv) Incentive-design and governance: propose
policies for benchmark governance, negative-result report-
ing, data/model openness, and conflict-of-interest disclosure;
draw lessons from successful physics collaborations to align
career incentives, funding, and recognition with collabora-
tive goals. (v) Foresight methods: use scenario planning and
anticipatory governance to stress-test deployment pathways
and pre-empt risks.

7 Conclusion and recommendations

The development of large scale physics-specific AI mod-
els (LLM and foundation models), which we have named
large physics models, would represent a significant step for-
ward in the application of AI to scientific research. Creat-
ing AI systems that co-create physical theories, formulas,
and relationships, might lead to generating novel hypothe-
ses, experiments, and research directions. Therefore, LPMs
could enhance both the pace of scientific discovery and the
depth of our theoretical understanding. The proposed three-
pillar framework (Development, Evaluation, and Philosoph-
ical Reflection)provides a structured approach to realizing
this vision.

We recommend the physics community to become active
in the development of LPMs. This initiative should begin with
small-scale demonstrator projects across specific physics
subfields to validate approaches before scaling to larger
efforts. To go beyond small scale demonstrators requires
the creation of larger-scale working groups dedicated to the
development of LPMs. These efforts could evolve into for-
malized collaborations along the lines of experimental parti-
cle physics, with defined governance structures, shared com-
puting resources and long-term support.

We propose starting with a core group, who should estab-
lish governance and collaboration frameworks while devel-

oping initial demonstrations. Strategic industry partnerships
will provide computational resources, while maintaining
physics community leadership in model development. Fund-
ing should come through targeted grants and research institu-
tions like CERN, with an aim at building cross-disciplinary
collaborations that pool resources and expertise. To navigate
the resource-intensive “valley of death” period, we recom-
mend: setting clear milestones that demonstrate incremental
value (while maintaining traditional research outputs), secur-
ing early partnerships with industry and funding bodies, and
building community engagement through workshops, shared
tools, and collaborative platforms. Success requires balanc-
ing short-term results that keep the community engaged with
the long-term vision of developing tailored LPM capabilities.

The successful development of LPMs could serve as
a model for other scientific fields seeking to leverage AI
capabilities, potentially accelerating scientific discovery and
deepening our understanding while maintaining the funda-
mental principles that underpin good science.
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