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ABSTRACT

Jay McClelland’s lectures spotlighted foundational insights and contemporary advances in neural
modelling of cognition. Beginning with the premise that mental concepts correspond to patterns of
activity in networked neurons, the connectionist paradigm provides mathematical models that predict
and explain a plethora of cognitive phenomena. For instance, in semantic development, connectionist
models that learn through gradual error-driven updates capture the progressive differentiation of
concepts from broad to fine categories. This observation, and others, were captured in the early
Rumelhart model and persist in today’s language models. However, there are shortcomings of
simple error-based learning in neural networks, most notably the problem of catastrophic interference,
wherein learning new information disrupts previously acquired knowledge. Biological solutions to
this problem may reveal additional structures in our brains. For example, in the complementary
learning systems framework, the hippocampus rapidly stores episodic experiences while the neocortex
integrates them over time, thus mitigating interference and enabling flexible knowledge consolidation.
Furthermore, existing schemas facilitate faster acquisition of related concepts, reflecting how prior
knowledge shapes learning efficiency. Returning to the phenomena observed in semantic development,
theoretical work by Saxe, McClelland and Ganguli provides exact analytical solutions, showing
how, for instance, stage-like learning trajectories and transient “illusory correlations” arise from the
interaction between the statistical regularities of the environment and nonlinear learning dynamics in a
deep neural network. Taken together, these lectures underscored the enduring value of connectionism
in bridging psychology, neuroscience, and machine learning.
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An Introduction to Connectionist Theories of Semantic Cognition

1 Introduction

The story of connectionism begins with the challenge of understanding how psychological phenomena emerge from the
intricate workings of the brain. Connectionism takes as a core premise that concepts, mental representations, and ideas
correspond to patterns of activity in neurons interconnected in a network [Feldman and Ballard, 1982]. These patterns
result from information propagating through the edges of the network.

As history has made clear, focusing on distributed connectionist models that learn by adjusting connection weights via
error-corrective learning has proven to be highly successful for building modern artificial intelligence (AI). However,
computational models of human cognition often serve a two-fold purpose as engineering solutions and as explanatory
models of the mind. Such models play a central role in advancing the understanding of psychological phenomena. From
its early formulations, a key motivation behind connectionism was the need for a theoretical and mechanistic explanation
for cognition. Its approach departed from earlier cognitive models emphasizing strictly modular or symbolic models,
instead embracing the collective dynamics of many simple units working in parallel. By grounding psychological
concepts in distributed neural processes, it promises a bridge between mechanistic, brain-level phenomena and abstract
cognitive functions. Today, amid the success of AI, this research program is ongoing, and many aspects of cognitive
psychology are yet to be modeled in a connectionist framework.

In 2023, the Analytical Connectionism summer school3 at the Gatsby Computational Neuroscience Unit provided the
setting for a week-long lecture series by Jay McClelland. In this manuscript and the accompanying tutorial notebooks4,
we present detailed notes of these lectures, offering a roadmap for further inquiry. We examine both classic and
contemporary computational models that capture how cognitive functions develop throughout learning. By situating
these approaches within psychology, neuroscience, and machine learning, we underscore the enduring relevance of
connectionist principles for understanding the mind and inspiring the future of AI.

In Section 2, we describe how small, simple neural networks, especially by modern standards, make compelling models
of semantic learning. We examine a model which exhibits stage-like transitions in learning, progressively differentiating
representations from broad categorical distinctions to increasingly granular ones. This classic study provides a roadmap
for linking neural networks with the literature on linguistic and cognitive psychology.

While these models successfully capture many cognitive phenomena, they do not account for all aspects of cognition.
This gap highlights areas where the understanding of human cognition is incomplete, pointing to the need for additional
principles or structures beyond those currently modeled. In Section 3, we explore an example of such a phenomenon
whereby connectionist learners exhibit interference and “catastrophic” forgetting of knowledge learned in previous
experiences. This severe effect is not seen in animals. Thus, key aspects of the brain might be understood as solutions
found by evolution to this problem of forgetting. In this section, we introduce the complementary learning systems
framework by McClelland et al. [1995]. This theory proposes that the brain employs two interacting memory systems:
a fast-learning system in the hippocampus that rapidly encodes new experiences, and a slow-learning system in the
neocortex that gradually integrates this information into stable, structured knowledge. This elegant architecture may be
the mechanism allowing the brain to acquire new information quickly without disrupting existing knowledge. This
section serves as an illustration of how the challenges of artificial models of cognition can illuminate the workings of
biological neural networks.

In Section 4, we describe the modern development of mathematical analysis of connectionist models. In particular,
we review Saxe et al. [2019], who developed a mathematical theory of learning in linear neural networks. This model
enables the analysis of many of the phenomena discussed in Section 2 through exact solutions that capture the entire
developmental trajectory of knowledge acquisition. This framework explains why coherent categories are learned
faster, and how neural representations maintain similarity in a simple setting of semantic cognition. This mathematical
framework allows us to not only observe similarities between model phenomena and empirical findings in psychology,
but also understand the fundamental mechanisms that cause the developmental trajectory of semantic knowledge
organization in artificial and biological neural networks.

2 The Parallel Distributed Processing Approach to Semantic Cognition

2.1 Foundations

When we consider a concept — for example, the concept of Dog — we invoke a mental representation encompassing
multiple modalities: visual appearance, characteristic sounds, associated actions, and emotional valence. These different

3https://www.analytical-connectionism.net/school/2023
4The accompanying code can be found at https://doi.org/10.5281/zenodo.15306450
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An Introduction to Connectionist Theories of Semantic Cognition

aspects are thought to be represented as distributed patterns of activity across specialized brain regions. Aspects of the
dog’s visual appearance (e.g. the color of its fur) might activate patterns in visual processing areas, while action-related
properties (e.g. the dog’s tail wagging) engage motor regions. This allows input in one modality (such as hearing
the word “dog”) to activate associated representations across other modalities (visualizing the dog’s appearance or
typical actions). Consistent with the classic textbook by Rumelhart et al. [1986] with the same name, this connectionist
approach can also be termed the Parallel Distributed Processing (PDP) approach.

The PDP approach gained traction in psychology in part due to the ease with which it could explain aspects of our
conceptual, semantic, and developmental cognition. For example, consider the phenomenon by which children learning
a language tend to learn certain irregular verbs early only to later overgeneralize for a brief period (e.g., “goed” instead
of “went”). Traditional symbolic models, which rely on fixed rules and representations, took this as evidence that
children discovered rules and over-extended them [Ralph et al., 2017]. Connectionist models, in contrast, provide a
plausible account of these patterns by simulating how gradual adjustments to connection weights in neural networks
could lead to developmental trajectories resembling human learning, including the patterns among exceptions that
challenged rule-based approaches (e.g., exceptions to the add -ed rule for irregular verbs) Rumelhart and McClelland
[1986].

If connectionist models can account for such developmental phenomena, this raises a deeper question about represen-
tation itself. When we gain knowledge about the world, where is this knowledge stored? This “knowledge” can be
thought of as small adjustments to the connections between neurons. As these connections shift gradually through
learning, the emergent activity patterns in this network (our representations and cognitive abilities) also change. Some
of the most important connectionist models introduced during this time include Sejnowski and Rosenberg [1987] which
was trained to read English text, and Rumelhart and McClelland’s model [Rumelhart and McClelland, 1986] predicting
the past tense of English verbs.

Much of this section draws on work done by Jay McClelland with Tim Rogers at the Gatsby Computational Neuro-
sciences Unit in 2001. Further details on the psychology behind it can be found in a book by Rogers and McClelland
Rogers and McClelland [2004] and in a review paper [McClelland and Rogers, 2003], which this section closely
follows.

2.2 Progressive Differentiation in Development and Semantic Dementia

A compelling reason for adopting the PDP approach comes from patterns observed in how semantic knowledge
changes during development and during deterioration. In development, children show a remarkable progression in their
conceptual understanding. In particular, it is common to observe a pattern of progressive differentiation. There is now
robust evidence that infants treat events and objects in near-categorical groups which become differentiated into finer
groups as development progresses [Alessandroni and Rodríguez, 2020]. For instance, in early developmental studies
using imitation tasks, 9-month-old infants may apply the “drinking from a bowl” action to any animal toy (whether a
dog, pig, or fish). However, by 18 months, they become more selective, restricting such actions to appropriate animals –
dogs and pigs, but not fish [Mandler, 1992, 2000]. This suggests an increasing differentiation of conceptual categories.

The progression continues through childhood. Children show an increase in the specificity of animal-related concepts
as they age, as evidenced by category-based inductive tasks [Fisher et al., 2015]. In studies where children judge the
appropriateness of applying different predicates to concept categories (e.g., whether it makes sense to say “a flower
is heavy” or “milk is alive”), one can infer the existence of roughly hierarchical knowledge structures. The resulting
hierarchical structures become increasingly differentiated from kindergarten through sixth grade, reflecting a gradual
refinement of semantic knowledge [Keil, 1979]. Importantly, this progression of concepts is related to the statistics of
word use, especially in child-directed speech [Cox and Haebig, 2023, Unger et al., 2020, Unger and Fisher, 2021].

Complementary evidence in the direction of deterioration comes from the study of semantic dementia. This condition
provides a window into how semantic knowledge disintegrates, revealing a pattern that reverses the developmental
progression. In longitudinal studies of patients with semantic dementia, patients’ inability to name and categorize
objects reflects a systematic pattern of deterioration [Hodges et al., 1995, Landin-Romero et al., 2016]. Initially, patients
maintain broad categorical distinctions, while losing more specific knowledge. As the disease progresses, patients resort
to more frequent general terms, such as calling various animals “dog” or “cat” based on size similarity rather than
specific characteristics [Warrington and Shallice, 1984].

Individual stages of semantic development and deterioration can be described by the hierarchical symbolic formalisms
dominating cognitive psychology around the time, such as Quillian’s hierarchical propositional model ([Quillian, 1968];
see Figure 1A). Such formalisms, however, failed to account for the mechanism by which such conceptual hierarchies
could be acquired (or lost). In contrast, a progression through different stages of semantic knowledge could naturally
be accounted for within the PDP framework. A connectionist architecture that is updated by gradual changes in its
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Figure 1: (A) The Quillian model: a hierarchical propositional model of semantic relations, adapted for the domain of
living things. All arrows represent propositions, with the subject at the tail, the relation along the shaft, and the predicate
at the apex. “ISA” relations form taxonomies, e.g., “robin ISA bird”, while “CAN” and “HAS” specify actions and
parts. “IS” captures appearance properties. (B) The Rumelhart model: a connectionist network learning propositions
about concepts as in A) through PDP. A forward pass through the model goes from the input item to the attribute layer
with dense all-to-all connections between layers.

connection weights could mechanistically account for both semantic development and deterioration: such processes are
naturally replicated as changes to the propagation of activity patterns through the system.

2.3 Developmental Differentiation is Reproduced in PDP Network Learning

In this section, we will convince ourselves of the utility of this approach by constructing a small neural network.
Studying learning in a simple task, we will see it reproduce many phenomena that have been observed in the cognitive
psychology of development in humans. Note that the point of this model is not to present an exact mechanistic model of
neurons in the brain. Instead, the logic of this demonstration is a proof of principle. It gives a positive example that
human psychology can be parsimoniously modeled via PDP systems.

2.4 The Rumelhart Model: A Simple Network for Semantic Learning

To understand how distributed representations could capture semantic knowledge, Rumelhart developed an elegant and
simple connectionist model that would prove to be remarkably insightful [Zornetzer et al., 1994, Meyer and Kornblum,
1993]. The model’s starting point was a classical hierarchical representation of knowledge about living things, similar
to those proposed by Quillian and others in early cognitive science [Quillian, 1968]. However, rather than implementing
this hierarchy directly, Rumelhart used it to generate training examples for a neural network.

Consider the network shown in Figure 1. The network architecture consisted of three main components: an input layer
representing items (like “robin” or “pine”) and relations (like “IS”, “CAN”, “HAS” and “ISA”), a hidden layer for
developing internal representations, and an output layer for producing completions of simple propositions. For example,
given the input “robin CAN”, the network would learn to activate output units corresponding to properties like “grow”,
“move”, and “fly”.

Despite its simplicity (using only 8 concept items, 4 relations, and a small set of properties), the model captured
fundamental aspects of semantic learning. The key innovation was examining how the network’s internal representations
evolved during learning. These representations could be observed in the activation patterns across a special layer
of “representation units” that sat between the input and the main hidden layer. Initially based on small random
connection weights, these patterns gradually organized themselves to capture the semantic structure implicit in the
training examples.
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A B

Figure 2: (A) Representation layer activations across learning: Each panel displays the distributed representation of an
item, with the x-axis indexing the 8 hidden units and the y-axis showing their activation levels (0.0 - 1.0) at a given
epoch. With increasing training, the representations become progressively more differentiated. (B) The time course of
conceptual differentiation: Euclidean distances between the item representations at the superordinate-, intermediate-,
and subordinate levels were computed at each training epoch, illustrating the stage-like but continuous nature of
progressive differentiation across epochs.

In the connectionist view, this approach marked a significant departure from previous models with explicitly programmed
hierarchical relationships. Instead, the model learned to represent concepts based on the statistical patterns in its training
experiences. The hierarchical organization emerged naturally from the learning process, reflecting the “coherent
covariation” (a concept discussed below) of properties across different concepts.

2.5 Progressive Differentiation in the Learning Process

From these rather simple beginnings, the Rumelhart model learns representations with a striking pattern of progressive
conceptual differentiation. By examining the network’s internal representations at different points during training, we
can observe how conceptual structure emerges through distinct waves of differentiation.

Examine the snapshots of the representations and their similarity in Figure 2A. Early in the training (100 epochs),
the activation patterns across the representation units appear largely undifferentiated, with similar middling levels of
activation for all concepts. This reflects the network’s initial state where random connection weights produce minimal
systematic differentiation between different semantic categories.

As training progresses to approximately 500 epochs, the first major distinction emerges: representations for plants
become clearly differentiated from those for animals. This primary division reflects the strongest pattern of coherent
covariation in the training data, where properties like “has roots” and “can move” systematically distinguish these broad
domains.

After 1000 epochs, we can observe similar activation patterns for item pairs. Among animals, birds become differentiated
from fish, while among plants, trees begin to separate from flowers. This secondary wave of differentiation reflects
more subtle patterns of coherent covariation within each domain. The timing of these differentiations is not arbitrary,
but reflects the statistical structure of the training data. By 2000 epochs, finer distinctions, driven by the idiosyncratic
item properties, eventually emerge within the subcategories.

This pattern of progressive differentiation can be quantified by measuring the Euclidean distances between represen-
tations at different hierarchical levels over the course of learning, as shown in Figure 2B. Euclidean distances were
computed by first averaging values of items within a designated category and their complementary category, e.g., all
plants versus all animals at the superordinate level. As depicted in Figure 2B, the superordinate distinction shows the
earliest and steepest divergence, followed by intermediate distinctions (trees versus flowers and birds versus fish), with
subordinate distinctions, e.g., robin versus canary, showing the latest differentiation.
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Crucially, this progressive differentiation emerges naturally from the learning process without being explicitly pro-
grammed. It reflects the network’s sensitivity to patterns of coherent covariation in the training data, where stronger
patterns drive earlier differentiation. For example, all plants share properties such as roots and leaves, which animals
lack. This offers a mechanistic account (error-driven learning) of similar progressions observed in child development,
where broad conceptual distinctions typically precede more refined categorical knowledge.

The model thus provides a computational framework for understanding how experience shapes conceptual development:
the hierarchical organization of semantic knowledge may emerge from domain-general learning mechanisms operating
on structured patterns of environmental input.

2.6 The Role of Coherent Covariation

A key insight from the Rumelhart model is that learning mechanisms capitalize on structured regularities: patterns
of coherent covariation in the training data to guide the timing and nature of conceptual differentiation. This idea
parallels the conjecture that the evolution of human semantic knowledge matches the natural organization of semantic
properties in the world [Keil, 1979, Unger et al., 2020]. Rather than being driven by single feature correlations, learning
is sensitive to how multiple properties systematically co-occur across different contexts. There is now robust evidence
for the link between the statistics of a child’s environment and the progressive development of concepts, as reviewed in
[Unger and Fisher, 2021].

Consider the distinction between plants and animals. Multiple properties covary coherently across this division: plants
have roots and leaves but do not move, while animals move and eat but do not have roots. This strong pattern of coherent
covariation drives the early emergence of the plant-animal distinction in the network’s representations. The learning of
any one of these covarying properties facilitates the learning of others, as the connection weight changes beneficial to
one property tend to be beneficial to others as well. This theory is strengthened by demonstrations that networks trained
on naturalistic child-directed speech can acquire abstract and hierarchically organized semantic structure even when
the training signal is simply sequence prediction — supporting the plausibility of input-driven emergence of semantic
clusters [Huebner and Willits, 2018].

This principle helps explain why some semantic features are learned more readily than others. For instance, the network
learns that a canary has wings more quickly than it learns that a canary is yellow. This occurs not because “has wings”
appears more frequently in training but because having wings is consistently linked to other bird properties like flying
and having feathers, while yellowness does not form such systematic associations with other properties.

This observation is the basis of the more detailed mathematical treatment of coherent covariation, which will be presented
in depth in Section 4. This analysis reveals how networks can develop semantic knowledge without domain-specific
innate structure, simply by learning to detect systematic patterns in how properties co-occur across experiences.

2.7 Additional Developmental Phenomena Consistent with Connectionist Learning

Many developmental phenomena in children can be elegantly explained by a parsimonious connectionist model. In
principle, this framework suggests that all developmental phenomena could be explained in a similar manner. However,
as we will see in Section 3, some phenomena require modifications to the basic associative network exemplified by the
Rumelhart model. Here, we present additional examples that may offer new insights and parallels in understanding
cognitive development.

One intriguing pattern involves what developmental psychologists term “illusory correlations”, which is the tendency for
children to attribute properties to objects even when those properties are not present [Gelman and Markman, 1986]. For
example, young children might insist that pine trees have leaves. The same phenomenon can be seen in the Rumelhart
model for attributes that are rather rare. A similar but converse phenomenon is the failure of attribution of a rare property.
For example, the maple tree is labeled as red in the dataset, but this attribute is not learned until late in the learning
process. While redness is not unique to maples, it is rare among plants in the dataset. Similarly, some properties, like a
canary’s ability to sing, are unique within the dataset. Only after the model differentiates these unique characteristics
does it correctly assign properties like “red” to the maple and “sing” to the canary.

The network also captures temporal patterns seen throughout development. Consider specifically how U-shaped learning
trajectories emerge showing early partial competence, followed by a transient decline (often from overgeneralization
or competition), and later recovery as representations reorganize and stabilize [Carey, 1985, Pauls et al., 2013]. An
influential finding was that these phenomena also appear in the Rumelhart model. Looking at the network’s learned
associations, we can observe how properties get encoded over time. Early in learning, for a test case like the pine tree,
the network begins with low activation for “has leaves”. During an intermediate period, this activation increases as
the network learns about typical plant properties, creating an overgeneralization. Finally, with continued training, the
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network successfully differentiates pine trees with their needles from leafed plants, resolving the overgeneralization just
as children eventually correct their over-regularized behaviors.

Word-frequency effects in early naming provide another window into the learning dynamics [Brown, 1973]. Such
statistics are now thoroughly quantified in resources such as WordBank [Frank et al., 2017], potentially providing a
window into word acquisition. Similar effects appear in connectionist models. When the training set includes “dog”
more frequently than other animal names (mirroring actual frequencies in child-directed speech), the network shows
systematic patterns in its labeling behavior. Early in training, it applies “dog” broadly to various four-legged animals,
such as goats. These overextensions respect categorical boundaries established early in learning - the network never
confuses plants for dogs. With continued training, the network gradually learns to differentiate between individual
animal types, much as children’s naming becomes increasingly precise.

2.8 Section Summary

These examples illustrate how a simple connectionist architecture can account for numerous phenomena in semantic
development without requiring additional mechanisms or innate constraints. The progressive differentiation of concepts,
the emergence of illusory correlations, U-shaped learning curves, and frequency-based overgeneralization all emerge
naturally from the interaction between the network’s learning algorithm and the structure of its training experiences.

Central to this account is the role of coherent covariation in driving conceptual development. The next section will
examine this principle in greater mathematical detail, providing a theoretical framework for understanding how patterns
of coherent covariation shape the dynamics of representation learning. This analysis will reveal both the power and
limitations of simple associative learning, setting the stage for later discussions of how the basic framework might need
to be augmented to capture the full range of human semantic development.

3 Catastrophic Interference, Complementary Learning Systems and the Integration of New
Information in Memory

In Section 2, we have seen how the Rumelhart model captures cognitive phenomena about semantic learning and
development in the cortex. However, examining its shortcomings is just as important as understanding its successes.
For example, while brains are capable of learning new patterns of association without disrupting old ones, the
Rumelhart model instead falls prey to catastrophic interference, in which a neural network overwrites previously learned
associations when learning new ones [McCloskey and Cohen, 1989]. The brain is also capable of storing information
instantly using episodic memory, while the Rumelhart model requires many exposures to a given association in order to
integrate it effectively. This is, of course, a very general property of neural networks trained using backpropagation.
In this section, we will investigate biological phenomena that underlie the brain’s ability to learn continuously and
remember items episodically before considering how the Rumelhart model can be expanded to account for them.

3.1 Biological Theory of Complementary Learning Systems and Rapid Consolidation

The richness of biological learning and the complexity of its mechanisms is brought home by the case of Henry
Gustav Molaison in the 20th century, known more commonly as Patient H.M [Scoville and Milner, 1957]. In an
attempt to treat epilepsy, part of the brain of Patient H.M. was removed, including a structure called the hippocampus.
Although his performance on intelligence, general knowledge and language tests was intact, his ability to form new
memories was dramatically impaired. Intriguingly, he still showed improvements in tasks through prior exposure and
could learn new motor or procedural skills, even though he would not consciously remember practicing them [Squire,
2009]. This highlights the hippocampus as a crucial structure for forming new memories, including episodes, events,
paired-associate learning (PAL), and arbitrary factual information. His inability to acquire new information suggests
that humans rely on the hippocampus for learning and storing recent memories, while older, more remote memories
are encoded otherwise. Memory formation in learned distributed representations arises progressively and is shaped by
extensive experience. The chosen distributed representations reflect meaningful patterns that evolve gradually through
learning, capturing various aspects of cognitive development over time.

Studying Patient H.M. and similar cases led to the development of the complementary learning systems theory, which
posits that the hippocampus is responsible for learning episodic memories, while the neocortex gradually integrates
them over time [McClelland et al., 1995, Kumaran et al., 2016]. More recently, the study of differences in consolidation
speed has led to the theory of schemas [Tse et al., 2007, 2011], which are learned patterns of association that can be
generalized to new phenomena. Both of these lines of research are introduced in this section.
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A B

Figure 3: Adding new nodes to the Quillian model (A) and Rumelhart model (B). New nodes, penguin, and cardinal,
and links to other nodes, are added to the Quillian model introduced in Figure 1. In the Rumelhart model, we use a new
input unit for new items, with learnable connections as shown.

Complementary Learning System as a unifying framework for the integration of knowledge For effective func-
tioning, the brain must rapidly encode new events while gradually accumulating statistical knowledge. Complementary
learning systems theory explains how these two processes operate in tandem. One of these, centered on the hippocampus
is responsible for episodic memory, enabling rapid learning, but is susceptible to catastrophic interference. This system
receives input from higher-level brain areas, such as the fusiform gyrus (FFG), Wernicke’s and Broca’s areas, and V4,
facilitating rapid association of new information. These episodic memories get replayed over time to the other system,
in the neocortex of the brain, where they are slowly integrated with existing information. This allows for consolidation
and reactivation of learning over time, including during sleep and spontaneous cueing. In an abstract model, McClelland
et al. [1995] demonstrated that this interleaved learning mitigates catastrophic interference. In this model, information
is initially stored in hippocampus, followed by interleaved exposure to old and new items, gradually allows for the
consolidation of new information in the neocortex, preventing catastrophic interference.

Schema-based differences in learning How new knowledge corresponds to what has already been learned plays
an important role in how it is integrated. In one series of classic experiments [Tse et al., 2007, 2011], animals in an
arena containing landmarks and hiding places for food rewards learned flavor-place associations over the course of
several weeks. Learning progressed quickly when animals were subsequently taught new flavor-place associations in
the same arena, but progressed very slowly when new associations were presented in a different, novel arena. Moreover,
although the hippocampus was necessary for learning, it could be removed shortly after exposure without affecting
learning severely, suggesting that less replay is needed when information is consistent with what is already known.

This kind of learning is called the rapid consolidation of schema-consistent information. The types of association
patterns the animal could learn are considered examples of schemas. A schema is an “organized structure in which
knowledge is arranged” (like a hierarchical tree). Schema-consistent information is information that can be added to
existing schemas without disrupting them.

3.2 Investigations in the Rumelhart Model and Interleaved Learning

In this section, we will study expansions to the Rumelhart model that can account for both complementary learning
systems as well as the differential effects recorded in schemas.

Incorporating new knowledge into the network leads to interference as a function of similarity Once training is
completed, the Rumelhart model has internalized knowledge from the structure from its training data into its weights in
a distributed manner. We can simulate adding new knowledge through the addition of additional nodes to the input
layer and connecting them to the hidden representations. For instance, we can add new nodes belonging to “cardinals”
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Figure 4: Error for the new items (A) and existing items (B) while training cardinal (blue) and penguin (orange).
Cardinal is similar to already learned items, canary while penguin is more different from existing items as it is a bird
but can swim.

or “penguins” as shown in Figure 3. The initially random weights then need to be trained using the backpropagation
algorithm on the new items. When we train on the new item, however, it inevitably results in changes to the existing
connections, increasing the loss on the original set. This phenomenon is known as catastrophic forgetting.

Interestingly, the amount of interference that comes from learning a new item depends on how consistent it is with the
prior knowledge. Thus, in the Rumelhart model, nodes belonging to “cardinal” can be integrated quite smoothly by
being bonded and incorporated into the existing representations for “birds.” However, incorporating a “penguin” is
more complex because it both aligns with and contradicts the existing categories; The penguin is a bird but can swim
while it cannot fly. The process of adding these nodes to the network involves different learning dynamics and can affect
the network’s structure in different ways. Learning “cardinal” leads to less forgetting than learning “penguin”. (see
Figure 4; similar results hold when comparing with adding a “trout” which fits the paradigmatic example of a fish
McClelland [2013]).

The differences in the learning between these examples lies in the initial structure of the network: For the cardinal,
weights from “can-grow”, “can-fly”, and “isa-animal/bird” are built up. These can easily propagate back to the
representation layer to find the representation of the bird. With the penguin, the existing network representation is
not entirely consistent with the penguin’s representation. This illustrates how our ability to rapidly integrate new
information into memory is influenced by how well it aligns with our pre-existing mental frameworks, and parallels
schema-dependent learning in the brain.

Similarity-weighted interleaving allows knowledge to be persisted more effectively A solution to the problem of
catastrophic forgetting is to repeat the prior knowledge the network has already learned while training on the new items.
This is called interleaving.

The most basic kind of interleaving is called full interleaving, in which each item from the training dataset is presented
again fully with each presentation of the new items during training. This allows integration of new knowledge without
forgetting, but is computationally expensive. A simple alternative which aims to take advantage of the fact that the old
items have already been learned, is uniform interleaving, in which all training items are continually presented, but at a
lower rate. This results in faster integration of new knowledge, but at the expense of not protecting old knowledge as
well.

In contrast, an intelligent kind of interleaving is similarity-weighted interleaving. This interleaves old items at differential
rates, with the old items that are most similar to the new ones repeated most frequently. This correspondence can be
described in terms of the singular values of the input-output correlation matrix. This method achieves performance
comparable to full interleaving, but is significantly more efficient, and substantially outperforms uniform interleaving
with an equivalent computational cost. In summary, by focusing interleaving efforts on items similar to the new concept,
catastrophic forgetting can be presented significantly more efficiently. However, while similarity weighting reduces
interference among similar items, it may lead to performance trade-offs, particularly if cross-category overlap exists.
These experiments are described in detail in McClelland et al. [2020].

9



An Introduction to Connectionist Theories of Semantic Cognition

This kind of interleaving is one explanation for “replay” and similar effects in the brain, in which animals’ hippocampal
representations in sleep mirror actions they took while awake [Wilson and McNaughton, 1993]. The insights gained by
investigating how the Rumelhart model suffers from catastrophic forgetting can shed light on complementary learning
systems theory and the rapid consolidation of schema-consistent information. However, it is interesting to note that the
integration of new memories in a “continually learning” manner remains an area where the brain outperforms the best
machine learning algorithms in terms of effectiveness and sample efficiency. This remains an exciting area for future
research.

4 Mathematical Theory of Learning in Deep Linear Networks

4.1 Introduction and Background

The PDP approach highlighted how simple error-corrective learning in neural network models gives rise to a wealth of
observations that qualitatively recapitulate in semantic cognition and development. However, one shortcoming that
limits the explanatory power of neural network models of cognition is their own complexity. To better understand these
systems, it would be advantageous to have a mathematically precise, tractable, and theoretical understanding of the
inner workings of these artificial learning systems.

Saxe et al. [2013, 2019] made progress in our theoretical understanding of such connectionist models via a set of
simplifications that enable a more nuanced and precise analysis of learning. In particular, the Rummelhart model has
non-linearities on the network hidden layer. The analysis presented in the following section relies on the removal of
these non-linearities and small initial weight scale. As the following section will show, these simplifications allow for
an exact description of learning dynamics in these deep linear models. Surprisingly, despite these seemingly drastic
simplifications, the models qualitatively recapitulate key phenomena also observed in non-linear networks as well as
in human semantic development. The model should therefore be understood as a theoretically tractable counterpart
to the classical, purely simulation-based theories in the connectionist literature. In the following, we will outline the
preliminaries and general principles of this theory and how it relates to the classical connectionist approaches described
in previous sections.

The goal of this section is to provide a tutorial-level review of the maths behind the results in Saxe et al. [2013, 2019].
We assume only knowledge of introductory linear algebra, differential equations, probability, and vector calculus. For
readers with this background, some concepts will still be new (i.e. the derivative of a function with respect to a matrix),
and in the following sections, we have provided additional expository detail to clearly explain the mathematics.

4.2 Exposition and Preliminaries

Input data Output data

living things

plant animal

tree flower bird fish

is_living

has_roots

can_move

has_bark

has_petals

can_fly

can_swim

A B

Figure 5: The hierarchical learning task considered for linear
networks. Columns represent particular exemplars. Rows
in the right-hand matrix (B) denote particular semantic at-
tributes. Networks are required to learn a mapping from
one-hot inputs xi (A) to hierarchical output vectors yi.

The theoretical solutions by Saxe et al. [2013, 2019]
essentially model the same hierarchical learning problem
considered in the classical literature of semantic cognition
(Rogers and McClelland [2004], as well as Rumelhart
and Todd [1993]) which is illustrated in Figure 1. We
will consider a data set in which semantic knowledge is
hierarchically structured, i.e. some semantic attributes
are general and apply to many input items while other
properties are specific only to individual or few input
items.

The exact dataset used for training is illustrated in Figure
5. This dataset is different than the precise dataset used
in the Rumelhart task, but shares key attributes. Note
how the network outputs naturally form a hierarchical
structure, in that relationships between output vectors
follow the pattern of a binary tree. The input data exactly
reflects the patterns of coherent covariation in properties
also considered by Rogers and McClelland [2004].

Like before, learning proceeds iteratively, whereby the network acquires knowledge via repeated exposure to the dataset
throughout learning and error-corrective adjustment of network weights where the credit assignment problem is solved
via backpropagation. Coming from a state of no initial knowledge, the network has to learn to associate a set of semantic
attributes that belong to a particular input item.
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More formally, each input item is represented by a one-hot input vector xi ∈ RNin , which is a vector which is all zeroes
except for one value equal to one serving as an ‘indicator’. The associated semantic attributes are represented by an
associated output vector yi ∈ RNout which represents a “several hot” encoding of semantic properties. The total dataset
that we would like to learn then becomes {xi,yi}Ni=1 with a total of N input items and associated output vectors. We
also denote the full matrices of network inputs and labels as X = [x1, ...,xN ] and Y = [y1, ...,yN ] respectively.

The network is required to predict the properties yi in response to any given input vector xi. To allow for theoretical
analysis, we consider the simple setting of linear networks. In the forward pass, the deep linear network simply
computes ŷi = W2W1xi with weight matrices of dimension W1 ∈ RNhid×Nin and W2 ∈ RNout×Nhid . We visualize
this simple network architecture in Figure 6. Saxe et al. [2019] contrast learning dynamics in these deep linear networks
with their shallow counter-parts. We will also examine shallow linear networks. In their forward pass, shallow networks
compute ŷi = Wsxi. Shallow networks have a single weight matrix Ws ∈ RNout×Nin .

An important initial observation is that both deep and shallow linear networks can both express any linear function.
They are exactly equivalent in the functions they can express, i.e. their hypothesis space is exactly equivalent. To
see this, note that we can express any deep network as a shallow network by simply rewriting the weight matrices
W2W1 = Ws, then we can see that

W2W1xi = Wsxi = ŷi (1)
Despite this lack of additional expressivity, we will find that there are marked differences in the learning dynamics of
deep and shallow linear networks.

Connectionism characterizes learning as a gradual error-corrective process. The network produces predictions ŷ and
weights are gradually adjusted to match the desired outputs y. This comparison is done via our loss function. Saxe et al.
[2013, 2019] consider the particular case of full batch gradient descent where we take sum of the sample-wise error
over the full dataset. The loss function then reads like

L(ŷ,y) = 1

2

N∑
i=1

∥yi − ŷi∥2. (2)

For convenience we work with the total squared error rather than the mean squared error; the two differ only by a
constant factor N , which can be absorbed into the learning rate or the time constant in the gradient-flow derivation.
How do we get from the loss function to the gradual adjustment of weights that drives learning? This process involves
deriving the standard update equations used to change weight matrices, discussed in the next section. In later sections,
we will consider how to make these update equations amenable to theoretical analysis.

. . .

. . .

Figure 6: The deep linear network architecture. Neurons do not contain any activation functions.

4.3 Derivation of Weight Updates

Our goal is to minimize the loss in eq. (2) via the gradual adjustment of weights. We define a learning rate λ. We will
then adjust the weights in the direction that most decreases the loss function. Recall that this direction is called the
gradient, and the update algorithm is thus called gradient descent. Via the calculation of gradients of the loss function
with respect to the weights, we get standard back-propagation update rules for the deep linear network.

∆W1 = −λ
∂

∂W1
L(ŷ,y)

∆W2 = −λ
∂

∂W2
L(ŷ,y).

(3)
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Now let us first compute the gradients with respect to W1. Note that we are taking the derivative with respect to a
matrix, which is typically not covered in a standard calculus curriculum. To make this derivation clear, we will briefly
explain how to do so in order to build up the gradient with the partial derivatives.

4.3.1 Aside: Matrix Derivatives

As you might remember from vector calculus, the gradient of a function is the directional derivative that maximizes
the change in that function. Given some function f : Rn → R, a directional derivative in the direction of a vector u
is defined as the inner product ∇uf(x) =

∂f
∂x · u. When we fix the size of the vector u, only allowing it to change

direction, this product is maximized when u ∝ ∂f
∂x . Hence, the gradient is defined as ∇f = ∂f

∂x

T
.

The derivative of a scalar function with respect to a matrix is defined similarly, except the inner product is replaced with
the Frobenius inner product: ⟨A,B⟩F = Tr(ATB), where Tr(A) =

∑n
i Aii. For a function that acts on matrices:

f : Rn×m → R, we can analogously define the directional derivative ∇Yf = Tr( ∂f
∂X

T
Y). Using this, the gradient

can be defined exactly as before.

Mechanically, it is convenient to work with “differentials” to compute matrix derivatives. We can consider applying
infinitesimal perturbations (dX) to the input of a function and use standard calculus rules to compute the differential
of the output. Then we can identify the gradient by arranging the expression using trace identities to have the form
df = Tr( ∂f

∂XdX).

Let us do a brief warm-up before moving back to our problem. Consider the quadratic form f(A) = xTAy, with
x ∈ Rn,y ∈ Rm,A ∈ Rn×m. We wish to find ∂f

∂A , which we expect to have the same shape as A. We can do the
computation as follows:

First, take the differential: df = xT dAy. Then observe that df = Tr(df), because the differential is a scalar. This
allows us to write: df = Tr(xT dAy) = Tr(yxT dA), from which the gradient is observed to be ∂f

∂A = xyT ∈ Rn×m.

4.3.2 Deriving the Matrix Gradient of the Loss

Now that we have reviewed matrix derivatives, we can go back to our original problem. Let us begin by writing the loss
as L(ŷ) = 1

2

∑N
i=1(yi − ŷi)

T (yi − ŷi), and the prediction ŷ = W2h where h = W1x. We take the differential of
each side with respect to ŷ (for each index i):

dL(ŷ) = 1

2

N∑
i=1

−dŷT
i (yi − ŷi) + (yi − ŷi)

T (−dŷi) (4)

=

N∑
i=1

−(yi − ŷi)
T dŷi (5)

Then we use the definition ŷi = W2hi to get the differential dŷi = W2dhi, and finally the definition hi = W1xi to
get the differential dhi = dW1xi. Putting this all together, we have

dL(ŷ) =
N∑
i=1

(ŷi − yi)
TW2dW1xi (6)

and finally we can use our trace trick to write:

dL(ŷ) = Tr(

N∑
i=1

(ŷi − yi)
TW2dW1xi) (7)

= Tr(

N∑
i=1

xi(ŷi − yi)
TW2dW1) (8)

From which we observe that our gradient is
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∂L(ŷ)
∂W1

=

N∑
i=1

WT
2 (ŷi − yi)x

T
i ∈ RNhid×Ninp (9)

Now, we can add a step size λ to perform gradient descent discretely. We can similarly calculate the derivative with
respect to W2, which is

∂L
∂W2

= (ŷ − y)xTWT
1 ∈ RNout×Nhid

= (ŷ − y)hT

(10)

We can then plug these equations back into our original update eq. (3) to get our discrete gradient descent updates. One
key observation that we can make for the above equation is that updates in later layers depends also on the weight
matrices in earlier layers, such that learning is “coupled”. This coupling also generalizes to weight updates in deeper
networks with more than two layers.

4.4 The Gradient Flow Regime

Gradient descent is computationally performed in a discrete setting, with a learning rate λ > 0, where we take a discrete
update step at each timepoint: W(t+1) = W(t) + λ∆W(t). When λ is small, these discrete steps change the weights
only slightly on each iteration, so the trajectory of W over training looks like a smooth curve rather than a sequence of
large jumps. However, the learning dynamics are much easier to analyze in the “continuum limit”, when step sizes are
infinitesimal and we approximate this smooth curve by a continuous-time process. To see this, we can rename λ = δt,
then rewrite the equation as W(t+1)−W(t)

δt = ∆W(t). In this limit of δt we replace finite differences by derivatives

(W
(t+1)−W(t)

δt → dW
dt ) and model the discrete weight updates as a continuous-time dynamical system, a viewpoint

often referred to as gradient flow. This continuous-time approximation allows us to use tools from differential equations
to obtain closed-form learning dynamics. An analysis of the discrete setting can be found in Gidel et al. [2019].

To eliminate the randomness induced by stochastic gradient descent where the network weights are updated after the
presentation of each example, we also choose to study the evolution of the average weight change across the whole
dataset in the full batch gradient descent regime. In this regime, we update weights after averaging over the full dataset.
We will see that this will allow us to work with the correlation matrices, which are deterministic:

dW1

dt
≈ ∆W1 = λWT

2

N∑
i=1

((yi − ŷi)x
T
i )

= λWT
2

N∑
i=1

((yi −W2W1x)x
T
i )

= λWT
2

N∑
i=1

(yix
T
i −W2W1xx

T
i )

= λNWT
2 (E[yxT ]−W2W1E[xxT ])

(11)

By definition, E[yxT ] = Σyx is the input-output correlation matrix, and E[xxT ] = Σxx is the input-input correlation
matrix. To make things easier, we analyse the setting in case of whitened input data Σxx = I . (see Section 4.9 for a
treatment of non-whitened data.) The same transformation takes place for dW2

dt ,

dW2

dt
= λN(E[yxT ]−W2W1E[xxT ])WT

1 (12)

We can optionally let τ = 1
λN , which is called the time constant of the differential equation.

4.5 Warm-up: Exact Learning Dynamics of Shallow Networks

We will now try to solve the differential equations from the previous section to derive the exact learning dynamics for
our linear networks. It is non-trivial to solve these for arbitrary initial weights [Braun et al., 2022]. However, Saxe et al.

13



An Introduction to Connectionist Theories of Semantic Cognition

[2013, 2019] consider the particular case of very small initial weights. To get some intuition and familiarity with the
general approach, we will start with learning dynamics for simple shallow linear network first. We had defined the
shallow linear network as: ŷ = Wsx.
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Figure 7: Singular Value Decomposition (SVD) of the input-output correlation matrix for the hierarchical dataset shown
in Figure 5. For our task where inputs are one-hot, we have X = I , thus, we find that Σyx = Y. We can see how
the values on the diagonal of S differ in magnitude and reflect the strength of particular semantic distinctions in the
hierarchical dataset: each singular value sα quantifies how strongly its corresponding mode uαv

T
α explains the structure

in Σyx.

Here we only have one derivative, as we only have one weight matrix. The derivation is essentially equivalent to that of
the deep linear network, and is hence left to the reader as an exercise.

τ
dWs

dt
= Σyx −WsΣxx (13)

Let’s use the assumption we made before that Σxx = I . Learning dynamics in deep linear networks are intimately
connected to the singular value decomposition of the input-output correlation matrix Σyx. While we do not strictly
need the Singular Value Decomposition (SVD) in the case of shallow network to solve eq. (13), we will work with the
SVD as we need it for solutions in our deep networks later on. We define the SVD as:

Σyx =
1

N
YXT = USVT=

Nin∑
α=1

sαuαv
T
α . (14)

Each triplet (uα, sα,vα) corresponds to a single coherent mode of the dataset: the outer product uαv
T
α describes

a pattern of co-fluctuation between output features (semantic properties) and input items (classes), and the singular
value sα measures how much variance in the input–output correlations this pattern explains. Figure 7 visualizes the
structure of Σyx when examining the rows of VT . We can see that their internal structure recapitulates key semantic
dimensions which distinguish the four input items, also seen in fig. 3. For example, the second row of VT distinguishes
between animals and plants. The columns of matrix U correspond synthesize semantic properties relevant to each
semantic distinction in VT . Modes with larger sα therefore capture broader and more important semantic distinctions
and explain more variation in Σyx than modes with smaller sα. We plot the SVD for the hierarchical dataset in Figure
7. We can left-multiply the equation by UT (recall that U,VT are both orthonormal matrices), and right multiply by
V, which gives us:

τ
d(UTWsV)

dt
= S−UTWsV (15)

Following Saxe et al. [2019], we can make a change of variables and define Ws = UTW̄sV. We therefore get

τ
dW̄s

dt
= S− W̄s (16)
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The next step requires a few assumptions (see Section 4.11 for a note about these assumptions). We assume W̄s is
a diagonal matrix, i.e. W̄s

αα = bα where α indexes rows or columns respectively. This allows us to turn our matrix
dynamics into scalar dynamics (as each diagonal element acts independently),

τ
dbα
dt

= sα − bα (17)

where Sαα = sα (recall that S is also diagonal).

We can solve this via the standard separation of variables method:

τ

∫ bfα

b0α

dbα
sα − bα

=

∫ t

0

dt (18)

where b0α, b
f
α are the initial and final values respectively. Integrating these equations gives:

t = τ ln
sα − b0α

sα − bfα
(19)

and we can solve for bfα to obtain the full time course:

bα(t) = sα(1− e−t/τ ) + b0αe
−t/τ (20)

Remember that we are still in the W̄s space! To get the full weight changes we simply undo the transformations: left
multiply by U and right multiply by VT . We then get:

Ws(t) = UB(t)VT (21)
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Figure 8: Shallow linear network dynamics. (A) Simulated and exact solutions of bα(t) on the hierarchical dataset we
can see the exponential trajectory of these values. We color code the effective singular values bα(t) by their asymptotic
magnitude. (B) Loss of the shallow linear network on the hierarchical data.

Here, B(t) has the values bα(t) on the diagonal. There are a few things to note about these solutions that give important
intuition: the solutions to the shallow weights in eq. (20) are exponential and they asymptote to the singular values sα.
We can then see that B(t) approaches S as t approaches ∞. The network therefore learns to represent the input-output
correlation matrix. This is the correct solution for the hierarchical task. When training the model with full batch updates
from small initial weights, the solutions exactly match the simulations as seen in Figure 8.

4.6 Exact Learning Dynamics of Deep Linear Networks

Now we will apply the same methodology to the deep linear network. However, getting the systems to decouple into
the singular value modes requires a few extra steps. Note that we now need to work with the deep network with two
weight matrices Ws = W2W1. Hence, when we left- and right-multiply by UT ,V, we will only affect one of the
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matrices (W2 and W1, respectively). Let’s again use the previous change of variables and substitute W1 = RW̄1V
T

and W2 = UW̄2R
T . Here R is an arbitrary orthogonal matrix so that RTR = I . This change of variables makes a

crucial assumption: weight matrices are diagonalized by the singular vectors of our input-output correlation matrix
Σyx. We discuss why this assumption holds true in practice in Section 4.11.

Plugging these into our differential equations derived in Section 4.4 and canceling orthonormal pairs gives us:

τ
d

dt

(
RW̄1V

T
)
= RW̄2

TUT
(
Σyx −UW̄2W̄1V

TΣx
)
, (22)

τ
d

dt
W̄1 = W̄2

TUT
(
USVT −UW̄2W̄1V

T
)
V, (23)

τ
d

dt
W̄1 = W̄2

T
(
S− W̄2W̄1

)
(24)

and likewise for W̄2:

τ
d

dt

(
UW̄2R

T
)
=

(
Σyx −UW̄2W̄1V

TΣx
)
VTW̄1

TRT , (25)

τ
d

dt
W̄2 = UT

(
USVT −UW̄2W̄1V

T
)
VW̄T

1 , (26)

τ
d

dt
W̄2 =

(
S− W̄2W̄1

)
W̄T

1 , (27)

Above we have used the fact that VTV = I , UTU = I , and that Σxx = I . Now, we need to get these matrix
differential equations with interacting terms to decouple into multiple independent, one-dimensional systems. To
achieve this we assume W̄1 is diagonal with values W̄1

αα = cα and likewise W̄2
αα = dα. This assumption decouples

the dynamics as non-zero diagonal elements would represent coupling between different SVD modes. When we
initialize networks with small random values the decoupled solutions provide good approximations to the full solutions,
we discuss details on why these assumptions provide a reasonable approximation in Section 4.11.
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Figure 9: Deep linear network dynamics. (A) Simulated and exact solutions of aα(t) on the hierarchical dataset we can
see the clear sigmoidal trajectory of these values. We color code the effective singular values aα(t) by their asymptotic
magnitude. (B) loss of the deep linear network on the hierarchical data.

This then gives us the scalar dynamics:

τ
d

dt
cα = dα(sα − cαdα) (28)
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τ
d

dt
dα = cα(sα − cαdα) (29)

Now we choose to assume that cα = dα (the mode strengths of W1 and W2 are equivalent; we discuss why this
assumption holds in Section 4.11). The overall strength of a single mode is aα = cαdα which has dynamics (solved by
differentiating the definition of aα with respect to time)

τ
d

dt
aα = 2aα(sα − aα) (30)

Note that this equation indicates that the strongest modes (largest sα) are learned fastest. We can separate variables and
use partial fraction decomposition to arrive at the integral equations (suppressing α for clarity)

τ

2

∫ af

a0

da

sa
+

τ

2

∫ af

a0

da

s(s− a)
=

∫ t

0

dt (31)

t =
τ

2s
ln

af (s− a0)

a0(s− af )
(32)

Lastly, we solve eq. (32) for af to get the analytical learning dynamics:

aα(t) =
sαe

2sαt/τ

e2sαt/τ − 1 + sα/a0α
(33)

and undo the change of variables to return to the learning dynamics of aα = cαdα = W̄2
ααW̄

1
αα = Aαα

W2(t)W1(t) = UA(t)VT (34)
Similar to the solutions derived in the previous section, we find that the SVD terms are intimately tied to learning
dynamics. We can see from eq. (33) that aα(t) asymptotes to sα with time. Furthermore, it is important to contrast
the dynamics for deep networks in eq. (33) with those for shallow networks in eq. (20). The dynamics in eq. (33)
are sigmoidal, while dynamics for shallow networks follow an exponential trajectory. For deep linear networks, the
most important components in the input-output correlation matrix Σyx are learned fastest. We visualize the different
SVD modes for the hierarchical dataset in Figure 10. SVD modes with larger singular values explain more important
distinctions in the dataset. We can see that there is a clear difference in learning dynamics despite the exactly equivalent
expressivity. Figure 9 shows that the analytical solutions provide an excellent match to the simulations when training
the network from small random weights.
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Figure 10: We plot SVD modes uαv
T
α of the dataset input-output correlation matrix Σyx ordered by the magnitude of

their associated singular values sα. When examining these matrices from left to right we can see that SVD modes with
larger associated singular values sα explain larger parts of Σyx.

4.7 Stage-like Transitions in Learning

We have seen that learning of individual modes has sigmoid (S-shaped) dynamics, in which a mode transitions from
not-learned to almost fully learned in a short period of time. These occur at different times in the training process for
each mode. To assess stage-like transitions, we would like to know, for a given mode:
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1. How long does the transition from unlearned to learned take?
2. How long is that time relative to the time it takes for the mode to be learned fully?

To calculate these times for deep linear networks, we can use our formula for t. Recall that s = sα represents the value
of the true singular value of the input-output correlation matrix, so af → s describes learning. From eq. (32), we see
that it takes infinite time to converge to the true singular value (af = s). To capture the timescale of the transition
period, we don’t care about the asymptote, only when the state gets close enough to the true singular value. Therefore,
we define some arbitrarily small offset ϵ and set af = s− ϵ. We also need to define an initial condition for a0 to mark
the beginning of the transition time, i.e. when the mode starts changing. For convenience (and by symmetry of the
sigmoidal curve of the deep linear network solution), we will set it to a0 = ϵ. Then our time is

ttrans =
τ

2s
ln

(s− ϵ)2

ϵ2
(35)

This value alone is not particularly interesting; what makes it special is how it grows relative to the full learning time of
a mode from the beginning. To determine that, we also define a starting value for a0 = ϵ0 ≤ ϵ, and calculate the total
learning time,

ttot =
τ

2s
ln

(s− ϵ)(s− ϵ0)

ϵ0ϵ
(36)

Clearly ttot increases as ϵ0 → 0 and approaches ∞, whereas ttrans stays fixed. So the relative contributions of ttrans is
negligible relative to the rest of training, or is ’stage-like’ in the sense that the rapid transition from learned to unlearned
only takes a small fraction of the overall learning time. We visualize the network in an intermediate stage of learning in
Figure 11. The network has acquired the most relevant structure and is currently in the process of acquiring intermediate
SVD modes which correspond to the middle of the output hierarchy.

BA

Figure 11: Intermediate stages of learning. (A) Effective singular values. Dotted line indicates the point at which we
plot the input output correlation map. (B) The effective input-output correlation map learned at the indicated time step.
Note how the values on the diagonal of A(t) in panel B correspond to the effective singular values at the dashed line in
panel A.

4.8 Illusory Correlations

Because modes can contribute to multiple features, one can consider a situation where one mode is positively related to
a feature, while the subsequent mode in the sequence (i.e. the next smallest) is negatively related to the feature. Then an
“illusory” correlation occurs when an earlier mode is positively related, causing transient growth of the relationship. The
correlation decreases again only after the next (or a later) mode is learned. The time required for this can be computed
similarly to previous cases.

Define the mode values sk+1 = sk −∆, where k is some arbitrary index in the sequence of singular values. We can
compute the time difference between learning each stage by plugging into the previous equation:

tk+1 − tk =
τ

sk −∆
ln

sk −∆

ϵ
− τ

sk
ln

sk
ϵ

(37)

=
τ

sk(sk −∆)
[sk ln

sk −∆

ϵ
− (sk −∆) ln

sk
ϵ
] (38)
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We can use the fact that ln (sk−∆)sk
ϵsk

= ln (sk−∆)
sk

+ ln sk
ϵ to cancel out terms, leaving us with

τ

sk(sk −∆)
[sk ln

sk −∆

sk
+∆ ln

sk
ϵ
] (39)

and lastly we can approximate sk −∆ ≈ sk to show that the time of illusory correlations occurs for time of order
O(∆). We visualize these illusory correlations in Figure 12.
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Figure 12: Illusory correlations in deep (left) and shallow (right) linear networks. We show the predicted value (blue)
for a property on the bottom of the hierarchy in Figure 3. That is, we show the network prediction for the feature “has
gills” when presented with a bird input vector. We further show the contribution of each SVD mode uαv

T
α to this final

prediction (red). For deep linear networks (left) we can see how individual modes contribute positively to the prediction
of a particular feature. This contribution is “erroneous” and leads to wrong prediction. The acquisition of the final SVD
mode undoes this behavior. In contrast, shallow linear networks (left) do not display transient, illusory correlations.

4.9 Connection of Learning Dynamics to Dataset Structure

In Section 2.6, we mentioned that learning in connectionist models is driven by “coherent covariation”, or the way in
which properties co-occur across different items. We are now equipped with a mathematical definition of coherent
covariation and a formal explanation of why this drives learning.

When closely examining the dynamics described in eq. (33), we see that learning dynamics in the deep network are
solely dependent on the structure of the dataset. Learning starts from some initial value a0α and asymptotes to the
value sα following a sigmoidal trajectory. Importantly, modes with stronger explanatory power, that is, the amount of
variance in the dataset they explain, are learned more quickly in a stage-like manner. Recall that sα are the singular
values of our input-output correlation matrix Σyx. We can see that the network learns the main directions of the dataset
in order, where SVD modes with larger associated singular values are learned more rapidly than those with smaller
explanatory power. Thus, the “coherent covariation” of the data is neatly captured by the decomposition of the data into
the singular vectors, each of which can be thought of as a single coherent aspect of the data.

4.10 The Effect of Input Covariance

In many real-world datasets, there is some covariance structure to the input data. That is, inputs may not be whitened
prior to learning such that Σxx = I. For example, some input features may occur more frequently than others. The
above treatment can be extended to this setting. A detailed treatment can be found in the Appendix of Benjamin et al.
[2022] as well as the Appendix of Saxe et al. [2019].

As a motivating example, consider a network observing data similar to that in Figure 1. This time, we may observe each
object with different frequencies; robins may be frequent, but sunfish may be quite rare. This adjustment affects the
input correlation matrix. When we run the analysis (in the following paragraphs) we will find that this input frequency
adds an additional effect upon learning dynamics even though the asymptotic solution is the same. As described in
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Benjamin et al. [2022], this can help us explain why in perceptual systems like vision we learn to encode frequent
features first and with higher fidelity than less frequent features (an “efficient” neural code).

Beginning with eq. (12), we can follow through the derivation but keeping Σxx.

τ
dW2

dt
= (Σyx −W2W1Σ

xx)WT
1 (40)

How do the singular values evolve? The result can be written out for any general Σxx,Σxy, and initialization,
but we can only find exact solutions which decouple dyanamics for a particular aligned case. Specifically, let the
initializations be such that they share the singular vectors of the data and labels, but can differ in the singular values.
Given Σxx = VΛVT and Σyx = USVT , we can proceed as before, letting W1W2 = UAVT for the same U and
V.

In this case the decoupled singular values of W1W2 evolve by the following equation, in which λα is the strength of
dimension α in Λ:

τ
∂aα
∂t

= (sα − aαλα)aα = λαaα(
sα
λα

− aα). (41)

We can make sense of these dynamics by recalling the solution to linear regression, which is given by the normal
equation W ∗ = Σyz(Σxx)−1. (This can be confirmed by setting eq. (40) to 0 and solving for W1W2). When we solve
for the final values of the singular values, we will find that a∗α = sα

λα
. This is the asymptotic solution of learning. The

rate at which this is achieved is controlled by 1) λα, the input covariance strength along that dimension, 2) the current
value of aα which causes exponential increase, and 3) the difference to the the solution ( sαλα

− aα), leading to overall
sigmoidal dynamics. Thus, learning speed is affected by the input data statistics and, separately, by the correlation
of the inputs with the outputs. This can help us understand why we learn high-variance items first, regardless of our
particular (supervised) learning objective.

The variance of input features is an intuitive feature to understand, but it is helpful to connect this with item frequency.
For rare features the frequency with which they appear controls the variance. For example, for Bernoulli-distributed
features the two are proportional. Constant input dimensions carry no discriminative variance across items; aside
from an intercept/bias-like component, they do not support learning item-specific distinctions quickly. To go back
to our example with the common robin and rare sunfish, we can now see that the singular values that comprise the
robin-related knowledge will likely be learned first.

4.11 Key Assumptions

In these lecture notes, we have made a crucial simplifying assumption that is common in this literature. We will now
discuss these simplifying assumptions in more detail.

Data-aligned initial weights In Section 4.6 we have assumed that weight matrices are aligned to the singular
vectors of the input-output correlation matrix Σyx. I.e. we assumed that W1 = W̄1V

T and W2 = UW̄2. Under
these conditions all matrices appearing in the learning dynamics become diagonal in the same basis, and the network
decomposes into a set of independent scalar modes, one for each singular direction transmitted from input to hidden to
output units.

For our simulations, we do not initialize the weights in this perfectly aligned, diagonal form, so exact diagonality is
not guaranteed at the start of training. Nevertheless, prior work has shown when initializing with small initial weights
that the singular vectors of deep linear networks tend to rotate rapidly toward the singular vectors of the data early in
learning with off-diagonal elements rapidly decaying to zero, so that the dynamics quickly enter a regime that can be
described with decoupled dynamics [Jarvis et al., 2025, Saxe et al., 2019]. This phenomenon has received significant
theoretical interest and has been termed the “silent alignment effect” [Atanasov et al., 2021]. In this regime the deep
linear network is effectively performing perfect feature learning developing characteristic, structured representations
[Jarvis et al., 2025].

However, when initial weight matrices are initialized with large values, this no longer holds. However, eventually we
can recover a new, neatly understandable limit: the “kernel” or “lazy” regime. There, only small changes in weights are
necessary for learning arbitrary problems. Rather than learning well-tailed features reflecting data statistics, learners in
this regime make do with random features. A significant line of work in deep learning theory is to develop analytical
ideas that are applicable in both regimes.
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Balanced initial weights A further assumption in Section 4.6 is centered around the balancedness of network
initializations. We assumed that cα = dα, i.e. the mode strengths of W1 and W2 are equivalent. In principle cα
and dα must not be equal, however, when initializing networks from small weights, we find that cα and dα are equal
[Saxe et al., 2019]. In general, balancedness in deep linear networks yields rich learning dynamics with structured
features learning [Kunin et al., 2024], and if weights are balanced at initialization the balancedness is maintained by the
dynamics of learning [Saxe et al., 2013, Braun et al., 2022]. Different variants of initial weight balance have also been
explored in deep linear networks to understand learning dynamics from larger weight initializations [Braun et al., 2022].

4.12 Connecting Analytical Insights to Empirical Observations

In previous sections, we recapitulated the technical aspects of the work by Saxe et al. [2013, 2019]. We now turn to
examine how we can connect these precise mathematical characterizations of learning dynamics in deep linear networks
back to the original observations made in the connectionist modeling of semantic cognition by proponents of the PDP
approach.

It is important to note that the learning dynamics of these highly simplified models retain many of the key phenomena
observed by Rogers and McClelland [2008]. One key hallmark of semantic cognition is the progressive acquisition of
information that goes from broad and general to nuanced and specific [Keil, 1979, Mandler and McDonough, 1993], as
we saw in Section 2.5. The learning dynamics of deep linear networks align with these empirical observations, as they
first acquire broad, generally relevant distinctions.

Finally, we find that illusory correlations emerge and vanish naturally in these simple learning systems. This behavior
qualitatively matches reports of illusory correlations in the semantic development of children, which tend to erroneously
overgeneralize semantic properties. This tendency vanishes with further development [Carey, 1985].

Saxe et al. [2019] highlight that we do not need to be satisfied by a mere correspondence between brains and a machine
learning model. Instead, we can go further and understand how this phenomenon in gradient-based learning is a natural
consequence of the statistical structure of the dataset.

5 Discussion

We explored the connectionist framework as a theoretical and computational approach to semantic cognition. Our
review of Jay McClelland’s 2023 lectures centered on three foundational sources: McClelland and Rogers [2003]
provided an early perspective on distributed representations in semantic cognition, McClelland et al. [1995], introduced
the complementary learning systems theory, and Saxe et al. [2019], who developed a mathematical theory of hierarchical
learning dynamics in deep neural networks. These models elucidate how structured knowledge emerges from learning
processes and how artificial neural networks can capture developmental trajectories observed in human semantic
cognition. Through this lens, we examined how concepts are represented, how they evolve, and how hierarchical
differentiation occurs. With analytical models, we described how these empirical phenomena are mathematical
consequences of clearly understandable principles in error-based learning. Furthermore, the lectures highlighted the
enduring relevance of connectionist neural network models for explaining cognition, underscoring their implications
for modern deep learning architectures. Together, classical and contemporary approaches offer crucial insights into
how cognition arises from interactions among simple processing units and distributed activity, bridging psychology,
neuroscience, and artificial intelligence.

The original models presented in these lecture notes were presented as work on semantic development over cognitive
timescales, yet the parallel distributed modelling approach to cognition has since been applied far more broadly. For
instance, the PDP framework might offer compelling insights into how perceptual abilities evolve over time, and might
provide an explanation for why the most common statistics in sensory inputs are learned first that parallels efficient
coding theories [Dosher and Lu, 1998]. The connectionist framework has also been extended to many other aspects
of human cognition. Notably, this includes learning dynamics in cognitive tasks [Löwe et al., 2024, Rubruck et al.,
2024], and compositional generalisation [Nelli et al., 2023, Jarvis et al., 2023]. Next, as discussed in earlier sections, a
key difference between neural networks and animals is that deep learning suffers from catastrophic interference, while
natural agents (e.g., rats) are lifelong learners [Morris, 1981, Vorhees and Williams, 2006]. The idea of similarity-
weighted interleaving has been further validated as a way to form an efficient exemplar set [Rebuffi et al., 2017] that
helps retain previous task knowledge even for modern deep learning classification tasks [Saxena et al., 2022]. The use of
generative models [Flesch et al., 2018] and flexible task abstractions Sandbrink et al. [2024] represent further advances
in this area. Finally, work has progressed in relaxing core assumptions necessary to obtain exact learning dynamics
in deep linear networks such as initial weight scale [Braun et al., 2022], as well as network non-linearity [Saxe et al.,
2022]. Moving beyond learning dynamics, this framework is paralleled with the application of larger, task-driven neural
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networks to study representations and processing in the brain more generally, and is nowadays embodied in the active
research field of neuroconnectionism [Doerig et al., 2022, Yamins et al., 2014].

Most recently, the development of large language models (LLMs) has renewed interest in using the connectionist
paradigm to model language. Early connectionist models of language learning faced the criticism that they lacked
the complexity of natural language, failing to scale up beyond small toy languages (e.g., Chater and Manning, 2006).
With the recent success of Transformer-based LLMs trained on internet-scale data, such critiques are due for revision.
Indeed, building on early connectionist ideas of treating language learning as a sequence prediction task [Elman, 1990],
current generative LLMs consistently produce semantically plausible and grammatically fluent texts. Studies of LLM
behavior and internal representations reveal their ability to encode intricate semantic and syntactic structures (see
Linzen and Baroni, 2021, Pavlick, 2022 for reviews), and several researchers have pointed out their use as models of
human language learning and processing [Portelance and Jasbi, 2024, Futrell and Mahowald, 2025]. Current models
increasingly integrate input data formats beyond text, such as speech [Arora et al., 2025] and vision [Li et al., 2025].
Such models narrow the qualitative gap between the kinds of inputs that models and humans can use for language
learning, and have the potential to inform theorizing on interactions and distinctions between perceptual, linguistic
and other forms of cognition [Schulze Buschoff et al., 2025, de Heer Kloots et al., 2026, Mahowald et al., 2024].
Contemporary work has also highlighted the importance of data distributional properties for emergent capabilities
in LLMs, echoing the fundamental role of dataset statistics in classical connectionist models [Chan et al., 2022].
Futhermore, experimental paradigms from human psycholinguistics and developmental psychology have been used
to understand the representations of these models [Frank, 2023]. While not designed as models of the mind, many
promising features of early connectionist models hence still hold for the application of LLMs to cognitive modeling.

Despite its successes, there are aspects of learning that have yet to be fully addressed in a connectionist framework.
We end this discussion by highlighting some promising directions for future research. First, in biological organisms,
arranging training data in a structured progression enhances learning, for example in reward shaping or curriculum
learning, where simpler tasks are progressively replaced by harder ones. In smaller connectionist setups, a well-designed
curriculum accelerates learning and shapes hidden-layer representations. Yet in large, overparameterised networks the
impact of curricula can often fade [Mannelli et al., 2024, Wu et al., 2020]. Can we develop architectures that consistently
exploit curricula as humans and animals do? Second, standard artificial systems usually passively receive training data
while biological learners actively seek out experiences that maximize learning or choose to abandon tasks that yield
little payoff. This process involves metacognitive judgements. This stands in stark contrast to most connectionist setups
where the training procedure is fixed and the learner exerts no agency over data collection or the learning agenda [Wang,
2021]. Finally, ongoing work explores how a system acquires knowledge in one domain that can be recombined to
serve many future goals. Neural models benefit from discovering structured latent representations that can be quickly
extended to novel tasks. Deep architectures provide a glimpse into this flexibility, as they can learn feature hierarchies
that facilitate fast adaptation. Yet, key questions remain about how to best design networks and training regimens so
that they naturally evolve multipotential, reconfigurable representations with minimal additional retraining [Vettoruzzo
et al., 2024]. The application of the connectionist perspective to the paradigm of contemporary deep learning, detailed
above, is sure to lead to novel insights that enhance our understanding of both psychology and deep learning theory.
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