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1.. Introduction 

Thee ability to reliably identify aircraft is an important aspect of air traffic safety. 
Civiliann air traffic controllers need to be constantly updated on the status of 
aircraftt moving through the local airspace. In military scenarios, the need to 
reliablyy identify aircraft is even more stringent, since erroneous identification 
couldd easily result in friendly fire incidents. 

AA common technique for identification of military aircraft is Identification 
Friendd Foe (IFF). IFF identification is initiated when the interrogator transmits 
aa challenge to the aircraft. Friendly aircraft are supposed to be equipped with 
aa transponder, which replies to the challenge by transmitting an identification 
codee to the interrogator. Some IFF modes of operation require more informa-
tionn to be included in the reply, such as the current aircraft altitude. Hostile 
aircraftt will in general not be able to respond properly to the challenge because 
off  the lack of a (compatible) transponder, and will therefore be identified as 
hostilee (or at least not friendly). Various other identification techniques are 
usedd in combination with IFF. For example, friendly aircraft can be required to 
limitt their flight path to pre-defined regions of airspace called corridors. 

Civiliann aircraft use a technique similar to IFF called Secondary Surveillance 
Radarr (SSR). Although SSR like IFF provides information on aircraft type, its pri-
maryy purpose is to keep track of the location of civilian aircraft. Until recently 
itt could be safely assumed that all civilian aircraft carried a SSR transponder. 
However,, on September 11th, 2001, terrorists hijacked several civilian aircraft, 
whichh were then used to attack both the World Trade Center and the Pentagon, 
resultingg in the loss of over three thousand lives. By disabling the SSR transpon-
derss the terrorists prevented air traffic controllers to detect the altered flight 
pathh of the aircraft. 

Thee fundamental drawback of techniques like IFF and SSR is that they require 
activee cooperation from friendly aircraft. However, the events of September 11 
andd many other incidents in recent history show that the cooperation of friendly 
aircraftt is not guaranteed. Friendly aircraft have failed to produce valid IFF 
repliess for a number of reasons, including hardware failure and human error. 

Non-CooperativeNon-Cooperative Target Recognition (NCTR) techniques do not require the 
activee participation of friendly aircraft. Instead, they rely on sensor measure-
mentss to independently obtain information on the aircraft. The goal of NCTR 
iss to infer the original aircraft type from these measurements. This is a classic 
examplee of a pattern recognition problem. 
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Thee term pattern recognition describes a wide area of research, which in-
cludess topics from the fields of signal processing, computer science, and statis-
tics.. Typical pattern recognition problems range from speech recognition and 
handwrittenn character classification to robot localisation and fault detection in 
industriall  machinery. The problem of deciding from which aircraft a particular 
measurementt originates is an example of a classification problem. In classi-
ficationn problems, the task is to develop an algorithm (or classifier) which is 
capablee of deciding to which of a set of distinct classes a given measurement 
belongs.. In the case of aircraft classification the classes are different types of 
aircraft,, and it is the task of the classifier to decide from which aircraft a given 
measurementt originates. 

Classifierss can be based on a set of rules derived from expert knowledge of 
thee problem domain, or they can be based on the statistical properties of a 
trainingtraining set: a collection of measurements for which the corresponding class is 
known.. In the latter case, the resulting statistical classifier assigns a new mea-
surementt to the class which most likely generated the measurement [1, 2, 3, 4]. 
Model-basedModel-based classifiers assume some explicit functional form of the true distri-
butionn of the measurements (for instance, a Gaussian distribution), and infer 
thee optimal model parameters from the training set. Classifiers based on tem-
plateplate matching, such as the nearest neighbour classifier, implicitly assume some 
distributionn by defining a similarity measure between an unknown measure-
mentt and the measurements in the training set. Finally, statistical classifiers 
cann also be constructed using discriminant analysis, which uses the data set to 
constructt optimal decision boundaries separating the different classes present 
inn the data set. 

Manyy different sensors can be used to obtain measurements for constructing 
aa training set. Radar is an attractive sensor for aircraft classification, which 
comparess well to alternatives such as imaging or infra-red sensors. It is capa-
blee of operating over ranges up to several hundred kilometres, operates equally 
wellwell by day or by night and is insensitive to a wide range of weather condi-
tions.. Radar range profiles are a specific type of radar measurements which 
aree often used for classifying aircraft [5, 6, 7, 8, 9, 10, 11, 12, 13], but have 
alsoo been used for classifying ships [14, 15, 16, 17, 18, 19] and ground based 
vehicless [20]. Radar range profiles are essentially one-dimensional 'images' of 
aircraft,, measured along the line-of-sight between the radar and the aircraft. An 
examplee of a range profile is shown in figure 1.1. Range profiles have a number 
off  properties which makes them suitable measurements for classification pur-
poses.. They can be measured relatively quickly, and can be measured at any 
orientationn of the aircraft. Furthermore, the requirements on radar hardware 
aree relatively modest. 

Thee use of range profiles for aircraft classification does however have draw-
backs,, which this thesis aims to solve. The main drawbacks are the need for 
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Figuree '1.1: Example of a range profile of a Boeing 737-500. The radar is situated on the 
leftt hand side. Radar returns from the scatterers on the aircraft (circles) are projected 
ontoo the line-of-sight, resulting in a radar range profile (bottom). Taken from [7], with 
permission. . 

translationn invariant classification, the limited accuracy of estimates of aircraft 
orientationn with respect to the radar, and the difficulty of obtaining sufficient 
trainingg data. 

Thee need for translation invariant classification results from the fact that 
changess in the distance between the radar and the aircraft causes cyclic shifts 
off  the resulting range profile. The distance between radar and aircraft is usu-
allyy not known with high enough precision to correct for this effect, and so 
aa classifier has to be invariant to arbitrary shifts of the range profile(s) to be 
classified. . 

Translationn invariant classification is often achieved by using a translation 
invariantt similarity measure for comparing range profiles [11, 14, 18, 21]. The 
mainn drawback of these approaches is that they are relatively slow. Another so-
lutionn is to extract translation invariant features from the range profiles [12,22], 
whichh has the drawback that potentially discriminative information is removed 
fromm the data. This thesis solves the problem of translation invariant classifi-
cationn by denning a translation invariant representation of range profiles. This 
method,, described in chapter 3, aims to provide fast classification, but does not 
discardd any potentially useful information from the range profiles. 

Rangee profiles are highly dependent on the orientation of the aircraft with 
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respectt to the radar, which is usually expressed as an aspect angle, defined in 
chapterr 2. In [11] it is shown that the performance of a nearest neighbour clas-
sifierr increases when aspect angle estimates are used to only compare range 
profiless with those profiles in the training set which were obtained at com-
parablee aspect angles. Furthermore, the availability of accurate aspect angle 
informationn is important for a number of radar signal processing techniques. 

Althoughh aspect angles of aircraft can be estimated from tracking data, the 
estimatess suffer from both systematic and random errors in the order of a few 
degreess [23]. Since range profiles can differ dramatically even over changes in 
aspectt angle smaller than one degree, increasing the accuracy of aspect angle 
estimatess could significantly increase classification performance. Chapter 4 de-
scribess a method which combines aspect angle estimates obtained from track-
ingg data with the corresponding radar measurements to improve the accuracy 
off  aspect angle estimates. 

Thee main drawback of using radar range profiles for aircraft classification 
iss that very large training sets are required for constructing reliable statistical 
classifiers.. The reason for this is twofold. First, range profiles are generally rep-
resentedd as high-dimensional vectors containing several hundreds of elements. 
Itt is well known that constructing statistical classifiers in high-dimensional vec-
torr spaces requires huge amounts of training data [4]. Second, the large depen-
dencyy of range profiles on aspect angle causes large within-class variability, and 
soo a large training set is required to accurately reflect the statistical distribu-
tionn of range profiles. Unfortunately, measuring range profiles in a controlled 
experimentt is both expensive and time-consuming. Also, not all aircraft types 
aree available for measuring. Obtaining enough range profile measurements to 
constructt a sufficiently large training set is therefore not a feasible option. 

Simulatedd range profiles provide an alternative source for constructing a 
trainingg set. Simulated range profiles can be obtained using electro-magnetic 
simulationn software together with CAD models of aircraft such as shown in fig-
uree 1.2. Simulated range profiles can be obtained quickly, cheaply, and at any 
orientationn of the aircraft. Furthermore, CAD models might be obtained even 
forr aircraft not available in real life. 

Simulatedd range profiles are in many ways different from measured range 
profiles.. If a simulated training set is used to construct a classifier for measured 
rangee profiles, it should base its decision solely on those features which are 
presentt in both simulated and measured range profiles. This observation leads 
too three research questions answered in chapters 5 and 6: what are the common 
featuress present in both simulated and measured range profiles, how can these 
featuress be extracted from the data, and how can the extracted features be used 
forr aircraft classification? 

Thee differences between simulated and measured range profiles are often 
ignoredd when constructing a classifier from a simulated training set, assum-



Figuree 1.2: A CAD model of a Fokker 100. 

ingg that simulated and measured profiles can be compared directly. Although 
reasonablee classification performance can be obtained in this way, it does not 
providee insight in exactly which properties of simulated and measured range 
profiless provided the basis for comparison. Also, it was shown in [7, 11] that 
correctingg for some of the differences between simulated and measured range 
profiless results in increased classifier performance. 

Inn this thesis it is argued that the common features between simulated and 
measuredd range profiles are the positions of local amplitude maxima, i.e. peaks, 
inn range profiles. Chapter 5 defines a generative model of peak positions, which 
iss capable of generating the statistical distribution of peak positions, given the 
aspectt angle at which the aircraft is observed. The parameters of this model 
havee clear physical interpretations. They include the three-dimensional position 
off  aircraft parts which contribute significantly to the observed range profile (so-
calledd scatterers), as well as the probability that a given scatterer is visible at a 
givenn aspect angle. 

AA statistical classifier for measured range profiles, based on the generative 
modell  of peak positions, is constructed in chapter 6. This classifier is trained 
solelyy from simulated training data, but is capable of classifying measured 
rangee profiles. It can be used to classify single range profiles as well as se-
quencess of successive range profiles. Finally, it is translation invariant, and 
treatss the uncertainty in aspect angle estimates in a statistically sound fashion. 

Beforee presenting the actual research on radar range profile processing and 
classification,, this thesis starts by providing an overview of the basic principles 
off  obtaining and pre-processing radar range profiles in chapter 2. 




