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Chapterr 3 

Appearance-basedd Robot Localization 

3.11 Introduction 

AA mobile robot needs an internal representation of its workspace in order to localize itself. 
Localizationn is a prerequisite for optimal goal directed navigation in a large workspace. 
Internall  sensors, such as shaft encoders, which measure the revolutions of the wheels, 
aree useful to track the pose (location and orientation) of a robot as it moves. However, 
errorss caused by wheel slippage accumulate. Therefore, the positional uncertainty can 
groww without bound when relying only on such "dead reckoning'- for navigation. To 
counteractt this effect, the robot has to observe the workspace with its external sensors 
(e.g.. camera, laser range finder) and use a map in order to localize itself. The map 
specifiess the relation between poses in the workspace and observations. Each observation 
providess (partial) evidence as to where the robot is located in the map. Localization now 
involvess determining poses that "explain" the observation given the map. 

Traditionally,, mobile robots are equipped with an array of ultrasonic or infrared sensors 
thatt measure the distance to the nearest object in the workspace. The low-dimensional 
measurementt vector obtained from such an array often carries littl e clues as to where 
aa robot is located because the same sensor measurement profile may be obtained from 
manyy distinct poses in the workspace. Modern sensors, such as cameras, provide high-
dimensionall  measurements that may yield more informative clues. Extracting relevant 
featuress from an image based on which different locations in the workspace can be dis-
tinguishedd is a crucial issue for fast global localization. 

Manyy approaches have been proposed to extract a low dimensional feature vectors from 
highh dimensional sensor data. The type of features that are extracted are related to the 
wayy in which the workspace is internally represented. Traditionally, range sensors are 
usedd and the map is typically represented as a 2-D or 3-D geometric map. Such maps 
rangee from relatively simple maps containing just the 2-D positions of (artificial or nat-
ural)) landmarks to detailed 3-D CAD models. In landmark-based approaches, artificial 
orr natural landmarks extracted from a novel sensor measurement are compared against 



32 2 Appearance-basedd Robot Localization 

thosee present in the map in order to infer the location. In model matching approaches, 
aa local geometric model is extracted from a novel sensor measurement, which is sub-
sequentlyy matched against a global model to infer the location. Both model matching 
andd landmark-based approaches rely crucially on the accurate and reliable extraction of 
salientt features from the raw sensor data. A robot may be given a map of its workspace 
aa priori, but a truly autonomous mobile robot should be capable of learning a map from 
sensorr data acquired in the workspace. When the robot is equipped with a single vision 
sensorr only, automatic learning of a 3-D geometric model for localization is complex. It 
requiress reliable extraction of landmarks from images that can robustly be identified from 
variouss viewpoints. Part of the complexity arises due to the fact that the appearance 
off  landmarks depends on the viewpoint from which they are perceived. Furthermore, in 
orderr to build such a map. the 3-D positions of the landmarks need to be known. The 
requiredd 3-D information is not directly available, but rather needs to be inferred by 
triangulationn of the landmark bearings as observed from different camera viewpoints. 

Ass an alternative to learning a geometric map, one can attempt to model the relationship 
betweenn images and poses directly. Appearance modeling, introduced by [61] in the con-
textt of object recognition, learns a model that relates poses to images observed at those 
posess from a set of training images that are labeled by their associated poses. Modeling 
inn the high-dimensional space in which the images live is generally infeasible. Therefore, 
priorr to modeling the dimensionality of images is reduced. Typically this is done by 
Principall  Component Analysis (PCA). PCA finds a linear sub-space of the image space 
thatt preserves the directions in which the training images vary most. In order to per-
formm localization on the basis of a novel image, an attempt is made to invert the learned 
relationship. . 

Appearancee modeling has been adopted for robot localization by several researchers [26, 
71,, 42, 43, 41, 55]. A shortcoming in their localization approaches is that they ignore 
thee fact that sensor measurements are inherently noisy so that at best a probabilistic 
estimatee of the robot pose can be obtained. Furthermore, any prior belief that the 
robott already has about its pose is not incorporated in obtaining a pose estimate. These 
shortcomingss can be overcome by explicitly representing and reasoning with uncertainty. 
Inn a probabilistic approach towards robot localization, a robot maintains a belief function 
(probabilityy density function) over permissible poses in the workspace. Both sensing and 
actingg affect the belief. A motion model predicts the uncertain result of an action and is 
usedd to update the belief accordingly. A probabilistic observation model relates poses to 
observationss and is used to update the belief after obtaining a new observation. 

Inn this chapter we present a method to learn an appearance-based observation model for 
probabilisticc robot localization from a set of supervised training images. We propose a 
kernell  density estimator (Parzen estimator) to represent the observation model. Similar 
too other works on appearance-based robot localization, we use PCA to reduce the di-
mensionalityy of images. PCA comes with a ranking of its features according to an image 
reconstructionn criterion. We are however not interested in image reconstruction, but in 
robott localization. The ranking of individual PCA features according to a criterion re-
latedd to the task of robot localization may be different. Such a criterion to characterize 
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thee performance of an observation model was recently proposed in [90]. We adopt this 
criterionn to investigate whether the ranking of features that comes with PCA is also the 
bestt ranking for the task of robot localization. 

Thiss chapter is organized as follows. In section 3.2 we review related work on appearance-
basedd robot localization and identify their limitations. Section 3.3 outlines a probabilis-
ticc framework for robot localization that we adopt to overcome these limitations. In 
sectionn 3.4 we present our method to learn an appearance-based observation model for 
probabilisticc localization. The model is experimentally evaluated in section 3.5. We con-
centratee on the problem of globally localizing a robot on the basis of a single observation 
assumingg a uniform prior. We study how the performance depends on the parameters in 
ourr observation model. We investigate the number of PCA features needed for reliable 
localization,, and we investigate whether the ranking of PCA features that comes with 
PCAA is also optimal for robot localization. Finally, a discussion and conclusions are 
presentedd in section 3.6. 

3.22 Appearance Modeling 

Recentlyy appearance-based approaches towards robot localization have been proposed. 
Thesee approaches avoid the need to extract and match abstract features such as land-
markss from high-dimensional sensor data. Instead, they attempt to model the sensor 
measurementss as a function of the robot pose directly. Throughout our discussion we 
assumee that sensor measurements are images, but the discussion is equally valid for other 
sensorss such as laser range finders. 

Ann image can be regarded as a vector in a high-dimensional space spanned by individual 
pixels.. Typically, the set of images that are obtained in a particular environment form a 
subsett of all possible images. For example, given that the robot's workspace is an office 
environment,, it will be extremely unlikely that the robot perceives an image displaying a 
rockk concert. Moreover, images acquired at nearby positions are often highly correlated. 
Thiss suggests that the images that can be obtained in a particular environment live on 
aa low-dimensional, but potentially highly curved and possibly self-intersecting manifold. 
Appearance-basedd modeling approaches aim to learn a representation of the manifold 
fromm a set of training images, where each training image is labeled by its associated pose. 

Modelingg the manifold in the high-dimensional image space is impractical because it re-
quiress a huge amount of training samples. Prior to modeling, appearance-based modeling 
approachess therefore first reduce the dimensionality of the images. An effective way to re-
ducee the dimensionality of images, while preserving the directions in which the data varies 
mostt is Principal Component Analysis (PCA). PCA has been used for vision based robot 
localizationn [55, 71], visual servoing [12] and image synthesis of moving robot manipula-
torss [39]. For dense range sensor scans PCA has been used to decrease the dimensionality 
off  the data. [10, 104]. PCA calculates the eigenvectors of the covariancc matrix of the 
sett of training images. The eigenvectors with the largest corresponding eigenvalues are 
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usedd to span an orthonormal basis of a low-dimensional subspace called the eigenspace. 
Byy projecting images into the eigenspace the major appearance characteristics, gener-
allyy corresponding to low frequency signals present in the images, are retained. From a 
recognitionn point of view, the eigenspace has the attractive property that the distance 
betweenn two points in eigenspace (projected images) is a least squares approximation to 
thee correlation between the images from which the points are computed [621. Correlation 
iss a well established similarity measure. Several methods to calculate the eigenspace from 
aa set of images are outlined in appendix A. 

Thee projected training images yield a discrete sample of points on the appearance mani-
fold.. Several researchers fit an interpolating function through the training points in order 
too obtain a continuous representation of the appearance manifold that can be used for 
localization.. In [71], multiple manifolds (each of which is indexed by the robot, orienta-
tion)) are modeled. A continuous representation of each manifold is obtained by linearly 
interpolatingg between training points. In their approach, localization on the basis of a 
novell  image is done by first determining which of the manifolds is closest in order to 
estimatee the robot orientation. Subsequently, the position of the robot is estimated by 
determiningg the pose associated with the closest point lying on the nearest manifold. 
Inn [41] cubic spline interpolation is used to obtain a continuous representation of the 
appearancee manifold from cylindrical panoramic images, all of which are acquired under 
thee same orientation. They also perform localization on the basis of a novel image by 
projectingg the image onto the nearest point on the manifold. In [55] a nearest neighbor 
methodd is used for localization on the basis of a novel image. 

AA limitation shared by these approaches is that they give a single pose estimate. The 
estimatee is based solely on the basis of a single observation. But what good is this 
estimatee when we have no idea about its accuracy and reliability? Sensor measurements 
aree inherently noisy, which implies that at best a probabilistic estimate of the robot pose 
cann be obtained [91]. Furthermore, if a robot already roughly knows where it is, it would 
bee preferable to utilize new observations to refine this knowledge, rather than to replace 
it ,, A robot localization framework that explicitly represents and reasons with uncertainty 
iss discussed in the next section. 

3.33 Probabilistic Robot Localization 

Inn this section we outline a probabilistic framework for robot localization. In a probabilis-
ticc approach to robot localization the robot maintains a belief as to where it is located. 
Lett X; denote a random variable representing the state of the robot at time t. For lo-
calization,, it is sufficient to characterize the state by the position and orientation with 
respectt to a global frame of reference. Let us assume that at time t the robot obtains a 
sensorr reading z, from which it extracts a vector of features y( , which we wil l refer to as 
thee observation at time t. At time t the robot executes an action a, that terminates at 
timee t + 1, The state of the robot xf at time t cannot be observed directly, but rather 
hass to be inferred from the sequence of past observations and actions. 



3.33 Probabilistic Robot Localization 35 5 

Initially ,, at time t = 0 the robot has a prior belief as to where it is located. This belief 
iss represented by a probability distribution p{x 0) that reflects the initial uncertainty. 
Observationss and measurements change the robot's belief. Actions can be used to predict 
thee next state. The robots belief after executing the (t — l)-th action wil l be denoted by 
6(_x(xt)) = p(xt | y i , a i , . . ., y ^ i , a*_i). Observations can be used to correct an estimate of 
thee current state. The robots belief after obtaining the (t)~th observation wil l be denoted 
byy bt(x.t) — p ( x ( | y i , a i , . .. , y j_ i ,at _i ,y f ) . We wil l treat these cases separately. 

Correction.. By application of the Bayes theorem 

bt(xbt(xtt)) = p ( xt | y i , a i , . . . , yt _ i , at _ i , y ,) (3.1) 

== c*tp(yt\yi, a i, . ,yf _i, a,_! ,xt)p(xt |y i , a i , . . ., y t _ i ,a ,_ ! ), (3.2) 

wheree at — l / p { y ( | y i , a i , . . ., y t _i ,at _i ) is a normalizing constant that does not depend 
onn the state. The Markov assumption states that sensor readings are conditionally inde-
pendentt of previous actions and observations given the current state; 

p (y t | y i , a i , . . . , y *_ i ,a ,_ i , x ,)) = p(y, |xt ) . (3.3) 

Byy application of the Markov assumption, equation 3.1 reduces to 

bbtt(x(xtt)) = atp{yt\xt)bt~i(xt). (3.4) 

Wee see that the most recently available estimate of the robot pose, 6f_i(x t) is corrected 
byy the probability density function p(yt |x() of the expected observation from a given 
locationn by Bayesian inversion. The density p(yt|xf ) is called the observation model. 
Thee observation model relates sensor measurements to locations of the environment and 
cann thus be regarded as a map of the environment. Different kinds of maps have been 
proposedd in literature. The map may describe explicit properties of the environment 
suchh as the positions of such as positions of landmarks [92] or occupancy values [48]. 
Alternatively,, the map may be an implicit model directly relating sensor patterns and 
robott poses such as neural networks [66], radial basis functions [103] or look-up tables 
[10]. . 

Predict ion.. The effect of actions is that they change the pose of the robot and thus 
itss belief. Using the theorem of total probability 

&t-i(x, )) = p ( xt | y i , a1 , . . . , y ( _ i , at _1 ) (3.5) 

== / pMyuSii,  ,yt-uat-i<x-t-i)p(xt-i\yi,ai-  . , y( - i .a ,_ i )dx ,_ i. (3.6) 

Thee state xf_i does not depend on the action af_i executed from there. Furthermore, 
exploitingg the Markov assumption again, the state xf only depends on the state xf_i and 
thee action a(_i. Equation 3.5 then reduces to: 

^_ i (x i )) = / p(x(|at_i,Xf_1)6f_i(x i_1)cfx t_i. (3.7) 
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Wee see that the prediction phase involves a convolution of the belief bt-i(x.t-i) with the 
densityy p(xf |a(_i ,x f _i) , which is referred to as the motion model. The motion model 
describess the effect that a motion command a has on the location of the robot and can 
bee seen as a generalization of mobile robot kinematics. 

Inn literature on Markov localization, often simple kinematic models are used and Gaussian 
noisee is added to the prediction to account for model limitations and wheel slippage. 
Thesee simple approaches tend to give an overly pessimistic estimate of the uncertainty 
regionn resulting from a motion command. If odometry would be the only source of 
informationn a robot could rely on for localization, it would certainly pay off to use an 
accurate,, calibrated model of odometry and its error propagation instead. The main 
practicall  motivation for using simple models is that pose estimates wil l be corrected by 
externall  sensing in any case. 

Byy combining equations 3.4 and 3.7 we arrive at the following recursive for probabilistic 
robott localization: 

bbtt(x.(x.tt)) = Qtp(yf |xt) / p(x,|a,_i,xf _1)5(_1(x f _1)dxt_1. (3.8) 

Inn order to implement equation 3.8 we need to specify a motion model, an observation 
model,, and a representation of the belief function that can accurately and efficiently be 
maintainedd over time. Inventing a motion model is relatively easy as it follows from 
thee robot kinematic model. Various well established belief function representations and 
methodss to maintain them have been described in literature. They are briefly outlined 
inn appendix B. In this chapter, we focus on the observation model. The availability of a 
goodd observation model is crucial for fast global localization. We address the problem of 
learningg an appearance-based observation model from images labeled by their respective 
pose.. This problem has received littl e attention in robotics literature. 

3.44 Our Observat ion Model 

Inn this section we present our method to learn an appearance-based observation model 
p(y |x)) for probabilistic robot localization from a set of TV training samples 

{(z 1 ,x 1),(z2 ,x 2),. . . ,(zJ v,x A r)} , , 

wheree z, is a sensor measurement and x, is the pose at which the measurement was taken. 
Inn our specific application, the sensor measurements z are cylindrical panoramic images, 
andd we use PCA to extract observations y from the images. Note however that our 
approachh is not restricted to these specific types of sensor measurements and features. 

3.4.11 Model representation 

Wee propose to model p(y|x) by a kernel density estimator, also known as the Parzen 
estimatorr [70]. The Parzen estimator approximates the density by a normalized sum of 
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parzenn density estimate 

1.55 1 0.5 0 0.5 1 1.5 2 00 0.5 1 

(a)) too small (b)) reasonable (c)) too large 

Figuree 3.1: Illustration of Parzen density estimation. A set of 500 samples are drawn from the true 
distributionn (dotted curve). The plots show the effect on the Parzen density estimate (solid curve) 
off varying kernel widths, a) a too small kernel width (h = 0.001) results in an over-fitted estimate, 
b)) a reasonable approximation (h = 0.04), c) a too large kernel width (h = 1) results in an overly 
smoothh estimate. 

identicallyy shaped kernel functions centered at the training samples. Let V i , . . . , viV be 
aa set of N d-dimensional training samples. The Parzen density estimate at a point v is 
givenn by: 

Kv)) = ̂ f>(^), (3-9) .V V h h 

wheree K is an arbitrary bounded probability density and h is the width of the kernel, 
whichh controls the smoothness of the density estimate. 

Thee Parzen estimator is illustrated in figure 3.1. The dotted function represents an un-
derlyingg 1-D distribution from which samples were drawn. The solid functions represent 
thee Parzen density estimates for various kernel widths. In figure 3.1a the kernel width 
iss chosen to be very small, resulting in a wildly fluctuating approximation of the true 
underlyingg density. In figure 3.1b an appropriate kernel width was used and the Parzen 
estimatee gives a reasonably close approximation of the underlying density. Finally, fig-
uree 3.1c shows what happens when the kernel width is chosen to large. In this case, 
thee density estimate is too smooth and resembles a single Gaussian with a large variance 
centeredd at the data mean. 

Thee designer of the Parzen estimator has the freedom to choose the kernel shape and has 
too determine the kernel width h. In this work we use Gaussian kernels. A multivariate 
d-dimensionall  Gaussian kernel with width h and centered at a point fi is given by 

fl(vfl(v  - n) 
1 1 

(27r)<V2/^|£|i/2 2 exp[ [ 
1 1 

"2h? "2h? 
( V - A ^ S - V - M ) ) (3.10) ) 

Inn order to construct a kernel density estimator for the observation model p(y|x) (see 
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equationn 3.4). we first express it as 

P(xJ J 

Bothh the joint density p(y .x) and the density p(x) are then modeled by a Parzen density 
estimator.. In order to model the joint density p(y .x) we assume that x and y are locally 
independent.. That is. we assume that x and y are independent around the training 
samples.. We express p(x|y) as 

p(x.y)) = — 5^ .9 ! , ( y -y n )0 . , - ( x -x „ ) . (3.12) 
nn = l 

wheree gy{) and Qj{) represent univariate kernels. Similarly, we model p(x) as 

/J(x)) - — ^ . r ; x ( x - x , J . (3.13) 
n = l l 

Thee set of samples from which the observation model is estimated consists of feature 
vectorss y and their associated poses. In our data set, the training poses are points on a 
two-dimensionall  grid in world space where the size of a grid cell is c x c. We therefore 
choosee to use a univariate Gaussian for the x-kernels. We fix the kernel width of the 
x-kernelss at hT = r /2. i.e. half the separating distance between two neighboring points 
onn the grid. We have no a priori knowledge about the density of the feature vectors in 
thee g-diinensional feature space. In lack of such knowledge, we assume that the features 
aree uncorrelated, so that the covariance matrix in equation 3.10 becomes diagonal. Each 
y-kernell  is thus represented by a univariate g-dimensional Gaussian. What is left to 
est imatee is the optimal kernel width of the y-kernels. In order to quantify what optimal 
is.. we need a criterion to characterize the performance of our observation model. We 
addresss the issue of estimating the optimal kernel width in section 3.4.3. Before we do 
so.. we first derive an evaluation criterion in the following section. 

3.4.22 Model evaluation 

Ann obvious measure to characterize the performance of an observation model is the 
expectedd deviation between estimated and true locations, as was recently proposed in [89]. 
Lett x*  denote the true pose of the robot, and let L(x* . x) denote a loss function measuring 
thee error between the true pose x*  and an arbitrary other pose x. After observing y* , the 
Bayesiann localization error at x*  is obtained by integrating the error L over all possible 
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posess x weighted by the likelihood p(x|y*) that the robot assigns to them, giving 

e(x* ,y* ) == /L(x* ,x )p(x |y* )d x (3.14) 
Jx Jx 

== f L{x^xfJy^mdx {3.15) 

ff Ti * x p(y*|x)p{x) 
== / L(x ,X)-J:—;—, rfx. (3.16) 

7xx y f p y * x p x d x v ; 

Thuss far, the error e corresponds to a single pose and observation only. By averaging 
overr all possible observation y*  obtained from x*  and all possible poses x* , weighted by 
thee likelihood of occurrence p(x*,y*) , the average Bayesian localization error is derived 
as s 

E=E= f f £ ( x * , y > ( y * , x * ) d y W (3.17) 
Jx.*Jx.* Jy* 

==  f f £(x\y*)p(y*\x*)p(x*)dy*dx* (3.18) 
Jx'Jx' Jy' 

==  f ƒ L(x*,x)p(x')p<x) f f ( y 1** ) P {** ' * }  dy'rfxdx*. (3.19) 
Jx*Jx* Jx Jy Jxp(y*|x)p(x)dx 

Equationn 3.17 measures the true average Bayesian localization error. Assuming that the 
trainingg data were sampled from uniform priors p(x) and p(x*), the empirical average 
Bayesiann localization error can be approximated by Monte Carlo estimation as 

g ^ l Ê ^ l i y ^ ' .. (3.20) 

Thee above empirical error measure converges to the true error measure as the size of 
thee data set grows to infinity. Although in practice the size of the training set is always 
limited,, the empirical error measure allows us to evaluate and compare the performance 
off  different observation models p{y|x). The smaller the value of E is, the more reliable 
thee global localization is. 

3.4.33 Model estimation 

Thee average Bayesian localization error presented in the previous section provides us a 
handlee to determine the optimal kernel width for our observation model; the optimal ker-
nell  width is the one that minimizes the average Bayesian localization error. It is obvious 
thatt the optimal kernel width for the set of training samples is zero. An evident drawback 
off  zero kernel width is that the resulting observation model lacks any generalizing capa-
bilities.. To overcome this undesirable situation one can use a cross-validation method to 
estimatee the kernel width from the training data only [15]. In cross-validation, for each 
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i'i'  e 1 A" a leave-one-out estimate is formed by omitting the contribution of the z-th 
samplee in the estimation of the density at that point and determine the optimal kernel 
widthh by minimizing the Bayesian localization error at the i-th datum as a function of 
thee kernel width h. Doing so for every sample in the training set. an estimate of h may 
bee formed by taking the average over all estimate kernel widths. Excluding the sample 
causess a bias towards larger kernel widths because neighboring points have to account 
forr the density at the point. Alternatively, the optimal kernel width can be found by 
minimizingg the Bayesian localization error on an independent test set as a function of 
thee kernel width. We adopt the latter approach. 

Thee Bayesian localization error is minimized using Golden section search with Brent's 
parabolicc interpolation [73]. Golden section search is a general method for 1-D function 
minimization.. A minimum of an arbitrary 1-D function is said to be bracketed by a 
triplett of points (a.b.c). where a < b < c. such that f(b) < f (a) and f(b) < f{c). In 
orderr to hunt down the minimum given a bracketing triplet, a new point x that lies either 
inn the interval (a, b) or in the interval (6, c) can be chosen. Suppose that a < x < b is 
chosen.. If f(x) > f(b). a new bracketing triplet can be formed as (x. b, c). If f(x) < ƒ(&), 
aa new bracketing triplet can be formed as (a.x.b). In any case, the middle point of the 
neww bracketing triplet always corresponds to the lowest function value found so far. The 
proceduree can be repeated using the new triplet until convergence. Golden section search 
givess the optimal recipe for choosing the next point x to be tried. It turns out that, for 
arbitraryy 1-D functions, the best strategy is to choose the next point x a fixed fraction 
(originatingg from a so-called golden section) into the larger of the two intervals. Brent's 
methodd speeds up the convergence by switching to parabolic interpolation if the function 
too be minimized has a parabolic shape in the vicinity of its minimum. 

3.55 Experiments 

Wee have described a method to learn an appearance-based observation model for prob-
abilisticc robot localization. In a series of experiments we investigate 1) how the perfor-
mancee of the model depends on the model parameters. 2) how many features are needed 
forr global localization, and 3) which PCA features yield the best performance. We con-
siderr a scenario in which the robot has to localize itself globally on the basis of a single 
observationn where a uniform prior is assumed. 

3.5.11 Data-sets and pre-processing 

Wee evaluate our observation model on real image data obtained by a catadioptric vision 
sensorr mounted on top of a mobile robot. The image data was kindly provided by 
Tsukubaa Research Center (Japan), Real World Computing Program, in the form of the 
MEMORABL EE robot database. The database contains sensor data (laser range scan, 
infraredd sensors, bumpers and catadioptric vision) obtained at more than 8000 poses 
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Figuree 3.2 : A catadioptric image from the TRC Database. 

Figuree 3.3: A cylindrical panoramic image derived from the catadioptric image displayed in figure 3.2. 

inn a 17 x 17 m office environment. The data was obtained by accurately positioning a 
Nomadd 200 robot at discrete coordinates on a virtual sampling grid over the workspace. 
Eachh cell of the virtual grid is 10 x 10 cm. A 2-D map of the workspace is displayed in 
figurefigure 3.4. The head of the Nomad 200 always faces the same direction so that the pose 
off  the robot may be characterized by the position only. Figure 3.2 displays an image from 
thee database. We transform the catadioptric images in the database to 720 x 200 pixels 
cylindricall  panoramic images using the methods presented in chapter 2. The cylindrical 
panoramicc images are smoothed by a Gaussian function and subsequently sub-sampled 
too a resolution of 64 x 256 pixels to reduce the dimensionality. An example is shown in 
figuree 3.3. The resulting images are then normalized so that the sum of their squared pixel 
intensityy values equals one. This simple normalization renders the image representation 
lesss sensitive to global intensity changes. A set of 2000 images was randomly selected 
fromm the database to derive the eigenvectors and associated eigenvalues. The first 5 
eigenvectorss of the database are displayed in figure 3.5. 

3.5.22 Estimation of the kernel width 

Estimationn of the parameters of our observation model requires a set of training samples. 
Thee MEMORABLE database contains over 8000 samples, which in principle can all be 
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Figuree 3.4: The environment from which the images were taken. Positions marked by a + indicate 
wheree images that were used to estimate our observation model were obtained. Position marked by 
aa  indicate positions that were used to evaluate the performance of our observation model. The 
unitss of the axes are 10 _ 1 m. 
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Figuree 3.5 : The five most prominent eigenvectors. 

usedd to construct the observation model. However, in the operational localization stage 
distancess from all possible poses and their associated feature vectors (either represented 
byy discrete cells as in grid-based methods or by particles as in particle-based methods) to 
thee novel observation have to be calculated. Distance computations are computationally 
demanding. . 

Wee therefore limi t the number of training samples, and use a subset of 303 samples as 
trainingg samples. The training samples are obtained at discrete positions of a grid, each 
celll  of which is 50 x 50 cm. Another (non-overlapping) subset of 400 samples is uniformly 
drawnn from the poses present in the database for estimating the optimal kernel width. 

Wee wish to investigate the performance of the observation model for different individual 
PCAA features and for PCA feature vectors of increasing dimensionality. In our experi-
mentss we use the first 25 most prominent eigenvectors as features. We instantiated 50 
observationn models, each of which uses a different subset of PCA features. The first 25 
modelss use a single PCA feature. The other 25 use PCA feature vectors of increasing 
dimensionality,, i.e. the first model uses the first PCA feature, the second model uses the 
firstt and second PCA feature etc. For each model we estimate the optimal kernel width. 
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Figuree 3.6: The average Bayesian localization error (in 1 0 _ 1 m) plotted as a funct ion of the kernel 

w id thh h for individual features. The opt imal kernel width for each model found by the minimizat ion 

proceduree is marked by a o. 
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Figuree 3.7: The average Bayesian localization error (in 1 0 " 1 m) plotted as a funct ion of the kernel 

w id thh h for feature vectors of increasing dimensionality.The opt imal kernel width for each model 

foundd by the minimization procedure is marked by a o. 
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Thee resulting optimal kernel width for the different models are displayed in figures 3.G 
andd 3.7. Figure 3.6 displays the average Bayesian localization error evaluated on the 
trainingg set for the models using a single PCA feature as a function of the kernel width 
h.h. The optimal kernel width for each model as found by the minimization procedure is 
markedd by a o. The numbers below the marks identify the model. The n-t\\ model is 
usess the /?-th PCA feature according' to the ranking that comes with PCA. Figure 3.7 
displayss a similar plot for the models trained on vectors of PCA features. In this plot, 
thee n-Xh curve corresponds to the model trained on the first n PCA features according to 
thee ranking of features that comes with PCA. Note that the all curves start at a kernel 
widthh larger than zero. The reason is that if the kernel width is chosen to tight, the 
Parzenn density estimate becomes zero at points other than the training samples. 

Wee observe that for the single feature models a rather well defined minimum exists 
forr the first few PCA features. For PCA features with a larger index, the minimum 
iss less well defined. This could be expected, as the features with a lower index are 
leastt sensitive to noise in the original images. For the models using feature vectors of 
increasingg dimensionality, we observe that a rather well defined minimum exists for low 
dimensionall  feature vectors f up to 3 components). For higher dimensional feature vectors 
thee minimum is less well defined. This implies that performance of the observation model 
iss less sensitive to the choice of kernel width. The plot also shows that the optimal kernel 
widthh increases with increasing feature vector dimensionality. This may be explained by 
thee fact that data tends to become sparse in high-dimensional spaces and is related to 
thee distribution of the data. Finally, we note that the average Bayesian localization error 
onn the training data decreases when more PCA features are taken into account. 

3.5.33 Performance of the observation models 

Thee performance of each observation model is evaluated on a validation set. The valida-
tionn contains samples uniformly drawn from the admissible poses. The validation set is 
disjointt from the set of samples used to estimate the observation model (both training 
samples,, as well as the samples used to estimate the kernel width). Figure 3.4 displays 
thee training points (marked by squares) and the validation points (marked by dots). 

Performancee of single feature models. In this experiment we investigate whether 
thee ranking of features that comes with PCA is also optimal for robot localization. In 
orderr to do so we evaluate the performance of thee models trained on single features on the 
independentt validation set. Figure 3.8 displays the results. The plot shows the average 
Bayesiann localization error (in 1CT1 in) as a function of the PCA feature index. The 
generall  trend of the curve indicates that performance decreases with increasing PCA 
featuree index, as we also saw during training. This indicates that the features most 
importantt for reconstruction are also the ones most important for global localization. 
Notee that an upper bound on the localization error exists due to a finite size of the 
workspacee represented by the training samples. 
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Figuree 3.8: The average Bayesian localization error (in 10 : m) obtained on a test set for single 

PCAA features. 
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Figuree 3.9: The average Bayesian localization error (in 10 ' m) on a test set for feature vectors of 

increasingg dimensionality. 
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Performancee of multiple feature models. The previous experiment showed that 
PCAA features with lower indices generally yield a better performance than PCA features 
withh higher indices. Still, individual features have relatively littl e explanatory power. By 
combiningg individual features into feature vectors we expect that a better performance 
cann be achieved. In the current experiment we use the ranking of features that comes 
withh PCA and investigate the number of PCA features needed for localization. In order 
too do so, we evaluate the performance of the observation models using feature vectors of 
increasingg dimensionality on the independent evaluation set. The results are displayed in 
figuree 3.9. The plot displays the average Bayesian localization error as a function of the 
PCAA feature vector dimensionality. We see that by using more features the localization 
errorr decreases. The increase of performance is most significant for up to 10-dimensional 
featuree vectors. For 10 and more dimensions, littl e is gained. Faced with the tradeoff 
betweenn computational demands and accuracy, we would use about 10 features to perform 
localization,, giving an estimated average Bayesian localization error of about 0.7m in an 
workspacee of about 17m x 17m. 

Inn order to achieve a better performance, the number of training samples used to repre-
sentt the observation model could be increased. Unfortunately, this results in much higher 
computationall  demands. The localization procedure spends most of its computation time 
inn calculating distances. Localization requires calculation of distances between each pos-
siblee pose and each training pose (KN distances in a 2-D or 3-D space), and calculation 
off  distances between an observation and the observations associated with each training 
posee (K distances in the feature space). 

3.5.44 A concrete localization example 

Thee average Bayesian localization error may give a slightly pessimistic view of the accu-
racyy of localization because it may be affected strongly by a few outliers. Some regions 
inn the workspace may appear very similar (particularly when low-dimensional feature 
vectorss are used). An example is shown in figure 3.10. The top image corresponds 
too the image obtained at position (5,180). Its 20-D projection (back-projected to the 
imagee domain) is shown in the middle. The maximum a posteriori position estimate ob-
tainedd using the observation model and the 20-D feature vector corresponds to location 
(116,116).. The image obtained at (116,116) is shown at the bottom. 

Inn the process of experimenting with the observation models, we observed that the 
Bayesiann localization error for a single observation is often far below the reported best 
averagee of 0.7 m. For illustration, we display the a posteriori position estimates obtained 
forr a l-,2-,4- and 7-dimensional feature vector from an image obtained at position (69,51). 
Figuree 3.11 displays the posterior density obtained using the first PCA feature only. The 
figuree displays the posterior density over the allowable poses in the workspace (i.e. those 
presentt in the database). The density is estimated at the training samples (marked by 
dots).. Linear interpolation was used to approximate the density estimates at all allow-
ablee poses in the workspace (i.e. those present in the whole database). The likelihood at 
eachh allowable pose is represented by a gray value. The gray values are scaled from zero 
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Truee Robot location (5,180) 

Reconstructedd image from 20 dimensional vector 

Estimatedd Robot Location (116,116) 

Figuree 3.10: top) image at test location, middle) its representation in feature space, bottom) image 
fromm maximum likelihood posterior estimate 

likelihoodd (black) to maximum likelihood (white). The true pose is marked by a star. 
Thee maximum likelihood posterior pose estimate is marked by a circle. For the single 
PCAA feature, the density is multi-modal. The 2-D feature vector results in a uni-modal 
estimate,, which is peaked at the wrong location. The peak remains at the same location 
upp to a 4-D feature vector. The 4-D feature vector results in another uni-modal distribu-
tion,, albeit again at an incorrect position. Extending the feature vector dimensionality, 
wee observe that if the dimensionality exceeds 7, the distribution is uni-modal and peaked 
att the true robot location. 

3.66 Discussion and Conclusions 

Appearancee modeling is an attractive method to construct a model for robot localization 
becausee of its simplicity; no reliable landmark extraction and identification is needed. The 
primaryy contribution of this chapter are the development and evaluation of a probabilistic 
appearance-basedd observation model for global localization. 
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Figuree 3.11: Posterior distributions. Figure a) displays the posterior distribution after obtaining a 1-
DD PCA feature from the test position marked by the star. The small white dots indicate the training 
poses.. The distribution is displayed as a gray map, where black corresponds to zero likelihood and 
whitee corresponds to the maximal likelihood. The maximum likelihood pose estimate is indicated 
byy a circle. The other plots shown have a similar interpretation but differ in the number of features 
usedd to iocaiize, b) 2 features, c) 4 features, and d) 7 features. 
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Wee have presented a method to estimate an appearance-based observation model from 
aa set of training images, which are labeled by their respective poses. The performance 
off  our observation model was optimized by minimizing the average Bayesian localization 
errorr [89]. We applied the same criterion for model selection purposes. 

Ourr experimental study is limited to the problem of globally localizing the robot on the 
basiss of a single observation, assuming an uninformed prior over the admissible poses in 
thee workspace. We showed that our appearance-based observation model can be used 
too localize a mobile robot in an office environment of about 17 x 17 m. Localization 
accuracyy improves if the number of PCA features used increases. On our database we 
establishedd an average Bayesian localization error of 0.7 m when using 16 PCA features 
andd construct the observation model from 300 training samples. 

AA disadvantage of our appearance-based method is that the method is sensitive to illu-
minationn changes and occlusions. In principle, illumination changes and occlusions can 
bee accounted for by simply incorporating such circumstances in the set of training data 
usedd to represent the observation model. In practice, gathering images under all possible 
circumstancess is impossible. Furthermore, the huge resulting observation model hampers 
real-timee localization. A more pragmatic approach to deal with illumination changes 
couldd involve illumination invariant image representations (such as hue- or edge density 
images)) instead of intensity images used in this work. Occlusions could be dealt with 
byy robust PCA methods [51, 42] or by using sub-images taken from the panoramic view 
andd combining pose estimates obtained on the basis of each sub-image in a principled 
mannerr [69]. 

Wee have experimentally investigated whether the ranking of individual PCA features 
—— which is optimal for reconstruction of the images from which they are derived — is 
alsoo optimal for localization. On our database this indeed is the case under the global 
localizationn scenario; the eigenvectors with the largest corresponding eigenvalues are most 
importantt for global localization. In situations where the robot's belief is peaked at 
multiplee distinct poses (because the images that can be observed from those poses have a 
similarr global appearance), other PCA features may become more important in order to 
disambiguatee the belief. It would be interesting to investigate feature selection for such 
"situated""  scenarios. 

Thee average Bayesian localization may be strongly be influenced by a few images in the 
testt set whose appearance is very similar, but whose associated poses are separated by a 
largee distance. Although we consider the criterion to be useful for model estimation and 
modell  selection purposes, it gives a bit of a pessimistic view of the achievable localization 
accuracy.. During experimentation, we have found that when the posterior belief is uni-
modal,, it is usually peaked close to the true robot pose (provided a sufficient number of 
PCAA features are used). Such quick localization is a prerequisite for optimal goal directed 
navigation. . 


