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Chapterr 4 

Panoramicc Stereo Vision 

4.11 Introduction 

Thee ability to acquire knowledge about the 3-D structure of a workspace has many 
applicationss in mobile robotics. Such knowledge could for instance be used to construct 
aa metric map of the environment or to avoid collisions with objects in the workspace. 
Whilee range sensors such as ultrasonic and laser range finders provide depth information 
directly,, it is also possible to estimate depth from images obtained from different nearby 
viewpoints.. A traditional approach to obtain a 3-D reconstruction of a scene from images 
iss stereo vision [17]. Stereo vision is the process of recovering depth information from 
twoo (or more) images obtained by a calibrated camera placed at different but known 
poses.. The fundamental problem in stereo vision is establishing correspondences between 
pointss in the images that are the projections of the same physical point. This problem 
iss known as the correspondence problem. Once the correspondences are known, the 3-D 
coordinatess of the point relative to a chosen frame of reference can be reconstructed using 
triangulation.. This is known as the reconstruction problem. 

Thee key assumption in the correspondence problem is that the projection of a local neigh-
borhoodd in the world gives rise to similar intensity patterns in images obtained at different 
cameraa poses. Given a window centered at a point in one image, a correspondence can 
bee found by scanning the other image(s) with a search window to find the position of 
thee search window that yields the maximal similarity. The problem is that similar local 
intensityy patterns can occur at many places. One method to reduce the matching ambi-
guityy is to use more than two images in order to establish correspondences [64, 60, 79]. 
Suchh methods are called multi-baseline stereo vision methods. 

Stereoo vision methods generally exploit the geometric relationship that exist between 
thee 2-D projections of a 3-D point in different images to aid the correspondence search. 
Eachh point in an image defines a ray, which at some unknown distance intersects the 
objectt being imaged. The projection of such a ray onto the retinal surface of another 
cameraa constrains the locations where the imaged object may be found in the other image. 
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Thee search space for an image correspondence is therefore reduced from 2-D (the whole 
image)) to 1-D (the projection of the ray into the image). This constraint is known as 
thee eprpolar constraint [32, 17]. Exploiting the epipolar constraint dramatically reduces 
thee computational demands of the correspondence problem and diminishes the risk of 
establishingg erroneous correspondences. 

Mostt of the existing work on stereo vision is concerned witn conventional perspective 
cameras.. Conventional cameras have a narrow field of view, implying that in order 
too obtain a reconstruction of the surrounding environment many images are needed. 
Whenn using panoramic images, fewer images are needed due to their 360° field of view. 
Thee use of panoramic images does however has some specific aspects. For conventional 
perspectivee cameras, the search for correspondences can be done along an epipolar line 
inn the image. Panoramic cameras perform a non-linear projection which, generally, does 
nott preserve straight lines. As a result, a ray projects to an eprpolar curve rather than 
ann epipolar line. An important issue1 in panoramic stereo vision is the parameterization 
off  the epipolar curves in a way that permits efficient traversal in order to establish image 
correspondences. . 

Inn this chapter we present methods to obtain a 3-D scene1 reconstruction from two and 
moree cylindrical panoramic image's. In our application images are acquired by a single 
panoramicc camera mounted on top of a mobile robot that moves around. The chapter is 
organizedd as follows. In section 4.2. we present a panoramic stereo vision algorithm for 
aa pair of cylindrical panoramic images. We present a parameterization of the epipolar 
curvee that can be used to guide the search for image correspondences and show how a 
3-DD reconstruction can subsequently be obtained using triangulation. In section 4.3, we 
presentt a multi-baseline1 stereo vision algorithm that uses more than two images. We 
derivee a parameterization of the epipolar curve in terms of inverse depth. Using this 
parameterizationn the search for 2-D image correspondences across multiple images and 
thee 3-D reconstruction can be performed efficiently. In our application, we use images 
acquiredd by a single mening camera. We therefore need a method to estimate the camera 
poses.. A simple technique utilizing robot ocloinetry and tracked image correspondences 
iss presented in section 4.4. Experimental results obtained using our stereo methods are 
presentedd in section 4.5. A discussion and conclusions are presented in section 4.6. 

4.22 Panoramic Stereo Vision 

4.2.11 Epipolar geometry 

Anyy pair of images obtained by a central projection are related by the epipolar geometry 
thatt depends only on the relative1 pose and internal parameters of the camera(s) by 
whichh the images were acquired. The epipolar geometry reduces the search space for 
imagee correspondences from 2-D to I-D and can be formalized as follows. 

Lett C0 and C\ denote relative camera poses at which two images 70 and h are acquired 
byy a central projection. Let X , = [X.Y.Z]J denote the coordinates of scene point X 
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expressedd in the i-th (i E {0,1} ) camera pose and let xz — [x, y. z]t denote its projection 
ontoo the retinal surface. We designate C0 as a reference camera pose, i.e. the coordinate 
systemm in which vectors are measured and we refer to ƒ o as the reference image. Let t i 
bee the translation vector between Co and C\ and let Rx be a rotation matrix that aligns 
thee two coordinate frames. Then point X can be represented as 

X 00 = t 1 + R 1 X 1 . (4.1) 

Inn practice, X 0 and X i are unknown. Al l that is available are their respective projections 
intoo the images x0 and x i . The projections are related to equation 4.1 by 

r 0x 00 = t i + r iRiXj , (4.2) 

wheree r0 and  are unknown scalars whose values are to be recovered by stereo triangu-
lation. . 

Thee epipolar geometry expresses the fact that the rays spanned by x0 and xi meet at the 
singlee point X in space. Put differently, x0, Xi and ti are co-planar. The plane spanned 
byy x0 and t i and defined by its normal n0 = ti x x0 is called the epipolar plane. In the 
C\C\ coordinate frame, the plane normal YLX — [nx, ny, nz]J is derived as 

n ii - R [ { t ! x x0) . (4.3) 

Thee epipolar constraint is now established by the co-planarity condition 

n i - X ! = 0 .. (4.4) 

Figuree 4.1 illustrates that, for a conventional perspective camera, an epipolar line is 
formedd by intersecting the epipolar plane, spanned by x0 and t i , with the retinal plane. 
Equivalently,, the epipolar line is the image in one camera of a ray from the effective 
pinholee of the other camera and passing through an image point in the other camera. 
Ass the position of the 3-D point being projected varies, the epipolar plane appears to 
rotatee about the baseline. The family of planes induced is called an epipolar pencil 
Consequently,, all epipolar lines meet at a single point called the epipole. The epipole is 
thee point of intersection of the line joining the effective pinholes of the cameras — the 
translationn vector t, referred to as the baseline in stereo literature — with the retinal 
plane.. Equivalently, the epipole is the image in one camera of the effective pinhole of the 
otherr camera. Notice that in the epipole direction depth cannot be estimated. 

Figuree 4.1 illustrates the epipolar geometry for a popular camera configuration involving 
twoo camera whose retinal planes are related by a horizontal displacement only. This 
configurationn is known as the parallel camera configuration. In this configuration stereo 
matchingg is greatly simplified because all epipolar lines are parallel and horizontal. As 
aa consequence, no explicit parameterization of epipolar lines is required; in order to 
establishh a correspondence, matching can be performed along a single rowr of pixels and 
aa depth measure can easily be derived from the disparity measured in pixels [17]. The 
resultingg stereo algorithms typically achieve real time performance nowadays [45. 100. 57]. 
Iff  two cameras are approximately in a parallel configuration, an exact parallel camera 
configurationn can be achieved in software by re-projecting the images obtained from both 
camerass onto a common plane [17]. 
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epipolarr line 

Figuree 4.1: Epipolar geometry for a pair of cameras in a parallel configuration. The two retinal 
planess are displaced and co-planar in space. In this configuration, the epipole lies at infinity and all 
epipolarr lines are parallel. 

4.2.22 Epipolar curves 

Thee geometric image formation performed by a panoramic camera generally does not 
preservee straight lines. Therefore, epipolar curves are obtained rather than epipolar 
lines.. This raises the questions how these curves look like and how they can best be 
parameterized. . 

Svobodaa [85] studies the epipolar geometry for a catadioptric vision sensor based on a 
hyperboloidd mirror. The theory starts from the observation that the catadioptric vision 
sensorr measures intensity from the effective viewpoint located inside the mirror, as dis-
cussedd in chapter 2. Epipolar planes are therefore spanned by the baseline relating the 
effectivee viewpoints — the focus inside the mirror — and a point on the surface of the 
mirror.. The epipolar plane intersects the mirror. Correspondences can thus be sought 
inn the catadioptric image along the projection of the intersection into the image. It is 
shownn that the resulting epipolar curves are general conies (ellipses, circles, hyperbolas 
andd parabolas). In [82] a parameterization for each type of conic, and a selection mech-
anismm to determine the type of conic, are proposed. Although not explicitly described, 
thee proposed parameterizations can be used to sample points (search window centers) 
alongg the curve for the purpose of stereo matching. 

Weii  [106] proposes to re-project a catadioptric image onto a virtual paraboloid, then 
followedd by an orthographic projection onto a virtual image plane. When using two such 
re-projectedd images obtained at different viewpoints, the epipolar curves become circles, 
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albeitt of different radii. The advantage of the re-projection step is that it obviates the 
needd to determine the type of conic. 

Olli ss [65] presents two catadioptric stereo head camera configurations that yield a simple 
epipolarr geometry. They describe a setup where two catadioptric cameras are stacked 
verticallyy such that the mirror axis of symmetry of the two mirrors coincide. They also 
describee a setup using two mirrors (a larger mirror above a smaller one) and a single 
camera.. In these co-axis mirror configurations the epipolar curves reduce to straight 
liness emitting radially from the image center. In [29] a similar co-axis mirror pair with 
twoo cameras is used to obtain real-time panoramic stereo vision. They also perform a 
cylindricall  re-projection of the catadioptric images, thus obtaining cylindrical panoramic 
images.. In these cylindrical panoramic images, the radial epipolar lines are transformed 
too parallel vertical lines. The resulting stereo algorithms are very efficient because they 
doo not require active correlation windows to perform stereo matching. 

Inn our application we have a single catadioptric vision sensor mounted vertically on 
topp of our mobile robot. Stereo vision thus has to be performed on images obtained at 
differentt robot poses. The robot operates in an indoor environment, hence its motion (and 
consequentlyy that of the camera) is restricted to a horizontal displacement and rotation. 
Insteadd of using the catadioptric images for stereo matching directly, we propose to re-
projectt the catadioptric images onto a virtual cylinder, thus obtaining virtual cylindrical 
panoramicc images. Whereas a rotation of the robot causes a rotation in the catadioptric 
imagee domain, it causes a shift in the cylindrical panoramic image. The advantage of 
usingg the re-projection step is that stereo matching can be done without requiring rotating 
correlationn windows (as proposed in e.g. [83]). The computational costs of performing 
aa re-projection of the images is low compared to the costs of using rotating correlation 
windowss for stereo matching. Moreover, off-the-shelf feature trackers (such as KLT [3]), 
originallyy developed for conventional perspective images, can be employed to obtain an 
initiall  set of image correspondences required to estimate the relative camera positions. 
AA further advantage is that only a single type of epipolar curve (a sinusoid, as we wil l 
showw in the next section) results. 

4.2.33 Panoramic Stereo from a Pair of Images 

Parameter izat ionn of th e epipolar  curve. In chapter 2 we defined a virtual cylin-
dricall  panoramic camera. The virtual camera is constructed by specifying a unit radius 
virtuall  cylinder in the mirror frame. Once a cylindrical panoramic image is created from 
thee catadioptric image, we can proceed as if we truly have a cylindrical panoramic vision 
sensorr instead of a catadioptric sensor. Let X 0 and X i denote the coordinates of a scene 
pointt X in the cylindrical camera coordinate frames. Let x0 and Xi denote the projec-
tionn of X into images IQ and I\ respectively. Let y denote the cylindrical coordinate 
representationn of the projection of X given by equation 2.42. Let x denote the Cartesian 
coordinatess of y, which can be derived using equation 2.43. 

Inn the cylindrical panoramic image domain epipolar curves arc sinusoids. This can be 
understoodd by expanding equation 4.4 and expressing Xj as Xi = [cos ö\. sin ö\. z\\ giving 
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Figuree 4.2 : Epipolar geometry for a pair of cylindrical panoramic images. 

00 = ni  Xi = [nx, ny, nz\[cosói, s in^ i, ZjJ 

== nx cos(^i) + ny sm{4>i) + nzZ\. 

Thee elevation Z\ can be expressed as a function of the angle 0\ as 

nnxx cos(0i) + ny sin(«/>i) 
2i(<Pijj  =

(4.5) ) 

(4.6) ) 

Figuree 4.2 displays the epipolar geometry for cylindrical panoramic images. 

Usingg this parameterization a 1-D correspondence search along the epipolar curve can be 
performed.. Using the known camera rotation and translation, a given image coordinate 
yoo = [4>Q>  zo}T defines the epipolar plane normal n i. Candidate correspondences yi = 
{4>i,z(4>i)\{4>i,z(4>i)\ TT living on the epipolar curve can then be generated using equation 4.6. The 
imagee similarity between local neighborhoods around yo and each generated yi can be 
usedd to select the best candidate. In the next section we review some common approaches 
andd describe the matching method we adopt. 

Establ ishingg correspondences. Matching in stereo vision involves comparison of lo-
call  image regions (or intrinsic local characteristics, i.e. , features) and determining which 
regionss are most similar according to some matching criterion. Matching methods can be 



4.22 Panoramic Stereo Vision 59 9 

categorizedd as local or global. Local matching methods match each point in the reference 
imagee independently (see e.g. [47]). Global matching methods consider points at once. 
Eachh point in an image gives rise to an epipolar curve in the other image and vice versa. 
Globall  matching schemes consider all windows along such conjugate epipolar curves at 
oncee and seek a set of matches that optimizes some global constraints. Examples of 
suchh global constraints are uniqueness (there exists a one-to-one correspondence between 
pointss along conjugate epipolar curves), surface continuity (the disparity measure along 
conjugatee epipolar curves is smooth) and ordering (features appear in the same order 
whenn traversing conjugate epipolar curves) [17. 57. 116]. These prior assumptions, al-
thoughh not always correct, can help to resolve local ambiguities. The drawback of global 
methodss is that they are computationally more expensive than local methods because 
theyy consider a harder optimization problem. 

AA further distinction between matching methods is whether they compare image features 
orr correlate small image windows. Image features, such as corners, are usually chosen to 
bee insensitive to viewpoint and illumination changes. Due to the sparseness of salient 
featuress in images, Feature based matching methods generally produce sparse depth esti-
mates.. Correlation based matching methods produce dense depth estimates. Correlation 
basedd methods implicitl y assume that the disparity is similar for each pixel in the window 
underr consideration. This assumption is violated for large windows. Furthermore, using 
largerr windows increases the computational cost. Small windows, on the other hand, 
havee a lower signal-to-noise ratio and are more easily confused. 

Ourr stereo algorithm uses correlation based matching, thus giving dense depth estimates. 
Itt aims to find a matching window for each pixel independently. Matching is done as 
follows.. For a given point (óo-~o) hi the reference image, we first establish a search 
intervall  [<t>i,d min- 0i.d„,ax]^ where dmin corresponds to a minimal distance of a scene point 
fromm Co and rfmax corresponds to a scene point at some maximal distance. We thus limi t 
thee space of interest: for far away objects a reliable deptli estimate cannot be obtained 
becausee of triangulation uncertainty, and (very) nearby objects arc unexpected. A set of 
pointss is sampled along the epipolar curve {(<?,-, Z{Q,)) : o,- = <?dmiI1 + i&Q € [<?f/min, <Pd,niiX]} 
wheree Ac> is a chosen angular resolution. The best match is found by computing the 
correlationn values for each point and selecting the one that matches best. We choose 
thee sum of absolute intensity differences (SAD) as a similarity criterion. Others, such as 
thee sum of squared intensity differences (SSD) or normalized cross correlation could also 
havee been used. The difference in performance is generally marginal [56]. 

Windoww based matching is a relatively expensive operation. In order to avoid unnecessary 
correlationn computations, a correspondence search is only initiated when the part of the 
curvee in the interval [ó,-.r/mi„. ö,.f/rnaJ is contained entirely within the image domain (which 
iss given by —7r < & < n. zmm < z < ~m a x)- This ensures that corresponding points, unless 
occludedd by other objects, are guaranteed to be visible from both viewpoints so that a 
correctt match can (in principle) be found. This visibilit y condition can be verified by first 
checkingg the if the end-points of the search interval {Odmur z(Odmui)) and {ódmHX.. z(ódtn.AX)) 
residee in the image domain. Next, we check if the epipolar curve has an extremum in the 
searchh interval and, if it does, whether the extremum falls within the image domain. 
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Obtain in gg a reconstruct ion. Suppose a corresponding pair of image coordinates x0 

andd xx is available. The distances between Co and X, and C\ and X (see figure 4.2) 
cann be estimated from the angular difference under which point X is perceived from 
thesee poses. The cosine rule can be applied to compute the angle between the x0 and 
translationn vector t i 

Öoo - arccos(-f|— i j ) . [ * . ( ) 
ll xo||| ||t i || 

Similarly,, the angle between Xi and the rotated translation vector R i t i is computed as 

fl^arccosf*fl^arccosf*11'?;'?;11** 11)-)- (4.8) VV  \\\\ + X jj  || 11| 

Finally.. d0 and d\. corresponding to the distance to point X measured from poses C0 and 
C\C\ respectively, can be computed by application of the sine rule 

dd00 = . ™\ Jt||. (4.9) 

ddxx = . f"\ J t l l . (4.10) 
11 Sltl(Öi — ö()) II  II  \ / 

Thee 3-D coordinates of point X can be reconstructed using the relationship 

X ,, - dj-rpj where i e {0,1} . (4.11) 

Notee that distance rf, is related to depth r\ from equation 4.2 as 

rr ii  = —L. where / € { 0 . 1 } . (4.12) 

Sensi t iv i tyy and accuracy. Sensitivity with respect to errors in viewing angles and 
normm of the translation vector can be investigated by examining equation 4.9 (or 4.10). 

Differentiatingg 4.9 with respect to with respect to ||t|| (known as the baseline length in 
stereo)) gives 

dddd00 = sinfli d0 

d\\t\\d\\t\\ ~ s i n (0 i - 0o) ~ ||t||" [ ' J 

Thiss shows that an error in ||t|| causes an error in the depth estimate that is proportional 
too the depth and inverse proportional to the baseline length. 

Differentiatingg 4.9 with respect to 9\ gives 

ddciddci _ , fcosO  ̂ cos(6>! - 9Q)\ 

d0d0ll~~(h(h\sine\sinell smie.-Bo))' ( j 

Thiss expression readily shows that if a scene point lies far away or in the direction of 
onee of the epipoles. so that the difference between 9Q and 9\ is small, the resulting depth 
estimatee is unreliable. 
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Figuree 4.3: Sum of absolute difference (SAD) values obtained along the epipolar curve sampled at 
éiéi and the fitted parabola. 

Combiningg equations 4.13 and 4.14, a first order approximation 
iss obtained as 

'cos0ii  cos(0i -90)\ 
A f i i Ad00 = T-^A||t|[+d 0 sinn 0i sin(0! 

off  the depth error Ad0 

(4.15) ) 

wheree A||t|| is the error in the baseline length and A0! is the angular disparity error. 

Considerr the following typical situation. The camera has an exact translation of 0.5m 
soo that ||t|| = 0.5 and ||At|| = 0. The distance to some object is exactly 3 m. An 
errorr of A0! = 1° in the estimation of the disparity then results in an depth error Ad0 

off  about 0.3 m. The error can be reduced by extending the baseline. However, for a 
largerr translation (baseline length) between viewpoints, matching is more difficult due 
too perspective deformation and occlusions. The above analysis shows that the disparity 
needss to be computed with high accuracy. 

Inn finding the best match, there are two sources of error in the matching scheme we 
employ.. First, correlation values are computed at nearest discrete pixel positions, not at 
thee continuous point on the epipolar curve under investigation. A solution to this problem 
iss to use some kind of interpolation. However, this would increase the computational 
demandss considerably. A second error source is that the epipolar curve is only sampled at 
aa finite number of points, i.e. the angular resolution is limited. One solution would be to 
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XX X, 

(a)) angular (b) inverse depth 

Figuree 4.4: a) The parameterization of epipolar curves as z(o) is not a convenient one when more 
thann two images are used. The problem is that the sampling that is implicitly performed along a 
rayy from the reference viewpoint depends on the direction of the ray and the relative camera pose. 
Ass a result, it is not trivial to combine information obtained from different pairs of images, b) 
multi-baselinee stereo overcomes this issue by projecting points along the ray to the images. 

samplee the epipolar curve more densely. However, without interpolation this would result 
inn the same match value for multiple points along the epipolar line. With interpolation, 
denserr sampling of the epipolar curve would increase the computational demands even 
further. . 

Ourr solution to these problems is to interpolate between match values along the epipolar 
curvee by fitting a polynomial of degree 2 to the SAD values in a least-squares sense. In the 
fittin gg procedure, only neighboring points of the sample point that has the best match at 
discretee resolution contribute. By setting the derivatives of the polynomial with respect 
too éi to zero, a new minimum for ó\ can be computed. Via application of the epipolar 
curvee equation this gives rise to a new point on the epipolar curve from which range 
cann be estimated using the theory of the previous section. The computational overhead 
introducedd by this refinement step yields a tiny fraction of the total computation time, 
whichh is dominated by the calculation of SAD values. 

Figuree 4.3 shows the correlation values as a function of ©i and a fitted parabola. Three 
neighborss around the minimum on both sides contribute to the estimated coefficients. 
Noticee that the peakedness of the fitted parabola could be used to obtain an estimate of 
thee (local) uncertainty of the estimated disparity [57]. 

4.33 Multi-baseline Panoramic Stereo Vision 

Thee correspondence problem is a locally ambiguous problem because distinct regions in 
thee scene can have a similar appearance in the images. Errors in the reconstruction of 
pointss obtained from stereo based on a single pair of images are therefore likely to be 
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present.. Furthermore, the reconstruction of points near the epipoles, which are always 
visiblee in the cylindrical panoramic images, is inaccurate due to large triangulation un-
certainty.. These limitations can be overcome by using more than two images to obtain a 
reconstruction.. In this section, we present a new multi-baseline panoramic stereo method 
thatt reconstructs the environment from a set of K panoramic images. 

Onee approach to incorporate more than two images is to apply the two view technique 
describedd in the previous section on the reference image IQ and the K — 1 other images. 
Iff  each image pair provides a single depth estimate for each pixel in the reference image, 
combiningg the depth estimates is not trivial. There may be inconsistencies between the 
depthh estimates resulting from different pairs. Furthermore the proposed parameteriza-
tionn of the epipolar curves used to govern the search for correspondences results in a 
differentt implicit sampling of points along the ray spanned by a x0 in the reference image 
forr each alternative image. The problem is illustrated in figure 4.4(a). 

Severall  methods have been proposed in literature to address these issues. The methods 
sharee in that they partition the 3-D space into discrete cells. For each cell a measure 
off  consistency, reflecting the likelihood that the cell is occupied by an object, is then 
evaluated.. We categorize these methods as 2D-3D. 3D-2D or 2D-2D methods. 

2D-3DD methods. 2D-3D methods start from image correspondences and use trian-
gulationn to reconstruct 3-D scene points. The scene space is partitioned into cells, and 
hee number of points contained in a cell serves as evidence that the cell is occupied or 
empty.. Triangulation uncertainty can be incorporated so that a reconstructed point does 
nott only contribute evidence to the bin in which it is contained, but also to neighboring 
cellss [60]. 

3D-2DD methods. 3D-2D methods start from the 3-D cells and project the cells to the 
differentt images. Seitz and Dyer [79] formulate the scene reconstruction problem as a 
"voxell  coloring" problem. Their method attempts to assign a unique color to each cell 
thatt is consistent with all input images. The underlying assumption in their approach 
iss that when pixels are back-projected to the same bin, their color values should agree. 
AA statistical measure of pixel color consistency is used to determine the occupancy state 
andd color of the bin. By visiting the cells in depth order, occlusion is handled correctly. 
Cellss can be ordered with respect to depth by assuming that no object lies within the 
convexx hull of camera viewpoints. The method requires precise camera calibration and 
thee accuracy and run-time are dependent on the cell resolution. Effects of quantization 
andd calibration are most profound in regions with high spatial frequency. The "voxel 
coloring""  algorithm reconstructs one particular scene consistent with the set of input 
images,, namely the one closest to the camera convex hull is reconstructed. 

2D-2DD methods. 2D-2D methods exploit projective geometry in such a way that-
explicitt 3-D reconstruction of points via triangulation or explicit projection of 3-D cells is 
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Figuree 4.5: Disparity and depth measures fora parallel camera configuration. The depth measure z 
iss defined as the distance of point X to the baseline. The disparity measure A x = Xi — xo is related 
too z as z = ƒ | | t i | | /Ax . 

circumvented.. An example is Collins' "space sweep" approach [8]. The method is based 
onn the premise that areas of space where several image feature viewing rays (nearly) 
intersectt are likely to be the 3-D locations of observed scene features. A single plane 
partit ionedd into cells is swept through the volume of space along a line perpendicular to 
aa chosen plane. At each position of the plane along the sweeping path, the number of rays 
thatt intersect each cell are counted. The back-projection of point features from each image 
ontoo the sweeping plane is done efficiently by exploiting projective geometry relating 
centrall  projections of points on planes (planar homography). A statistical measure is used 
too determine the likelihood that the cell is occupied by an object. The method proposed 
iss restricted to image features such as corners and thus yields a sparse reconstruction. 

Anotherr example of a 2D-2D method is the multi-baseline stereo approach presented 
byy Okutomi and Kanade [64]. The key benefits of their approach over 2D-3D and 3D-
2DD approaches are that the search for image correspondences across multiple images is 
performedd efficiently and that depth estimates are obtained without explicit stereoscopic 
triangulation.. The principle of multi-baseline stereo vision is illustrated in figure 4.4(b). 
Inn the next section we discuss their approach in more detail. Our approach can be 
regardedd as an extension of their multi-baseline method to cylindrical panoramic images. 
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4.3.11 Okutomi and Kanade's 
multi-baselinee stereo method 

Okutomii  and Kanade [64] present an efficient multi-baseline stereo method for multiple 
planarr perspective cameras in a parallel camera configuration. The method exploits a 
projectivee invariant called the inverse depth. This scalar quantity expresses depth to a 
scenee point as a fraction of the baseline length and is invariant under changes of the 
baselinee length. As a result, depth estimates obtained using different baseline lengths 
cann be combined. 

Figuree 4.5 sketches a top view of the parallel camera configuration. The disparity measure 
AxAx = Xi — x0 between the projection of a scene point X in the reference image (xQ, yQ, ƒ) 
andd the projection in the i-th image (xi,yi,f). The disparity measure Ax is related to 
thee depth measure z to the scene point by 

A x = | | t | | / i ,, (4.16) 

wheree ||t j || is the baseline length and ƒ is the focal length. From equation 4.16 we see 
thatt the baseline length acts as a magnification factor in measuring disparity Ax in order 
too obtain z. The multi-baseline stereo method exploits the fact that if both sides of 4.16 
aree divided by ||t|| we obtain 

wheree A is a constant called the inverse depth. This means that for a particular point in 
thee reference image, the disparity divided by the baseline length is constant because there 
iss only one depth z for that point. Therefore, if search window similarity is represented 
withh respect to A, it should consistently yield good matching values at the correct value 
off  A independent of the baseline. Similarity measures obtained from different baselines 
cann therefore be combined, and it can be expected that a unique match position results. 

4.3.22 Panoramic multi-baseline stereo 
wit hh different baseline directions 

Inn this section we present a multi-baseline stereo vision method for cylindrical panoramic 
images.. It is based on the multi-baseline stereo method summarized in the previous 
section.. Our method extends the multi-baseline stereo method [64] in that we allow the 
baselinee directions to vary. This is an essential prerequisite in order to cope with the 
uncertaintyy in depth estimates obtained in epipole directions. If all camera poses are 
co-linearr (as in the parallel camera configuration), all images share the same epipoles so 
thatt reliable depth information cannot be obtained in the epipole directions, regardless of 
thee number of images used. We derive a parameterization of the epipolar curve obtained 
inn cylindrical panoramic images in terms of inverse depth. Using this parameterization, 
thee search for image correspondences across multiple images can be performed efficiently 
andd depth estimates are obtained without explicit stereoscopic triangulation. 
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Thee first step in our algorithm involves rotating virtual cylindrical panoramic cameras 
suchh that they all have the same orientation. After this rectification, the camera poses 
aree related by translations only. 

Usingg equations 2.43 and 4.1 the 3-D location of a point can be expressed as 

roC-Hy»)roC-Hy») ~ *i  = r£ MY,)- (4-18) 

wheree y0 = [60, ZQ]T and y; = [9i, z , ]r are the cylindrical coordinates of points Xo and x, 
onn the surface of the unit radius cylinders centered at C0 and C,. and r0 and r, encode 
thee depth to the projected scene point. 

Dividingg both sides of equation 4.18 by r0 and applying the function C (equation 2.42) 
thatt transforms rays to cylinder coordinates to both sides gives 

CiC-'yoCiC-'yo - -tO = C(^C-ly,) = y,. (4.19) 

Notee that C(-) eliminates the quantity ri/r 0 from the right hand side of equation 4.19. 
Equationn 4.19 shows that the projection of a point on the cylindrical imaging surface at 
posee Cj is a function of yo- the translation vector t, = [tx.ty.tz\

T and the fraction l/r 0-
Thee fraction 1/r is called the inverse depth. A. The above equation can be expressed in 
vectorr form as 

arctann (sh^-xtA 

\J(co5\J(co5 é0- \tr)
2+(sin 0o-Aft/)2 

Equationn 4.20 parameterizes the sinusoidal epipolar curve in terms of inverse depth and 
cann be used to govern the search for image correspondences across multiple images. Given 
ann image coordinate y0 = [0o< ZQ\T, the known translation vector tl and a chosen value 
forr A. equation 4.20 yields the image coordinate y,: in the z'-th image corresponding to a 
scenee point at depth 1/A from the reference pose. 

Inn our multi-baseline stereo algorithm, for each pixel y0 from the reference image, equa-
tionn 4.20 is used to generate a sett of image coordinates yj by plugging in multiple values 
forr A. Subsequently, image similarity is evaluated by computing the sum of squared 
differencess (SSD) between windows centered at y0 and y t respectively. The SSD values 
obtainedd from different images for the same yo and A are combined by adding them. The 
underlyingg assumption is that when an object is present at some depth r = 1/A from the 
referencee pose, the window contents will have a roughly similar appearance in all images, 
consistentlyy giving rise to small SSD values. Finally, the most likely inverse depth value 
A**  for y0 is found by examining the summed SSD values obtained for each A and selecting 
thee one yielding the smallest value. 

Thee complete multi-baseline stereo algorithm for K cylindrical panoramic images can be 
summarizedd as follows. Let y denote the set of pixel coordinates in the reference image. 
Lett A denote a set of inverse depth values whose values are determined to cover a minimal 
andd maximal expected scene depth. 

(4.20) ) 
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forr  all yo £ y do 
A**  = Ai 
forr  all A € A do 

M y 0 .. A) = 0 
forr  i = 1 to K do 

computee y;(yo,Ri, t j) using equation 4.20 
M(yM(y00,, A) - M ( y 0 , A) + SSD(W'(y0), U'(yO) 

endd for 
iff  A4(y0, A) < M ( y 0 ; A*) then 

A**  = A 
endd if 

endd for 
endd for 

wheree SSDfW^yo), ^ ( y , ) ) computes the sum of squared differences between image win-
dowss H-'o and Wt centered at y0 and y, respectively. The map M. contains all summed 
SSDD values. If desired, it is possible to perform some kind of regularization of A4. 

4.44 Camera Pose Estimation 

AA prerequisite of (multi-baseline) stereo vision is that the camera poses at which images 
aree acquired are known. Although our robot is equipped with fairly accurate odometry, 
thee pose estimates provided by odometry are not accurate enough to fix the epipolar 
constraint.. Due to small errors in the robot orientation estimates, epipolar curves may 
nott pass through corresponding points. Therefore the relative camera poses need to be 
corrected.. In this section we describe how we correct the relative camera pose estimates 
usingg corresponding image features. 

4.4.11 Tracking features 

Ann initial set of corresponding features is obtained by tracking salient image features 
throughh a sequence of images acquired by the robot during navigation. Tracking is 
performedd using KLT [3]. a C implementation of the feature tracker described by Shi 
andd Tomasi [80], based on early work of Kanade and Lucas [54]. In their approach, 
salientt image points are detected by examining the minimum eigenvalue of local intensity 
gradientt matrices. Tracking is done using a Newton-Raphson method (see [73] for details), 
whichh minimizes the intensity discrepancy between an image window centered at a salient 
imagee point in the previous image and the current image. In spite of the multi-resolution 
approachh implemented by KLT to allow for larger image displacements, the tracker fails 
whenn the overall image displacement is very large. Large displacements occur when the 
robott makes a sharp turn. Currently, we use wheel odometry measurements to counter-
rotatee the virtual cylindrical panoramic camera so that the overall image displacement 
iss roughly compensated. 
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4.4.22 Estimation of the essential matr ix 

Thee relative camera pose relating an image Ik with the reference image I0 can be recovered 
viaa their epipolar geometry. The epipolar geometry can be estimated from the set of T 
salientt points that were successfully tracked between IQ and Ik. Any true correspondence 
x 00 <-• Xfc should satisfy the epipolar constraint from equation 4.4. which can be written 
as s 

x [R ( tt  x x0) = 0. (4.21) 

wheree R is the rotation matrix and t is the translation vector relating the two camera 
poses.. This can be expressed in matrix form as 

x [RSx00 = x jEx o = 0, (4.22) 

wheree S denotes the ( 3 x 3 ) skew symmetric matrix for which Sx0 = t x x0 . The matrix 

EE — RS is called the essential matrix [17]. 

8-pointt  algor i thm . In practice, correspondences x0,j <-> x*..; obtained by the feature 
trackerr are noisy. As a result, each correspondence satisfies the co-planarity condition 
expressedd by equation 4.22 only approximately. Let us rewrite equation 4.22 as 

JT JT *,iExo.ii = \xk Vk 

ei i 

f*4 4 

ee7 7 

e2 2 

^ 5 5 

e& e& 

e3 3 

('6 ('6 

e 9 . . 

XQ XQ 

VQ VQ 

,,ZZ°-°-

0.. (4.23) 

Lett us write the entries of the essential matrix as a vector e — [e i , . . . , eg]T. Equation 4.22 
cann then be rewritten as 

[x[x kkxx00 xky0 xkz0 ykx0 yky0 Uk-o zkx0 zky0 ; l 2 O ] . . e = D i e w 0 . (4.24) 

Eachh correspondence thus provides one constraint on E. Using T correspondences, equa
tionn 4.22 can be expressed as a linearly as De — 0, where D is a (T x 9) design matrix 
constructedd by stacking the T D; vectors from equation 4.24. 

AA solution for e. and thus to E. can be found linearly by solving 

min | |De | | 22 subject to ||e|| = 1. (4.25) 
e e 

Thee constraint ||e|| = 1 is incorporated to fix the scale of E which removes one degree 
off freedom from E and a solution can be obtained when at least 8 correspondences are 
available.. The minimum of e in equation 4.25 is the eigenvector of the moment matrix 
MM = D r D associated with the smallest eigenvalue and can be found by using a singular 
valuee decomposition (SVD) of M . This algorithm is known as the 8-point algorithm [31]. 

Ann essential matrix has two equal eigenvalues and has rank two [17]. The linear 8-point 
algorithmm does not enforce these properties on the recovered matrix E. Let us express 
tha tt the recovered matrix is not a true essential matrix by writing it as E. The nearest 
t ruee essential matrix, which we now express as E, can be found via the singular value 
decompositionn (SVD) of E as follows. Let the SVD decomposition of E be U £ V T , 
wheree £ = diag(<7i,<72,<73). The nearest true essential matrix E can the be found as 
EE = U £ ' V T , where £ ' = diag((cr1 + cr2)/2, (ffl + a2)/2, 0). 
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Robustt  estimation. The 8-point algorithm presented in the previous paragraph is 
veryy sensitive to noise in the image coordinates. In [31] a point normalization method is 
proposedd for homogeneous image coordinates which is shown to decrease the sensitivity. 
Wee cannot apply the normalization scheme because we do not have homogeneous image 
coordinatess but "real" 3-D vectors whose tip touches the cylindrical projection surface. 
Ass a normalization step, we normalize the vectors by dividing them by their length, which 
hass been shown to decrease the noise sensitivity [68]. 

Inn the set of tracked points, there are bound to be erroneous correspondences (outliers). 
Thesee outliers can be identified and discarded using robust estimation techniques. We use 
thee Least of Median Squares (LMedS) method [78] to obtain a initial estimate of the essen-
tiall  matrix that is compatible with the majority of correspondences. The correspondences 
compatiblee with the initial estimate are subsequently used by an M-estimator [94, 114]. 
Thee M-estimator is implemented as an iteratively re-weighted variant of the 8-point al-
gorithm.. It identifies the small fraction of outliers that may have survived the LMedS 
stepp and assigns them low weights so that they their contribution to the final estimate 
off  the essential matrix is reduced. 

4.4.33 Recovering the camera motion 

Thee rotation matrix R and S matrix can be determined from the singular value decom-
positionn E = US'VT as follows [30]. 

RR = UYV T or UY T V T (4.26) 

SS = VZV T or VZ TV T , (4.27) 

where e 

YY = 
0 - 1 0 0 
11 0 0 
00 0 1 

andd Z 
0 - 1 0 0 
11 0 0 
00 0 0 

(4.28) ) 

Theree are thus four possible pairings of R and S matrices that are compatible with 
thee essential matrix. In order to select the correct pair, i.e. the actual rotation and 
translation,, the geometric interpretation of each pairing must be investigated. This 
cann be done by computing the depth to a tracked point in two images according to 
thee relative poses implied by each pair using (for instance) the triangulation method 
presentedd in section 4.2.3. For noise free image correspondences, the correct pair should 
givee a positive depth from both poses for any selected point. In practice, correspondences 
aree noisy. We therefore compute the depth for all correspondences and adopt a majority 
schemee that selects the rotation and translation pair yielding the most positive depths 
fromm both camera viewpoints. 

Thee estimated essential matrix is only defined up to an arbitrary scale factor. As a con-
sequence,, the length of the translation vector relating two images cannot be determined 
fromm an estimated essential matrix. Currently, we use wheel odometry to provide the 
lengthh of the translation vector. 
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(a)) the virtual environment (b) catadioptric image 

(c)) cylindrical panoramic image 

Figuree 4.6: The virtual environment and various representations of an image acquired in the envi-
ronment. . 

4.55 Experiments 

4.5.11 Stereo experiment 

Wee have tested the stereo technique presented in section 4.2 on synthetic, but realistic, 
imagee data. The POV-Ray ray tracer [72] was used to render images obtained by an 
catadioptricc vision sensor in a virtual environment. The virtual environment has the 
shapee of a cube (6000 x 6000 x 6000 in size) and has textured sides and bottom. Figure 4.6 
displayss an overview of the virtual environment and the different representations of an 
imagee acquired in the environment. 

Depthh is estimated from the cylindrical panoramic images (720 x 200 pixels) derived from 
catadioptricc images (640 x 480 pixels) acquired at locations [0,0,1000] and [500,0,1000]. 
Figuree 4.7 shows the depth estimates obtained for a single row of pixels taken from the 
cylindricall  panoramic image obtained at [0, 0,1000] (results for other rows give similar 
depthh estimates). Figure 4.7(a) shows the range profile estimated at pixel resolution. 
Depthh in directions perpendicular to the camera motion is estimated reliable with good 
accuracy.. In the motion direction, the depth estimates are unreliable due to triangulation 
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(a)) Depth estimated at pixel resolution (b)) Depth estimated at sub-pixel resolution 

Figuree 4.7: Depth estimation results for a single scan-line, (a) without interpolation, (b) with 
interpolation.. The reference pose (0,0) and the other camera pose (0,500) are marked by o symbols. 

uncertainty.. We have verified that the discontinuities in the range profile are caused by 
discretization.. Figure 4.7(b) shows the improved estimate obtained using our sub-pixel 
method. . 

4.5.22 Multi-Baseline stereo experiments 

Wee applied our multi-baseline stereo method both on rendered images and on real images 
acquiredd during robot navigation. 

Simulat ionn exper iments. For the simulation experiments, we used the same envi-
ronmentt as described in section 4.5.1, but scaled the cube to 3 x 3 x 3 units. Depth is 
computedd from the cylindrical panoramic images (720 x 200 pixels) derived from cata-
dioptricc images (600 x 450 pixels) acquired at locations [0,0,0.8], [0,0.2,0.8], [0.2,0,0.8] 
andd [0.2,0.2,0.8] (all under the same orientation). The image obtained at pose [0,0,0] is 
usedd as a reference view. 

Thee results of our multi-baseline stereo method are shown in figures 4.8(a)-4.8(d). The 
figuresfigures present a top-view of depth estimates obtained for viewing directions parallel to 
thee floor (results for other rows give similar depth estimates). For visualization, for every 
pixell  in the reference image, only the point for which the sum of SSD values found is 
minimall  is displayed. Note that a depth estimate is provided for every viewing direction; 
noo reliability measure has been used to reject unreliable depth estimates. Also notice the 
noisyy depth estimates in the direction of the epipoles in figures 4.8(a)-4.8(c). The map 
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Figuree 4.8 : Reconstruction of a virtual environment using our multi-baseline approach. 

obtainedd after combining the maps is shown in figure 4.8(d). The resulting map is clearly 
betterr than any of the individual maps. 

Reconstructionn of a hallway. We tested our method at the end of a hallway in 
ourr building. A layout of the hallway is shown in figure 4.9. The positions where the 
imagess were acquired are indicated by circles. This simple environment lacks large depth 
discontinuitiess and occluding objects. Five cylindrical panoramic images were acquired 
byy the robot. The catadioptric images (600 x 450 pixels) obtained by the vision sensor are 
transformedd into cylindrical panoramic images (720 x 120 pixels). The motion relating 
thee images to the reference one was estimated using the method presented in section 4.4. 

AA set of 25 inverse depth values was used in the stereo search. The set is obtained via 
ann exponential sampling of depths r in the range 0.5m-20m. By performing exponential 
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Figuree 4.9: Layout of the hallway. Five image were acquired at the positions marked by the small 
circles.. The central (arced) circle denotes the location of the reference image. 

sampling,, the resulting sampling of points along an epipolar curve is almost uniformly 
spaced.. In the experiment we used 11 x 11 pixel correlation windows centered at the 
resultingg nearest pixel coordinates to evaluate the sum of squared differences between 
imagee windows. Using this correlation window size gave a good tradeoff between accuracy 
andd smoothness of the resulting depth maps. 

Figuree 4.10 displays the depth map computed from the reference image and the 4 other 
images.. In the map, nearby objects appear brighter than objects further away from the 
referencee pose. The depth map evidently shows that the overall geometry of the hallway 
iss captured well. The far end of the hallway can be recognized near the sides of the depth 
map.. The corners of the hallway at the near end appear slightly darker than the sections 
off  the walls closer to the reference pose. The heating surface is not reconstructed well due 
too its repeating texture. Furthermore, specular reflections on the posters are not handled 
well;; they appear as large depth discontinuities in the depth map. Due to the lack of 
texture,, only some of the structure of the fire hose is visible in the combined depth map. 

recons t ruc t i onn of a labora to ry. A similar experiment was performed using images 
acquiredd in a laboratory with large depth discontinuities and occlusions. A set of 22 
imagess was acquired while the robot traversed a circular trajectory with radius of 1.3m. 
Thee first image was designated as the reference image. Figure 4.11 shows the reference 
image.. A rectified image, obtained at pose (—1.21m,1.70m,102.0°) with respect to the 
referencee pose, is shown in figure 4.11. The depth map computed from these images is 
shownn in figure 4.12. As can be observed, the depth map contains many errors (arising 
duee to occlusions, lack of texture, repeating texture, specular reflections etc). Such noisy 
depthh maps are typically obtained from cylindrical panoramic image pairs. Application 



74 4 Panoramicc Stereo Vision 

Figuree 4.10: (top) The reference image, (bottom) The depth map computed from the reference 
imagee and 4 other images. 

Figuree 4.11: (top) The reference image, (bottom) A rectified image acquired at relative pose 
(( — 1.21m, 1.70m, ) from the reference pose. 

off  our multi-baseline stereo technique improves the estimated depth maps. In figure 4.12, 
thee depth map computed from the reference image and all other image is shown. Overall, 
thee geometry of the environment is captured well but some gross errors remain. These 
errorss occur mainly at large depth discontinuities, due to occlusions (such as the chair 
onn the left side in the images), and due to lack of texture (such as on the floor). 

Equationn 4.20 can also be used to warp the reference image to a target image that 
wouldd be obtained at a nearby target position. We adopt the method presented in [58]. 
Thee mapping from the reference image to the target image is potentially one-to-many 
andd visibilit y has to be considered. The principle of the warping method is similar in 
spiritt to the painters algorithm [20] and handles occlusion without resorting to explicit 
3-DD computations. Briefly, a natural back to front ordering can be established. The 
warpingg procedure exploits the ordering by ensuring that far away objects are warped 
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Figuree 4.12: (top) The depth map estimated from the reference image and the rectified image 
shownn in figure 4.11. (bottom) The depth map estimated from the reference image and 21 other 
images. . 

Figuree 4.13: (top) Image obtained by warping the reference image to the pose associated with 
aa target image (both images are shown in figure 4.11) using a depth map. The depth map was 
estimatedd from 21 image pairs and is shown in figure 4.12. (bottom) The target image from 
figuree 4.11 duplicated for comparison. 

firstt and allowing nearer objects to be "painted" over the further objects already drawn. 
Inn figure 4.13 we show the reference image warped to the pose associated with time image 
shownn in figure 4.11. The depth map used in the warping was estimated from all 21 image 
pairs.. We used a forward mapping scheme to warp the reference image. The forward 
mappingg leaves holes in the warped image. In order the render a visually more appealing 
image,, the holes were filled by interpolating gray values from neighboring pixels. If we 
comparee the images shown in figures 4.11 and 4.13, we see that the warped image gives 
-.. „ ~ 0 ~ ~ U l ~ -,T-^rl;^+ I^VTI ~ f + ^ c a n n o ^ ï - Q T - f c r\f fVio c r o n o " c i+ w n n l r ] V i " " K a ^ r T ^ r ] f r r » m 4-t i^ 
aa l e a & U l l C t U l C U l C L U l ^ L l U i l U I L11C CLppOCLi CXll^C U l l i l C O ^ C l l C OO 11 W U U 1 U UC U U ö t l V C U U U l l i L l lV. 

targett pose. 
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4.66 Discussion and Conclusions 

Inn this chapter we have presented methods to obtain a 3-D scene reconstruction from 
cylindricall  panoramic images obtained by a single moving catadioptric vision sensor. We 
havee analyzed the epipolar geometry for cylindrical panoramic images and have shown 
thatt it gives rise to sinusoidal epipolar curves. We have presented two stereo vision algo 
rithmss that use a different parameterization of these epipolar curves. The first algorithm 
usess an angular parameterization and is suitable to obtain a 3-D reconstruction from a 
pairr of images. We have shown how the accuracy of depth estimates can be improved 
withh littl e computational overhead using a sub-pixel technique. A depth map estimated 
fromm a pair of images is noisy. Moreover, reliable depth estimates cannot be obtained 
inn the direction of motion. The second algorithm addresses these issues by using more 
thann two images to obtain a reconstruction. Our approach is based on the multi-baseline 
stereoo method [64] for planar perspective cameras in a parallel camera configuration. We 
generalizee their multi-baseline stereo method so that cylindrical panoramic images with 
differentt baseline directions to be used. The core of our algorithm is a novel parame-
terizationn of epipolar curves in terms of inverse depth. Using this parameterization the 
searchh for 2-D image correspondences and the 3-D reconstruction from multiple images 
cann be performed efficiently. 

Depthh maps estimated by our multi-baseline stereo method are less noisy than those 
estimatedd from a just a pair of images for several reasons. Finding the correct match 
forr a window containing an intensity pattern that is encountered many times along an 
epipolarr curve in another image is difficult. Multi-baseline stereo often implicitl y handles 
thiss situation because it selects the depth for which good matching value are found in 
alll  images. In practice, good matching values are obtained for depths corresponding to 
actuall  objects in the scene. The approach cannot handle homogeneous intensity patterns 
properlyy though. It is also impossible to obtain reliable depth estimates in the camera 
motionn direction. Scene points along this direction all project to a tiny section of the 
epipolarr curve. As a result, the image similarity values for points along the section of the 
epipolarr curve wil l all be roughly similar. Our multi-baseline method implicitl y handles 
thiss issue by using different baseline directions. The improvement that can be achieved 
usingg multi-baseline stereo with respect to stereo from a single pair of images has been 
demonstratedd by experimental results. 

Inn our current implementation, a fixed set of 25 inverse depths is used to compute depth 
maps.. Because all image similarity values for all depths are maintained, it should be 
possiblee to improve the final depth map by regularization. The current (un-optimized) 
implementationn of the multi-baseline method required about 20 seconds on a Pentium 
III  at 233 MHz per depth map. In order to achieve real-time performance, a multi-
scalee approach involving an image pyramid could be used. Matches found at a course 
resolutionn level can then be refined at a higher resolution level. It would also be interesting 
too extend the method in such a way that for each pixel in the reference image, only a 
smalll  set of inverse depth values, likely to correspond to an object, is maintained. Using 
gradientt information, refinements of inverse depth can be obtained by the method of 
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differencess [54]. Such an approach resembles conditional density propagation by particle 
filtering,, which has been successfully applied in the field of visual object tracking [37] 
andd mobile robot localization [22, 105]. 

Wee have demonstrated that the estimated depth map can be used to predict the ap-
pearancee of an image that would be observed at a pose close to the reference pose using 
image-basedd warping. An interesting application of this technique would be to use it in 
thee context of appearance modeling for robot localization. A drawback of appearance-
basedd modeling is that many training images are needed to estimate the model. In [10], 
manyy synthetic range profiles are generated by warping a few measured range profiles. In 
aa similar manner, image-based warping could be used to generate many synthetic images 
fromm a few measured images and the estimated depth maps. 




