
UvA-DARE is a service provided by the library of the University of Amsterdam (https://dare.uva.nl)

UvA-DARE (Digital Academic Repository)

Mapping and Localization from a Panoramic Vision Sensor

Bunschoten, R.

Publication date
2003

Link to publication

Citation for published version (APA):
Bunschoten, R. (2003). Mapping and Localization from a Panoramic Vision Sensor. [Thesis,
fully internal, Universiteit van Amsterdam]. Eigen Beheer.

General rights
It is not permitted to download or to forward/distribute the text or part of it without the consent of the author(s)
and/or copyright holder(s), other than for strictly personal, individual use, unless the work is under an open
content license (like Creative Commons).

Disclaimer/Complaints regulations
If you believe that digital publication of certain material infringes any of your rights or (privacy) interests, please
let the Library know, stating your reasons. In case of a legitimate complaint, the Library will make the material
inaccessible and/or remove it from the website. Please Ask the Library: https://uba.uva.nl/en/contact, or a letter
to: Library of the University of Amsterdam, Secretariat, Singel 425, 1012 WP Amsterdam, The Netherlands. You
will be contacted as soon as possible.

Download date:24 May 2023

https://dare.uva.nl/personal/pure/en/publications/mapping-and-localization-from-a-panoramic-vision-sensor(a884e955-6adf-4bde-bf87-762a9370a221).html


Chapterr 5 

Visuall Odometry from a 
Catadioptricc Vision Sensor 

5.11 Introduction 

Inn previous chapters we have presented methods to learn an appearance model for robot 
localizationn (chapter 3) and to obtain a 3-D scene reconstruction (chapter 4). Both 
methodss require a collection of camera images obtained at known poses. In this chapter 
wee describe a method to estimate the camera poses automatically from a sequence of 
imagess acquired during robot navigation in an initially unknown environment, without 
requiringg wheel odometry or manual measurement of the poses. 

Severall  techniques have been described in literature that aim to recover both the camera 
posess and the structure of the scene from corresponding features across a set of images 
(seee [32] for an overview). This (structure-from-motion) problem is intrinsically difficult. 
Inn order to estimate the structure of the scene, the camera poses have to be known. Con-
trary,, in order to estimate the camera poses, the structure of the scene has to be known. 
Techniquess proposed in literature therefore typically interleave estimation of the scene 
structuree and estimation of the camera poses. They involve solving a nonlinear optimiza-
tionn problem in many parameters, which is computationally expensive. Furthermore, 
inn order not to get stuck in a local minimum they require a reasonable initial estimate 
off  both the camera poses and the scene structure. From a practical point of view, the 
mainn difficulty in applying these techniques lies in establishing a reliable set of feature 
correspondencess across the images. 

Onee option to obtain a reliable set of correspondences is by manually registering many 
featuress across the images, but this is a tedious process. Another option is to try and 
establishh correspondences automatically using correlation techniques. Such unguided 
matchingg may yield many erroneous correspondences. If images arrive sequentially, a 
thirdd option is to track salient features through the image sequence. Feature tracking 
cann be based solely on image correlation techniques. It can be made more robust if an 



80 0 Visuall Odometry from a Catadioptric Vision Sensor 

initiall  estimate of the relative camera poses and the scene structure are available because 
thesee would constrain the positions of tracked features in a subsequent frame. Then the 
featuress tracked into subsequent images can be used to expand and refine the model 
containingg the 3-D positions of the features and the past camera poses. 

AA drawback of such a sequential approach is that errors accumulate so that the model 
mayy eventually become inconsistent. One particularly prominent issue if a single moving 
cameraa is used, is that the scale of the reconstruction and camera pose estimates are 
subjectt to drift. The reason is that without knowledge about the lengths of the baselines 
thatt relate pairs of images, the reconstruction and camera pose estimates are subject to 
ann arbitrary scaling. 

Inn this chapter we present a method to estimate the rotation and translation between 
twoo subsequent camera poses from a pair of images. Our method assumes that the height 
off  the camera with respect to a plane, i.e. the ground plane, is fixed. This situation is 
typicall  for a camera mounted on top of a moving mobile robot. By virtue of the fixed 
heightt assumption, the scale of baseline between the two camera poses can be related to 
thee constant (albeit unknown) height. Estimating relative camera poses then boils down 
too finding an estimate of the parameters of a model that registers projections of points 
comingg from the ground plane in the two images. 

Wee propose a two-stage procedure to estimate the relative camera poses that takes advan-
tagee of the 360° field of view offered by a panoramic catadioptric vision system. The first 
stagee estimates the relative rotation and baseline direction from cylindrical panoramic 
images,, that are derived from the catadioptric images. Unguided tracking of image fea-
turess between such panoramic images is relatively easy and robust. Furthermore, it has 
beenn showrn in literature that a robust estimate of the rotation and direction of translation 
cann be achieved from omnidirectional vision [19]. Once the relative rotation and baseline 
directionn are known, only the scale of the baseline remains to be estimated. The second 
stagee of our algorithm determines the baseline scale by registering planar perspective 
imagess of the ground plane, that are also derived from the catadioptric images. 

Thiss chapter is organized as follows. Section 5.2 reviews the geometric relationship be-
tweenn 3-D scene points and their projections in two images. In section 5.3 we present 
ourr two-stage approach. The first stage estimates the relative pose relationship from cor-
respondingg points in two cylindrical panoramic images via the epipolar geometry. The 
secondd stage estimates the baseline scale via the homography between planar perspective 
imagess of the ground plane. Experiments are presented in section 5.4. A simulation 
experimentss provides insight in the sensitivity of the estimated baseline scale (stage two) 
withh in the presence of objects extruding from the ground plane and specular reflections. 
Wee also apply our method on images acquired by our robot to obtain visual odometry. 
Unlikee wheel odometry, visual odometry can be corrected upon recognizing a previously 
visitedd place. Conclusions and a discussion are presented in section 5.5. 
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5.22 Relative Camera Pose Estimation from a Pair of 
Images s 

Thiss section aims to give the reader insight in the geometric relationship that exists 
betweenn corresponding projections of 3-D scene points in two images. The projection of a 
scenee point into an image depends on the type of camera used, its intrinsic parameters and 
thee pose of the camera. We consider the situation where a single camera is positioned at 
twoo different poses. We assume that the camera performs a central projection (such as the 
camerass described in chapter 2) and that it is calibrated. The camera has an associated 
cameraa coordinate frame whose origin coincides with its center of projection. A point on 
thee retinal surface of the camera can thus be characterized by a 3-D Euclidean vector x 
expressedd in the camera coordinate frame and a ray in Euclidean space is characterized 
byy r~x.(r > 0). 

Lett C and C' denote the Cartesian coordinate frames associated with two camera poses. 
Thee image obtained at C is denoted by I. Let X denote the 3-D Cartesian representa-
tionn of scene point X expressed in coordinate frame C. The projection of X onto the 
retinall  surface of the camera at pose C is denoted as x. For some particular value of 
r,r, which encodes depth, it holds that rx = X . Similarly, X ' denotes the 3-D Cartesian 
representationn of X expressed in the C' coordinate frame, x' denotes its projection, and 
r'' denotes the depth. The Euclidean transformation between the two coordinate frames 
iss given by 

X '' = RX + t. (5.1) 

wheree R is a 3 x 3 rotation matrix and t is a 3 x 1 translation vector. 

Lett b = tfb, where b = ||t||, denote the unit length baseline relating the two coordinate 
frames.. We refer to 6 as the baseline scale. In terms of the projections x and x' of X, 
equationn 5.1 can be expressed as 

r 'x '' = r Rx + &b, (5.2) 

wheree r and r' are the depths and b is the baseline scale. When both sides of the 
equationn 5.2 are divided by b, the coupling of the baseline scale b and the depth is 
evident;; in the absence of metric knowledge about r, r' or 6, a reconstruction can only 
bee obtained up to an arbitrary scale factor. 

Co-planarr  scene points. Many indoor environments consist of locally planar struc-
tures.. Let us assume that the camera undergoes a general motion (rotation and trans-
lation)) and that the scene points observed come from a single plane in the world. The 
centrall  projections of the co-planar scene points are related by a planar transformation, 
whichh can represented by a 3 x 3 homogeneous homography matrix H. Let II denote a 
worldd plane specified in coordinate frame C. The plane is characterized by a unit normal 
vectorr n and distance d. For a scene point X on the plane, the following relationship 
holds s 

n-Xn-X = -d. (5.3) 
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Inn terms of the projection x, equation 5.3 can be written as 

r(nn  x) - -d. (5.4) 

Soo we have r = — d /nT x . If we divide both sides of equation 5.2 by r we obtain 

x ' ~~ ( R - - b n r ) x = Hx, (5.5) 

wheree ~ denotes similarity up to scale and H is the homography matrix. 

AA general homography can be estimated if at least 4 correspondences are known, because 
eachh correspondence provides two constraints on the entries of H. Notice that if the 
cameraa does not undergo a translation, i.e. b = 0, the homography in equation 5.5 reduces 
too a rotation matrix. The plane from which a scene point comes is then inconsequential 
andd may be arbitrary. 

Arbi t rar yy scene points. If the 3-D scene points observed are in arbitrary positions 
(i.e.. they are scattered in space), and the camera undergoes a general motion, the 
projectionss of the scene points are related via the epipolar geometry, which we discussed 
inn chapter 4. The epipolar geometry expresses the fact that for some r and r', the 
rays,, spanned by two corresponding feature points x <->  x' originating from C and C' 
respectively,, meet at point X in space. The fact that the rays x and x' and the baseline 
bb are co-planar can be expressed as 

x''  (b x (Rx)) = x ^ S Rx - x ^ E x = 0, (5.6) 

wheree x denotes the vector outer product, S denotes the 3 x 3 skew symmetric matrix 
suchh that Sx = b x v for any v, and E = SR is the essential matrix. The essential 
matrixx can be estimated using a linear method if at least 8 correspondences are available. 

Noticee that the essential matrix is degenerate when there is no translation between view-
points,, because then S becomes a null matrix. A degeneracy also occurs when all corre-
spondencee come from a single world plane. In this case, the correspondences are related 
byy an homography, which is uniquely determined by four correspondences. Additional 
correspondencess from the plane do not provide additional constraints on the entries of 
thee essential matrix. In [93] a method is proposed to detect these degeneracies and han-
dlee them by switching to homography estimation. In our application we assume that 
thee camera poses associated with any pair of images are always related by a non-zero 
translation. . 

Bothh the homography and the essential matrix encode information about the relative 
cameraa poses at which two images are acquired. Several methods exist to recover the 
motionn parameters from an essential matrix [30, 96, 36], These decompositions yield 
fourr possible rotation/translation pairs. The correct decomposition can be selected by 
reconstructingg the 3-D points from the image correspondences according to each pair. 
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Thee problem is revisited and explained in more depth in section 5.3.1. The problem 
off  recovering the relative camera poses and plane parameters from a homography is 
discussedd in detail in [18]. In the most general case, eight different sets of solutions 
exist.. However, only two of these are feasible if the world plane is considered to be 
non-transparent.. A method to find these solutions via the SVD decomposition of the 
homographyy is presented in [95]. From an estimated homography, the rotation and the 
productt (6/d)bnr are recoverable. If b and n are both set to unit length, only the ratio 
off  the actual baseline scale b and the plane distance d can be recovered. 

Assumingg a general camera motion, we have seen that a reconstruction of the relative 
cameraa poses and the structure of the scene can be obtained up to an arbitrary scale 
factorr from both an estimated essential matrix and an estimated homography. From an 
estimatedd homography, the ratio of the baseline scale and the plane distance can also be 
recovered.. Suppose now that we have a set of images of a single plane obtained by a 
cameraa that moves parallel to the plane, so that the height d of the camera above the 
planee is fixed. We can then set the plane distance to unit length d — 1, so that the baseline 
scalee can be expressed in "camera height units". Provided that the homography relating 
projectionss of points on the plane in pairs of images can be estimated, a consistent baseline 
scalee over all input images can then be obtained for each image pair independently. These 
observationss provide the basis on which we build our approach to relative camera pose 
estimation. . 

5.33 Two-stage Relative Pose Estimation 

Ourr robot is equipped with a catadioptric vision system, which is mounted vertically on 
topp of the robot. An image acquired by the sensor is shown in figure 5.1a. Because the 
robott moves in an indoor office environment, it is reasonable to assume that the camera 
undergoess a planar motion parallel to the ground plane. The height of the camera 
viewpointt remains fixed and the ground plane is always visible. The fixed height can be 
usedd to serve as a yardstick; the baseline scale can be expressed in "camera height" units. 
Thee homography relating two images of the ground plane therefore appears to be an ideal 
candidatee to recover relative camera pose from a pair of images. The central issue now 
becomess how to estimate the homography given a pair of catadioptric images. There 
aree essentially two ways to estimate an homography; one can estimate the homography 
fromm feature correspondences, or one can directly register two images by minimizing their 
intensityy discrepancy as a function of the homography parameters. 

Evidently,, estimation of the homography from image correspondences requires that the 
correspondencess come from the ground plane. In [21] two methods are presented to detect 
aa dominant plane on the basis of feature points extracted in two images. The first method 
assumess that a set of image correspondences, possibly contaminated by outliers (erro-
neouslyy matched points), is available a priori. A robust estimator is then used to find the 
homographyy consistent with the largest subset of correspondences. The second method 
doess not assume that correspondences are known a priori. Instead, correspondences and 
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(a)) catadioptric image (b) ground plane 

(c)) cylindrical panoramic image 

Figuree 5.1: Various image representations, a) catadioptric image, b) ground plane image obtained 
byy re-projecting the catadioptric image onto a plane parallel to the floor, c) cylindrical panoramic 
imagee obtained by re-projecting the catadioptric image onto a cylinder. 

thee homography are solved simultaneously by a robust estimator. The estimator selects 
fourr feature points in the first image at random. For each selected feature point in the 
firstt image, a feature point in the second image is selected as a potential correspon-
dence.. The selection criterion is based on image similarity between windows centered 
att the feature point in the first image and windows centered at the feature points in 
thee second image. The four points in the first image and the four points in the second 
imagee uniquely determine an homography. The "generated" homography is evaluated 
byy warping the feature points in the first image to the second image and calculating 
ann evaluation measure as follows. For each warped feature point, the nearest feature 
pointt in the second image is considered to be the corresponding feature. The evaluation 
measuree combines the distances to the corresponding features and the image similarity 
betweenn corresponding features. The procedure is performed many times while storing 
thee homographies and their respective evaluation. Finally, the homography yielding the 
bestt evaluation is considered to be the homography describing the dominant plane in the 
scene. . 

Inn [52] a two stage procedure is presented to detect a dominant plane on the basis of 
featuree correspondences across two un-calibrated perspective images. The first stage 
estimatess the epipolar geometry relating the two images using a robust estimator. The 
estimatorr used is the Least of Median Squares (LMedS)estimator [78]. LMedS aims at 
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estimatingg the a set of model parameters that fit  the majority of the measurements using 
aa Monte-Carlo technique. The idea is to repeatedly draw random subsets from the set 
off  measurements, each subset being just large enough to calculate the model parameters. 
Thee model consistent with the majority of the measurements is retained as the solution. 
Thee estimated epipolar geometry, which is assumed to be accurate, provides six linear 
constraintss on any homography. Thus, two pairs of corresponding points from a single 
planee suffice to derive the homography. In order to find the dominant plane, again an 
LMedSS based procedure is used. 

Thee approaches described above assume that a large set of correspondences (which may 
bee contaminated by outliers) is available. From images of the ground plane, a large set 
off  point correspondences may be hard to obtain for various reasons. First, the ground 
planee itself may contain few easily identifiable feature points (such as corners). Second, 
aa rotation invariant descriptor of feature points should be used because a rotation of the 
robott causes a rotation of the image. Such invariance is important to establish corre-
spondences,, but always comes at the price of less discriminative power. It is therefore 
questionablee that the ground plane wil l be identifiable as the dominant plane using the 
abovee methods. We propose a different approach in which we take advantage of our cata-
dioptricc vision sensor. Similar to [52] our approach is a two-stage estimation procedure 
inn which we first estimate the epipolar geometry relating a pair of images and then use 
thee resulting estimate to constrain the homography relating ground plane images. 

Inn the first stage, we estimate the essential matrix from point correspondences estab-
lishedd between cylindrical panoramic images such as shown in figure 5.1c. The cylindrical 
panoramicc image is obtained by re-projecting the catadioptric image shown in figure 5.1a 
ontoo a virtual cylinder. Corresponding feature points established in cylindrical panoramic 
imagess are likely to come from scene points in arbitrary positions, a prerequisite to esti-
matee the essential matrix. Due to the panoramic field of view of the images, many easily 
identifiablee features can be found. Furthermore, features remain visible after rotation and 
afterr relatively large camera displacements (unless they get occluded by other objects). 
Whenn cylindrical panoramic images are used, off-the-shelf tracking techniques (e.g. [3]), 
originallyy developed for conventional camera's, can be employed to reliably establish fea-
turee correspondences. The relatively few tracking errors that occur are easily dealt with 
byy robust statistical techniques. It has been shown in several works [86. 50, 28] that, 
inn spite of the relatively low resolution, catadioptric panoramic vision can produce more 
accuratee camera motion estimates than those obtained from conventional cameras. In 
particular,, small rotations of the sensor can better be distinguished from small transla-
tions.. From the estimated essential matrix we derive an estimate of the relative rotation 
RR and baseline direction b. 

Inn the second stage, we use the estimated rotation and baseline direction to constrain 
thee homography relating the ground plane in two ground plane images. A ground plane 
image,, as shown in figure 5.1b, is obtained from the catadioptric image, as shown in 
figurefigure 5.1a, by re-projecting the catadioptric image onto a virtual plane parallel to the 
groundd plane. The single parameter left to relate the ground plane images is related to 
thee baseline scale b. As explained before, extraction of reliable feature correspondences 
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comingg from the ground plane may be difficult . Therefore, instead of pursuing a feature 
correspondencee based approach, we attempt to register the ground plane images as a 
functionn of the baseline scale b by minimizing the intensity discrepancy between two 
images. . 

5.3.11 Estimating the rotation and baseline direction 

Inn this section we describe a method to recover the relative rotation and direction of 
translationn from a pair of cylindrical panoramic images. We adopt a commonly used 
approachh in which the relative camera poses are derived via decomposition of an estimated 
essentiall  matrix. The essential matrix is estimated using a robust linear estimator. 

Wee exploit prior knowledge that the motion of the camera is parallel to the ground 
plane.. If the camera is mounted vertically on top of the robot, the camera is restricted 
too a translation parallel to the camera X-V-plane, and a rotation of the camera is about 
ann axis parallel to the camera Z-axis. A novelty in our method is that we explicitly 
incorporatee this prior knowledge in the parameterization of the essential matrix. 

Parameter iza t ionn of th e essential matr ix . We set the baseline to unit length, such 
thatt it can be specified by b = [cos ex sin p., 0]T . The rotation is a rotation through an 
anglee 6 about the Z-axis. The essential matrix then has the following form: 

E E SR R 

0 0 
0 0 

—— sin Q 

0 0 
Ü Ü 

sin(00 -

0 0 
0 0 

coss o 

ó)ó) cos 

sinn 0 
—— cos 0 

0 0 

cos# # 
sinsin 9 

0 0 

00 sint? 
00 — cos o 

(0-Ó) (0-Ó) 0 0 

- s inn 0 
cos# # 

0 0 

0 0 
0 0 
1 1 

(5.7) ) 

Wee refer to essential matrices of this form as specialized essential matrices. 

Est imat ionn of the special ized essential matr ix . We adopt a robust linear esti-
mationn method to estimate the essential matrix. If we rewrite the specialized essential 
matr ixx as a general essential matrix, we obtain 

E E 

"00 0 e3' 
00 0 e6 

e77 e8 0 

(5.8) ) 

Thee essential matrix can be estimated from a set of Ar correspondences xt <-> x^ (i € 
{ 1 . . . . ,, N}) as follows. If the non-zero entries of the specialized essential matrix are 
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expressedd as a vector e = [e3, e6,e7,e8]
T, the N constraints obtained from N correspon-

dencess can be expressed linearly as De = 0, where D is the (A' x 4) design matrix. Each 
roww D| of D has the form: 

D,, = [xj(l)x«(3) xj(2)x,(3) x;(3)x;(l ) xj(3)x,(2)] . (5.9) 

AA solution for e can be found linearly by solving 

min||De||22 subject to ||e|J = 1. (5.10) 

Thee constraint ||e|| = 1 is incorporated to fix the scale of E. The solution to this 
problemm is the eigenvector of the moment matrix M = DTD associated with the smallest 
eigenvaluee and can be found by using a singular value decomposition (SVD) of D. This 
algorithmm is known as the 8-point algorithm [31]. 

Ann essential matrix has two equal eigenvalues and has rank two. The linear 8-point 
algorithmm does not enforce these properties on the recovered E matrix. The nearest 
essentiall  matrix (Frobenius norm) can be found as follows. Let È denote the matrix 
foundd by the 8-point algorithm. Let its SVD decomposition be È = USVT where 
SS = diag(cri,cr2,t73). The nearest essential matrix E can the be found as E = US'VT, 
wheree S' = diag((cr! + <r2)/2, (<Ti + a2)/2, 0). 

Imagee correspondences x*  «-> x- are typically established by image based matching and 
aree inherently noisy. Furthermore, erroneous associations between image features may 
bee present in the set of correspondences. Erroneous associations act as outliers that 
doo not adhere to the relationship implied by the essential matrix. The linear 8-point 
algorithmm is sensitive to noise and cannot cope with outliers [94]. Robust statistical 
estimationn techniques can be employed to identify and discard such outliers from the set 
off  correspondences. We first use a Least of Median Squares (LMedS) estimator [78] to 
obtainn an initial estimate of the essential matrix. 

Becausee the solution is based on a minimal number of measurements, it can be improved 
byy re-estimating the model from the set of measurements consistent with the proposed 
solution.. This set may still contain a number of outliers. In order to identify and discard 
thee remaining outliers, we apply an M-estimator. An M-estimator assigns low weights 
too outlying measurements so that their influence is reduced [114]. We implemented the 
M-estimatorr as an iteratively re-weighted least squares variant of the linear least squares 
methodd implied by the 8-point algorithm [94]. 

Recoveringg the relative camera poses. Estimation of the specialized matrix is a 
meanss to an end. We are not interested in the entries of the estimated essential matrix 
perr se, but in the relative poses characterized by the baseline direction b (parameterized 
byy 0) and the rotation R (parameterized by 6). Many decomposition techniques exist to 
recoverr the rotation and baseline direction from an essential matrix. We propose a new 
methodd tailored to the specialized essential matrix to recover 0 and 9 directly. 
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Thee baseline direction 0 can be obtained as 

'sin0 'sin0 
OO = arctan2 

coss o 
== arctan2 _£3_ _ 

- e6 6 

(5.11; ; 

wheree arctan2(y/x) is the four quadrant arctangent of x and y so that -ir < arctan2(y/x) < 

Becausee of sign ambiguity, there are two possible solutions for the baseline: 

bb = [cos0, sin<2>, 0]T , 

b^^ = [cos(<?4- 7r),sin(0 + 7r),0]T. 

Thee camera rotation angle 6 can be recovered from the last row of E as 

€7€7 \ / e3 
II  -f- arctan2 I (9(9 - 0) + 0 = arctan2 ( — ) + arctan2 

(5.12) ) 

(5.13) ) 

(5.14) ) 

Thee rotation matrix. R. associated with baseline direction b is then given by 

RR = 
'cos00 - s in 9 Ol 
sinn 9 cos 6 0 

00 0 1 
(5.15) ) 

Thee rotation matrix, R„.. associated with baseline direction b^ is related to R by a 
rotationn TT about an axis parallel to b. We derive R^ using Rodrigues formula for rota-
tionss [23]: 

R ( v , a)) = cos o 
"11 0 0" 
00 1 0 
00 0 1 

++ sin a 
00 - v ( 3) v(2) 

v(3)) 0 - v ( i ; 
- v (2)) v ( l ) 0 

++ (1 — cosa)vv (5.16) ) 

whichh gives the rotation matrix corresponding to a rotation a about a unit norm vector 
n.. For a rotation n about b = [cos</>,sin^>, 0]T equation 5.16 gives 

R(b,7r)) -
22 cos2 0 — 1 2 cos 0 sin 0 0 
22 cos <p sin 0 2 sin2 0 — 1 0 

00 0 - 1 

Thee rotation matrix R,r is then given by: 

R ^== RR(b,7r). 

(5.17) ) 

(5.18) ) 

Thee co-planarity constraint implemented by a given essential matrix holds for any non-
zeroo scalar multiple of that matrix. In particular, if E is a solution, so is - E . Matrix - E 
hass two decompositions that are related to those already found: bn with orientation R 
andd b with orientation R^. Thus, there are four possible pairs of rotation and translation, 
eachh resulting in an essential matrix consistent with the set of feature correspondences. 
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Selectionn of rotation and translation. To resolve the ambiguity one can go back to 
thee 3-D space and determine the point where two corresponding rays meet. Figure 5.2 
displayss top views of cylindrical camera pairs and illustrates the geometric interpretation 
off  the four possible combinations of rotation and translation. A + symbol indicates a pos-
itivee depth and a - symbol indicates a negative depth. The correct rotation/translation 
pairr ideally holds positive depths from both viewpoints for all corresponding features 
usedd to estimate the essential matrix. 

Iff  we divide both sides of equation 5.2 by r and rearrange the terms then for any corre-
spondencee x <-  x' we have 

( r ' / r ) x ' -- ( l / r ) b = Rx. (5.19) 

Inn order to recover r and r', a least squares problem of the form Ap = c can be formulated 
as s 

r'/r r'/r 
1/r r 

\x'\x' - bl [Rx]]  . (5.20) 

AA solution can be obtained using the pseudo inverse technique [73]: 

pp = ( A ^ r ^ c . (5.21) 

Wee call the solution positive when both p(l) > 0 and p(2) > 0. Otherwise, a solution is 
calledd negative. In practice, correspondences are noisy. As a result, even if the correct 
rotation/translationn pair is selected, not every solution is positive. In particular, rays 
nearlyy parallel to the baseline may yield a negative solution due to small errors in the 
estimatedd baseline direction. Furthermore, distant 3-D points give rise to nearly parallel 
rayss from both viewpoints. The intersection of the back-projected image coordinates x 
andd x' is ill determined (can be -(-far or -far). In order to cope with these issues, we 
adoptt a majority voting scheme. For each of the four possible rotation/translation pairs 
wee count the number of positive solutions and select the pair yielding the highest number 
off  positive solutions. 

5.3.22 Estimating the baseline scale 

Assumingg that R and b have been recovered from the essential matrix, we estimate the 
baselinee scale b as follows. The catadioptric image is re-projected onto a plane parallel to 
thee floor. The planar perspective projections of points on the ground plane are related by 
aa homography. We assume that the ground plane normal n is parallel to the camera Z-
axis,, which coincides with the axis of camera rotation, and that the camera translation is 
inn the camera X—Y plane. The homography (whose general form is given in equation 5.5), 
thenn takes the form of a 2-D rigid transformation: 

HH = 
coscos 9 — s'mO — (b/d) cos (fi 
sin## cosB — (b/d) sin 0 

00 0 1 
(5.22) ) 
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Figuree 5.2: Top view of the four possible combinations of rotation and translation that can be derived 
fromm an essential matrix. The ambiguity can be resolved by considering visibility of the feature 
correspondencess from which the essential matrix was estimated. The correct rotation/translation 
pairr yields a positive depth (marked by +'s) from viewpoints I and I' for most of the features that 
weree used to estimate the essential matrix. 
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wheree 6 and 0 describe the rotation and baseline direction recovered from the previously 
estimatedd essential matrix. We set d = 1, leaving the baseline scale b (which is expressed 
inn "camera height" units) as the only free parameter to register projections of points on 
thee ground plane. 

Inn order to estimate b, we register the ground plane images by minimizing the squared 
intensityy difference between the two images as a function of b. The camera calibration 
matrixx K of the virtual perspective camera is known. Pixel coordinates u = K x and 
u'' = K x ' in two images are then related via the homography 

u'' = K H K ' u . 

Wee then minimize the following error function 

£22 = £ [ / ' M ) - W = $>? 

(5.23) ) 

(5.24) ) 

wheree i is a pixel index, I and I' are images and u- = K H ( R. n. d. b. 6)K_ 1i i ; . The 
errorr function is minimized as a function of b (the other parameters are kept fixed) by 
iterativelyy updating the estimate of 6 as follows. Given a current estimate of b. the error 
functionn is linearized as 

E E e,MM + 2|A6 (5.25) ) 

Wee explain how we obtain de1/db later. For now, assume that the partial derivatives are 
available.. Gradient descend of the error function with respect to Ab can be performed 
byy setting 

0 0 
dE dE 

~dKb ~dKb 
d d 

dAb dAb 

2£ £ 

E E *(» )) + %M 

~db ~db 
AbAb + 

~8b ~8b 
?-i ?-i 

(5.26) ) 

Thiss can be rewritten as an equation of the form aAb = c. where 

de, de, 
7aa a nd c = - 2 ^ e ' TST 

dedet t 

Ob Ob 
(5.27) ) 

Thee solution for Ab is then given by Ab — c/a. The model parameter b can now be 
updatedd as b <— b + Ab. These steps can be repeated until the error stabilizes or until 
aa maximum number of iterations is reached. Instead of straightforward gradient, we use 
thee more efficient Levenberg-Marquardt (LMQ) method [73]. l 

lrThee Levenberg-Marquard method solves the equation (a + a) Ab ~ c. where a is a time varying 
stabilizingg parameter. The value of a is initialized to a small value. At the end of each iteration, if the 
updatee Ab found reduces the error, the update is accepted and a is decremented. On the other hand, 
iff  the update leads to error increase, u is incremented and the equation is solved for again. This step is 
thenn repeated until an update is obtained that reduces the error, which is bound to happen because for 
largee o the method approaches a steepest descent. 
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Att each iteration an estimate of the gradient of the error function with respect to b is 
required.. By application of the chain rule, the gradient can be calculated as 

%% = ^ i ^ K f K " . .5.28) 
dodo axx'i ah do 

wheree h is a 9 x 1 vector containing the elements of the current estimate of K H K '. We 
obtainn the partial derivatives of I' with respect to the image coordinates u' a regularized 
imagee gradient operator [77]. The image coordinates u' generally do not correspond to 
discretee pixel coordinates and a form of interpolation is required to perform a re-sampling 
off  image ƒ'. We use bi-linear interpolation. The partial derivatives of u' with respect to 
hh are given by 

Ou'Ou' _ [ u ( l ) D u(2)D 1 0 0 0 
dhdh ~ [ 0 0 0 u(l)D u{2)D 1 

- u ( l ) u ' ( l ) DD - u ( 2 ) u ' ( l )D - u ' ( l ) D ' 
-u( l )u ' (2)L>> -u (2 )u ' (2 )D -u'(2)D 

(5.29) ) 

wheree D = l / ( h (7 )u ( l) + h(8)u(2) +h(9) ). Finally, referring to the definition of H in 
equationn 5.22. dH/db is given by 

m m 
db db 

00 0 - cos 9 
00 0 - sin 6 
00 0 0 

(5.30) ) 

Ass any non-linear optimization technique, the LM Q method may get stuck in a local 
minimumm of the error function. To diminish the risk of getting stuck, the error function 
cann be smoothed by computing image gradients at a large scale. A drawback of this 
approachh is that the minimum can be located less accurately. Instead, we precede the 
LM QQ method by generating a small set of proposal baseline lengths. Each proposed 
66 yields an homography that is used to calculate the corresponding value of the error 
functionn E. Subsequently, the proposed b yielding the smallest error is used as a starting 
pointt for the LM Q minimization. 

Thee intensity error minimization procedure minimizes the total intensity error over all 
overlappingg pixels in the two images that are registered. Ideally however, only "floor pix-
els""  (projection of points on the ground plane) should participate in the minimization. 
Thee reason is that the method assumes that the motion of all points in the image can be 
describedd by a single homography. For non-floor points (like extruding objects and spec-
ularr reflections) an additional image motion component is induced by a camera motion 
thatt depends on their height above the plane. Automatically deciding which pixels are 

""  and which are "non-floor" is a non-trivial issue. If the homography were known, 
pixelss may be classified as "floor" or "non-floor" pixels on the basis of the intensity differ-
encee between the target image 7(u) and the warped source image I(u'). This approach is 
commonlyy used to detect obstacles on aground plane [25, 52]. However, we initiall y have 
aa rough estimate of the homography. Because the images are not registered accurately, 
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itt makes littl e sense to employing such a classification scheme. Typically, intensity based 
errorr minimization ignores the issue and implicitl y assumes that all pixels come from the 
same,, non-specular, world plane. We are willin g to adopt the same approach, but only 
afterr verifying experimentally that the baseline length estimate is not affected much by 
extrudingg objects and specular reflections. 

5.44 Experiments 

Groundd plane images that are used to estimate the baseline length may display objects 
extrudingg from the floor. Furthermore, the floor may give rise to specular reflections. 
Allowin gg objects other than the floor and specular reflections to contribute in the esti-
mationn of the ground plane homography may affect the estimated baseline length. In 
sectionn 5.4.1 we investigate experimentally how the baseline length estimate is affected 
byy extruding objects and illumination effects. In section 5.4.2 we use our technique to 
estimatee relative camera poses on images acquired by a real robot. We choose to apply 
ourr technique to subsequent image pairs, taken from a sequence of images acquired during 
robott navigation. The relative pose estimates obtained are composed to reconstruct the 
trajectoryy traversed by the robot. Applied in this fashion, our approach yields a form of 
visuall  odometry. 

5.4.11 Simulation experiments 

Inn a series of simulation experiments we investigated the sensitivity of stage two of our 
approachh (estimation of the baseline scale) with respect to objects extruding from the 
groundd plane and specular reflections on the ground plane. 

Dataa and method. We designed a virtual environment covering an area of 4 x 4 units 
(thinkk of units as meters). A rendered birds-eye view and the 2-D map of the environment 
aree show in figures 5.3a and b. The 2-D map shows the location of walls, doors, light 
sourcess and a simulated camera trajectory through the environment. Images are rendered 
byy a ray-tracer that simulates a camera aimed straight at the ground plane at 98 camera 
posess along the trajectory. The height of the camera remains fixed at 0.6 units above the 
groundd plane. Each image is 200 x 200 pixels and covers a field of view of 120° both in 
horizontall  and vertical direction. 

Twoo sets of images were rendered: 

"nolights" .. Images in this set display only the intrinsic color of observed objects in the 
environment.. The images are unaffected by illumination conditions. An example 
imagee is shown in figure 5.3c. 
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(a)) birds eye view (b) 2-D map 

(c)) "nolights" (d) "lights" (e) mask 

Figuree 5.3: Simulation data, a) A rendered birds-eye overview of the virtual environment, b) A 2-D 
mapp of the virtual environment. The asterisks indicate the positions of lights, which are mounted 
inn the ceiling. The curve represents the trajectory travelled by a virtual robot, and the dots on the 
curvee mark the positions where images are obtained, c) An image from the set "nolights", which 
iss unaffected by illumination effects, d) The corresponding image from the set "lights". Notice the 
presencee of specular reflections and shadows, e) The corresponding binary mask image indicating 
whichh pixels come from extruding objects (black) and from the floor (white). 
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"lights" .. Images in this set were rendered using a more realistic illumination model 
(adoptedd from [20]). They display both specular reflections and shadows. An 
examplee image is shown in figure 5.3d. 

Forr each image, we also rendered a binary mask image, such as shown in figure 5.3e. 
Pixelss in a mask image are white if they come from the floor, and black if they come 
fromm to an extruding object such as a wall or door. 

Thee baseline length between pairs of consecutive images in the sequence is 0.25 units. 
Thee i-th pair consists of image U (source image) and 7i+1 (target image) (1 < i < 97). 
Becausee we used a simulation environment, the homography relating any pair of images 
iss known exactly. In order to quantify the fraction of non-floor pixels in a pair of images, 
wee warped the source image to the target image according to the exact homography. The 
warpedd source image partially overlaps the target image. The fraction of non-floor pixels 
iss now defined as the number of non-floor pixels in the warped source image divided by 
thee total number of pixels in the overlapping part. The largest fraction of non-floor pixels 
iss 57.3%. The smallest fraction of non-floor pixels is 3.4%. On average 26.7% of the all 
pixelss in the sequence are non-floor pixels with a standard deviation of 14.7%. 

Inn order to investigate the influence of extruding objects and specular reflections we 
devisedd the following experiment. Given a pair of images, let the true homography 
relatingg the images be denoted by H*(K , R, n, d, b, b*). We generate an homography 
correspondingg to an error Ab in the baseline scale H(K, R, n, d, b, 6), where b — b* + A6. 
Inn our experiments, Aft was drawn randomly from a uniform distribution in the range 
[—0.2,0.2].. The resulting homography is used as a starting point for the intensity based 
errorr minimization. After convergence, the minimization yields an estimated homogra-
phyy H(K,R , n,d, b,6). The error e — b* — b between the true baseline length and the 
estimatedd baseline length, is used as a measure to characterize the accuracy of the esti-
matedd baseline length. We repeated this experiment 25 times for each of the 97 image 
pairs,, using a different initial homography in each experiment. 

Usingg the binary mask images to prohibit pixels coming from extruding objects from 
contributingg in the intensity error minimization, the following experiments were done 
andd the obtained results are compared. 

Experimentt  1 ("noughts" , "mask") . Images from the set "nolights" were used. Pix-
elss coming from objects extruding from the floor were prohibited from participating 
inn the intensity error minimization. 

Experimentt  2 ("nolights" , "nomask") . Images from the set "nolights" were used. 
Alll  pixels participated in the intensity error minimization. 

Experimentt  3 ("lights" , "mask") . Images from the set "lights" were used. Pixels 
comingg from objects extruding from the floor were prohibited from participating in 
thee intensity error minimization. 
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noughts s 
lights s 

nomaskk [ mask 
0.00255 0.0027 
0.00355 0.0045 

Tablee 5.1: Median of absolute baseline length errors over all image pairs for each data set after 
optimization.. The average baseline length between subsequent poses in the data set 0.25 units. 

Exper imentt  4 (" l ights" , "nomask") . Images from the set "lights" were used. Al l 
pixelss participated in the intensity error minimization. 

Thee influence of extruding objects was investigated by comparing the accuracy of the 
baselinee estimation obtained in experiment 1 and experiment 2. Observed differences in 
resultss from the two experiments (if any) can primarily be contributed to the non-floor 
pixels. . 

Imagess in the "lights" exhibit specular reflections on the ground plane. Such reflection 
appearr to be moving along with the observer, and therefore do not adhere to the ho-
mographyy relating points on the ground plane. The influence of specular reflections was 
investigatedd by comparing the accuracy of the baseline estimation obtained in experiment 
11 and experiment 3, and by comparing the results from experiment 2 and experiment 
4.. Observed differences in results (if any) can primarily be contributed primarily to the 
presencee of specular reflections. 

Resul ts.. The results of the four experiments are summarized in table 5.1. which presents 
thee median of the absolute baseline length errors for all four conditions. The median was 
usedd instead of the mean because the non-linear method used to estimate the baseline 
lengthh did not always converge to a minimum close to the true baseline length (which is 
0.255 units in our experimental setup). 

Wee first observe that the influence of shadows and specular reflections is more notable 
thann the influence of extruding objects. The expected baseline length error increases 
whenn realistic illumination conditions are simulated. 

Thiss could be expected because specular reflections are typically seen as bright spots on 
thee plane. These spots yield a strong image gradient, which has a large influence on the 
intensityy minimization. 

I tt is interesting to note that it appears to be better not mask out non-floor pixels, particu-
larlyy under realistic illumination conditions ("lights" data set). An plausible explanation 
iss that the gradient information at the boundaries between floor and extruding objects 
contributess to finding a good solution. Gradient information from objects extruding from 
thee floor is not available when the binary mask images are used. The influence of specular 
reflectionss may even be compensated for by this gradient information. 

Inn a way, this is good news because it implies that we do not need to worry about 
extrudingg objects when estimating the baseline scale. It may be argued that images 
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trajectoryy from wheel encoders 

>.. 3 -

Figuree 5.4: Trajectory as measured by the robot's wheel encoders. The closed-loop trajectory starts 
att (0,0). At the end of the trajectory, the robot arrived exactly at the start pose, but wheel odometry 
showss a slight mismatch between the start pose and end pose. 

shouldd have been used that contain an even larger fraction of non-floor pixels (than 
thee 57.3% in our data sets). We believe however that the camera trajectory is fairly 
representativee for a trajectory real mobile robot could traverse. 

5.4.22 Visual odometry experiments 

Iff  a sequence of images °I,.. ..A'I is available, each image H (1 < j < N) can be related 
too the first image in the sequence (which serves as a reference frame) by multiplying 
homographiess relating consecutive images: 

n-H H (5.31) ) 

resultingg in a form of visual odometry. In this section we apply such visual odometry to 
reconstructt the trajectory traversed by our robot while capturing images. 

Exper imentall  setup. A sequence of catadioptric images was acquired while manually 
guidingg our robot through our building. The trajectory described a closed loop where the 
robot'ss initial pose and the pose at the end of the trajectory are identical. The trajectory 
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Figuree 5.5: Correspondences obtained by feature tracking and subsequent robust estimation of the 
essentiall matrix. Boxes represent correspondences obtained by the feature tracker. Boxes with a 
xx symbol represent correspondences that are compatible with an estimate of the essential matrix 
obtainedd by a Least of Median Squares estimator. Boxes with a x and a + denote correspondences 
compatiblee with an estimate of the essential matrix obtained by an M-estimator. 

ass measured by the robot's wheel encoders is displayed in figure 5.4. Over the relatively 
shortt trajectory, without any sudden sharp turns or bumps, odometry was quite accurate. 
AA total of 81 600 x 450 pixel catadioptric images were captured during navigation. The 
derivedd cylindrical panoramic images are 720 x 120 pixels. The derived ground plane 
imagess are 200 x 200 pixels. The virtual perspective camera observing the ground plane 
wass given a field of view of 140°. 

Estimationn of the essential matrix . The Kanade-Lucas-Tomasi feature tracker [45, 
3]]  (KLT) was used to track a set of at most 200 salient image features from frame to 
frame.. Lost features are replaced immediately by new salient features. Features tracked 
successfullyy between two frames are used to estimate the essential matrix relating the 
twoo frames. First, the Least of Median Squares (LMedS) method [78] is used to identify 
andd discard gross outliers. Subsequently, an M-estimator [94, 114] is used to refine the 
estimate. . 

Figuree 5.5 shows an example of the results of tracking and essential matrix estimation. 
Boxess indicate points that were marked as successfully tracked by KLT. Boxes with a x 
indicatee correspondences classified as inliers after LMedS. Boxes with both a x and a 
++ indicate surviving points after applying LMedS followed by the M-estimator. Notice 
thatt most erroneously tracked points are correctly identified by the estimation procedure. 
Alsoo notice that only a very small fraction of salient points lie on the ground plane. 

Estimationn of the baseline scale. The robot is always visible in the ground plane 
images.. Prior to intensity minimization, it was masked out so that the image of the robot 
doess not contribute in the estimation of the scale. In this experiment, the scale at which 



5.44 Experiments 99 9 

Figuree 5.6 : A random selection of ground plane images from the sequence. 

imagee gradients were computed were set to 1 pixel. The initial sampling of b values was 
donee in the range [0,1.2]. The limit s were chosen because negative b values corresponds 
too a baseline in the opposite direction and for b > 1.2 there was no overlap between a 
warpedd source and target image. A random selection of ground plane images used in the 
experimentt is shown in figure 5.6. 

Visuall  odometry results. Figure 5.4 displays the trajectory as measured by the robot 
wheell  encoders. Some reconstructed trajectories obtained using our vision based method 
aree shown in figure 5.7. Slightly different reconstructions of the trajectory are obtained 
duee to the stochastic nature of the LMedS algorithm used to estimate the essential matrix. 
Althoughh locally the visually estimated displacements are correct we see that the global 
estimatee is not that accurate; the estimated endpoint of the trajectory is quite far from 
thee actual endpoint. 

Correct in gg visual odometry. The results shown in the previous section showed that 
thee pose at the end of the trajectory is quite far from the true end pose due to accu-
mulationn of small errors. Wheel odometry suffers from the same phenomenon. Unlike 
wheell  odometry, visual odometry offers the appealing possibility of recognizing a previ-
ouslyy visited place on the basis of visual comparison. Although we applied our method 
too estimate the displacement only between subsequent images in the sequence, the visual 
methodd can be used to estimate the motion between any pair of images provided that 
theree is sufficient visual overlap between the ground plane images and sufficient corre-
spondencess can be found in the panoramic images. The advantage of the visual method 
noww becomes obvious. If we also estimate the motion between the last pose and the 
initiall  pose by means of our method, the trajectory can be "corrected". 

Ass a demonstration, we used our relative pose estimation method to estimate the dis-
placementt between the last but one and the first image. We then get an estimate of 
thee last pose, say C*N, which is linked directly to the initial pose. We also obtained an 
estimatedd of the last pose, say Cjv, by composing the relative pose relationships leading 
upp to the last pose. A simple method to correct the trajectory is to back-propagate the 
differencee between the two estimates of the final pose proportionally as 

Ci*-Ci-(l-Ci*-Ci-(l-  ^ ) (C*N - CN), (5.32) 
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trajectoryy visual odometry trajectory visual odomelry 

(a)) estimated trajectory 1 (b) estimated trajectory 2 

trajectoryy visual odometry trajectory visual odometry 

(c)) estimated trajectory 3 (d) estimated trajectory 4 

Figuree 5.7: Four examples of visually estimated trajectories. The start position (0,0) is marked by 
aa black dot. The true trajectory is a closed-loop trajectory that ends exactly at the initial position. 
Thee small differences in the shown estimated trajectories are due to the stochastic nature of the 
Leastt of Median Squares estimator used to estimate the essential matrix relating subsequent images. 

wheree C, denotes the i-th pose and {C*N - CN) is the error at the last pose. The results 
off  this simple correction technique are shown in figure 5.8b. The improvement is evident; 
althoughh still not perfect, the trajectory resembles the trajectory measured by the wheel 
encoderss closely. 

Comparingg the trajectory measured by the wheel encoders in figure 5.8a and the visually 
estimatedd trajectory shown in figure 5.8b shows that baseline lengths between the 7-th 
upp to the 12-th image (in the area l < x < 3 , — l < y < 0 ) are often underestimated. 
Thee corresponding images are shown in figure 5.9. These images contain relatively littl e 
texturee so that the registration of these images as a function of the baseline scale is 
uncertain. . 

Furtherr improvements of the estimated trajectory are possible if the uncertainty associ-
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trajectoryy from «heel encodera corrected trajectory v isua lodometry 

(a)) wheel odometry (b) corrected visual odometry 

Figuree 5.8: a) Path traversed by the robot according to wheel odometry. b) Path traversed by the 
robott according to visual odometry. The path was corrected by also estimating the pose estimate 
relatingg the last but one and the first image, and back-propagating the error. 

Figuree 5.9: Image 7 through image 12. For these images, the baseline length is consistently underes-
timated.. This is likely to be caused by excessive specular reflections and the absence of distinguishing 
texturee on the ground plane. 

atedd with each relative pose estimate would be taken into account. For instance, instead 
off  a simple proportional back-propagation of the error at the end-pose, a more principled 
Kalman-smoothingg procedure as proposed in [88] could be used. The trajectory could 
evenn further be improved by estimating displacements and associated uncertainty for all 
imagee pairs. A globally consistent pose estimation technique, such as presented in [53] 
couldd then be applied. 

5.55 Discussion and Conclusion 

Inn this chapter we presented a method for estimating the translation and rotation between 
twoo subsequent poses of a moving robot from images taken with a panoramic catadioptric 
visionn system. We have applied our method to obtain a form of visual odometry and have 
shownn how a reconstruction of the past trajectory can be obtained. Our method operates 
inn two stages and uses two different image representations derived from catadioptric 
images.. In the first stage, point correspondences between cylindrical panoramic images 
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aree used to estimate the relative rotation and direction of translation between two camera 
viewpoints.. In the second stage, perspective images of the ground plane are used to 
estimatee the scale of the baseline by minimizing their intensity discrepancy as a function 
off  the baseline length. 

Ann issue of concern raised during experimentation was the extend to which '*non-floor" 
pixelss contribute to the error in the obtained baseline estimate. From our simulation 
experimentss we conclude that the estimator is insensitive up to (at least) 57% ''non-
floor""  pixels. Our visual odometry experiments suggest that the presence of sufficient 
texturee on the ground plane appears to be the dominating factor. 

Anotherr issue of concern in using a two-stage procedure as we proposed is that the 
secondd stage relies on the accuracy of the first stage. If the rotation and direction of 
translationn estimated in the first stage are wrong, the estimated baseline scale is also 
likelyy to be wrong. The visual odometry experiments we presented show that the rotation 
andd direction of translation are accurately estimated in many cases. This positive result is 
inn accordance with both theory [19] and experimental findings in other works employing 
omnidirectionall  or panoramic vision [28, 50, 68]. 

Althoughh the visually estimated displacements are correct locally, when using visual 
odometryy the estimated final pose can be far from the true final pose (which in our 
experimentt is identical to the initial pose) due to error accumulation. Unlike wheel 
odometry.. visual odometry is not "blind" in the sense that the return at a previously 
visitedd place can be detected. This opens up the opportunity to correct the past trajec-
tory.. We have used a simple method, which back-propagates the detected error over the 
pastt trajectory, to illustrate the principle. Our experimental results demonstrate that 
ourr two-stage pose estimation method can be used to obtain a good estimate of a past 
trajectoryy using visual information only. 


