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Chapterr 6 

Summary,, Conclusions and Future Work 

Thiss thesis discusses methods and techniques for map building and localization based on 
panoramicc images captured during navigation in an indoor environment. In this chapter, 
wee present general conclusions and indicate possible directions for future research. 

Chapterr 2. Chapter 2 introduces a vision sensor that observes the world through a 
hyperboloidd shaped mirror. The vision sensor provides a panoramic field of view. We 
havee presented a method to derive a mirror shape, height and size so that the resulting 
assembledd vision sensor covers a specified vertical field of view. We presented a quick-
and-easyy calibration procedure, which estimates the camera focal length and the principal 
point.. The calibration procedure assumes that other camera parameters are known, and 
thatt the mirror is positioned correctly with respect to the camera. The vision sensor 
measuress light from a single point in space (the single effective viewpoint). As a result, 
imagess acquired by the sensor can be re-mapped to another surface. We have shown how 
aa virtual cylindrical, spherical and planar perspective camera can be constructed. The 
usefulnesss of these virtual cameras is illustrated in subsequent chapters. 

Chapterr 3. Chapter 3 focuses on the problem of mapping and localization from panoramic 
images.. The observation model — which can be regarded as a map — used for local-
izationn is estimated from a set of images labeled by their respective poses. We adopt 
ann appearance-based approach that models the relation between images and robot poses 
directly.. The advantage of such an approach over landmark-based approaches is that it 
doess not rely on the extraction and matching of landmarks from images. Disadvantages 
off  such an approach are that it may be sensitive to illumination changes and dynamic 
objects.. Wfe adopt a probabilistic approach for robot localization in which the robot 
maintainss a belief function over the permissible poses in the workspace. The map for 
localizationn is represented by an observation model, a probability density function giving 
thee likelihood of obtaining an observation given a robot pose. Prior to modeling, the 
dimensionalityy of the images is reduced by Principal Component Analysis (PCA). The 
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observationn model is then constructed from the resulting low-dimensional image repre-
sentations,, or PCA features, using a Parzen density estimator. We chose the Parzen 
modell  over alternative (parametric) models because it requires only estimation of a sin-
glee parameter, the kernel bandwidth. We experimentally compared the performance of 
observationn models instantiated using different PCA features. The performance of each 
modell  is optimized by minimizing the expected Bayesian localization error criterion [89]. 
Wee apply the same criterion for model selection. The performance of our observation 
modell  is evaluated under a situation in which the robot has to localize itself globally 
basedd on a single observation. Our experimental results show that the ordering of indi-
viduall  (1-D) PCA features according to an image reconstruction criterion is also optimal 
forr localization. A tradeoff exists between localization accuracy and computational costs. 
Localizationn is generally more accurate if more features are used but is computationally 
moree expensive if more features are used because localization involves computing dis-
tancess in higher-dimensional spaces. Our experimental results show that an expected 
Bayesiann localization error of 0.7 meters in an office environment of 17 x 17 meters can 
bee achieved if the observation model is estimated from 300 training images, which are 
compressedd to 15-D PCA features. Localization using such low-dimensional PCA features 
cann be performed in real-time using current hardware technology. 

Futuree directions. Although our experiments show that PCA yields good features 
forr visual localization, better (linear) features may exist. Projection pursuit methods 
couldd be employed to search for features that optimize the expected Bayesian localiza-
tionn error. It can be expected that accurate localization then becomes possible using 
fromm very low-dimensional features. Recent work into this direction is presented in [102]. 
AA drawback of PCA features is that they are affected by local occlusions in the image 
fromm which they are derived. Such occlusions frequently occur if a robot is operating in 
aa dynamic environment where objects and people move around. A robust occlusion han-
dlingg method is called for. Recent work addressing this issue is presented in [51]. Their 
methodd is based on the observation that the projection of an image into the PCA feature 
spacee can be regarded as an over-determined linear least squares system, which can be 
solvedd in a robust maimer. In [42] the method is applied in a robot localization context. 
Occlusionss often affect only a small part of a panoramic image. Based on this observa-
tion.. [69] proposes a robust localization method in which cylindrical panoramic images 
aree partitioned into overlapping image windows and localization is done on the basis of 
thesee . Another localization approach based on image windows is presented 
inn [109]. They propose an attention mechanism that automatically selects discriminat-
ingg image windows, thereby gaining computational efficiency over other window-based 
approaches.. Another issue that calls for a solution is the problem of orientation. The 
robott used in the experiments presented in chapter 3 maintains a constant orientation. 
Onee method to incorporate orientation in our localization method is to simply extend the 
databasee with rotated instantiations of the training images. A drawback of this method 
iss that the number of training images required to represent the observation model ex-
pandss substantially. Intuition tells us that we may do better; a rotated instantiation of 
ann image does not contain information other than the information present in the original 



image.. One approach that aims to address the issue is presented in [67]. The}- propose 
too shift cylindrical panoramic images so that their first harmonic in the Discrete Fourier 
Transformm has a phase equal to zero. The transformation produces a single represen-
tativee image for rotated instantiations of the same image. An issue of concern is the 
stabilityy of such a method under varying illumination conditions and under small camera 
displacements. . 

Chapterr 4. Chapter 4 focuses on the estimation of the 3-D structure from 2-D panoramic 
imagess acquired at known poses. We formalized the epipolar geometry for cylindrical 
panoramicc cameras and show that epipolar curves for such cameras are sinusoids. We 
presentedd two methods to obtain a dense 3-D reconstruction from images. The first 
methodd uses an angular parameterization of epipolar curves in order to guide the search 
forr image correspondences between a pair of images. We have shown that accurate re-
constructionn requires disparity estimates at sub-pixel precision. Our experimental results 
showw that a depth map (and consequently the estimate of the 3-D structure) estimated 
fromm a single pair of images is noisy due to erroneous correspondences. Furthermore, 
depthh in the direction of camera motion cannot be estimated accurately due to triangu-
lationn uncertainty. In order to address these issues we present a second method to obtain 
aa 3-D reconstruction from multiple cylindrical panoramic images. We derived a param-
eterizationn of epipolar curves in terms of inverse depth, a quantity directly related to 
depth.. This parameterization enables efficient search for correspondences across multiple 
images.. Our experimental results demonstrate that depth maps of good quality can be 
obtainedd using our multi-image method. 

Futuree directions. Depth maps estimated by the methods presented in chapter 4 
containn erroneous depth values resulting from matching errors. An obvious extension that 
couldd handle such erroneous depth estimates, would be to employ a form of regularization 
ass a post-processing step. We have shown how the estimated depth maps can be used 
too generate images that would be obtained from nearby camera poses. Using such image 
basedd warping in principle enables the generation of a large database of training images 
requiredd by the appearance-based map building approach presented in chapter 3. Related 
workk into this direction has been presented in [10] for range profiles. 

Chapterr 5. Chapter 5 focuses on the estimation of a trajectory from a sequence of cam-
eraa images captured during navigation without using robot odometry. Batch methods 
proposedd in literature require reliable a set of image correspondences across all images. 
Obtainingg such a set of correspondences automatically is a fundamental problem in com-
puterr vision (correspondence problem). Sequential methods assume that images arrive 
sequentiallyy so that tracking techniques can be employed to establish correspondences. 
Mostt existing sequential approaches attempt to integrate points tracked into a new image 
intoo a sparse 3-D model containing the 3-D positions of tracked features and previous 
cameraa poses. A drawback of such sequential approaches is that because of error accumu-
lationn the model may eventually become inconsistent. An issue particularlv prominent 
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iff  a single camera is used (instead of a stereo head) is that the scale of the 3-D model 
iss subject to drift. We present a two-stage method that overcomes these issues by prob-
lemm by exploiting prior knowledge that the camera undergoes a 2-D motion parallel to 
aa planar floor. First, the relative pose between a pair of cylindrical panoramic images is 
estimatedd via the epipolar geometry, which can be estimated independently of the scene 
structure.. Subsequently, the length of the baseline relating the two camera poses is ob-
tainedd by minimizing the intensity discrepancy between two planar perspective images of 
thee ground plane as a function of the baseline length. The cylindrical panoramic images 
andd the planar perspective images of the ground plane are derived from the images ac-
quiredd by the panoramic vision sensor described in chapter 2. Our experimental results 
showw that the rotation and baseline direction relating consecutive cylindrical panoramic 
imagess can be estimated robustly from (noisy) tracked image features. The method used 
too estimate the baseline length from images of the ground plane implicitl y assumes that 
onlyy floor, and no extruding objects or specular reflections, are visible in the images. 
Simulationn experiments show that the proposed method is robust against mild violations 
off  this assumption. Good estimates of the baseline length can be achieved if up to 57% 
pixelss in the images come from objects extruding from the ground plane provided that 
thee plane is sufficiently textured. Simulation experiments furthermore indicate that in-
clusionn of pixels coming from extruding object may provide some robustness against the 
corruptionn of the baseline length estimate caused by specular reflections. We attribute 
thiss phenomenon to the (often large) image gradient information present at the bound-
ariess between floor and extruding objects which would otherwise have been ignored: the 
methodd used to minimize the intensity discrepancy between two images of the ground 
planee crucially relies on the presence of image gradient information. An estimate of the 
trajectoryy can be obtained by concatenating the relative pose estimates relating consec-
utivee images. Like wheel odometry. such visual odometry suffers from the accumulation 
off  errors. We have demonstrated that the estimated trajectory can be corrected consid-
erablyy if we also estimate the relative pose relation between the first and the last image 
inn the sequence (which are obtained at nearby poses in our experiment) using our visual 
methodd and back-propagate the error at the last pose. 

Futuree directions. In chapter 5. we have based the estimate of thee trajectory on visual 
estimatess of relative pose relationships between consecutive images only. Using only 
consecutivee images enables visual tracking of salient image features. Corresponding image 
featuress are required in order to infer a relative pose relationship between twro images. 
Thee trajectory estimate could be improved if the uncertainty of each estimated relative 
posee relationship would also be estimated and taken into account in reconstructing the 
trajectory.. Further improvements of the trajectory estimate are possible if the relative 
posee relationship between every possible pair of images would be estimated using our 
visuall  method. Globally consistent alignment methods [53], which aim to find a set 
off  poses consistent with all relative pose estimates, can then be employed. The main 
challengee of such an extension would be establishing correspondences between pairs of 
imagess automatically because simple feature tracking techniques can no longer be used. 



Concludingg remarks. Current generation mobile service robots are not truly au-
tonomous.. In order to perform their navigational tasks, they have to be equipped with 
aa pre-specified map of their workspace and they often rely on the presence of uniquely 
identifiablee artificial landmarks. In this thesis, we have presented visual methods for 
mappingg and localization, 3-D structure estimation and trajectory estimation from a 
panoramicc vision sensor. The research presented in this thesis is a modest contribution 
too a next generation of mobile service robots; affordable seeing mobile robots which are 
capablee of building and maintaining their own maps while performing their service tasks 
inn everyday indoor environments. 





Appendixx A 

Principall Component Analysis 

Iff  images are regarded as D-dimensional vectors, Principal Component Analysis calculates 
thee eigenvectors and their associated eigenvalues of the covariance matrix of a set of 
images.. The eigenvectors span a new D-dimensional orthogonal basis in which images can 
bee represented. By using only a few K <g; D eigenvectors with the largest corresponding 
eigenvalues,, the dimensionality of the images is reduced with minimal loss of variance 
presentt in the original images. The AT-dimensional subspace in called the eigenspace. 
Althoughh perfect reconstruction of an image from its eigenspace representation generally 
requiress that K — D, low-dimensional eigenspace image representations suffice for visual 
recognitionn [61]. 

Lett z denote a D dimensional column vector which is formed by a chosen ordering of the 
pixelss in an image. If a set { z i , . . . , z^}  of images is available, we first subtract the mean 
imagee from each image in the set. The mean image is calculated as 

Thee mean subtracted images are subsequently stacked to form a D x L image matrix 

ZZ = [ z i - z , . . . , z - z ]. (A.2) 

Subtractionn of the mean ensures that the eigenvector with the largest eigenvalue repre-
sentss the dimension in eigenspace for which the variance of the images is maximal. The 
DD x D covariance matrix £ of Z is defined as 

££ = Z Z r . (A.3) 

Thee Eigenvectors bj and corresponding eigenvalues A; of S are determined by solving the 
well-knownn eigenstructure decomposition problem 

A|bjj  — 2jbi, (A.4) ) 


