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Chapter 1 
Introduction to multiresolution signal 

processing 

There can be many different ways to represent a signal and the usefulness of a given represen
tation depends on the subsequent interpretation or manipulation of its content. If the signal 
needs to be compressed, one is interested in representations that are sparse: obviously the 
description ( - 1 ) " + n. n = 1 ,2 , . . . , 1000, needs less bits than 0 , 3 , 2 , . . . , 1001. For denoising 
applications, one is interested in representations that separate the robust global characteristics 
of the signal from the random-like local fluctuations. The challenge is to find a transform that 
is intrinsically well adapted to represent a signal for a given application. 

In the last decades, new ways of representing a signal have been developed; among those, 
multiresolution representations occupy a prominent place and have proved to be a powerful 
tool both from a theoretical and a practical points of view. 

This chapter provides a short overview to multiresolution representations and their appli
cation to signal processing. It serves both as an introduction and as a motivation for further 
discussions in the next chapters. Special attention is paid to the pyramid and the wavelet 
representations, as well as to the application of multiresolution representations in image fusion. 
In the final section, we give an outline of this thesis. 

1.1 The need for multiresolution representations 

1.1.1 Classical approaches 

There are several ways to transform one representation of a given signal into another one. The 
most classical example is the Fourier transform [11,58], where a signal is decomposed into 
sinusoidal waves. Such a decomposition gives the intensity of the fluctuations (frequencies) 
in the signal which is often of great importance. However, due to the infinite extent of the 
sinusoidal functions, any local signal characteristics (i.e., an abrupt change in the signal) are 
spread over the entire representation, thus making them 'invisible'. This is a serious drawback 
since singularities and irregular structures often carry the most important information in signals. 
For instance, in images, discontinuities in the intensity may provide the location of the object 
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2 Chapter 1. Introduction to multiresolution signal processing 

contours which are particularly meaningful for recognition purposes. For many other types 
of signals such as electro-cardiograms or radar signals, the interesting information is given by 
transients such as local extrema. Furthermore, such singularities usually occur with different 
location and localization (i.e., range, scale) in time and frequency Consequently, transform 
methods that represent the signal at multiple scales are better suited for extracting information 
than methods that represent the signal at a single scale. 

Over the last century, scientists in different fields struggled to overcome limitations of the 
Fourier transform and to build representations of signals that are able to adapt themselves to 
the nature of the signal. On the one hand, to 'pick up' the transients without giving up the 
frequency information, the signal should be decomposed over functions which are well localized 
in time (or space) and frequency. This leads to so-called time-frequency representations. On 
the other hand, since signal structure depends on the scale at which the signal is being per
ceived, it should be analyzed at different scales or levels of resolution. This results in so-called 
multiresolution representations which, besides a time parameter, also contain a scale parameter. 

1.1.2 Time-frequency trade-off 

As observed in the previous subsection, the form in which a signal is represented is important in 
any signal processing task. Different representations emphasize different aspects of a signal and 
therefore, one should look for representations that make relevant information easily accessible. 
This depends on the signal and on the subsequent processing tasks. In general, one would like 
to represent a signal with a small number of well-defined basis functions. For example, a pure 
sinusoidal wave of frequency w0 appears as a peak at frequency w0 in the frequency domain. 
Thus, in this case the Fourier transform represents the signal in a much more revealing and 
concentrated form than a traditional time representation. 

The motivation behind time-frequency representations is that by jointly representing the 
signal in both domains, one can reveal the behavior of the signal in both the time and the 
frequency domain and develop signal processing tools that exploit this information. Before 
introducing some of these representations, let us examine the extreme cases of a pure time-
domain and a pure frequency-domain description of a signal. 

A one-dimensional signal in time can be considered as a representation in terms of Dirac 
functions. These functions are perfectly localized in time but have no frequency localization 
(see Fig. 1.1(a)). Thus, such a time representation gives the exact value of the signal at each 
location, but it does not provide any information about the underlying frequency content. 
Alternatively, the signal can be represented in terms of its frequency components by means of 
the Fourier transform. In this case, the functions used in the representation are pure harmonic 
waves, which are perfectly local in frequency but have no time localization because of their 
infinite extent in time (see Fig. 1.1(b)). Thus, a frequency representation reveals the frequency 
components of a signal but hides its local temporal behavior. Yet, both representations are 
mathematically equivalent in the sense that all information is present in each representation 
(either in time or in frequency). The difference consists hereof that they give access to different 
features. 

Often, one wants to have access to both time and frequency information simultaneously. 
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(a) (b) 

Figure 1.1: Localization in time and frequency: (a) Dirac bases: (b) Fourier bases. 

This can be accomplished by decomposing the signal in terms of functions that are both localized 
in time and frequency. In this way, a one-dimensional signal is mapped onto a two-dimensional 
function in the time-frequency plane {t.w). 

There are various ways to define the localization of a function, but they are all related to 
the spread of the function in time and frequency. Given a finite energy function ƒ with Fourier 
transform F, one can think of reducing its time spread by scaling with a factor 0 < a < 1, i.e., 
f(t) = f(t/a). For the Fourier transform F, this amounts to a dilation, that is: F(w) = aF(aw). 
Thus, we have lost in frequency localization, what we have gained in time. Conversely, if we 
reduce the frequency spread by a factor a > 1, we increase the time spread by a. This suggests 
that there is a trade-off between time and frequency localization. Indeed, both localizations are 
subjected to the uncertainty principle [59], which formalizes mathematically the time-frequency 
trade-off observed before. More precisely, consider a signal ƒ e L2(R.) (i.e., finite energy) with 
Fourier transform F , and define 

and 
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,\f\\2 . 
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t\f(t)\2dt, 

(t-T)2\f(t)\2dt, 
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w\F(w)\2dw, 

(w-u)2\F(w)\2dw. 

| denotes the L2-norm. The Heisenberg's uncertainty principle states 

where the equality holds only for Gaussian signals. 
The localization of ƒ in the time-frequency plane {t,w) can be represented by a tiling 

rectangle centered at (r, u) whose width along time is at and whose width along frequency is 
aw. This is illustrated in Fig. 1.2. Such a tile defines the joint resolution1 in time and frequency 
of/ . 

The uncertainty principle limits the joint resolution in time and frequency of any linear 
signal representation: the frequency content at a certain time can only be known with finite 
accuracy. 

'Here resolution refers to the degree of precision to which a quantity (e.g., time or frequency) can be measured 
or determined. 
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Figure 1.2: Tile in the time-frequency plane as an approximation of the time-frequency localization of 
a signal. The tile contains most of the energy of the time-domain and frequency-domain representation 
of the signal. 

One of the first time-frequency representations is the windowed Fourier transform or short-
time Fourier transform. This transform replaces the Fourier transform's sinusoidal wave by the 
product of a sinusoid and a smooth window localized in time. The resolution of the windowed 
Fourier transform depends on the spread of the window in time and frequency. However, once 
a window has been chosen, the time-frequency resolution is fixed over the entire time-frequency 
plane since the same window is used for all frequencies; see Fig. 1.3(a). The basic idea behind 
rnultiresolution signal representations is to vary the shape of the windows in the time-frequency 
tiling such as in Fig. 1.3(b)-(c). 

The most famous example in this respect is the wavelet transform. It replaces the Fourier's 
transform sinusoidal waves by a family generated by translations and dilations of a basis signal 
called wavelet2 function. This results in a family of functions with varying time-frequency 
localization. As a result, the wavelet transform analyzes a signal at different frequencies with 
different time resolutions. High frequencies are analyzed with short temporal windows, while 
low frequencies are analyzed with longer windows; see Fig. 1.3(b). Thus, it offers a good 
time resolution at high frequencies, and a good frequency resolution at low frequencies. This 
time-frequency trade-off makes sense especially when the signal at hand has high-frequency 
components of short durations and low-frequency components of long durations. Indeed, many 
real-world signals do exhibit such type of behavior. 

A still greater diversity in time-frequency tilings (see e.g. Fig. 1.3(c)) can be obtained by 
introducing the notion of a wavelet packet; we refer to Section 2.5 for more details. 

In wavelet theory, one speaks about time-scale representations rather than time-frequency 
representations, scale being in a way the inverse of frequency, because the term frequency is 
reserved for the Fourier domain. In Section 1.4, we describe the wavelet transform in more 
detail. 

2The term wavelet means 'small wave". Small" refers to its finite length (or energy) in time, i.e., good 
localization in time. 'Wave' refers to its oscillatory behavior in time, i.e., good localization in frequency. 

i i ' • [ " • i • ' • 
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Figure 1.3: Time-frequency tilings: (a) windowed Fourier basis; (b) wavelet basis; (c) wavelet packet 
basis. 

1.1.3 Multiresolution: what is it good for? 

Multiresolution representations make it possible to analyze signals at multiple scales. One way 
of thinking about multiresolution processing is to consider how our eyes look at the world. One 
can observe a scene such as a forest at different scales. As we get closer, we can distinguish 
the individual trees, then the branches and finally the leaves. As we zoom in at smaller and 
smaller scales, we can see details that we did not see before, but at the same time the view 
field is reduced. 

Signals often contain physically relevant features at many different scales or resolutions. 
Thus, for a comprehensive understanding of a signal, one has to analyze it over a broad range 
of resolutions. Sometimes signals behave in a similar way across different scales (i.e., scale-
invariance). For signals that are not scale-invariant, one does not know in general at which 
scales the signal contains the more relevant information. Therefore all scales are of equal 
importance a priori. This suggests that for a proper interpretation of the signal information, 
the signal should be analyzed at different scales in a uniform way, i.e., the size of the operators 
used to analyze the signal must be adapted to the size of the structures contained within the 
signal. This size defines the inner scale or resolution, which is the smallest detail that can be 
distinguished. 

A representation of a signal which can be subdivided into parts, each of which corresponds 
with a given resolution, is called a multiresolution representation. The structures at high 
scales in a multiresolution (MR) representation correspond to low resolutions (coarse details) 
of corresponding structures at lower scales (finer details). Thus. MR. representations, often 
referred to as MR decompositions, allow us to see the 'forest and the trees', so to speak. 

There are many reasons for taking recourse to MR techniques. First, as we already pointed 
out, most signals exhibit relevant features at many different resolutions. For example, images 
contain objects of different sizes. Moreover, there are similarities between MR processing and 
the way the human auditory and visual system work [102,110]. Secondly, it may be the case that 
data is available at multiple resolutions. For instance, sensors may provide signals at different 
spatial and frequency resolutions. Third, there may be a need for output at different multiple 
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resolutions. This is the case in multimedia applications where a signal may be shared by several 
target output devices with different resolutions. There are other compelling reasons to consider 
MR techniques. In particular, the resulting algorithms may offer computational advantages. 
This can be seen in a variety of methods for the solution of large systems of equations. Another 
important feature of MR approaches is that they allow for interaction between different levels, 
which is very useful in numerous applications such as image segmentation. 

For a brief discussion on different MR techniques and applications see Sections 1.2.2 and 
1.2.3. 

1.2 Multiresolution approaches 

MR methods span a very broad array of concepts and approaches, and in this section we 
examine some of them. 

1.2.1 C o n t i n u i t y v e r s u s d i s c r e t e n e s s , r e d u n d a n c y v e r s u s n o n - r e d u n 
d a n c y 

In Section 1.1.2, we implicitly assumed continuous-time signals, but similar observations can 
be made for discrete signals. 

The theory of time-frequency representations in L2(fL) (in particular wavelets) has been 
developed in the general context of frames3 [43]. One of the important results was the 'discovery' 
of the relationship between continuous wavelet representations in L2(ïïl) and their discrete-time 
analog, which had been developed independently in the framework of filter banks and subband 
coding [38. 139, 162]. For example, iteration of discrete-time filter banks converges, under 
certain conditions, to a continuous-time wavelet basis [44], enabling efficient computation of 
corresponding continuous-time wavelet coefficients [98]. Likewise, oversampled filter banks can 
be studied using the theory of frames, and filters banks which do not involve subsampling 
implement transforms similar to continuous-time transforms [40]. 

These observations reveal a close relation between discrete and continuous-time wavelet 
transforms. Frame theory [54] provides a general framework which links the two extreme situ
ations of 'everything continuous and redundant' and 'everything discrete and non-redundant'. 
Reconstruction of the original signal is possible under some restrictions. If the redundancy is 
large, then only mild restrictions are put on the functions used in the representation. Con
versely, if the redundancy is small, then much more constraints are imposed on such functions. 

In Section 1.4, we examine the links between discrete and continuous, and between redun
dant and non-redundant representations for the wavelet case. 

'Stated somewhat imprecisely, a set of vectors in a vector space is called a frame if it is complete but not 
necessarily independent. Because of the latter, frame representations are redundant in general. 
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1.2.2 Examples of multiresolution representations and methods 

In this thesis, we will mainly focus on pyramid and wavelet representations. There are, however, 
many other MR techniques. They have the 'multiresolution paradigm' in common, but apart 
from that they differ in many respects, both in theory and in practice. In this subsection we 
list some MR approaches as an illustration of the wide variety of methods. 

Pyramids 
Pyramids have been recognized early as an interesting tool for computer vision and image 

coding [1,19]. A classical pyramid scheme consists of three steps: (/) deriving a coarse approx
imation of an input image, (ii) predicting this image based on the coarse version, and (in) 
taking their difference as the prediction error. This defines the analysis part. At synthesis, the 
prediction error is added back to the prediction from the coarse version, guaranteeing perfect 
reconstruction. Iteration of the analysis part over the coarse approximation yields a pyramid 
representation of the original image as an approximation image at the lowest resolution and a 
set of detail images at successive higher resolutions. A special case of pyramid representation 
is studied in more detail in Section 1.3; see also Section 2.3 for a general framework. 

Wavelets 
As mentioned in Section 1.1.2. wavelets arc functions that are well localized in time and 

frequency and that can be used to decompose a signal into different frequency bands with 
different time resolutions. This leads to the wavelet transform. Of particular interest is the 
discrete wavelet transform, which applies a two-channel filter bank (with downsampling) iter-
atively to the low-pass band (initially the original signal). The wavelet representation consists 
then of the low-pass band at the lowest resolution and the high-pass bands obtained at each 
step. This transform is invertible and non-redundant. As such, the corresponding decomposi
tion differs from various other MR decompositions such as pyramids, which are redundant, and 
scale-spaces (see below), which are non-invertible in general. Both aforementioned properties, 
i.e.. invertibility and non-redundancy, turn the discrete wavelet transform into a highly efficient 
and applicable representation for a broad range of signal and image processing tasks such as 
denoising and, particularly, compression. Wavelet decompositions will be studied thoroughly 
throughout this thesis. 

Quadtrees 
Quadtrees [80] divide an image into successively smaller quadrants. If the quadrant does not 

satisfy some 'homogeneity' criterion (e.g., all pixels have similar value), then it is subdivided, 
and so on, until all quadrants arc 'homogeneous'. This process is easily captured by a tree 
structure. The entire image is represented by a root node, while the subsequent quadrants 
are child nodes, in a predetermined order. The leaf nodes correspond to those quadrants for 
which no further division was necessary. Quadtrees provide a coarse-to-fine approach which 
can significantly speed up, e.g., recognition and segmentation algorithms. 

Multigrid methods 
Multigrid methods [64] form an important tool in computational mathematics. Their key 
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principle is to use coarser (and hence computational simpler) versions of a problem to guide 
the solutions of finer versions, with such finer versions used in turn to correct for errors in the 
coarser versions. Thus, multigrids move back and forth between scales as they solve a problem 
on the fine scale. They provide an effective and very flexible technique to model an unknown 
function (e.g., the solution to a partial differential equation). 

Scale-space 
Scale-space representations form a special type of MR representation that comprise a con

tinuous scale parameter and preserve the same spatial sampling at all scales. The introduction 
of scale-space theory by Witkin [170] and Koenderink [81] was a breakthrough in image under
standing. These authors were among the first to realize that the notion of 'scale' was coupled 
to a variety of basic concepts, such as the smallest entity of an image containing discernible 
information (the inner scale or resolution), and the regularized calculation of an image deriva
tive. 

Fractal imaging 
Fractals are signals containing self-similarities, that is. they can be subdivided in parts, each 

of which is (at least approximately) a scaled copy of another part of the signal. Fractal signal 
analysis is based on the observation that in many real-world signals and processes, there occur 
pat terns that repeat themselves at. different scales. Fractal models try to identify and represent 
self-similarity relationships within images through the use of spatial transformations of the 
signal associated with shrinking, translation, symmetries and scaling. These transformations 
are particularly suited to be interpreted in an MR fashion. In the past, a lot of research effort 
was put in the field of fractal coding of images [77]. The most important concept here was the 
iterated function system (IFS) that was popularized by Barnsley [5]. 

In the literature one finds various other MR methods. For example, many of the existing 
morphological techniques [140]. such as granulometrics, skeletons and alternating sequential 
filters are essentially MR techniques. 

1.2.3 Applications of multiresolution representations 

We describe a few typical applications of MR. signal processing. 

Compression 
MR decompositions allow for sparse signal representation capturing the essence of the signal 

with only a small set of significant coefficients. This is due to the fact that most signals have 
correlation both in space and frequency. Moreover, some compression methods take advantage 
of the limitations of our perceptual system to achieve high compression ratios without noticeable 
degradation. For example, the human visual system tends to be more sensitive to errors in low-
frequency image components than in high-frequency ones. Therefore detail coefficients at higher 
levels can be omitted without causing serious degradation of the approximated image quality. 
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Pattern recognition 

Suppose we need to locate a large complex pattern within an image. Rather than attempting 
to convolve the whole pattern with the image, one may perform an approximate search by con
volving a reduced-resolution pattern with a reduced-resolution version of the image. Thus one 
can roughly locate possible occurrences of the target pattern with a minimum of computational 
effort. Next, higher-resolution versions of the pattern and image are used to refine the position 
estimates. Computation is kept to a minimum by restricting the search to neighborhoods of 
the points identified at the coarser resolution. 

Signal enhancement 

Signal enhancement is another area where MR decompositions can be used to reduce random 
noise in a degraded signal while sharpening details of the signal itself. The underlying idea is 
that real-world signals and noise possess rather distinct properties in the transform domain. 
The detail coefficients in each level of the MR representation are passed through some kind of 
thresholding function where small values (which are likely to include most of the noise) are set 
to zero, while larger values (which include prominent signal features) are retained. The final 
enhanced signal is obtained by reconstructing the levels of the processed MR representation. 

Image fusion 

Image fusion is a methodology concerned with the integration of multiple images, e.g. de
rived from different sensors, into a composite image that is more suitable for the purposes of 
human visual perception or computer-processing tasks. Since the essential goal of fusion is to 
preserve image features from the sources, a plausible approach is to transform the images into 
representations that decompose the images into relevant features such as edges, and perform 
fusion in this domain. An MR representation facilitates this type of analysis because it decom
poses an image into different scales while preserving locality in space. MR image fusion is one 
of the main topics of this thesis and will be discussed in great detail. 

Progressive transmission 

For many applications, such as web browsing, it is desirable that a low-resolution version 
image can be made available very fast, and that further refinements eventually resulting in a 
high-resolution image, become available as time goes on. This is known as progressive trans
mission. Although other non-multiresolution image coding techniques can be modified to allow 
progressive transmission, MR representations are inherently suitable for this purpose by simply 
sending information from successive levels of the MR representation. 

The above list of applications is far from exhaustive. The idea of representing a signal at 
multiple resolutions is used in several applications in signal processing and computer vision: 
speech recognition, texture classification, edge detection, image segmentation, surface recon
struction, image registration, motion analysis and optical flow estimation, to name only a few. 
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1.3 A case study: the Burt-Adelson pyramid 
One of the earliest MR approaches in image processing is the pyramid representation proposed 
by Burt and Adelson [19]4. A classical image pyramid consists of a sequence of versions of 
an original image in which resolution is gradually decreased by filtering and subsampling. The 
bot tom (or zero) level x° of the pyramid is equal to the original image .r. This image is low-pass 
filtered and subsanipled to obtain the next level .x\ which is then filtered and subsampled in 
the same way to obtain x2. Further repetitions of this filtering/subsampling procedure generate 
the subsequent levels of the pyramid, also known as a low-pass pyramid. 

To illustrate the idea, consider a discrete image x: 1? —> ÏÏI and let x° = x. Each successive 
level image xk+1, k > 0. is constructed from its lower level by 

xk+1(m, n) = Y,Y1 «V.j)-rk('2>n - i. 2n - j). 

where w: Z2 —> IR are the filter coefficients. For simplicity, assume that w is separable, namely, 
w(m, n) = h(m)h(n) where the filter h has length 2.V + 1. If h is chosen properly, then the 
representation at each successive level will correspond to coarser and coarser structures in the 
original image. Burt and Adelson proposed the following design criteria for selecting the filter 
coefficients [19]: 

N 

(i) normalization: Yl h{i) = 1; 

i=-N 

(ii) symmetry: h(i) = h(—i) for all /: 

N N 

(Hi) equal contribution: Yl ll(2>) = Yl M2* + 1)- that is. all samples in a given level 
i=-N v=-N 

contribute equally to the next higher level. 
A larger length of the support of h increases the number of degrees of freedom in the design. 
at the cost of increased computational cost. Burt and Adelson proposed a length of 5. Then, 
conditions (i) — (Hi) imply that the filter h has to be of the form: 

MO) = a , h(-l)=h(l) = - , h(-2) = h(2) = \ - \ . (1.1) 
4 4 z 

If a = 0.4, the shape of the corresponding smoothing filter w resembles a Gaussian function. 
hence they referred to the corresponding low-pass pyramid as the Gaussian pyramid. 

By interpolating each image xk+1 of the Gaussian pyramid and subtracting it from its 
predecessor .rA", one obtains the Laplacian pyramid. In [19]. the interpolation operation is 
defined as 

i=-Nj=-N ^ ' 

'In fact, an earlier pyramid representation had already been introduced, almost simultaneously, by Burt [16] 
and Crowley [39]. 
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where only the terms for which m - i and n — j are even are to be included in the sum. 
The image xk can be interpreted as a prediction of xk. Thus, each detail image5 yk+l of the 
Laplacian pyramid corresponds to the error of approximating xk by xk, i.e., 

ykJrl(m, n) = xk(m, n) - xk(m, n), 0 < k < K , 

and yK+l(m,n) = xK(m,n), where xK is the coarsest image in the Gaussian pyramid. 
Note that the original signal x can be recovered exactly from the Laplacian pyramid. The 

image yK+l is interpolated and added to yK to form xK~1, which is then interpolated and added 
to yK~l to recover xK~2, and so on until x° is reached. Note also that the representation of x° 
in terms of its decomposed images {y1,..., yK, xK) is redundant in the sense that it produces 
more samples than are actually needed for representing x°. Hence, the Laplacian pyramid 
is an overcomplete representation, i.e., it has both perfect reconstruction (completeness) and 
redundancy properties. 

Fig. 1.4 shows an example of the Gaussian as well as the Laplacian pyramid. The Gaussian 
pyramid has been generated with a filter of the form given by (1.1) with a = 0.35. 

In the next chapter, where we propose an axiomatic framework for MR decompositions, we 
will revisit the Burt-Adelson pyramid. 

1.4 Wavelets 

In this section we introduce the basics of wavelet theory. For a more exhaustive study we refer 
to [44,99,107,143,163]. 

1.4.1 The continuous wavelet transform 
Traditionally, a wavelet is a function ip € L2(H) with zero average: 

poo 

./—oo 

The wavelet transform decomposes a signal over a family of wavelet functions obtained by 
translates and dilates oft/;, i.e., 

4>a,b(t) = \a\-l'2xl> { ^ \ a,b € R , o ^ 0 . 

For simplicity, we assume that ip is a real function in the time domain centered at t = 0 and 
normalized so that ||t/>|| = 1. The continuous wavelet transform of ƒ 6 L2(1R) at scale a and 
location b is computed by correlating ƒ with V-V&: 

Wf(a:b) = (ƒ,&,) = l̂ r172 ƒ " fM (j^j dt. 
5The indexing of levels that we use for the Laplacian pyramid is different from the one proposed by Burt 

and Adelson. We index the different levels from k = 1 to K + 1, while Burt and Adelson index them from A: = 0 
to k = K. Our indexing is consistent with the notation introduced in Chapter 2 for the general framework of 
MR. decompositions. 
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Figure 1.4: Example of a Gaussian (left) and a Laplacian (right plus top-left image) pyramid. For 
the Gaussian pyramid (from bottom to top) images x°. x1, x2 and x3 are depicted. For the Laplacian 
(from bottom to top) images y1 

y2, y- y4 = x3 are shown. The coarse approximation image x" 
combination with the detail images y1, y2. yA provide an alternative (but redundant) representation of 
the original image x°. 
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As seen in the above equation, the transform W / is a continuous function of b and a, the 
translation and scale parameters, respectively. In the time domain, the wavelet ipa>b is centered 
at b with a spread proportional to a. As scale increases, the wavelet becomes wider in time 
and hence narrower in the frequency domain (i.e., time resolution decreases but the frequency 
resolution increases). The joint resolution of 4'a,b can be represented in the time-frequency 
plane (t,w) by a tile as explained in Section 1.1.2. Here, because ip^i, is centered at b and has 
unit energy we have that 

1 fx 

U— — I w\y>ayb{w)\Zdw, 
2 7 r J-oo 

and 

/

OO i />0O 

(t - bf\è{t)\2dt, al = —J (w - u)2\Va<b(w)\2dw , 
where V&0i& is the Fourier transform of i^a,b- Thus, the tile would be centered at (b, uja) with size 
aat along time and aw/a along frequency. The area of the tile remains equal to ataw (which is 
at least 1/2 by the uncertainty principle) at all scales but the resolution in time and frequency 
depends on a. 

Since ip has a zero average, Wf(a, b) measures the variation of ƒ in a neighborhood of b 
(location) whose size is proportional to a (scale). Sharp transitions in ƒ at different locations 
and scales create corresponding large amplitude wavelet transform values. 

The function ƒ can be recovered from its wavelet transform provided that ip satisfies the 
admissibility condition [99]: 

aw < oo . 
o w 

The continuous wavelet transform is redundant since it maps a one-dimensional signal onto 
a two-dimensional function. This redundancy can be reduced and even removed by subsampling 
the scale and translation parameters. A common choice is 

a = CIQ , b = nb0aQ a0 > 1, b0 > 0 k, n <E Z . 

The discretized family of wavelets is now of the form tpk,n(t) = % tp(aökt ~ n M -
It has been shown [44] that stable reconstruction of ƒ € L2(]R) from the wavelet coefficients 

(ƒ> V'fc.n)' k» n ^ Z, is possible if and only if 

AW f II" < Ë Ë \(f^,n)\2<B\\f\ 
fc= —oo n=—oo 

for certain constants 0 < A < B < oo. If this condition is satisfied, then the family {V'fc.nlfcneZ 
constitutes a frame. In [44], necessary and sufficient conditions on if), a0 and 60 are given so 
that {i'k,n}k,neZ is a frame of L 2 (R) . In this case, there exist a dual frame {4>k,n}k,neZ s u c n 

that ƒ can be reconstructed by 

oo oo 

ƒ(*)= E E (MkMkM- (1.2) 
fc=—oo n=—oo 
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From frame theory, we know that 

4.n = (U'U)- V/e.n, (1-3) 

where U is the corresponding frame operator6 (i.e.. Uf(k.n) = (ƒ, ii>k,n)) and U* its adjoint. 
Contrary to what one might expect, the dual function ipktT1 is, generally, not obtained by scaling 
and translating a dual wavelet xj). However, it has been shown [99] that 

•4>k,n(t)='*i>kfi{t-™%), (1-4) 

which means that V;fc,n can be obtained by computing each ipkr0 with (1.3) and translating it 
according to (1.4). 

1.4.2 Mallat 's multiresolution analysis 

In general, the expansion in (1.2) is still an overcomplete representation of ƒ. As a matter of 
fact, the wavelet series {(ƒ, V;fc,n)}fc.neZ i s simply a sampled version of the continuous wavelet 
transform. Eliminating the redundancy is equivalent to building a basis of L2(ft) . A theoretical 
framework for constructing wavelet bases is multiresolution analysis7 [97,107]. 

The idea behind multiresolution analysis is to compute the approximation of signals at 
various scales or resolutions by defining appropriate projections onto different spaces V*. Not 
surprisingly, it was inspired by the pyramid representation of Burt and Adelson [19], and, as we 
will show later, it provides a connection with perfect reconstruction filter banks. The following 
definition specifies the mathematical properties of multiresolution analysis spaces for a dyadic-
scale progression, i.e., a = 2k. k £ Z. 

Defin i t ion 1.4.1. A sequence {Vfc}fce^ of closed subspaccs of L2(ïïl) is called a multiresolution 
analysis of L2(ïïl) if there exists a function <p e V0, with a non-vanishing integral, such that 
{<£>(• — n)}„ 6 2 is a Riesz basis of V0, and 

Vfc+i C Vk, 

ƒ e V', « ƒ (• - 2kn) € 14 , 
ƒ e Vk ^ f(-/2) e Vk+l, 

k=—oo 

oc 

(J Vk = L2(R), 
k= — oc 

where S denotes the closure of set S. and 0 denotes the signal which is identically zero. The 
function cp is called the scaling function. 

6The frame operator U: L2(TR) -» l2(J) associated with a frame {7j}jeJ> i s g'vt'i' ,jy Uf(j) = {f,fj). The 
adjoint of U is another operator U*: 12{J) - L2(H) such that (Uf.x) = (ƒ. U*x), x € 12{J). 

7Most wavelet bases can be derived from multiresolution analysis but not all of them. 

kez (1.5) 
k,nez (1.6) 

kez (1.7) 

(1.8) 

(1.9) 



l.Jf. Wavelets L5 

From this definition, it is obvious that {<Pk,n}neZ > where 0k.n(t) = 2~k/2é(2~kt - n), is a 
Riesz basis of 14- Since 14 C 14_i, any element of Vk can be obtained as a linear combination 
of basis functions of 14-1- In particular, q> e VQ C V~_i can be expressed as 

oo 

(j>{t) = 21'2 Y, Hn)<f>{2t-n). 
n=—oo 

The sequence {Mn)}neZ € ^2(z) entirely determines the scaling function 0 and the correspond
ing multiresolution analysis. Furthermore, 0 will be compactly supported only if the support 
of h is finite. 

We now explain how multiresolution analysis theory can be used for the construction of 
wavelets. We start by introducing the 'detail space' Wk containing the detail information 
needed to go from an approximation at 14 to a finer approximation at 14-i-

Let Wk be the space complementing 14 in 14-1, that is, 

14-i = Vfe©Wfel (1.10) 

where 0 stands for the direct sum. A function ip is called a wavelet if {ip(- — n)}n&% is a Riesz 
basis of Wo- From the multiresolution analysis definition and (1.10), it follows that the family 
{ipk,n}k,neZ > where ipk,n(t) = 2~k/2v(2~kt - n), constitutes a Riesz basis of L2(ïïl). 

Since if) eW0c V_i and {<pk,,i}nez
 1S a Riesz basis of 14, the wavelet if) can be expressed as 

00 

m = l1'2 E 9(n)<K2t-n), 
n=—oo 

where {fj(n)}neZ G l2(Z). 
At this point, the exact conditions on the scaling and wavelet functions, or alternatively, on 

the sequences h and g, are not given yet. They will be given below and in the next subsections. 
Let {Vfcl^eZ' { f̂clfceZ ^ e two multiresolution analyses of L2(1R) with scaling functions 0, 0, 

respectively. The construction of biorthogonal wavelets ip € W0, p e W0 imposes the following 
requirements: 

(4>,<p(--n)) =$M--n)) =S(n) (1.11) 

$M--n)) =(ï>,(f>(--n)) = 0 , (1.12) 

which are also known as biorthogonality conditions. The two multiresolution analyses may also 
coincide. For the particular case where ip = -0, we have that ip is an orthogonal wavelet (i.e., 
{V;fc,n}fc,neZ ' s a n orthogonal basis of L2(IR)). 

1.4.3 Wavelets and filter banks 

We now explain how multiresolution analysis theory is related to perfect reconstruction filter 
banks. Recall that 

OO V 

0{t) = 2 1 / 2 J ] h{n)è{2t - n) and ijj(t) = 2 1 / 2 J^ P(")^( 2* - n) • 
n=—00 n=—00 
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We refer to these relations as the refinement equations. As we will show below, h corresponds to 
the impulse response of a low-pass synthesis filter while g corresponds to the impulse response of 
a high-pass synthesis filter. Obviously the refinement equations also hold for the dual functions 
0, ip, yielding the dual discrete filters h and g. respectively. 

Consider now a signal ƒ G Vk- Then, ƒ can be written as a linear combination of e^,,,, 
n G Z, i.e.. 

OC 

f(t)= Y, **(*»)**.»(*). 
n = — oo 

where xk(n) = (f.ók.n)- We interpret xk as the discrete approximation of ƒ. Since V* = 

^fc+i © Wfc+ii we may also write 

/(*)= E ^ w w * ) + E /+1(")^+1.„(o, 
n = - o o n=—oo 

where x fc+1(n) = {f.&k+i.n) and j/fc+1(n) = (ƒ, 4+i ,»)- The coefficients x fc+1(n), n G Z, are the 
scaling or approximation coefficients, while yfc+1(n), ?? G Z, are the wavelet or deiaiJ coefficients. 

Since {iPk.n}k.neZ i s a basis of L2(R), any signal ƒ G L 2 (K) can be written as 

oo oo 

ƒ(*)= E E »*(»)^*.»(*). 
/.•=—oo ra=—oo 

and also as 
oo A' oo 

/(*)= E **<*)**»(*) + E E /(")^.»(o-
n= —oo k= — oo n=—oc 

We refer to either of the above representations as the wavelet decomposition of ƒ. The trans
formation that maps a continuous signal ƒ onto the discrete signals xK, {yk}k<i< or {yk}keZ *s 

referred to as the wavelet transform of ƒ. 
Using the refinement equations, it is easy to verify that xk+l and yk+l can be found by 

OC' OC 

xfc+i(n) = Y, HI ~ 2n).r&(/), yk+l(n) = ] T g{l - 2n)xk{l). (1.13) 
/= -OG l=—CO 

This means in particular that there is no need to calculate the inner products explicitly A 
similar computation shows that the inverse transformation is given by 

OO oo 

x*(n) = E M * - 2 /).rA '+1(0 + E S(n ~ 2l)yk+1(l) . (1.14) 
/=-oo /=-oc 

The expressions in (1.13)-(1.14) are in conformity with the two-channel perfect reconstruction 
filter bank depicted in Fig. 1.5, where the analysis filters h, g are defined as h(n) = h(—n), 

g{n) = g(-n). 
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, , _ xk+i —^(^3)—H; 
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Analysis 

-©— yk+l —*©- 5 

Synthesis 

e o.*; 

Figure 1.5: Perfect reconstruction filter bank with low-pass and high-pass analysis filters h, g, respec
tively, and low-pass and high-pass synthesis filters h, g, respectively. 

Here, the input signal xk is decomposed into an approximation signal xk+i and a detail 
signal yk+1 by filtering with h and g, respectively, and downsampling: 

xk+1{n) = (h * xk)(2n). ijk+l(n) = {g * xk)(2n), 

which is equivalent to (1.13). Synthesis is achieved by upsampling signals xk+l and yk+1, 
filtering with h and g, respectively, and adding the respective outputs. Thus, 

xk(n) = (h*xk+1)(n) + (g*yk+1)(_n), 

where x denotes the upsampling of x, i.e., x(2n) = x(n) and x(2n + 1) = 0. Hence, the above 
expression is equivalent to (1.14). 

1.4.4 How to choose a wavelet? 

For perfect reconstruction, the analysis and synthesis filters need to satisfy specific constraints [99, 
163]: 

£ h(l)h(2n ~I)=J2 9(l)9(2n - I) = S(r 
l=—oo l=—oc 

oc oc 

J2 Hl)g(^n - I) = J2 9(l)h^n - I) = 0. 

(1.15) 

; i . i6) 
l=—oo l=—oc 

One can easily establish the equivalence between the biorthogonality conditions stated in (1.11)-
(1.12) and (1.15)-(1.16). Under some additional conditions on the filters, the discrete wavelet 
transform described above is orthonormal. Orthonormality implies that the energy of the 
signal is preserved under transformation. If these conditions are met, the synthesis filters are a 
reflected version of the analysis filters, and the high-pass filters are modulated versions of the 
low-pass filters, namely, 

h(n) = h{-n), g{n)=g(-n), g(n) = (-l)nh(M - n) 
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whore .1 / is an integer delay. Such filters are often known as conjugate mirror filters. 
Therefore, the wavelet decomposition (and reconstruction) of a discrete signal from a reso

lution to the next one is implemented by a two-channel perfect reconstruction filter bank. By 
iterating on the approximation signal, filter banks can be used to obtain biorthogonal wavelet 
bases of L2(IR), assuming that the filters satisfy some stability constraints [99]. 

There exists a great variety of wavelet families depending on the choice of the prototype 
wavelet or, alternatively, the filter's coefficients. However, imposing additional requirements 
such as orthogonality, symmetry, compactness of support, rapid decay and smoothness limits 
our choice. The 'optimal' choice of the wavelet basis will depend on the application at hand, 
and therein lies part of the difficulty of building a suitable wavelet representation. 

One of the most useful properties of wavelets are vanishing moments. A wavelet r is said 
to have p vanishing moments if 

/•OC 

/ tkv(t)dt = 0 forO<k<p. 
J —OO 

This property results in a sparse representation of piecewise smooth signals because the wavelet 
coefficients will be essentially zero over all regions where the signal is well approximated by a 
polynomial. 

Intuitively speaking, wavelets are successful in many signal applications because their decor-
relation potential leads to sparse representations and their scaling property allows them to 'zoom 
in' on singularities as well as to support MR representation. 

One drawback of the wavelet transform and, to a lesser extent, also for the pyramid trans
form, is that it generally yields a shift-variant signal representation. This means that a simple 
shift of the input signal may lead to complete different transform coefficients. The lack of 
translation invariance can be avoided if the outputs of the filter banks are not decimated. The 
resulting undechnated wavelet transform [99] yields a redundant MR representation where the 
approximation and detail signals have all the same size as the original signal. 

Most wavelet (and pyramid) transforms have been designed in the one-dimensional case. 
By successive application of such one-dimensional transforms on the rows and the columns 
(or vice versa) of an image, one obtains a so-called separable two-dimensional transform. 
This construction is illustrated in Fig. 1.6 for the wavelet transform. At each level k, the 
input xk is decomposed into a coarse approximation xk+i and three detail signals yk+1 = 
{yk+l(-\l),yk+1(-\2),yk+l(-\3)}, corresponding to the horizontal, vertical and diagonal direc
tions. Fig. 1.7 shows a two-level wavelet decomposition computed in this way. 

Non-separable transforms can also be constructed [70,85,138]. Although they provide de
compositions with more general properties, they have been used less often in image applications 
due to the lack of general tools for their design. 

1.4.5 The need for adaptive wavelets 

Wavelets have had a tremendous impact on signal processing, both because of their unifying 
role and their success in several applications. The applicability of the wavelet transform (as 
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$^yk+1(-\2) 

-0-ï/*+ ,(-|3) 

Figure 1.6: Separable two-dimensional wavelet transform. Here h and g are the low-pass and high-pass 
analysis filters, respectively. 

Figure 1.7: Example of a two-level discrete wavelet transform. In the upper-left quarter, the second 
level is displayed. Starting from the top left and going clockwise: approximation, vertical, diagonal 
and, horizontal detail images. The upper-right, bottom-right and bottom-left, quarters show respectively 
the. vertical, diagonal and horizontal first-level details. 

well as for other MR decompositions) is somewhat limited, however, by the linearity assump
tion. Coarsening a signal by means of linear operators may not be compatible with a natural 
coarsening of some signal attribute of interest (e.g., the shape of an object), and hence the use 
of linear procedures may be inconsistent in such applications. In general, linear filters smear 
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the singularities of a signal and displaces their locations, causing undesirable effects. 
Moreover, standard wavelets are often not suited for higher dimensional signals because 

they are not adapted to the 'geometry' of higher dimensional signal singularities. For example, 
an image comprises smooth regions separated by piecewise regular curves. Wavelets, however, 
are good at isolating the discontinuity across the curve, but they do not 'see' the smoothness 
along the curve. These observations indicate the need for MR representations which are data-
dependent. 

In this thesis, we will look for adaptive (i.e.. data-driven) transforms which retain the 
desirable properties of the standard wavelet transform (e.g., non-redundancy and invertibility) 
while exploiting, in a simple way. the geometrical information of the underlying signal. This 
will allow for a better localization and representation of the singularities, as well as for sharper 
(perceptually better) approximations at lower resolutions. 

1.5 Application to image fusion 

During the past decade, several image fusion algorithms have been developed and presented in 
the literature. Many of them arc based on MR techniques of image processing. It has been 
shown that these methods exhibit a high level of image quality and a good degree of robustness. 

Image fusion based on MR approaches is motivated by the fact that the human visual system 
is primarily sensitive to local contrast, changes, i.e. edges, and MR decompositions provide a 
convenient space-scale localization of these local changes. In addition, MR techniques are also 
very convenient for related applications such as image registration and spatial enhancement. 

The basic strategy of a generic MR image fusion scheme is to use specific fusion rules to 
construct a composite MR representation from the MR representations of the different input 
images. The fused image is then obtained by applying the inverse decomposition process. 

Fusion using MR. decompositions will be described comprehensively in Chapter 6 and 7. 

1.6 Outline of the thesis 

Chapter 2 presents an axiomatic framework encompassing most existing linear and nonlinear 
MR. decompositions. Chapter 3 is concerned with the construction of adaptive wavelets. In 
particular, we study a new method for the construction of adaptive wavelets using update 
lifting. The key ingredient of our method is a binary decision map that triggers the choice 
of the update filters. This decision map is obtained by thresholding the size of the gradient 
resulting from some seminorm. Moreover, we establish conditions under which the decision 
map can be recovered at synthesis, without the need for transmitting overhead information. 
Chapter 4 treats various particular cases. Several simulations examples are shown both for one 
and two-dimensional signals. Chapter 5 focuses on one of the main applications of wavelets, 
namely image compression. We analyze in particular the quantization effects in our adaptive 
lifting scheme. We derive sufficient conditions for recovering the original decisions and show 
how the reconstruction error can be bounded by the quantization error. The remainder of the 
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thesis is devoted to yet another application: image fusion. Chapter 6 introduces the concept 
of image fusion and presents a general framework for multiresolution image fusion. We also 
illustrate how adaptive decompositions can be used in such a framework. In Chapter 6, the 
actual fusion is done at pixel level. If fusion is preceded by segmentation of the source images, 
then it is possible to perform the actual fusion at the region level. This is the topic of Chapter 7. 
Chapter 8 addresses the topic of performance assessment in image fusion and proposes a new 
objective non-reference measure for such a task. Finally, in Chapter 9 we put our results in 
a broad perspective, draw some conclusions and discuss current and future work. A Matlab 
toolbox8 which implements both pixel and region-based image fusion approaches has been 
developed. A brief overview of this toolbox is given in Appendix A. 

8MATIFUS: MAtlab Toolbox for Image FUSion. 




