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Chapter 2 

Multiresolution decomposition systems 

A multiresolution decomposition scheme decomposes the signal being analyzed into several 
components, each of which captures information present, at a given level of resolution. The 
notion of resolution relates to the size of the details that can be represented. As observed in 
Chapter 1, multiresolution approaches are very useful in signal processing for various reasons, 
e.g. : (i) signals usually consist of structures at different scales; (ii) there is strong evidence that 
the human perceptual and visual systems process information in a multiresolution fashion; (Hi) 
multiresolution methods offer computational advantages and, moreover, appear to be robust. 

In this chapter we study in more detail multiresolution decomposition systems. In Sec
tion 2.1, we discuss the general concept of a decomposition system with perfect reconstruction 
and we explain how concatenation of such systems can lead to multiresolution decompositions. 
In Section 2.2 we introduce a general method, called lifting, which can be exploited to modify a 
given decomposition system. While there exist several types of multiresolution decompositions, 
we mainly concentrate on two well-known special classes: pyramids and wavelets, which are 
discussed in Section 2.3 and Section 2.4, respectively. They are studied within the axiomatic 
framework proposed by Heijmans and Goutsias in [63,70]. Finally, we give a brief description 
of other multiresolution decomposition systems in Section 2.5. 

The contributions made in this chapter can be grouped in two broad categories. First, we 
review existing multiresolution decomposition systems within the general framework proposed 
in [63,70]. Second, we extend the lifting scheme (usually restricted to wavelets) to general 
decompositions schemes. 

2.1 Decomposition systems with perfect reconstruction 

When analyzing a signal, it is often useful to decompose it into different parts. Those parts can 
then be analyzed separately which may facilitate subsequent processing tasks. Of particular 
interest is the case where the signal is decomposed in such a way that no information is removed 
and the original signal can be recovered exactly (perfect reconstruction) from its constituting 
parts. 
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24 Chapter 2. Multiresolution decomposition systems 

The idea of a decomposition system with perfect reconstruction is to obtain a more conve
nient representation (analysis) of the signal such that no information is lost, i.e.. the signal can 
be recovered through some reconstruction process (synthesis). Fig. 2.1 depicts a general scheme 
for the decomposition of an input signal x° €V0 into two components (xl,yl) 6 V\ x W\. Here. 
xl and yl can be interpreted as the approximation and detail signals of x°, respectively. In 
other words, x1 is a sort of 'simplification7 of x0 , inheriting many of its properties, whereas 
y1 is a kind of "refinement' tha t contains the information that has been discarded in the sim
plification process. The operators t''T: VQ —» V\, u;1: Vo —* W\ are called analysis operators 
and the operator $l: V'i x W\ —> V0 is called the synthesis operator. The assumption that no 
information is lost by the decomposition is expressed by the requirement that ^ is the left 
inverse of tf1 = (tp\iu^), i.e., 

^ (^(x°),J(x0)) = x° , for x° G V0 . 

This condition will be referred to as the perfect reconstruction condition. 

Figure 2.1: A signal decomposition scheme with perfect reconstruction. 

In various signal and image applications, the decomposition x° \—> (xl,yx) is only a first 
step toward an analysis of x°. Subsequent steps comprise a decomposition of x1 into x2 and y2, 
of x2 into x3 and yA, and so forth. By concatenating several systems of the form depicted in 
Fig. 2.1 we obtain a multilevel decomposition system. If the higher levels are obtained by means 
of some filtering (e.g., linear or morphological) of the lower level signals, possibly followed by a 
sampling step, then we call the system a multiresolution decomposition scheme. 

To formalize this procedure, assume that there exists a sequence of signal spaces 14, k > 0, 
and detail spaces Wk, k > 1. At each level k > 0 we have two analysis operators, ip'k: Vk —> Vfc+1 

and ujk: \4 —* Wfc+i, and a synthesis operator ^ j V^+i x Wk+i —* Vk, satisfying the perfect 
reconstruction condition: 

** (l>l(xWkW) = *. for x e 14 

A given input signal x° G VQ can be decomposed by the recursive scheme 

xo _> { y i ï 3 . i } _ {y\y\x
2} - • • • - , {y\...,yK-\yK,xK}, 

(2.i; 

(2.2) 
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where 
Mi = ^J(^) 

k = Q,l....,K-l. (2.3) 

{ yk+l=4(xk) 
Here, xk+l is an approximation of xk, but can also be regarded as a (A~ + l) 'th-order coarse 
approximation of the original signal a;0. In contrast, the detail signal yk+i contains information 
about xk that is not present in the simplified component xk+1. 

Note that, because of the perfect reconstruction condition, the original signal x° can be 
perfectly reconstructed from xK and yl, y2,..., yK by means of the backward recursion: 

xk = ql
k(x

k+\yk+l), k = K-l,K-2,...,0. (2.4) 

Fig. 2.2 illustrates the analysis and synthesis schemes for the particular case where K = 3. 
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Figure 2.2: A 3-level decomposition system: analysis and synthesis. 

2.2 Lifting 

In this section we describe a general and flexible technique to modify a given decomposition 
system into another one, possibly with some improved characteristics. This technique, called 
lifting, was developed by Sweldens in the context of wavelets [45,146,147] (see also [14] for a 
related scheme, known as a ladder network), but it can be applied to general decompositions 
systems. 

A general lifting scheme starts with an invertible decomposition of the input signal x° G VQ 
into two parts, the approximation signal x € Vi, and the detail signal y € W\. Two types 
of lifting schemes can be distinguished: prediction lifting and update lifting. We treat these 
cases separately. In both cases, we consider an initial signal decomposition scheme with perfect 
reconstruction such as depicted in Fig. 2.1, with analysis operators tyf = (i/.,T, u r ) and a synthesis 
operator tyK 

Prediction lifting 
The detail signal .(/ is predicted using information contained in the approximation signal x 

and is replaced by the prediction error 

y' = y - P{x) 
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where P: V\ —* \V\ represents the prediction operator. The prediction error y' becomes the 
new detail signal. In practice, the prediction operator P is chosen such that P(x) is an estimate 
(i.e., a prediction) of y and hence the new signal y' is •smaller' than y. Clearly, the original 
signal x° can be reconstructed from x and y' by 

x° = ¥{x,y) = ^l(x,y' + P{x)). 

Thus, the prediction lifting yields a new perfect reconstruction decomposition system with 
analysis and synthesis operators given by 

tl(x) = rHx), xeV0 (2.5) 

u>l(x) = cf(x) - P (tf{x)), xeV0 (2.6) 

*i(ar, y) = tfJ (x, y + P(x)) , x G V, . y G W, . (2.7) 

Update lifting 
The approximation signal x is updated using information contained in the detail signal y: 

x' = x + U(y) , 

where U: W\ —• V\ represents the update operator. Generally, the update operator is chosen 
in such a way that the resulting signal x' satisfies a certain constraint. For example, one might 
require that the mapping x° H-> x' preserves a given signal attribute such as the average or some 
local maximum. As before, the original signal can be easily reconstructed from x' and y: 

x0 = *l(x,y) = Vl(x,-U(y),y). 

Thus, the update lifting yields a new perfect reconstruction decomposition system with analysis 
and synthesis operators given by 

i(>l(x) = i'Hx) + U (wT(z)) . x G V0 (2.8) 

LÜ]
U{X) = LO]{X), xeV0 (2.9) 

* ; ( x , y) = v^J (.r - U(ij).y) . x G V, , y G Wx. (2.10) 

Therefore, an existing decomposition system with perfect reconstruction can be modified 
by an arbitrary prediction or update lifting step. Perfect reconstruction is guaranteed by the 
intrinsic structure of this scheme and does not require any particular assumptions on the lifting 
operators P and U. Moreover, the operators ' + ' and ' —' used in the above expressions can 
be replaced by any pair of invertible operators. This flexibility has challenged researchers to 
develop various nonlinear transforms [22,30,148], including morphological ones [70]. 

Fig. 2.3 illustrates a prediction-update lifting scheme. At analysis, the prediction operator 
P acting on x is used to modify y, resulting in a new detail signal y'. Subsequently, the 
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Figure 2.3: Classical lifting scheme: analysis and synthesis. 

update operator U acting on y' is used to modify x, yielding a new approximation signal x'. 
At synthesis, the signals x and y are reconstructed by reversing the lifting steps. 

Obviously, we can concatenate any number and type of lifting steps in order to modify a 
given decomposition system. In practice, these lifting steps are chosen in such a way that the 
resulting decomposition is an 'improvement' of the original one. Here, the word 'improvement' 
can have various meanings. For example, the lifted transform may have more vanishing mo
ments than the original one, or it may be superior in decorrelating signals within a given class. 
Another important feature of the lifting scheme not mentioned so far is that it allows in-place 
calculations. This means that the original signal values can be replaced by the transformed 
ones without having to allocate additional memory. 

2.3 The pyramid transform 

2.3.1 Axiomatics 
The pyramid transform is a special case of a multiresolution decomposition with perfect recon
struction. It is characterized by the assumption that 

ty[
k(x,y) = w[

k{x) + y, for x G Vfc+i, y € Wk+l, (2.11) 

where Wk+i Q 14 and ipj.: Vk+\ —> Vk. The perfect reconstruction condition in (2.1) can be 
reformulated as 

$Wk(x) + ^1{X) = x> f o r x € Vk • 

Thus, UJ[(X) = x — 4>kipl(x) is the error of the synthesis operator ipj. when reconstructing x from 

the approximation ii>l(x). In this case, the recursive analysis scheme in (2.2) is given by 

r - = xk _ ^(xk+r 
k = 0,l,...,K-l, (2.12) 

and the synthesis step in (2.4) is 

xfc = ^ ( . ^ + 1 ) + y f c + \ k= K-lJ<-2. (2.13) 



28 Chapter 2. Multiresolution decomposition systems 

We refer to the decomposition process 

by means of (2.12) as the pyramid transform of x°, and to the process of synthesizing a;0 by 
means of (2.13) as the inverse pyramid transform. A block diagram illustrating the pyramid 
transform and its inverse is shown in Fig. 2.4. We call the sequence {x0^1,... ,xK} the 
approximation pyramid, and the sequence {yl,y2, yh} the detail pyramid. 

_* — 

-*" x 

Analysis 

fc+i 

,fe+i 

+ V xk 

Synthesis 

Figure 2.4: Pyramid transform (analysis) and its inverse (synthesis). 

The axiomatic pyramid approach described above encompasses several existing pyramid 
techniques such as the well-known Laplacian pyramid introduced by Burt and Adelson in [19] 
and which has been described in Section 1.3. 

E x a m p l e 2.3.1 (Lap lac ian or B u r t - A d e l s o n p y r a m i d ) . Let us consider that all spaces Vk 

arc identical, namely /2(Z). Consider also that at every level k the same analysis and synthesis 
operators 0T , y1'1 are used. In particular, let us choose V'T as a linear filter followed by a dyadic 
downsampling, i.e., 

oc 

•4>\x){n) = (h*x)(2n) = ^ h{l)x(2n - 1) 
« = - 0 0 

and ijA as a dyadic upsampling followed by a linear filter, i.e., 

?/>](.r)(n) = (h* x){n) = J2 h(l)x(n - 2/) . 
/=-co 

Here, x denotes the upsampling of x, i.e., x(2n) = x(n) and x(2n + 1) = 0. and h. h <E /2(Z) 
are convolution kernels corresponding respectively to a smoothing and an interpolation filter. 
Choosing h = 2h, we obtain the pyramid representation proposed by Burt and Adelson in [19] 

(see also Section 1.3). The sequence {xk}, k = 0, K, of approximation signals corresponds 
to the Gaussian pyramid and the sequence {yk}, k = 1 , . . . , A', of detail signals along with xK 

corresponds to the Laplacian pyramid. Fig. 1.4 shows an example of such pyramids. Here, h 
has length 5 and is of the form given by (1.1) with a = 0.35. 
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Obviously, the choice of different analysis and synthesis operators results in different kinds 
of pyramids. In particular, nonlinear pyramids have attracted a great deal of attention. A 
well-known example is the morphological pyramid [63,153], where the analysis and synthesis 
operators are based on morphological operators such as erosions, dilations, openings and clos
ings [131,140]. Another instance of nonlinear pyramids is the ratio-of-low-pass pyramid [152]. 
Here, the ratio (rather than the standard difference) of the successive low-pass filtered signals is 
computed. In fact, the operator ' + ' used in (2.11) can be replaced by any invertible operation 
(see [63] for details). 

Observe that a signal representation obtained by means of a pyramid transform (i.e., detail 
signals along with the coarsest approximation) is overcomplete in the sense that it produces 
more samples than the original signal. This is a direct consequence of the fact that the detail 
signal yk 'lives' at the same resolution level as xfc_1. 

Note also that we can go from any level k in the pyramid to a higher level / by successively 
composing analysis operators. This gives an operator 

•'I'll = ^1-1^-2---Vl, l>k, 

which maps a signal in Vk to a signal in Vt. On the other hand, the composed operator 

^lk = ^k+i---wl^ l>k, 

takes a signal from level / to a lower level k. We define the approximation operator 

ik^lk^h » l > k, 
which takes a signal from level k to a higher level / and back to level k again. Since the 

analysis operators i}rk, k > 0, are designed to reduce signal information, they are not invertible 

in general. Therefore, 4'k,i approximates a signal at level k by predicting it (by means of ip}k) 

from the reduced information at level / incurred by iplj. We denote by Vk
l the range of the 

approximation operator, that is, Vk = Ran(0/Ci/). 

2.3.2 Pyramid condition 

The analysis and synthesis operators ipl, ipl
k are said to satisfy the pyramid condition if 

•u-lwl = id on Vk+1, 

where id denotes the identity operator. This condition guarantees that the synthesis operator 
ipk does not reduce information and thus, given a signal t!>l(x) € Vk, where x G Vfe+i, we are 
able to uniquely recover x. From here, it is easy to show that 

^l,M.k = ^ o n ^ ) I > k . 

In other words, the 'prediction' from x € V/ into a new signal ip[k(x) belonging to a finer level 
Vk is invertible. Moreover, it can be shown [63] that 

V<CVk'-
lCVk, l>k + l, (2.14) 
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where V^ = Ran('0w) with 

>". —.,.',•! i/J _ »',i,.',l ,.,l r'.1 , . ' . . . ,'J / --, A. 
Vk,i - V/.fcVfc i - W f c + i Vfc-iV'fc-iV'*-2 ' V/ , ' > >• 

/fc+2 In this case, the operator t/'/c,/ maps the signal space 14 into nested subspaces • • • C Vk C 
V^'+1 C 14, each subspace V£ containing all "level /' (/ > k) approximations of signals in 14. 
Equation (2.14) is a basic requirement for multiresolution analyses [97] (see also Definition 1.4.1) 
that, agrees with the intuition that, the space Vjf-1, which contains the approximations of signals 
at level k obtained by means of operator 4>k,i-u contains the approximations of signals at level 
k obtained by means of i/v,-./ as well. 

For the linear case where &(x){n) = (h * x)(2n) and 4>l(x){rt) = (h * x)(n) (see Exam
ple 2.3.1), it is easy to check that the pyramid condition amounts to 

oo 

Y, h(!)h(2n - t) = 6(n). (2.15) 

E x a m p l e 2.3.2 ( B u r t - A d e l s o n py ramid w i t h p y r a m i d c o n d i t i o n ) . We consider again 
the Burt and Adelson pyramid described in Example 2.3.1 but imposing the pyramid condition, 
which in this case reduces to (2.15). We assume that the analysis filter h has length 5 and we 
follow the design criteria proposed by Burt, and Adelson [19] (see also (1.1)): 

h(0) = a, h(-l) = h(l) = i h{-2) = h(2) = 7 - | . H*) = ° for o t h e r " • 

(a) Consider a symmetric synthesis filter of length 3: 

h(0) = d, h(-l) = h(l) = e, h(n) = 0 for other n. 

The pyramid condition in (2.15) yields 

-e + ad=l and ( - - -)d + - e = 0 . 

oo 

If we impose the normalizing condition J2 ( _ 1 ) ' M 0 = 0. we get. a unique solution: 
;=-oc 

h(-2) = h{2) = - i h(-l)=h(l) = \ , h{0) = ^ , h(n)=0 for other n, 
o 4 4 

fc(-l) = h(l) = i fc(0) = 1. h{n) = 0 for other n. 

Or equivalently, 

tfl{x){n) = ! ( - x(2n - 2) + 2x(2n - 1) + Qx(2n) + 2x(2n + 1) - x(2n + 2)) 

i ^(x)(2n) = x(n) 

\ ^(x){2n 4-1) = | ( . r (n) + x(n + 1)) . 
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(b) Consider now a symmetric synthesis filter of length 5. The pyramid condition leads to 

h(-l) = h(l) = - , h(0) = ^ h(n)=0 for other n, 

h(-2) = h(2) = ~ , h{-l) = h(l) = i , fc(0) = f, h{n) = 0 for other n. 

Before we conclude this subsection, we point out the relationship between our framework and 
the frame reconstruction of the Laplacian pyramid proposed by Do and Vetterli in [49], where 
they study the Laplacian pyramid using frame theory. They show that the usual reconstruction 
(see (2.13) and synthesis part in Fig. 2.4) is suboptimal in the presence of noise and propose 
a new reconstruction method based on projection, which is the pseudo-inverse in certain cases. 
Do and Vetterli propose a reconstruction scheme (in the linear case) such as depicted in Fig. 2.5. 
Now, perfect reconstruction is achieved if and only if -xp1^ is a projector or il^tp^ = id. Note 
that the latter is equivalent to the pyramid condition. 

Figure 2.5: Alternative synthesis scheme for the Laplacian pyramid. 

Now, instead of (2.11) we get 

¥A(ar, y) = ipl{x) - iHHv) + V, for x G Vk+l , y e Wk+l, 

where H4+i C Vk and 0 J : Vk+\ —> Vk. Define 

ul(y) = y - iPli>Hy) • 

Now, the perfect reconstruction condition in (2.1) can be reformulated as 

i)lil)\x) + U)[UJ\X) = x, for x € Vk , 

where u-,r(x) = x — ^^{x). 

(2.16) 

2 .3 .3 Li f t ing p y r a m i d s 

The lifting scheme, introduced in Section 2.2 for general decompositions, can be applied to 
pyramid decompositions. Both update and prediction lifting steps yield a modified pyramid 
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scheme. From (2.8)-(2.10) and (2.11), we get that the updated analysis and synthesis operators 
are: 

ipl (x) = VT (z) + U (x - VV1 (*)) , xe V'o 

u>l(x) = UJ^(X) = x — vA'tl^(x), x G V0 

*l(x,y) = V[(x- U(y),y) = v- (x - U(y)) +y, x e ^ . y e IF, C V0 . 

where U: Vo —• V\ is the update operator. It is not difficult to show that the pyramid condition 
is preserved by an update lifting step, i.e., {ip\,ip^) satisfies the pyramid condition if {i^,ii^) 
does so. Note, however, that the new decomposition structure does no longer satisfy the 
assumption in (2.11). Note also that iff ' is linear, then ^ j , corresponds to (2.16) with t '1 = U. 
In contrast, the pyramid condition will, in general, no longer be valid after a prediction lifting 
step. In this case, the modified analysis and synthesis operators are: 

4>l(x)=^(x), x€Vn 

u>l(x)=x-P(it>ty(x)) , xeV0 

Vl
p(x. y) = # J (.r, y + P(x)) = 01 (x) + P(x) + y . x G \\ . y G Wl C V0 , 

where P : V\ —* W\ is the prediction operator. Note that in this case the assumption in (2.11) 
is satisfied with jpp = ̂  + P instead of v;i-

2.4 The wavelet transform 

2.4.1 Axiomatics 

A general wavelet decomposition has the structure depicted in Fig. 2.1. but in addition to the 
perfect reconstruction condition (2.1). i.e., 

tf1 (^(x).^(x)) =x. forxeKo, (2-17) 

it satisfies the additional constraints 

ióT (vf1 (x, y)) = x, for x G V',. y G W, (2.18) 

J \&(.r, y)) = y , for x G 14 , y G Wl, (2.19) 

which guarantee that the decomposition is non-redundant. Note that ('2.17)-('2.19) imply that 
the analysis operator <I>T = (V'T,w') and the synthesis operator ^ are inverses of each other. 
Concatenation of a series of analysis steps yields a multiresolution decomposition called the 
wavelet transform. 

Often, e.g. in the linear case, the synthesis operator $>l is of the special form 

<bl(x, y) = ipl(,r) + u;1 (y ) , x G V", , y G Wx. 
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In this case, we speak of an uncoupled wavelet decomposition and conditions (2.17)-(2.19) be
come 

il}lily{x) +UJ1CO1(X) = x, xeV0 

xj;! (ipl(x) + u>l(y)) = x, x <=Vi,y e Wi 

u>] (i/;l(x)+üjl(y)) = y, x G V\ ,y € W\. 

(2.20) 

(2.21) 

(2.22) 

Fig. 2.6 depicts the corresponding synthesis part of an uncoupled wavelet decomposition for 
the multilevel case where K = 3. 

Figure 2.6: Synthesis scheme of a 3-level uncoupled wavelet decomposition system. 

It was explained by Heijmans and Goutsias [70] how existing linear wavelets or filter banks 
(see Section 1.4) can fit into this abstract wavelet scheme. One can easily establish the relation 
between the biorthogonal conditions stated in (1.15)-(1.16) and (2.20)-(2.22). Note, however, 
that the expressions in (2.20)-(2.22) (and more general (2.17)-(2.19)) are formulated in operator 
terms, and do not require any sort of linearity assumption or inner product. This allows a broad 
class of nonlinear wavelet decomposition schemes [46,55,57,66,70]. 

2.4.2 Pyramid condition 

It is straightforward to see that (in an uncoupled wavelet decomposition) the operators I/J\ ift1 

obey the pyramid condition, that is, ^tjA = id. In the linear case, where we have 4>](x)(n) = 
(h*x)(2n), ijA(x)(n) = (h*x)(n), the pyramid condition corresponds to one of the biorthogonal 
conditions, namely, 

J2h(l)h(2n-l)=6(n] 

In fact, it can be shown [70] that, in the linear case, any pyramid decomposition that satisfies 
the pyramid condition can be extended to a wavelet decomposition. 
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E x a m p l e 2.4.1 ( B u r t - A d e l s o n wavele t ) . Consider the Burt-Adelson pyramid discussed 
in Example 2.3.2(a). Then, a possible solution to biorthogonality conditions (1.15)-(1.16) is 

S(0) = i , 0(1) = - 1 , ff(2)= 2 ' d(n) = 0 for other n, 

g(-3) = g(l) = i , g{-2) = 5(0) = ± , <,(-l) = - ? , <?(n) = 0 for other n. 

This yields the following detail analysis and synthesis operators: 

üjï(x){n) = \ (x{2n) - 2x(2n + 1) + x{2n + 2)) 

w*(y)(2n) = J(y(n) + y(n + l ) ) 

w%)(2r i + 1) = | (ï/(n) - 6y(n + 1) + y(n + 2)) . 

2.4.3 Lifting wavelets 

The general technique of lifting described in Section 2.2 can also be applied for wavelet decom
positions. In fact, the lifting scheme was introduced by Sweldens as a technique for building 
new wavelets from existing ones [146]. It is easy to show that the modified scheme resulting 
from lifting satisfies the constraints for a wavelet scheme, i.e., (2.17)-(2.19), and hereby also 
the pyramid condition. It is important to note, however, that lifting will in general give rise to 
coupled wavelet decompositions even if the original wavelet transform is uncoupled. 

The lifting scheme has changed the wavelet scene dramatically since it provides a simple 
yet flexible method for the construction of new, possibly nonlinear, wavelets from existing ones. 
The initial wavelet transform can be a trivial one. The most simple case is the one where the 
domain of the signal is subdivided into two disjoint subsets. In the one-dimensional case, this 
subdivision often comprises the even and odd samples, e.g., xi(n) = x°(2n), yl{n) = x°(2n + l). 
This latter decomposition, known in signal processing as polyphase decomposition, is sometimes 
called the lazy wavelet transform. 

In the context of linear wavelets, it has been shown that any system using finite impulse 
response filters can be decomposed into elementary lifting steps [45]. Furthermore, as we 
observed before, lifting does not require that the prediction and the update operator are linear 
or fixed, nor that the underlying sampling grid is regular. With the lifting scheme, it becomes 
possible to build 'any wavelet you like' on 'every geometrical structure you are interested in'. 
In the next chapter, we will exploit this fact by adapting the update operator to the local 
properties of the signal, hence we will design adaptive wavelet decompositions. 

2.5 Other multiresolution decompositions 

In the previous sections we have focused on pyramids and wavelets. However, there are many 
alternatives; for example, the wavelet packet representation [34], the local basis decomposi
tions [99] or the multiwavelet construction [62,145]. We briefly discuss some of these decom
positions. 
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2.5.1 Wavelet packets 

With a straightforward generalization of the wavelet transform, we can obtain an even sparser 
representation of a signal. Instead of decomposing only the approximation spaces Vk to derive 
the approximation and detail spaces Vfe+i and Wk+i, we decompose the detail spaces as well. 
The recursive splitting of spaces can be represented in a binary tree as illustrated in Fig. 2.7. 
At each node of the tree, we have the option to split or not. This allows the construction of an 

(a) (b) 

Figure 2.7: Examples of tree-structure filter banks of depth 2: (a) only low-pass is split (standard 
wavelet); (b) full tree; (c) only high-pass is split. 

arbitrary dyadic tree structure. Each structure is associated with a function basis known as a 
wavelet packet basis [34,99]. One possibility is the octave-band tree, with low-pass iterations 
only; see Fig. 2.7(a). In fact, the standard wavelet basis is an example of a wavelet packet basis 
obtained by choosing such a tree. Here, the frequency axis is decomposed in dyadic intervals 
whose sizes have an exponential growth as shown in the time-frequency plane of Fig. 1.1. 
As discussed in Section 1.1.2, when the scale decreases, the frequency support of the wavelet 
is shifted toward high frequencies. The time resolution increases but the frequency resolution 
decreases. Thus, standard wavelet bases are suited for signals where high-frequency components 
have shorter duration than low-frequency components. 

Wavelet packets generalize the fixed dyadic construction of the standard wavelet basis corre
sponding with Fig. 1.1 by decomposing the frequency axis in intervals of varying sizes, depending 
on the tree-structure filter bank which has been used. See Fig. 2.8 for an example. 

Given a signal, we can obtain the 'best ' (according to some criterion) tree decomposition. 
The best wavelet packet basis algorithm described in [168] is often used to select a 'best' basis 
that minimizes a concave cost function. 

Wavelet packets are particularly well adapted to decompose signals that have different 
behavior in different frequency intervals. Note, however, that time-frequency tiles at a particular 
frequency have the same time resolution. Thus, if the signal is non-stationary in time, it is 
more appropriate to decompose the signal in a block basis that segments the time axis instead 
of the frequency axis. The local bases described next are examples of such a basis. 

2.5.2 Local basis 

A local basis divides the time axis into intervals of varying sizes, as shown in Fig. 2.9. Of 
particular interest are the cosine bases [33,99], which arc obtained by designing smooth windows 
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frequency 

Figure 2.8: A wavelet packet basis divides the frequency axis in separate intervals of varying sizes. A 
tiling is obtained by translating in time the wavelet packet basis covering each frequency interval. 

tha t cover each time interval and multiplying them by cosine functions of different frequencies. 
Similarly to wavelet packets, a local cosine tree can be constructed by recursively dividing 

spaces built with local cosine bases. As in the wavelet packet case, this offers the possibility of 
choosing a 'best1 basis for a given signal. A best local cosine basis adapts the time segmentation 
to the variations of the signal time-frequency structures. In comparison with wavelet packets, 
we gain time adaptation but we lose frequency flexibility (since the frequency axis is being split 
with constant bandwidth). 

frequency 

Figure 2.9: A local basis divides the time axis in separate intervals of varying sizes. A tiling is 
obtained by translating in frequency the local basis covering each time interval. 

Note that wavelet packets and local cosines are dual families of bases. Wavelet packets 
segment the frequency axis and are uniformly translated in time, whereas local cosines divide 
the time axis and are uniformly translated in frequency. By combining the two dual concepts 
one can obtain arbitrary tilings of the time-frequency plane [72]. 

2.5.3 Multiwavelets 

Multiwavclet decompositions offer more design flexibility by introducing at each level several 
analysis and synthesis operators. Multiwavelets have some advantages over scalar wavelets 
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in relation to properties which are known to be important in signal processing such as short 
support, orthogonality, symmetry and vanishing moments. A scalar wavelet, except for the 
Haar case, cannot possess all these properties at the same time. In contrast, a multiwavelet 
system can simultaneously provide perfect reconstruction, orthogonality, linear-phase symmetry 
and a high number of vanishing moments [144]. The main drawback, however, is that they are 
implemented with more complicated filter banks than the standard wavelet transforms. 

The standard wavelet transform is a scalar transform: it uses one analysis operator for 
the computation of the approximation signal, and one analysis operator for the computation 
of the detail signal. A multiwavelet transform generalizes the scalar wavelet transform: the 
approximation signal is generated by M analysis operators and the detail signal by M analysis 
operators. 

In the same way that the scalar wavelet transform may be obtained by iterating a two-
channel filter bank on its low-pass output (see Section 1.4.3), a multiwavelet transform can 
be obtained by a matrix-valued filter bank with 'coefficients' that are M x M matrices. Each 
input sample x(n) is a vector with M components The resulting two-channel M x AZ-matrix 
filter bank operates on M input data streams, filtering them into 2M output streams. 

Let us illustrate this for M = 2. We start with a signal x° which is pre-processed (e.g, 
by repeating each sample) to produce the sequences x° and x®- Their coarse approximation is 
computed with the low-pass channel of the multiwavelet filter bank: 

l= — oo 

where each 'coefficient' h(l) is a 2 x 2 matrix. Analogously, the details are computed with the 
high-pass channel of the multiwavelet filter bank: 

Vl{n -£«<>«£: 8) 
This one-level decomposition is shown in Fig. 2.10. 
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Figure 2.10: Multiwavelet analysis filter bank with M = 2. An input x° is vectorized into x° = 
(Xĵ Xr})7 • Each row of the multifilter h (and the same applies to g) is a combination of two scalar 
filters, one operating on x® and the other operating on x". 
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Full multiwavelet decomposition of the signal x° is obtained by iterative filtering of the 
approximation coefficients xk(ri) = (x'i(n). x^n)) (where the superindex '7" denotes transpo
sition). The original signal can be reconstructed from the multiwavelet coefficients by means 
of the synthesis equation: 

oc oc 

xk(n) = J2 h(l)xk+1(n-2l)+ ] T g(l)yk+\n-2l). 
l=-oc /=-oc 

Here. xk+1 = ( s j + 1 , xk
2
+l)T. yk+1 = ( | / f+ 1 ,yJ+ 1)T and h. g are the synthesis multifilters. As in 

the scalar case, the filters need to satisfy the biorthogonahty conditions: 
oc oc 

J2 h(l)h(2n -l)= Y, 9(l)9(2n - I) = *(n) I 
/=—oo l=—oo 

oc oo 

Y,h(l)g(2n-l)=J2 9(l)h(2n-l) = 0, 
l=-oo l=-oo 

where I. O denote the 2 x 2 identity and null matrices respectively. 
Note that we have M times as many filters as in the classical wavelet case. One input 

signal x produces 2M outputs from the analysis bank. This means that the signal x has to 
be 'vectorized' so that M input streams (x\,... ,XM) go together. The most obvious way to 
get M inputs from a given signal is to repeat the signal so that M identical streams go into 
the multifilter bank. This produces an overcomplete representation. A different way is to 
pre-process the given scalar signal so that if the data enters at rate r, pre-processing yields 
M streams at rate r/M for input to the multifilter. which then produces 2M output streams 
(M for the approximation and M for the detail), each at rate r/2M. In either case, the pre
processing should be reversible so that after the synthesis step, post-processing can recover the 
original signal x. 

2.5.4 Steer able pyramid 

The steerable pyramid is an overcomplete, linear, multiresolution and multiorientation image 
decomposition where the analysis and synthesis operators are (in the simplest case) derivative 
operators with different supports and orientations. The associated filters are such that the 
resulting transform is self-inverting (i.e., the synthesis filters are just a reflected version of the 
analysis filters) and, moreover, it is translation and rotation invariant. In the following, we 
briefly describe the construction and implementation of the steerable pyramid: a more detailed 
account can be found in [138]. 

The steerable pyramid transform is implemented as a filter bank consisting of polar-separable 
filters. For simplicity, we consider the filters in the frequency domain. Thus, a filter h(m,n) 
in the spatial domain is expressed as H(u, v) in the frequency domain, where u and v are the 
frequency variables corresponding to the two spatial directions. More precisely, 

oc oc 

H(u, v) = Y, Y, h ( ; " • n)e~iume-ivn , 
m=-oc n=—oo 



2.5. Other multiresolution decompositions 39 

where i = y/—l. For future convenience, we define v = (u, v)1 and H*(v) = H(—v). 
The frequency tiling after one level of decomposition is shown in Fig. 2.11 for the case of two 

orientation bands (i.e.. P = 2). The corresponding diagram for this decomposition is depicted 
in Fig. 2.12. The filters Bp, p = 1,2, are oriented band-pass filters. Hi is a narrow-band 
low-pass filter, GQ is a non-oriented high-pass filter and H0 is a low-pass filter. 

Figure 2.11: Frequency tiling after 1-level decomposition of a steerable pyramid transform with P = 2. 
The frequency plane has been decomposed into a low-pass band (after filtering by Hi), two oriented 
band-pass components (after filtering by Bp, p = l ,2j , and a high-pass band (after filtering by Go). 
The depicted squared region corresponds to the frequency range [—IT, IT) x [—IT,IT]. 
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Figure 2.12: First level of a steerable pyramid transform with P = 2. 

As illustrated in Fig. 2.11, the band-pass filters together act as a circular symmetric band
pass filter. The low-pass filter H\ passes the low-frequency components that fall inside t he 
central core of that circular filter, while the high-pass filter G'0 passes the high-frequency infor
mation that falls outside. In this way, the entire signal, regardless of its frequency, is passed to 
one of the output channels. 

A block diagram illustrating the steerable pyramid transform and its inverse is shown 
in Fig. 2.13. Initially, the image is separated by the pre-processing filters HQ and Go into a 
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Figure 2.13: Steerable pyramid transform (analysis) and its inverse (synthesis). 

low and a high-frequency bands. We denote the high-frequency band by z1. The low-frequency 
band is then divided into a set of P oriented detail images and one approximation image. The 
detail images f/(-\p). p = 1, P, are obtained using the band-pass filters B\ , BP, while 
the approximation signal x] is obtained using a low-pass filter Ht followed by a dyadic down-
sampling. The process of splitting into P details and one approximation is iterated on the 
approximation image (thus, filters H0 and Go are not used in the successive levels). 

In order to ensure that the transform is invertible as well as jointly invariant in orientation 
and space, the filters must satisfy specific radial (scale) and angular (orientation) frequency 
constraints [137]. The radial frequency constraints are: 

1. Band limiting to prevent aliasing in the subsampling operation: 

Hi{v) = 0 for llvll > TT/2, 

where llvll = y/u2 + v2. 

2. Flat system response to avoid amplitude distortion: 

p 

|tfoH2(|#i(o)|2 + E I 5 »! 2 ) + \°o{v)\2 = i (2.23) 
P = ] 

3. Recursion. The low-pass channel of the system must be unaffected by the iteration 
process: 

| / / 1 ( v / 2 ) | 2 ( | / / , ( v ) | 2 + E | B p ( v ) | 2 ) = | t f , (v /2 ) | 2 (2.24) 

A sufficiënt condition for (2.24) to hold is that the decomposition/reconstruction filter bank 
has unity gain for low frequencies: 

|#,(v)|2 + £ | B » | 2 = l. 
/> i 
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In this case, (2.23) implies that the pre and post-processing steps must also have a unity gain, 
that is. 

\H0(v)\2+\Go(v)\2 = l. 

Typically, HQ(V) = Hi(v/2), so that the initial low-pass 'shape' of the filter is the same as that 
used within the iteration. Thus, during the iteration H^(v/2) plays the role of the initialization 
filter H0(v). 

The angular constraint on the band-pass filters Bp requires these filters to form a steerable 
basis1 [138]. In the simple case where the basis functions of the decomposition are directional 
derivative operators, the angular constraint can be expressed as 

Bp(v) = B(v)(-icos(e-9p))
P~\ 

where i = y/— 1, 9 = arctan(v/«), 6P = TT2^ - for p = 1 , . . . , P, and 

B{v)=\T\Bp{v)\2 

\ P = I 

The pyramid can be designed to produce any number of orientation bands P , resulting in 
an overcomplete transform with a redundancy factor of 4 P / 3 . 

2.5.5 Gradient pyramid 

A gradient pyramid [18] is obtained by applying a gradient operator to each level of the Gaussian 
pyramid {xk}. k = 0 , . . . , K. Each image xk is filtered by a set of four oriented gradient filters gp, 
p = 1 , . . . . 4. The resulting filtered bands correspond to the detail images y + 1 ( ' | p ) , p = 1 , . . . . 4, 
representing the horizontal, vertical and the two diagonal directions. To reconstruct the original 
image from this gradient decomposition, a Laplacian pyramid is constructed as intermediate 
result. First, a (derivative) synthesis filter gp is applied to yk+1(-\p), p = 1 , . . . , 4. A Laplacian 
pyramid { y ^ 1 } , can then be obtained by summing up, at each level, the filtered resulting 
images. Fig. 2.14 illustrates one level of the gradient pyramid transform. Here, h is the low-
pass filter used to construct the Gaussian pyramid {xk}, k = 0 , . . . , K, and h its corresponding 
synthesis filter. In [18]. the filter h is assumed to be of the form h = h * h with h being a 3 x 3 
binomial filter. Then, it can be shown that perfect reconstruction is possible by taking 

gp = (1 + h) * dp and gp = --dp, 

where dp, p = 1 , . . . , 4, are the derivative filters: 

'A set of filters forms a steerable basis if they are rotated versions of each other and a version of the filters 
at any orientation may be synthesized as a linear combination of the basis filters. The simplest example of a 
steerable basis is a set of P directional derivatives of order P — 1. 

* / • * 
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Figure 2.14: Gradient pyramid transform (analysis) and its inverse (synthesis). 


