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Chapter 5 
Adaptive wavelets in image compression 

The development of image compression methods is an on-going theoretical and practical re
search effort. Video telephony, teleconferencing, accessing images from distant servers, video 
communications as well as many other multimedia applications would not be feasible with
out compression. In addition, most of these applications request new functionalities such as 
object-oriented coding and progressive transmission of information. 

For various reasons wavelet-based image compression algorithms are becoming extremely 
popular, and they have been adopted into the new still-image coding standard JPEG2000. Such 
compression algorithms exploit the ability of wavelet representations to efficiently decorrelate 
and approximate image data with few non-zero wavelet coefficients. Moreover, the multireso-
lution nature of wavelets allows for progressive image coding, a useful functionality for image 
transmission over low bandwidth channels. 

In this chapter, we examine the potential of the adaptive wavelet schemes described in 
Chapter 3 for image compression. Section 5.1 starts with a reminder of basic concepts from 
image compression. In Section 5.2, we discuss briefly wavelet-based image compression. In 
Section 5.3, we point out some limitations of classical wavelets. We mention various new 
approaches that have been recently introduced to overcome such limitations and outline the 
adaptive wavelet schemes proposed in previous chapters. In Section 5.4, we evaluate the ef
fectiveness of our adaptive wavelet schemes by means of an entropy criterion. In Section 5.5, 
we discuss the effects of quantization in the adaptive wavelet scheme. We provide conditions 
for recovering the original decisions at synthesis and we provide expressions that relate the 
reconstruction error to the quantization error. Such an analysis is essential for the application 
of our adapt ive decompositions in lossy image compression algorithms. In Section 5.6 we show 
several simulation results. Finally, in Section 5.7, we give some conclusions and discuss future 
research. 

5.1 Preliminaries 

Compression is a process intended to yield a compact representation of the data by removing, 
or at least reducing, the redundancy present in the original data. For example, in images there 
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106 Chapter 5. Adaptive wavelets in image compression 

is usually a considerable amount of correlation among nearby pixels. Thus, a major ingredient 
of an image compression method is the design of an image representation that captures this 
redundancy and hence reduces the number of bits required to represent or approximate the 
image. In practice, this amounts to a constrained optimization procedure that tries to minimize 
the number of bits while maintaining a certain quality. 

The degree of compression is usually measured by the so-called compression ratio. This is 
denned as the ratio of the number of bits required to represent the image before compression 
over the number of bits required to represent it after compression. The average number of 
bits used to represent each sample value (i.e. pixel) is referred to as the bit rate and is usually 
expressed as bpp (bits per pixel). 

There are two basic kinds of compression schemes: lossless and lossy. Lossless schemes 
compress the image without loss of information so that the original image can be recovered ex
actly from its compressed version. Lossy compression schemes involve some loss of information. 
After lossy compression, the original image cannot be perfectly reconstructed. In return for 
accepting an error in the reconstruction, one can achieve higher compression ratios than with 
lossless compression. 

In lossy compression, the reconstruction differs from the original signal. The difference 
between the original and reconstructed signal is referred to as approximation error or distortion. 
Although there are several approaches to measure such distortion, the most commonly used are 
the mean squared error (MSE) and the peak-signal-to-noise-ratio (PSNR). They are respectively 
defined as: 

M V 

M S E = MÏV ^ ^ ( ; r ( m ' n ) " i ' ( m ' n ) ^ ' ( 5 1 ) 

m=l n=l 

where x is the original image of size M x JV and x is the reconstructed image, and 

P S N R = 1 0 1 o g 1 0 ^ | ^ , (5.2) 

where xmax is the maximum possible intensity value in the image (e.g., xmax = 2b— 1 for images 
with b bits depth). Obviously, smaller MSE and larger PSNR values correspond to lower levels 
of distortion1. However, it is important to note that these distortion measures do not always 
correlate well with image quality as perceived by the human visual system. This is particularly 
true at high compression ratios (i.e., low bit rates). 

In practice, the distortion increases with the amount of compression, that is, distortion is 
a function of (bit) rate. For this reason, plots of distortion D versus rate R are often used 
to analyze lossy compression performance. Rate-distortion theory [37,127,150] is concerned 
with the trade-offs between distortion and rate in lossy compression schemes. One way of 
representing the trade-offs is via a rate-distortion function R{D), which specifies the lowest 
rate at which the signal can be encoded while keeping the distortion less or equal to D. 

In lossless compression, there is no distortion but there is only a limited amount of com
pression that can be obtained, depending on the information content of the image. Intuitively, 

'Other terms related to distortion are fidelity and quality. When we say that the fidelity or quality of a 
reconstructed image is high, we mean that the distortion is small. 
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the amount of information conveyed by the data depends upon its 'randomness'. The more 
randomness, the less redundancy there is among the data and hence the more difficult it is to 
compress it. An extreme case is white noise which is incompressible. The coding efficiency in 
lossless schemes is sometimes characterized by the entropy of the compressed representation of 
the image. 

The entropy of a discrete random variable X is defined as 

ff(X) = -5>(z) log 2 p(z) , (5.3) 

where X is the set of possible outcomes of X. and p(x) is the probability of the outcome X = x. 
The entropy is a measure of the amount of information required on the average to describe the 
random variable. It is an important concept for understanding and developing compression 
algorithms: Shannon's coding theorem [132,133] says that the entropy of X represents a lower 
bound on the average number of bits needed to represent each of its outcomes. 

A typical compression algorithm consists of three steps: transformation, quantization and 
coding. The transformation step applies a transform to the original image so that the resulting 
set of coefficients are more amenable to compression. The transforms are designed to remove 
the statistical correlation and/or to separate irrelevant (e.g., from a perceptual point of view) 
information from relevant information. The transform operation is usually invertible. Quanti
zation is used to discard transform coefficient information that is considered to be 'insignificant'. 
Quantization maps the output set of the transform into a smaller set. In most cases, it is only 
the quantization step that discards information and hence introduces distortion. In the case of 
lossless compression, no quantization is performed. The coding process exploits the statistical 
redundancy in the (quantized or not) transform coefficients. This step is invertible. 

The decompression algorithm simply mirrors the process used for compression. First, the 
compressed image is decoded to obtain the quantized transform coefficients. These are then 
'de-quantized' yielding an approximation of the original transform coefficients. Finally, the 
inverse of the transform used during compression is employed to obtain a reconstructed image. 

The kind of compression schemes described above are also known as transform-based com
pression schemes. Note that the transform step is only one of the three components of such 
compression steps, and that there exists a strong interplay among them. In this thesis, however, 
we are mostly interested in the transform step, and more specifically, in the adaptive wavelet 
transform schemes described in previous chapters. We briefly address quantization, but the 
coding step is beyond the scope of the thesis. 

5.2 Wavelets in image compression 

One popular choice for the transformation step is the wavelet transform, which has proved 
quite effective for image compression [15,47,61,90,125,134]. The effectiveness of wavelets 
stems from the fact that, thanks to their good space-frequency localization, they can provide 
a sparse representation of images with significant wavelet coefficients occurring mostly in the 
neighborhood of edges and other kind of strong transitions. The intuitive explanation is that 
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images typically consist of smooth areas separated by sharp transitions (i.e., edges). Within 
the smooth regions, wavelet coefficients are small (due to vanishing moments and regularity 
properties) and they decay rapidly from coarse to fine scales. In the neighborhood of edges, 
wavelet coefficients are larger and they decay in a slower fashion, but because of their local 
support, relatively few wavelet coefficients are affected by the presence of edges. Thus, wavelet 
decompositions result in few large-amplitude coefficients which, in addition, correspond to 
visually important image features (i.e, edges). 

Another reason to take recourse to wavelets is their multiresolution nature, which facilitates 
functionalities such as progressive transmission and resolution scalability (i.e., a compressed 
bit-stream may be partially decompressed to obtain successively higher resolution versions of 
the original image). 

In addition, wavelet decompositions exhibit dependencies across and within scales which can 
be easily exploited by the quantization and coding steps. For example, if a wavelet coefficient is 
small, then it is likely that its descendants, that is, coefficients corresponding to the same spatial 
location in finer scales, are also small. In such case one may code such wavelet coefficient and all 
its descendants into a single 'zero' symbol. This is the idea behind the so-called wavelet zero-tree 
coders. A well-known example is the embedded zero-tree wavelet (EZW) algorithm developed 
by Shapiro [134], which combines the zero-tree coding with bit-plane coding. 'Embedded' means 
that the coder can stop encoding at any desired rate (progressive transmission). In the EZW 
algorithm this is done by transmitting more important information first. 

5.3 Adapt ive wavelets in image compression 

A key point in the success of wavelets for compression is their good nonlinear approximation 
properties for piecewise smooth functions in one dimension (ID) [47]. Unfortunately, this is 
less true for two-dimensional (2D) functions. Wavelets in 2D are usually obtained by a tensor 
product of ID wavelets. Thus, they are adapted to point singularities and cannot efficiently 
model higher order singularities, like edges in images. To a large extent the same can be said 
for other basic constructions of non-separable 2D wavelets. This intrinsic weakness of classical 
2D wavelets has motivated various researchers to look for novel wavelet representations that are 
better suited for the description of images. Several promising approaches are currently under 
investigation, including compression in the ridgelet and curvelet domain [48]. compression along 
curves using bandelets [88], and edgeprints [53]. In Section 3.1, some of these approaches have 
been discussed in more detail. 

In the same venue, the adaptive wavelet schemes that we have described in previous chapters 
may be regarded as another attempt to overcome the limitations of classical wavelets. In the 
following sections, we investigate the potential of our adaptive schemes in image compression. 
We emphasize that the results reported here concern only a very first research effort and that 
much more investigation will be required to get a good understanding of the potentials of our 
adaptive wavelets schemes. 

We restrict ourselves to the adaptive wavelet schemes described in Section 3.4. That is, an 
input signal x°: Zd —> Hi is split into x, y — {y ( - | l ) , . . . :y(-\P)}. These bands pass through a 
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two-stage lifting system comprising an adaptive update lifting step which returns 

N 

x'(n) = adnx(n) + ^ Pdnjyj(n), (5.4) 
3=1 

with yj{n) = y(n + lj\pj), Pj 6 { 1 , . . . , P } , and a fixed prediction step yielding 

y'j{n)=yj(ri)-Pj{x',y'){n). (5.5) 

The update step is triggered by the outcome dn — D(y{n)) G {0,1} of the decision map D. 
We assume that 

D(v) = \p(v) > T], 

where p is a seminorm, T is a threshold and v e R' v is the gradient vector with components 
Vj given by 

vj{n) = x(n) - yj(n), j = l,...,N. 

For the coefficients in (5.4) we assume that 

N 

ad + ^2 Pd,j = 1 for d = 0 ,1 . 
3=1 

We have seen in Section 3.4 that the gradient vector v' 6 JR. with components v'An) = 
x'(n) — yj(n), j — 1 , . . . , N, is related to v by means of the linear relation 

v' = Adv , (5.6) 

where Ad = I - u(3T
d with u = ( 1 , . . . , 1)T and (3d = (/3dti,..., (3d>N)T. 

It is obvious that the inversion of (5.4) is straightforward if dn is known. We have shown 
in Section 3.4 that if the threshold criterion holds (i.e, p(A0) and p~l(A\) are finite and 
p(AQ)p~1(Ai) < 1), it is possible to recover the decision at analysis which is based on the 
gradient vector i>, from the gradient v' which is available at synthesis. 

The combination of the adaptive update lifting with the fixed predict ion lifting yields an 
adaptive wavelet decomposition step mapping x° into x',y'. We obtain an adaptive multires-
olution wavelet decomposition by iteration of such wavelet steps. That is, we can use the 
approximation x' as the input for another wavelet decomposition step and obtain x",y". Then, 
we can repeat this for x", and so on. Thus, iteration of K steps results in a K-level wavelet 
decomposition of x° into yl, y2,..., yK, xK, where we have written y1 ,y2, etc, instead of y', y", 
etc., for simplicity of notation. 

5.4 Computing the empirical entropy 

In this section we investigate the potential of our adaptive wavelet schemes to yield an effective 
representation for compression purposes. In particular, we evaluate the coding efficiency of 
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some of the decompositions proposed in Chapter 4 by using a measure that is directly related 
to simple rate compression algorithms. 

In Section 5.1 we introduced the concept of entropy for a discrete random variable X. 
Consider now an image x: Z2 —> Z of size M x N, whose pixels can take L distinct values, say 
0. 1 . . . . . L — 1. We define the empirical distribution px of x by 

P,d) = - r ^ c a r d j n 6 Z2 | x(n) = !.} , I = 0 , 1 , . . . , L - 1, 

i.e., px is the L-bin normalized histogram of x. Analogous to (5.3), we define the empirical 
entropy: 

L-\ 

tf(:r)=-X>(01og2^(/). (5.7) 
/=o 

Our measure takes into account the fact that the statistics in different bands of a wavelet 
transform are different. For each band, we first uniformly quantize the transform coefficients 
with 256 bins. Then, we calculate the empirical entropy as in (5.7), where x is the 256-bin 
quantized band. 

The overall entropy (in bits per pixel) of a K-level decomposition is then calculated as the 
weighted sum of the (empirical) entropies of the approximation xK and the details y1,... }y

K 

bands: 

*:=i p=i 

for the 2D square sampling, and 

k 

h = T KH[xK) + J2 2_fcH(yfc). (5.9) 

for the quincunx sampling. 
In our simulations, we use the images shown in Fig. 5.1-Fig. 5.2 and apply some of the 

adaptive decompositions used in the experiments2 of Chapter 4. We compute the empirical 
entropy of each original image and the overall empirical entropy of each decomposition as 
described above. In the sequel, we use simply the term 'entropy', since it is clear from the 
context which definition ((5.7), (5.8) or (5.9)) is being used. 

Tables 5.1-5.2 show the entropy values for K = 2 and K = 4 levels of decomposition, 
respectively, for the images in Fig. 5.1. In each case, the entropy value of the corresponding 
non-adaptive decomposition with fixed d — 0 is also given. The entropy of the original images 
is shown in the second rows. From these tables, one can see that in all cases the adaptive 
decompositions give lower entropies than their non-adaptive counterparts, and that the 4-level 
decompositions (Table 5.2) provide a more compact representation (lower entropy) than the 
2-level decompositions (Table 5.1). Moreover, for K = 4, the coding efficiency of the adaptive 

2We take the same filters and decision map for these experiments, except for the threshold value T, which 
we choose in such a way that 15% of the decision map at the first level has value 1. 
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decompositions is considerably higher than that of the non-adaptive case, whereas a smaller 
improvement is observed for K = 2. 

We also observe that, in terms of the proposed entropy measure and for the chosen set 
of images, the adaptive transform in Experiment 4.2.5 performs the best, followed by the 
adaptive transform in Experiment 4.1.4. Experiment 4.2.5 corresponds to a square sampling 
decomposition using a weighted quadratic seminorm. Experiment 4.1.4 corresponds also to a 
square sampling decomposition but using a weighted gradient seminorm. In both cases, the 
equivalent low-pass analysis filter is a 3 x 3 low-pass filter for d = 0 and the identity filter for 
d= 1. 

Figure 5.1: Test images. From left to right and from top to bottom: 'House', 'Lenna', 'Barbara' and 
•Goldhill'. Their respective sizes are: 256 x 256, 512 x 512, 576 x 704 and 576 x 704. 

Table 5.3 shows the entropy values for K = 2 taking as input images the synthetic images 
depicted in Fig. 5.2. We evaluate the coding performance of Experiment 4.2.5 and Experiment 
4.5.3. In this latter experiment, the adaptive scheme switches between horizontal and vertical 
low-pass filters of length 3. The non-adaptive case corresponds to a filter which averages each 
sample with the average of its four horizontal and vertical neighbors. 

In both experiments the entropy values of the adaptive scheme are considerably smaller 
than for their non-adaptive counterparts. This is to be expected since the images comprise 
large homogeneous regions separated by sharp edges, and our adaptive decompositions are 
especially suited to distinguish between 'edge' and "non-edge' regions. Note that for image 
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Experiment 

, , r, adaptive 
4.1.3 

d = 0 
adaptive 

d = 0 
. » „ adaptive 

d = 0 

A 2 A a d a P t i v e 

. „ r adaptive 
d = 0 

House 

6.23 

5.64 
5.77 
5.01 
5.09 
5.53 
5.77 
5.51 
5.80 
4.84 
5.30 

Barbara 

7.54 

6.00 
6.15 
5.45 
5.48 
5.93 
6.15 
5.97 
6.27 
5.42 
5.89 

Goldhill 

7.56 

5.95 
6.03 
5.41 
5.47 
5.88 
6.03 
5.98 
6.08 
5.31 
5.75 

Lenna 

7,14 

5.85 
5.86 
5.20 
5.30 
5.75 
5.86 
5.79 
5.96 
5.12 
5.36 

Table 5.1: Entropy values for the adaptive and non-adaptive (d = 0) decomposition schemes using 
K = 2. 

Experiment 

. 1 ,-. adaptive 
d = 0 

. adaptive 
d = 0 

. , ... adaptive 
d = 0 

. 0 . adaptive 
d = 0 

4 2 5 a d a p t i v 0 

d = 0 

House 

6.23 

5.35 
5.54 
4.90 
5.00 
5.11 
5.54 
5.08 
5.60 
4.70 
5.22 

Barbara 

7.54 

5.67 
5.86 
5.35 
5.39 
5.53 
5.86 
5.58 
5.97 
5.31 
5.81 

Goldhill 

7.56 

5.51 
5.70 
5.29 
5.35 
5.34 
5.70 
5.44 
5.78 
5.17 
5.66 

Lenna 

7.44 

5.35 
5.45 
5.06 
5.18 
5.16 
5.45 
5.23 
5.62 
4.96 
5.25 

Table 5.2: Entropy values for the adaptive and non-adaptive (d = 0) decomposition schemes using 
K = 4. 

'Synth2', which contains diagonal edges, the improvements over the non-adaptive approaches 
are smaller than for image 'Synthl ' , which contains only horizontal and vertical edges. This is 
most noticeable in Experiment 4.5.3. where the filtering does not take into account the diagonal 
neighbors. 

5.5 Adding quantization 

Let xk: Zd —> IR denote the various levels of the signal for k = 0 , 1 , . . . , K. Given xk~l we obtain 
xk, yk by applying some wavelet transform W. The output approximation signal xk is used as 
input for the next block and the output detail signal yk is quantized by a mapping Q yielding 



5.5. Adding quantization 113 

Figure 5.2: Synthetic test images: 'Synthl' (left) and iSynth2' (right). Their respective sizes are 
64 x 128 and 128 x 128. 

Experiment 

A r, r adaptive 
d = 0 

. _ „ adaptive 
non-adapt. 

Synthl 

1.79 

0.40 
1.33 
0.40 
1.27 

Synth2 

2.01 

0.62 
1.63 
0.77 
1.24 

Table 5.3: Entropy values for the adaptive and non-adaptive decomposition schemes using K — 2. 

V = Q(y ')• After a K-level decomposition we have K quantized detail signals y1,..., yK and 
an approximation signal xK which is also quantized by Q to yield xK. This decomposition 
scheme is shown in Fig. 5.3, where the wavelet transform W corresponds to the adaptive lifting 
scheme described in Chapter 3 and summarized in Section 5.3. Here, however, we assume that 
the prediction is based only on the approximation signal. The transform W is also illustrated 
in Fig. 5.3. Here, S is an invertible mapping which splits xk~l into two components x$, y$, and 
T is the gradient operator, e.g., VQ = r(;ro,yo)-

The synthesis scheme that we use is depicted in Fig. 5.4. Here U~l and 5 _ 1 denote the 
inverse of the update lifting and the splitting, and Q - 1 is a right inverse of Q, i.e., QQ~l{i) = t 
for t e Ran(Q). We assume that for all z € R., 

\Q-lQ(z)-z\<vq, 

where q is the quantization parameter. For example, if Q(z) = {z/q}, where {•} denotes 
rounding to the closest integer, then v = 1/2. Henceforth we shall restrict ourselves to this 
particular case, which is known in the literature as uniform quantization. Moreover, we shall 
use the same quantizer Q for all bands. 

We assume that the threshold criterion holds. In the scheme of Fig. 5.3 this means that we 
will be able to recover dk

n = D(vk
Q{n)), where v j (n ) = T(a;*,y*)(n), from vk{n) = F(xk,y^){n)1 

where xk is the update of XQ. However, as becomes clear from the scheme in Fig. 5.4, we can 
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Figure 5.3: Analysis part of a multiresolution wavelet decomposition scheme with quantization. The 
wavelet transform W (gray box) is obtained by a splitting S, an adaptive update step U and a fixed 
prediction step P. 

a') • 

y* V_X y« s jw r V _ / y« 
( O ' 

Figure 5.4: Synthesis part of a multiresolution wavelet decomposition scheme with quantization. 
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o nly dispose of v'(n) = r(x f c ,y£)(n), where xk, $ are 'approximations' of xk,pQ due to errors 
resulting from the various quantization steps. Obviously, since the quantization step discards 
information, the synthesis scheme does not invert the analysis part. Below we derive estimates 
for the difference between the original signal x° and the synthesized signal x°. In particular, 
we derive conditions that guarantee that we can recover each original decision a\ at synthesis. 
This is important, since 'wrong' decisions at synthesis inevitably lead to 'bad' reconstructions. 
Before we state the precise result, we give some notation. 

In the sequel, we denote by y{n) the vector ( y i ( n ) , . . . ,yN(n)) . For a vector y G R,'v, 
the notation |y| denotes the /°°-norm, i.e., |y| = m a x { | y i | , . . . , \VN\}- If x: Zd —> R. and y: 
Zd —* IR , then || • || denotes the sup-norm, i.e., 

||.r|| = sup{|a;(n)| : n G Zd} , \\y\\ = sup{| j / (n) | : n G Zd} . 

Proposi t ion 5.5.1. Assume that p, irx,7Ty > 0 are constants such that 

\P(x)(n) - P{x')(n)\ < p\\x - x'\\, (5.10) 

p(v{n) - v'{n)) < 7rx\\x - x'\\ + iry\\y - y'\\ . (5.11) 

Define 

= max :— r > 1 — - } (5.12) 

IKI kul J 

= mJ^^,^lm. (5,3) 

and 

Afc_, = max{pAk + q/2,exAk + eu(pAk + q/2)} (5.14) 

rk = 7rxAk + 7i!/(pAk + q/2), (5.15) 

with A ^ = q/2. Assume that Tk satisfies 

(p(Aï1)-1~P(Ao))Tk>2Tk, (5.16) 

and choose a threshold Tk such that 

p{A0)Tk + r , < fk < p(A^)-lTk - r , . (5.17) 

Then we have 

dk
n = [p{vk(n)) > fk\ fork = L..., K, (5.18) 

and 

<Ak forh = 0,...,K. (5.19) 
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Proof. We will prove this theorem by induction. First observe that (5.19) holds for k = K, i.e., 

\\xK-xK\\<AK = ^. 

Now assume that (5.19) holds for some k with 1 < k < K. We show that (5.18) holds for A-
and that we can also establish (5.19) for A' - 1. Thus, by induction, we conclude that, indeed. 
(5.18) holds for k = 1 , . . . , K and that (5.19) holds for A' = 0 , . . . , A". 

Since yk(n) = Q~iQ{yk{n)). we get immediately that 

l|yfc-/ll<f, *=i A-. 

We know that 

yk(n) = yk(n) + P(xk)(n) and yk(n) = yk(n) + P(xk)(n). 

and from the estimate in (5.10) we get 

lift! - Voll < P P * - **ll + ?/2 < P&k + till • (5-20) 

We now investigate the two possibilities for the decision map, namely djj = 0 and rfjj = 1. To 
simplify notation we suppress the argument n. 

(i) dk = 0: this means that P(VQ) < Tk and we know from (5.6) that 

vk = A0v
k
Q 

in this case. We derive an upper estimate for p{vk). Here we use that p satisfies the triangle 
inequality: 

p(vk) < p(vk)+p(vk-vk)=p(AoVk)+p(vk-vk) 

< p(y\0)p(vk)+p(vk -vk) 

< p(A0)Tk + nx\\x
k - xk\\ + iry\\y% - yk

0\\, 

where we have used estimate (5.11). Thus, we get 

p(vk) < p(A0)Tk + TT,A, + 7Ty(pAk + q/2) < fk . 

(ii) dk = 1: this means that p(t>o) > Tk and we know from (5.6) that 

vk = Aiv
k
l 

in this case. We derive a lower estimate for p(v ): 

P(vk) > p(vk) - p(vk -vk)= p(A l VJ) - p{vk - vk) 

> p(A;l)-lp(vk)-p(vk-vk) 
> p{AllYlTk - nx\\x

k - .Tfc|| - TTyWy* - yk\\, 
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and from (5.20) we arrive at the estimate 

p(vk) > p(A;')-lTk - KxAk - 7Ty(pAk. + q/2) > fk . 

Thus we conclude that 

dk = [P(vk) > A]. 
A' N 

From xk
0(n) = ±{xk{n) - £ PdJojin)) and arj(n) = ^(xk(n) - £ 0dijy

k
tj(n)), we can show 

that 
IKo a o l l -= " x l K * || +'''1/112/0 i/oll • 

Using (5.20) we arrive at 

114' - 411 < <?rA, + 0y(pA, + q/2). (5.21) 

Now we need one final step to compute x f c -1 , namely the merging of XQ and •$ by means of 
5 _ 1 . It is obvious that 

| |^fc- l _ , / - - l | | < n , . , v / II A* _ T
k\\ \\i,k _ 7iA ' | l \ 

||£ x \\ ^ md.x\\\x0 x0\\,\\y0 s/oIIJ -

With (5.20) and (5.21) this yields 

II**-1 - z f c - 1 II < max{pAk + q/2,0xAk + 6y{pAk + q/2)} 

= A , _ L 

This proves the result. D 

5.6 A case s tudy 

We consider the case where the splitting S in Fig. 5.3 corresponds with the quincunx polyphase 
decomposition in Z2 and where p(v) = \aTv\ with a1 u ^ 0. In order to satisfy the threshold 
criterion we need (see Proposition 4.1.2): 

|tt'o| < |tti | and /3d = 7</o, 7^ € R, for d = 0 , 1 . (5.22) 

Now, (5.16) yields 
( | a 1 | - | a 0 | ) T f c > 2 r , . (5.23) 

and from (5.12)-(5.13) we get that 

0X = | a 0 | 1 and 9U = — ^ • max 
j=l \aj\ _ _ f 11 - 0 0 , , 1 - Q'i 

f=i«il 
N 

' E L a i l L' a'o Qi 

Here we have used (5.22) and the fact that a^ + 7^ Y2j=i aj = 1-
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We consider N = 4 and choose samples y, such that they correspond with the four horizontal 
and vertical neighbors of an 'even' location n. The prediction of y, is computed by averaging 
its four horizontal and vertical neighbors and we get that p = 1 in this case. We take a = 
(1 .1 ,1 ,1) (i.e., the seminorm p models the Laplacian operator), a-i = 1 and QQ = 2/3. One 
can easily find that nx = iry = 4. 9X = 3/2 and 9y = 1/2. Thus, we get from (5.15) that 
rk = 8AA- + 2q, and from (5.14) that A^_, = 2AA. + q/A, for k = 1 , . . . , K. Furthermore, we can 
show that 

A*=(3.2«-*-l)f. 

Then, (5.23) can be rewritten as 

Tk > 6n = 48AA. + Uq = 36g • 2K~k . (5.24) 

Note that lower levels require higher thresholds, and that the larger is K, the larger the thresh
olds. If we want to recover all the decisions made at analysis, one should satisfy the above 
condition and choose TJt according to (5.17) (e.g., if 7* = ör^., then T). = ör^). Note, however, 
that for large quantization steps (large q), condition (5.24) is somewhat restrictive, especially 
for finer levels (lower k). For example, if K = 4, then T\ > 288<? which, even for small q. 
will result in d = 0 for almost all decisions in the first level of decomposition. Thus, if the 
image is smooth enough, the adaptive wavelet scheme will behave exactly, or very similar, to 
the non-adaptive scheme with fixed d = 0. 

First, we show some results where (5.24) is not satisfied (hence in the reconstruction we 
may have 'wrong' decisions). Nonetheless, the simulations results indicate that the adaptive 
scheme attains not only higher coding gain but also better visual quality in comparison with 
the non-adaptive scheme. 

For the simulations we use the set of images shown at Fig. 5.1-Fig. 5.2. Unless otherwise 
stated, we use four levels of decompositions (i.e.. K = 4) and a fixed threshold T = 40 for 
all levels. The images are decomposed with the adaptive wavelet scheme described above. 
The coarsest approximation x4 and the details y 1 , . . . . y4 are then uniformly quantized with 
some quantization step q > 1 (e.g., yk(n) = {yk(n)/q}). For simplicity, we do not use any 
coding scheme. Thus, at synthesis the quantized transform coefficients are de-quantized (e.g.. 
yk(n) = q • yk(n)) and the inverse wavelet transform is applied. As a performance measure, 
we use the PSNR defined in (5.2) and the bit rate as given by the entropy defined in (5.9). 
We repeat this compression/decompression process with different quantization steps in order 
to compute the rate-distortion curves (bit rate versus PSNR). For comparison purposes, we 
perform the same experiments using the non-adaptive wavelet decomposition with fixed d = 0. 

Fig. 5.5 shows the rate-distortion curves of the adaptive wavelet decomposition against the 
non-adaptive one, for the images in Fig. 5.1. One can see that the adaptive scheme has in 
general better PSNR performance. 

Fig. 5.6-Fig. 5.7 show the reconstructed 'Lenna' images at rate 0.5 and 0.28 bpp. respectively, 
for both adaptive (left) and non-adaptive (right) schemes. Because of the adaptive filtering, 
the left images are less blurred than the right ones, especially for high-frequency textures. To 
appreciate the differences we show zooms of the hat, shoulder and feathers. 
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Figure 5.5: Rate-distortion curves for test images in Fig. 5.1. From left to right and from top to 
bottom: 'House', 'Lenna', 'Barbara' and 'Goldhill'. The solid curve corresponds with the adaptive 
scheme, the dashed curve corresponds with the non-adaptive scheme with d = 0. 

In Fig. 5.8, we see the result of the adaptive scheme on the synthetic images of Fig. 5.2 
compressed to 0.31 bpp. We note that in the non-adaptive case, the images suffer from blurring 
and ringing around the edges. In the adaptive case, ringing is reduced and edges are better 
preserved. 

In Fig. 5.9, we show the different levels of reconstructed approximation 'Lenna' images with 
the adaptive scheme. Wavelet aliasing artifacts are quite noticeable in the early stages (lower 
levels) of the reconstruction. The blocking effect is partly due to the quincunx sampling scheme. 

Finally, we give some examples where conditions in Proposition 5.5.1 (and hence (5.24)) are 
satisfied. This means that the decisions made at analysis can be perfectly recovered. Using the 
same update filters, we take q — 2 and T^ = 72 • 2^~k\ k = 1 , . . . , 4. Hence, we have to use the 
synthesis thresholds fk = 60 • 2{4~k\ k = 1 , . . . ,4. 

The top row of Fig. 5.10 shows the reconstructed images for both adaptive (left) and non-
adaptive (right) wavelet decompositions applied to 'Barbara' image. The middle row shows the 
decision maps at level k = 2 and k = 4 used in the adaptive case. Note that the decision map at 
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Figure 5.6: Reconstructed images at bit rate 0.5 bpp for adaptive (left) and non-adaptive (right) 
schemes. 
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Figure 5.7: Reconstructed images at bit rate 0.28 bpp for adaptive (left) and non-adaptive (right) 
schemes. 
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Figure 5.8: Reconstructed images at 0.31 bpp for adaptive (left) and non-adaptive (right) schemes. 

Figure 5.9: Progressive decoding. From left to right: x ,x andx0. 

level 2 (and the same applies to level 1 not shown here) has few values equal to 1. This means 
that at those levels the system behaves mostly as the non-adaptive scheme with d = 0. Although 
the reconstructed images with the adaptive decomposition are visually indistinguishable from 
the non-adaptive, we find that the residual error between the original and the reconstructed 
(see bottom row) has 5% less energy than in the non-adaptive case. 

Fig. 5.11 shows the same experiment with Lenna' image. Note that here the decision map 
at level 2 has practically all values equal to 0, and that even at the highest level k = 4, the 
decision map has few values equal to 1. The energy of the residual error for the adaptive 
decomposition is 1.3% less than for the non-adaptive one. 
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From Fig. 5.10-Fig. 5.11. one can see that the differences between the adaptive and non-
adaptive scheme are negligible due to the high thresholds that have been used (7\ = 576 , T2 = 
288, T3 = 144 and T4 = 72). One can achieve better performances by lowering the thresholds 
(see e.g. Fig. 5.5-Fig. 5.9), though this might3 imply that the decision map at synthesis is not 
exactly the same as the one at analysis. 

Figure 5.10: Top: reconstructed images for the adaptive (left) and non-adaptive (right) schemes. 
Middle: decision map at levels 2 (left) and J, (right). Bottom: error images for the adaptive (left) and 
non-adaptive (right). Here, q = 2 and conditions in Proposition 5.5.1 are satisfied. 

Finally, we perform the same experiment but with A' = 2 and q = 1 for the synthetic image 
'Synth2'. The results are shown in Fig. 5.12. In this case, the reconstruction error resulting 

3Note that conditions in Proposition 5.5.1 were obtained for the worst of the cases. In practice, one can 
reconstruct the decisions under milder conditions. 
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;m.,- N 

Figure 5.11: Top: reconstructed images for the adaptive (left) and non-adaptive (right) schemes. 
Middle: decision map at levels 2 (left) and 4 (right). Bottom: error images for the adaptive, (left) and 
non-adaptive (right) schemes. Here, q = 2 and conditions in Proposition 5.5.1 are satisfied. 
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from the adaptive decomposition (bottom left of Fig. 5.12) has much less energy (64% less) 
than the error obtained in the non-adaptive case (bottom right of Fig. 5.12). This example 
shows again (see Table 5.3) that our adaptive wavelet, decompositions are especially suited to 
discriminate between homogeneous regions and sharp transitions (edges). 

Figure 5.12: Top: reconstructed images for the adaptive (left) and non-adaptive (right) schemes. 

Middle: decision map at level 2. Bottom: error images for the adaptive (left) and non-adaptive (right) 

schemes. Here, q = 1, K = 2 and conditions in Proposition 5.5.1 are satisfied. 
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5.7 Discussion 
In this chapter we have discussed the use of the adaptive wavelet transforms proposed in 
Chapter 3 for image compression. The results that have been obtained are quite encouraging. 

It has been shown (Section 5.4) that the adaptive wavelet schemes yield decompositions 
that have lower entropies than schemes with fixed update filters, a property that is highly 
relevant in the context of compression. Note, however, that a comparison based only on the 
entropies is questionable. First, (in a progressive transmission context) the visual •quality' 
of the approximation images must be taken into account. In Chapter 4, we have seen that 
the subjective quality of the approximation images obtained with the adaptive schemes is 
significantly better than that of the non-adaptive schemes. Here, quality refers to lack of 
blurring and edge sharpness. Secondly, for real compression schemes, quantization and coding 
must be applied to the resulting decompositions in order to exploit the residual redundancies. 

In Section 5.5, we have analyzed the quantization effects on the adaptive scheme. We have 
been able to derive conditions that guarantee perfect reconstruction of the decision map after 
quantization. A particular case has been worked out in Section 5.6. We have obtained rate-
distortion curves that indicate an improvement of the adaptive scheme over the non-adaptive 
for low bit rates. Overall, the simulation results indicate that the adaptive schemes can attain 
higher coding gain as well as better visual quality than their non-adaptive counterparts. The 
reason for the improvements is that edges in the adaptive decomposition are represented in a 
more compact form, and as a result there is less degradation of the reconstructed image when 
discarding small, non-zero coefficients. 

Note that we have not used any coding step. Thus, bit rates (used in the rate-distortion 
curves) are calculated from entropy estimates, not the actual encoding size. We expect that 
embedding the adaptive wavelet decomposition into existing coders such as EZW will result in 
further improvements. 

Observe also that we gave up the use of different quantization steps for each band, to achieve 
lower complexity. The use of different quantization steps as well as decision criteria for different 
bands is currently under investigation [71]. 


