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Chapter 8 
Performance assessment in image fusion 

The widespread use of image fusion methods, in military applications, in surveillance, in medical 
diagnostics, etc., has led to an increasing need for pertinent performance or quality assessment 
tools in order to compare results obtained with different algorithms or to obtain an optimal 
setting of parameters for a given fusion algorithm. 

In most cases, image fusion is only a preparatory step to some specific task such as human 
monitoring, and thus the performance of the fusion algorithm has to be measured in terms of 
improvement of the subsequent tasks. For example, in classification tasks, a common evalua
tion measure is the percentage of correct classifications. This requires that the ' true' correct 
classifications are known. In experimental setups, however, the availability of a ground-truth 
is not guaranteed. 

In this chapter, we focus on general performance measures which can be computed inde
pendently of the subsequent task. More precisely, we are interested in measures that express 
the successfulness of an image fusion technique by the extent that it creates a composite that 
retains salient information from the sources while minimizing the number of artifacts or the 
amount of distortion that could interfere with interpretation. 

In Section 8.1, we present a brief summary of the state-of-the art methods for measuring 
fusion performance. In Section 8.2, we propose three variants of a new quality measure for 
image fusion. The interest of our measures, which are based on an image quality index recently 
introduced by Wang and Bovik in [166], lies in the fact that they do not require a ground-truth 
or reference image. In Section 8.3, we perform several simulations which show that our measures 
are compliant with subjective evaluations and can therefore be used to compare different image 
fusion methods or to find the best parameters for a specific fusion algorithm. We also use 
these measures to demonstrate the effectiveness of the region-based fusion approach described 
in Chapter 7. 

8.1 Existing approaches to image fusion performance 

In many applications, the end user or interpreter of the fusion result is a human. Thus, the 
human perception of the composite image is of paramount importance and therefore, fusion 
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results are mostly evaluated by subjective criteria [124,156]. This involves human observers 
to judge the quality of the resulting composite images. As such a 'human quality measure' 
depends highly on psychovisual factors, these subjective tests are difficult to reproduce or 
verify. Furthermore, they are time consuming and expensive. This shows clearly the need for 
objective measures that, quantify the performance of fusion algorithms. The key problem is 
how to quantify' a subjective impression like image quality. One way to 'solve' this problem 
is b}r associating quality with the deviation of the experimental composite image from the 
'ideal' composite image [92,165,173]. Then, another problem arises, namely, how to define the 
'ideal' composite image. A less common approach is to design performance measures which, 
without assuming knowledge of a ground-truth, can be used for quality assessment of the 
composite image by quantifying the degree to which the composite image is 'related' to the 
input sources [117,172]. 

Examples of reference-based quality measures for fusion 
The work by Li et al. [92] is an example where out-of-focus image fusion is evaluated by 

comparison of the composite image with an 'ideal' composite created by a manual 'cut and 
paste ' process. Indeed, various fusion algorithms presented in the literature have been evaluated 
by constructing some kind of ideal composite image XR and comparing with the experimental 
composite result xp. In this case, fusion evaluation amounts to measure the distortion or 
dissimilarity between XR and xF. Generally speaking, the smaller the distortion, the better the 
quality of the composite image. 

The Z -metric, also called root mean squared error1, given by 

/ 1 M N \V2 

d2(xR, xF) = I — Y2 E M"», n) - xF(m, n)f (8.1) 
\ " rre=l n = l / 

(where M, N are the dimensions of the images), is widely used for such purposes, notwith
standing its well-known limitations. In a certain way, it measures the total amount of energy 
distortion. High errors correspond to high distortions. If the images take values between a'm jn 

and i m a x , then d2 has a dynamic range of [0,xmax — x i m n ]. 
Another class of measures is based on concepts from information theory [37]. The empirical 

mutual information is often used for fusion evaluation [165,173]: 

I(xR:XF) = £ , i r pR.F(u,V)log2
 PYl%l:\ , (8.2) 

è i Ü PR{U)PF{V) 

where PR, pF are the normalized graylevel histograms of XR, X F , respectively, PR<F is the joint 
graylevel histogram of XR and xF, and L is the number of bins; see Section 5.4. The measure 
I (XR ; xF) indicates how much information the composite image xF conveys about the reference 
XR. Thus, the higher the mutual information between xF and XR, the more xF resembles 
the ideal XR. In this sense, mutual information can be interpreted as a 'similarity' measure, 

' In Chapter 5. we introduced the mean squared error (MSE) which is just the squared /2-metric; see formula 
(5.1). 
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in contrast with the /2-metric in (8.1) which can be seen as a 'dissimilarity' (i.e., distortion) 
measure. Note that I(XR; xp) has a dynamic range of [0, min {H(XR), H(xp)}], where H is the 
empirical entropy (see Section 5.4). Ideally, one has I(XR\XF) = H(XR), although this does not 
imply that xR = xp. 

Examples of non-reference quality measures for fusion 
An example of an objective performance measure which does not assume the knowledge of a 

ground-truth is given by Xydeas and Petrovic in [172]. Their performance measure models the 
accuracy with which visual information is transferred from the source images to the composite 
image. In their approach, important visual information is associated with edge information 
measured for each pixel. Thus, they measure the fusion performance by evaluating the relative 
amount of edge information that is transferred from the input images to the composite image. 
This amount is normalized to the range [0,1], so that value 0 corresponds to the 'complete loss' 
of edge information from the sources to the composite xp, and value 1 to the 'total preservation'. 

Another non-reference objective performance measure is proposed by Qu et al. in [117]. 
They evaluate fusion performance by adding the mutual information between the composite 
image and each of the input images, i.e., they compute 

I(xA:xp) + I(xB;xF). (8.3) 

where I(xs',Xp) is computed as in (8.2). The higher the value in (8.3), the better the quality 
of the composite image is supposed to be. 

Each of the aforementioned approaches has its pro's and contra's, but it is fair to conclude 
that objective performance assessment in fusion is largely an open problem which has received 
relatively little attention. Most existing performance assessment methods are low-level, i.e., 
they act on the pixel level. High-level methods, i.e., acting on region or even object level 
are non-existent to the best of our knowledge. More research is required to provide valuable 
objective evaluation methods for image fusion, in particular, where it concerns region or object-
based methods. 

8.2 A new quality measure for image fusion 

This section discusses a novel objective non-reference quality assessment method for image 
fusion that utilizes local measurements to estimate how well salient information contained 
within the sources is represented by the composite image. Our quality measure is based on an 
image quality index proposed by Wang and Bovik in [166]. 

8.2.1 The image quality index of Wang and Bovik 

We present a brief introduction to the image quality index that was recently introduced by 
Wang and Bovik in [166]. Given two images x and y of size Al x Ar, let x denote the mean of 
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x, let ai and axy be the variance of x and covariance of x,y, respectively, i.e., 

m = l n = l 

1 
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Wang and Bovik refer to QQ as an image quality index and use it to quantify the structural 
distortion between images x and y, one of them being the reference image and the other the 
distorted one. In fact, the value QQ = Qo(x.y) is a measure for the similarity of images x and 
y and takes values between -1 and 1. Note that the first component, in (8.4) is the correlation 
coefficient between .r and y. The second component corresponds to a kind of average luminance 
distortion and it has a dynamic range of [0,1] (assuming nonnegative mean values). The third 
factor in (8.4) measures a contrast distortion and its range is also [0,1]. The maximum value 
QQ = 1 is achieved when x and y are identical. 

Since image signals are generally non-stationary, it is appropriate to measure the number 
Qo over local regions and then combine the different results into a single measure. In [166] 
the authors propose to use a sliding window approach: starting from the top-left corner of the 
two images x,y, a sliding window of fixed size moves pixel by pixel over the entire image until 
the bottom-right corner is reached. For each window w, the local quality index Qo(x,y \ w) is 
computed for the values x(m,n) and y(m,n) where pixels (m,n) lie in the sliding window w. 
Finally, the overall image quality index Qo is computed by averaging all local quality indices: 

Qo(x,y)=7^7y£2Qo(x,y\w), (8.5) 

where W is the family of all windows and \W\ is the cardinality of W. 

Wang and Bovik [166] have compared (under several types of distortions) their quality index 
with existing image measures such as the mean squared error (MSE) as well as with subjective 
evaluations. Their main conclusion was that their new index outperforms the MSE, and they 
believe this to be due to the index's ability of measuring structural distortions, in contrast to 
the MSE which is highly sensitive to the Z2-energy of errors. 
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8.2.2 A new fusion quality measure 

We use the Wang-Bovik image quality index Q0 defined in (8.5) to define a quality measure 
Q{XA-XB,XF) for image fusion. Here XA,XB are two input images and xF is the composite 
image. The measure Q(XA,XB,XF) should express the 'quality' of the composite image given 
the inputs XA, XB-

We denote by S(XA\W) the saliency of image xA in window w. It should reflect the local 
relevance of image XA within the window w, and it may depend on, e.g., contrast, variance, or 
entropy. Given the local saliencies S(XA\W) and S(XB\U>) of the two input images XA and XB, 
we compute a local weight \(w) between 0 and 1 indicating the relative importance of image 
XA compared to image XB'. the larger \{w), the more weight is given to image xA. A typical 
choice for X(w) is 

s(xA\w) +s(xB\w) 

Now we define the fusion quality measure Q(XA,XB,XF) as 

Q(xA, xB, XF) = — - Y^ (HW)QO(XA, XF\W) + (l - X(w))Q0(xB, xF\w)) . (8.7) 

Thus, in regions where image XA has a large saliency compared to xB, the quality measure 
Q(XA,XB,XF) is mainly determined by the 'similarity' of xF and input image xA- On the 
other hand, in regions where the saliency of XB is much larger than that of XA, the measure 
Q(XA,XB,XF) is determined mostly by the 'similarity' of xF and input image XB-

At this point, our model has produced a quality measure which gives an indication of how 
much of the salient information contained in each of the input images has been transferred into 
the composite image. However, the different quality measures obtained within each window 
have been treated equally. This is in contrast with the human visual system which is known to 
give higher importance to visually salient regions in an image. We now define another variant 
of the fusion quality measure by giving more weight to those windows where the saliency of the 
input images is higher. These correspond to areas which are likely to be perceptually important 
parts of the underlying scene. Therefore the quality of the composite image in those areas is 
of more importance when determining the overall quality The overall saliency of a window 
is defined as C{w) = max. {S(XA\W),S(XB\U,')}. The weighted fusion quality measure is then 
obtained as 

Qw{xA,xB,xF) = ] T c(w)(\(w)Qo(xA,xF\w) + (1 - \{v)))Qo{xB,xF\w)\ (8.8) 
wew 

where c(w) — C(w)/(Y2w,eWC(w')). There are various other ways to compute the weights 
c(w) (for example, we could define C(w) = S(XA\VJ) + S(XB\W)), but we have found that the 
choice made here is a good indicator of important areas in the input images. 

We introduce one final modification of the fusion quality measure that takes into account 
some aspect of the human visual system, namely the importance of edge information. Note that 
we can evaluate Qw in (8.8) using 'edge images' (e.g., the norm of the gradient) instead of the 
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original grayscale images XA, XB and Xp. Let us denote the edge image corresponding with xA 

by x'A. Now we combine QW(XAI%BI%F) and Qw(x'A,x'B,xF) into a so-called edge-dependent 
fusion quality measure by 

QB{XA,XB,XF) = Q,v{xA,xB,xFy-a • Qw(x'A,x'B,x'F)a , (8.9) 

where the parameter a e [0,1] expresses the contribution of the edge image compared to the 
original image: the closer a is to one. the more important is the edge image. 

Note that the three proposed measures have a dynamic range of [—1,1]. The closer the 
value to 1. the higher the quality of the composite image. 

8.3 Experimental results 

In this section we use the proposed fusion quality measures defined in (8.7), (8.8) and (8.9) to 
evaluate different multiresolution (MR) image fusion schemes (see Chapters 6-7). 

In the computation of the quality measures defined in last section, we take X(w) as in (8.6), 
with S(XA\W), S(XB\VJ) being the variance of images XA and xB, respectively, within the window 
w of size 8 x 8 . In all displayed images, we have performed a histogram stretching and we have 
scaled the gray values of the pixels between 0 (black) and 255 (white). 

8.3.1 Case studies 

In the next two experiments, we present some results using the Laplacian pyramid, the ratio 
pyramid and the spatially-invariant discrete wavelet transform (SIDWT) as MR transforms of 
the input sources. In all cases we perform a 3-level decomposition. We combine the coefficients 
of the MR decompositions of each input by selecting at each position the coefficient with a 
maximum absolute value, except for the approximation coefficients from the lowest resolution 
where we take the average. For comparison, we also use the simple fusion method of averaging 
the input images. 

C a s e 1: fusion of c o m p l e m e n t a r y b lu r r ed images - Fig. 8.1 
First, we take as input images the complementary pair shown in the top row of Fig. 8.1. They 
have been created by blurring the original 'Cameraman' image of size 256 x 256 with a disk of 
diameter of 11 pixels. The images are complementary in the sense that the blurring occurs at 
the left half and the right half, respectively. In the second row we display their total weights 
used to compute Qw in (8.8). More specifically, each pixel (m,n) in the left image contains the 
value c(w)X(w) with w being the window whose top-left corner corresponds to (ra, n). Similarly, 
the right image displays c(w)(l — \{w)) for every w G W. The composite images obtained by 
the Laplacian pyramid, the ratio pyramid, the SIDWT and the average are depicted in the 
third and fourth row, from left to right. Table 8.1 compares the quality of these composite 
images using our proposed quality measures. The first row corresponds to the fusion quality 
measure Q defined in (8.7), the second row to the weighted fusion quality measure Qw in (8.8) 
and the third row to the edge-dependent fusion quality measure QB in (8.9) with a = 1/2. For 
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comparison, we also compute the Z2-metric in (8.1) between the original •Cameraman' image 
and each of the composite images. Note that in 'real' fusion scenarios we do not have access to 
the original image. The resulting errors are shown in the last row of Table 8.1. 

Fig. 8.1 shows that the Laplacian and SIDWT methods are comparable and that they 
outperform the other two schemes. Note, for instance, the blurring (e.g., in the buildings) and 
the loss of texture (e.g., in the grass) of the composite images obtained by the ratio pyramid 
and averaging. Furthermore, in the ratio-pyramid composite image, the details of the man's 
face have been cleared out, and in the average composite image, the loss of contrast is evident. 
These subjective visual comparisons are corroborated by the results in Table 8.1. Note that 
the Laplacian method has a higher QE than the SIDWT. This is most likely due to the fact 
that the former method is better able to preserve edges and reduce the ringing artifacts around 
them. 

measure 

Q 
Qw 
QE 

d2 

Laplacian 

0.903 
0.962 
0.966 
8.41 

Ratio 

0.764 
0.827 
0.781 
164.35 

SIDWT | Average 

0.930 
0.965 
0.962 
13.03 

0.830 
0.874 
0.689 
30.66 

Table 8.1: Comparison between different quality measures for the composite images in Fig. 8.1. 

Case 2: fusion of a m a g n e t i c r e s o n a n c e image ( M R I ) a n d a c o m p u t e r t o m o g r a p h y 
( C T ) image - F ig . 8.2 
Consider now the input images in the top row of Fig. 8.2. We repeat the same computations 
as described above. The results are shown in Fig. 8.2 and Table 8.2. In this case, however, as 
we do not have a reference image to compare with, we cannot compute the /2-metric. Instead, 
we use a measure based on mutual information. More precisely, the results in the last row of 
Table 8.2 have been obtained by adding the mutual information between the composite image 
and each of the inputs, such as in (8.3), and dividing it by the sum of the entropies of the 
inputs, i.e., 

, . I(xA\xF) + I{xB\ xF) 
Ml(xA, xB, xF) = —— / —————^ . 

H(xA) + H{xB) 

In this way, we normalize the measure in (8.3) to the range [0,1]. 
In Fig. 8.2, we can see that again the Laplacian and SIDWT methods clearly outperform the 

other two methods. For both of them, many details (specially the brain tissue in the magnetic 
resonance image) have been lost. Moreover, due to the high contrast in the input images, 
the ratio pyramid blows up the dynamic range for some pixels, which makes it necessary to 
clip them in order to be able to 'visualize' the image. Again, the subjective visual analysis 
is consistent with the new quality indices, as shown in Table 8.2. In both experiments, the 
edge-dependent fusion quality measure gives a stronger separation between the good results 
(Laplacian and SIDWT) and the bad results (ratio and average). Note that the last row. 
where mutual information has been used, gives the best ranking to the average fusion method. 
However, mutual information has been shown to be a good indicator of the quality of MR 
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composite images [117] (as long as the average is not taken in all levels for the construction of 
the composite MR decomposition). 

measure 

Q 
Qw 
QE 
MI 

Laplacian 
0.GÜ1 

0.799 
0.834 
0.337 

Ratio 

0.601 
0.673 
0.645 
0.221 

SIDWT 
0.699 
0.770 
0.814 
0.409 

Average 
0.636 
0.642 
0.608 
0.691 

Table 8.2: Comparison between different quality measures for the composite images in Fig. 8.2. 

C a s e 3: r e g i o n - b a s e d vs . p ixel -based M R fusion a p p r o a c h - F ig . 8.3 
Finally, we use our quality measures to evaluate the region-based composite images obtained 
in Section 7.3 and which we redisplay in the left column of Fig. 8.3. We recall that in the 
'Surveillance' and 'Clock' cases (Case 1 and Case 2 of Section 7.3, respectively), the region 
information was only used for the combination of the detail images, while for the 'Skull' case 
(Case 3 of Section 7.3) the region information was also used for the combination of the ap
proximation images. Note also that in the 'Clock' case, we take the region-based composite 
image obtained with the post-processed decision map (see images at the bottom of Fig. 7.5). 
To get an impression of the potential of the region-based fusion approach, we also compute 
the quality measures for the composite image resulting from a pixel-based fusion (see right 
column of Fig. 8.3). The results are shown in Table 8.3. One can see that for the 'Skull' case 
the region-based approach yields higher quality values than the pixel-based approach. For the 
other two cases, the quality values obtained for the region-based scheme are comparable to the 
ones obtained for the pixel-based scheme and, in some cases, slightly lower. This is probably 
because, for the 'Surveillance' and 'Clock' cases, the composite approximation image was ob
tained by just averaging the approximation images of the inputs, thus disregarding the region 
information. 

Our conclusion therefore is that in most cases the region-based scheme outperforms the pixel-
based scheme. Moreover, we can infer that the use of region information for the combination of 
the approximation images as well as for the detail images (as used in the 'Skull' case) improves 
the composite image substantially. 

8 . 3 . 2 D i s c u s s i o n 

In this chapter we have discussed some new objective quality measures for image fusion which 
do not require a reference image and correlate well with subjective criteria as well as with other 
existing performance measures. Our measures are easy to calculate and applicable to various 
input modalities (and hence to different fusion applications). In particular, our measures give 
good results on variable quality input images since they take into account the locations as well 
as the magnitude of the distortions. 

Further research is necessary to study the influence of the different parameters of the mea
sures (e.g., size of the window, choice of saliency and weights, etc.), and how to select them in 
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measure & method 

Q 

Qw 

QE 

MI 

region-based 
pixel-based 
region-based 
pixel-based 

region-based 
pixel-based 
region-based 
pixel-based 

Surveillance 

0.645 
0.632 
0.645 
0.646 
0.444 
0.427 
0.108 
0.103 

Clock 
0.954 
0.955 
0.969 
0.961 
0.834 
0.841 
0.497 
0.493 

Skull 
0.854 
0.694 
0.812 
0.746 
0.619 
0.608 
0.551 
0.364 

Table 8.3: Comparison between region-based and pixel-based fusion for the composite images in 
Fig. 8.3. 

order to optimize the quality measures. 
There are several areas in which our quality measures can be extended. We currently 

consider grayscale images, so inclusion of color is an obvious extension. Other visual mechanisms 
of our visual system may also be taken into account. One such mechanism is multiresolution. 
Since the sensitivity of the human visual system varies over spatial frequencies, it seems natural 
to compute the quality measures with respect to the scales of the objects that appear in the 
image. Another possible extension is motivated by our work on region-based fusion. Rather 
than calculating the quality measure in fixed windows, one might choose to segment the sources 
first and compute the measure region by region. 

In addition, we plan to include some information-theoretic measures such as mutual infor
mation and entropy to better estimate the information content of the composite image. We 
also plan to study how our objective measures can be used to guide a fusion algorithm and 
improve the fusion performance. 
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Figure 8.1: Case 1. Top: input images XA (left) and XB (right). Second row: total weights c- A (left) 
and c- (1 — A) (right). Third row: composite images with a Laplacian (left) and a ratio (right) pyramid 
decompositions. Bottom: composite images with a SIDWT (left) decomposition and averaging (right). 
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Figure 8.2: Case 2. Top: input images xA (MRL left) and xB (CT image, right). Second row: total 
weights c • A (left) and c • (1 - A) (right). Third row: composite images with a Laplacian (left) and a 
ratio (right) pyramid decompositions. Bottom: composite images with a SIDWT (left) decomposition 
and averaging (right). 
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Figure 8.3: 
Fig. 7.6. 

Case 3. Region-based (left) and pixel-based (right) composite images. See also Fig. 7./,-


