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Large Language Models (LLM) now write with a fluency often 
indistinguishable from humans.

How do these models operationalise lexical meaning, and to what extent do 
their representations align with human semantic judgements?

A critical distinction for ensuring trust, reliability, and safety in AI 
applications such as retrieval, dialogue, and simplification.

The Core Problem: Fluency vs. Understanding

Introduction
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To probe a model’s understanding, we test its ability to judge word meaning 
similarity.

Introduction

Semantic Similarity

Semantic Similarity 

car / vehicle
cup / mug

doctor / physician

Topical Relatedness 

car / road
coffee / cup

doctor / hospital

The Gap: Dutch benchmarks are limited.
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1. New resource: Dutch extension of the Multi-SimLex

2. Broad evaluation: Comprehensive cross-architectural evaluation of 18 models

3. Methodological insight: It distinguishes embedding-based from 
prompt-based evaluation.

4. Theoretical discussion: Contributes to the discussion on meaning 
representation

Introduction

Contributions
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Early Datasets (e.g., WordSim-353):
- Mixed similarity and relatedness.

SimLex-999 (A Breakthrough):
- Strictly focused on true semantic similarity
- Became the gold standard for evaluation.

Multi-SimLex (The Modern Standard):
- Extends SimLex-999 to 13 languages
- Enables robust, cross-lingual comparison
- Nouns, Verbs, Adjectives, Adverbs

Related work

The Evolution of Benchmarks

ARA (Arabic)
CMN (Mandarin Chinese)
CYM (Welsh)
ENG (English)
EST (Estonian)
FIN (Finnish)
FRA (French)
HEB (Hebrew)
POL (Polish)
RUS (Russian)
SPA (Spanish)
SWA (Kiswahili)
YUE (Yue Chinese) 5

            WordSim-353   Simlex-999
coast - shore   9.10 9.00
clothes - closet  8.00 1.96



DD Month YYYY

Foundation: Built upon the Multi-SimLex framework and the Dutch 
SimLex-999 (Brans & Bloem, 2024)

1. Translation: 1,888 English word pairs were translated into Dutch

2. Annotation: Recruited Dutch participants via online platforms. 
Participants rated word pair similarity on a 0-6 scale. Each pair 
received ≥10 ratings

3. Combining Datasets: Merged SimLex-999 and newly translated 
pairs. Converted SimLex-999 ratings from 0–10 to 0–6 to align with 
Multi-SimLex.

4. Data Quality: Performed post-processing to filter unreliable 
annotations and computed averaged scores across annotators.

Methodology

Creating the Dutch Multi-SimLex
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18 models were selected to cover diverse architectures, training paradigms, and 
language scopes with varying data, tokenisers, and objectives that influence 
how they capture meaning.

Static Embeddings: Word2Vec, FastText and GloVe (trained on 100K corpus)

Encoder-Only Models: BERTje, RobBERT, RobBERT-2023 
…………………………………………& mBERT, XLM-R, EuroBERT 210M and 2.1B 

Encoder-Decoder Models:  mT5, FLAN-T5 

Decoder-Only LLMs: BLOOM, Falcon-7B, Schaapje-2B 
………………………………………& GPT-4, Gemini 1.5 Pro, DeepSeek-V3

Methodology

A Cross-Architectural Model Selection
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Tests: model stored, 
representational knowledge.

1. Embedding Extraction
2. Similarity Computation
3. Spearman’s rank correlation: 

Human LM

Joint-encoding variant:

Methodology

Embedding-Based 
Evaluation

      [word1]              [word2]

Get hidden state vectors from a 
specific model layer

Cosine similarity

Spearman's rank 
correlation (ρ)

Dutch 
Multi-SimLex

         [word1, word2]

Get hidden state vectors from a 
specific model layer

8



Tests: model dynamic, procedural 
knowledge.

1. Prompt Engineering
2. Response Processing
3. Spearman’s rank correlation ⍴

Answer only with the numerical grade.

Methodology

Prompt-Based Evaluation Zero-shot:
On a scale of 0 to 6, how similar are the words [word1] 
and [word2]?

Few-shot:
Cup and mug look similar (6). 
Alligator and crocodile are somewhat similar (3). 
Car and motorway are not similar (0). 
Given this pattern, on a scale of 0 to 6, how similar are 
the words [word1] and [word2]? 

Chain-of-Thought (CoT):
First, make a list of semantic features shared by 
[word1] and [word2].
Then, on a scale of 0 to 6, rate how similar the words 
[word1] and [word2] are, where: 
0.0 = no shared characteristics 
3.0 = some semantic overlap 
6.0 = identical meaning 9
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Each word pair ≥10 annotations (Mean = 11.1, Max = 14).

Reliability Measures (ICC):
- Overall ICC(2,k) = 0.82 [95% CI: 0.74–0.89] → Excellent agreement
- Per-Group ICC(2,k): ranged from 0.84 to 0.95

Results

Dataset Validation & Cross-Linguistic Analysis Language Spearman ⍴ 
with Dutch

English 0.73

Welsh 0.70

… …

Catonose 0.63

Swahili 0.59

Word 1 Word 2 English score Dutch score
amazingly fantastically 5.08 0.20
promise swear 4.85 0.10
surely sometimes 0.08 4.60
large flexible 0.00 4.52
routinely normally 5.15 0.70
Top 5 word pairs with the greatest absolute difference in average similarity
ratings between Dutch and English.

Spearman correlations (𝜌) 
between Dutch and  13 other 
languages in Multi-SimLex 10
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Embedding-Based 
Evaluation
Top performers: 
FastText (static) & BERTje 
(monolingual encoder)

Underperformers:
Multilingual encoders: 
“curse of multilingualism”

Encoder-Decoder & 
Decoder-Only Models: 
architectural mismatch

Model Name Isolated ⍴ (Best Layer) Joint ⍴ (Best Layer)
FastText 0.485 N/A
Word2Vec 0.431 N/A
GloVe (100k) 0.360 N/A
Bertje (Dutch) 0.440 (L1) 0.468 (L2)
RobBERT (Dutch) 0.203 (L5) 0.355 (L4)
RobBERT-2023 (Dutch) 0.398 (L0) 0.439 (L0)
mBERT 0.158 (L1) 0.208 (L7)
XLM-R 0.179 (L0) 0.186 (L0)
EuroBERT-210M 0.078 (L3) 0.054 (L3)
EuroBERT-2.1B 0.051 (L0) 0.056 (L1)
mT5 0.096 (L0) 0.153 (L0)
FLAN-T5 0.062 (L0) 0.069 (L12)
Schaapje-2B (Dutch) 0.042 (L2) 0.091 (L12)
BLOOM-560m 0.037 (L17) 0.080 (L4)
Falcon-7B 0.080 (L3) 0.055 (L2) 11
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Prompting decoder-only models yields the 
highest scores

Zero-shot prompting outperformed both
few-shot and Chain-of-Thought (CoT)

Yet, despite strong performance, models still make key errors:
→ confuse true semantic similarity with topical relatedness.

Model Zero-shot Few-shot CoT

GPT-4 0.761 0.749 0.635

Gemini 1.5 Pro 0.722 0.703 0.720

DeepSeek-V3 0.753 0.693 0.707

Results

Prompt-Based Evaluation

Word Pair Human Score (Low) GPT-4 Score (High) Absolute Difference

oorlog / leger (war / army) 1.3 6.0 4.7
geld / bank (money / bank) 0.2 4.0 3.8
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Best: monolingual models like BERTje and static FastText.

Multilingual models consistently underperformed across architectures.
→ Cross-lingual training dilutes Dutch-specific representations.

Dutch-specific training improves semantic representation.

RQ1: Model types differ in how well they capture Dutch word similarity.  
RQ3: Dutch-specific models outperform multilingual ones due to richer lexical 
encoding.

Finding 1

The "Curse of Multilingualism" in Embeddings
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Static models and monolingual encoder-only models performed well.

Encoder-decoder and decoder-only models performed very poorly when their 
embeddings were tested.

→ Their architecture is optimised for generating text, not for storing word 
meanings in a single vector.

RQ1: Not all architectures equally support word-level similarity.  
RQ3: Decoder(-only) and encoder–decoder models are mismatched for 
embedding-based evaluation.

Finding 2

Architectural Mismatch in Embeddings
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Everything changes when we switch to prompt-based evaluation.

Prompt-based evaluation reveals strengths of decoder-only LLMs.
→ GPT-4 (ρ = 0.761) outperformed all embedding-based models.

Zero-shot prompting > Few-shot > Chain-of-Thought.
→ Still confuses topical relatedness with true semantic similarity 

RQ2: Evaluation strategy reveals different dimensions of knowledge.
RQ3: Architecture interacts with evaluation method.

Finding 3

The Paradigm Shift with Prompting
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Embedding-based results for Dutch 
(⍴ ≈ 0.47–0.49) are robust and align 
closely with prior studies.

Prompt-based results (⍴ ≈ 0.76) show 
that LLMs achieve top performance, 
confirming a paradigm shift also 
seen in English evaluations.

Discussion

Comparison with Prior Work

Study Model Spearman ⍴

Vulić et al. fastText
mBERT
XLM

0.528
0.138
0.270

Meghdadi et al.
Liu et al. 

BERT (L9)
BERT + Mirror

0.556
0.550

Brans & Bloem BERTje
RobBERT

0.421
0.247

Chronis & Erk 
Trott

BERT (L8)
GPT-4

0.608
0.860 

This study fastText
BERTje
RobBERT
RobBERT-2023
mBERT
XLM-R
GPT-4
Gemini 1.5 Pro
DeepSeek-V3

0.485
0.440 - 0.468
0.203 - 0.355
0.398 - 0.439
0.158 - 0.208
0.179 - 0.186
0.761
0.722
0.753 16
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Architectural bias: Embedding evaluation favours encoder-only/static models

Domain & register mismatch: Corpora differ in tone and coverage

Tokenisation & OOV effects: Subword differences impact results (Dutch)

Prompt sensitivity: Small prompt changes can alter LLM outputs.

Benchmark scope: Multi-SimLex tests isolated word similarity, not compositional 
meaning.

Intrinsic vs. extrinsic gap: High scores ≠ better real-world performance.

Discussion

Limitations
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For NLP Development: Smaller, language-specific models remain highly valuable 
→ This work argues against a "one-size-fits-all" approach.

For Linguistic Equity: Ensure non-English languages are not left behind

Ethical Considerations: Balance high performance of massive proprietary models 
against the accessibility, transparency, and sustainability of smaller, open-source 
alternatives.

Discussion

Implications and Broader Impact
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An LLM's “understanding" is not a single property. Its performance depends 
entirely on its architecture and how it is evaluated.

- For Stored Knowledge: Smaller, language-specific models are most effective.
- For Procedural Reasoning: Massive LLMs excel, using abstract reasoning to 

achieve near-human performance.

Even the best models still confuse similarity with relatedness, proving they rely 
on heuristics, not human-like grounding. 

For HCI, this is a crucial reminder: we are designing interactions with powerful, 
yet fundamentally blackbox, reasoning engines.

Conclusion

Conclusion
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Did you understand everything? 
(Unlike some of the models...)

Contact:  Lizzy Brans | lizzybrans@hotmail.com
                                          Jelke Bloem | j.bloem@uva.nl 

Dataset & Code: github.com/lizzybrans/Dutch-MultiSimLex

Thank You!
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