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Introduction

* Recent studies use LLMs to elicit lexical-semantic ratings (concreteness, familiarity, association, etc.)

*  Human ratings are costly; combinatorial explosion for multi-word expressions

*  Word similarity benchmarks (e.g., SimLex-999) are used to evaluate language models

Prior work shows GPT-4 achieves p = 0.86 on SimLex-999!

* No systematic comparison of: prompting approaches, error patterns, embedding models or non-English
languages

AR ¢ [

I(Trott, 2024)
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Research Questions

* Compare 9 prompting strategies for eliciting similarity scores

* Compare model architectures: generative prompting vs. embedding-based cosine similarity
*  Quantify the effect of instruction tuning (Mistral vs. Mistral-Instruct)

* Evaluate across 3 languages: Dutch, English, Mandarin Chinese (SimLex-999 benchmarks)
e Perform error analysis to identify systematic weaknesses
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Background

Static embeddings (Word2 Vec, fastText)? and encoder models (BERT)? use cosine similarity for
benchmarking
«  SimLex-999: gold standard benchmark distinguishing similarity from relatedness®
* Available for 27+ languages; rated 0—10 by native speakers
Similarity vs. relatedness distinction is difficult for both models and humans’
e Decoder LLM embeddings yield weak correlations with
up to p = 0.179 for English* and p < 0.1 for Dutch’

Recent interest from cognitive linguistics in LLM-elicited judgements® A
man
. ~.. woman
e
. = =
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& Bloem, 2024), °(Hill et al., 2015), (Gladkova and Drozd, 2016), 8(Trott,
2024)

2(Mikolov et al., 2013), 3(Devlin et al., 2019), *(Arnold et al., 2024), 3(Brans /-K).
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Method: Benchmarks & Models

«  Benchmarks: English SimLex-999° (999 pairs, 50 annotators), Dutch SimLex-999° (999 pairs, 15
annotators), Chinese Mandarin MultiSimLex® (472 pairs sampled, 11 annotators)

e Scales: 0—10 (SimLex-999), 0—6 (MultiSimLex)

*  Generative, prompting: gpt-3.5-turbo (EN, NL), gpt-0ss-20b (EN), Mistral-7B-v0.3 (EN), Mistral-7B-v(.3-
Instruct (EN), Qwen2.5-7B-Instruct (EN, ZH), gpt-40 (ZH), Doubao-pro-128k (ZH)

* Embedding, cosine similarity: text-embedding-3-large (EN, NL), text-embedding-3-small (EN, NL)

3(Brans & Bloem, 2024), °(Hill et al., 2015), 8(Vulié et al., 2020)
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Method: Prompting Experiments

Nine prompt categories tested (F-1 through F-9)

Variation: number of examples (zero/one/few-shot), scale
type, language, detail level, batching

F-9 is best: zero-shot, single word pair per prompt

Each prompt run 20x (Exp. 1) or 15x (Exp. 2) to account for
variability

Evaluation: Spearman's rank correlation (p) with human
ratings

Example of F-9 prompt:

“Rate the semantic similarity of the word pair: [wordl, word2] on a scale from 0 to 10, where

0 represents no semantic similarity, and 10 represents perfect semantic similarity. Use two decimals.

The response should strictly adhere to the structure: [("wordl’, 'word2’, <score>)]. Do not provide
additional explanations or context.”

ID Category

F-1 Zero-shot, default
F-2 One-shot, default
F-3 Few-shot, default

F-4 Zero-shot, small scale (0-5)
F-5 Zero-shot, categorical scale

F-6 Zero-shot, cross-linguistic
F-7 Few-shot, detailed questionnaire
F-8 Few-shot, conversational
F-9 Zero-shot, single-word pair

Table 1: List of evaluated prompt categories.
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Experiment 1: Prompt

Engineering
Model Prompt p-NL p-EN
gpt-3.5-turbo-0125 F-1 0.60 0.53
gpt-3.5-turbo-0125 F-2 0.64 0.57
*  F-9 (single pair, zero-shot) yields highest correlations: gpt-3.5-turbo-0125 F-3 0.68 0.67
p=0.72 (NL), p = 0.82 (EN), gpt-3.5-turbo-0125 F-4 0.60 0.51
. ) . ) i o gpt-3.5-turbo-0125 F-5 0.68 0.65
Batchlng word pairs is detrimental (F-1 vs. F-9: same Goto3. 5—turbo-0125 F-6 054 056
instructions, large gap) gpt-3.5-turbo-0125 F-7 056 0.57
*  Few-shot examples help incrementally (F-1 — F-2 — F-3) g3, B cuike- 015 F-8 0.71 0.57
*  Categorical scale (F-5) also effective; detailed instructions gpt-3.5-turbo-0125 F-9 0.72 0.82
(F_7) did not help text-embedding-3-large — 0.41 0.57
text-embedding—-3-small — 0.34 0.50

*  No consistent benefit from cross-linguistic prompting (F-6)

Table 2: Correlations (p) between model-estimated
and human-observed similarity scores for Dutch
(NL) and English (EN) word pairs.
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Experiment 1: Embedding
Models

Model Prompt p-NL p-EN

gpt-3.5-turbo-0125 F-1 0.60 0.53

gpt-3.5-turbo-0125 F-2 0.64 0.57

gpt-3.5-turbo-0125 F-3 0.68 0.67

* text-embedding-3-large: p = 0.41 (NL), p =0.57 (EN) gpt-3.5-turbo-0125 F-4 0.60 0.51
- Lower than F9 prompt: p = 0.72 (NL), p = 0.82 (EN) gpt-3.5-turbo-0125 F-5 068 065
. C ble to pri beddine benchmarks: Dutch BERTS gpt-3.5-turbo-0125 F-6 0.54 0.56
omparable to prior embedding benchmarks: Dutc je Gpt-3. 5-turbo-0125 E.7 056 057
(0.42)°, English BERT (0.48)°, English fastText (0.55) apt—3.5-turbo-0125 F-8 071 0.57

*  Prompting generative models outperforms embedding-based gpt-3.5-turbo-0125 F-9 0.72 0.82
cosine similarity text-embedding-3-large i 0.41 0.57
text-embedding—-3-small — 0.34 0.50

Table 2: Correlations (p) between model-estimated
and human-observed similarity scores for Dutch
(NL) and English (EN) word pairs.

3(Brans & Bloem, 2024), 3(Vuli¢ et al., 2020), °(Ehrmanntraut et al., 2021) 9
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Experiment 2: Model
Comparison

*  gpt-0ss-20b achieves highest correlation: p = 0.902

* Instruction tuning matters: Mistral-7b-v0.3-Instruct (0.829)
vs. Mistral-7b-v0.3 (0.581)

*  Qwen2.5-7B-Instruct (0.834) performs comparably to
gpt-3.5-turbo (0.821)

*  All instruction-tuned models outperform prior
embedding-based approaches

*  Llama-3.3-70B, Llama-4-Scout, Mixtral-8x7B-Instruct
excluded due to high invalid response rates

Model

p
Word2Vec (Leviant and Reichart, 2015)  0.27
BERT (Ehrmanntraut et al., 2021) 0.48
fastText (Vuli¢ etal., 2020) 0.55
GPT-4 (Trott, 2024) 0.86
gpt-3.5turbo 0.821
text-emb-3-1 0.566
Mistral-7b-v0.3 0.581
Mistral-7b-v0.3-Instruct 0.829
Qwen2.5-7b-Instruct 0.834
gpt-oss-20b 0.902

Table 3: Correlations (p) between model-estimated
and human-observed similarity scores for English

pairs.
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Experiment 2: Error Analysis
(English)

R | Word 1 Word 2 SimL | F-9
1 | wife husband 2.3 | 8.38
2 | dog cat 1.75 | 7.07
*  Error analysis of gpt-oss-20b on English SimLex-999 3 | bee ant 2.78 | 7.32
*  Model mostly overrates co-hyponyms: wife—husband, 4 | woman man 3.33 | 7.80
5 | sunset sunrise 2.47 | 6.82
dog—cat —
08 Ca,’ wormat=man , , 6 | decade century 3.48 | 7.80
*  Few pairs of antonyms: send—receive, sunset—sunrise 7 | send receive 1.08 | 5.32
*  Best predictions: antonym pair necessary-unnecessary
(0.63), co-hyponym pair man-child (4.13) 997 | unnecessary necessary 0.63 | 0.63
*  Distinguishing between relatedness and similarity is still a ggg g]ua:jn dy g(r)“rlr?panion ‘81(132 g;g

struggle

Table 4: Highest and lowest absolute differences
to human gold standard for gpt-oss-20b with the

F-9 prompt, on a scale of 0 to 10.



UNIVERSITEIT VAN AMSTERDAM
X

Experiment 3: Mandarin Chinese

Model p
*  GPT-40 achieves p = 0.865 on Chinese Mandarin fastText (Vuli¢ etal., 2020) 0.583
MultiSimLex M-BERT (Vuli¢ et al., 2020) 0.487

*  Comparable to GPT-4 on English (0.86, Trott 2024) Chinese BERT (Vulic etal., 2020) 0.59

- ontical £ . GPT-40 0.865
Pr‘ompt differences near-identical for GPT-40; Doubao best Doubao-pro  0.841
with F-9 Qwen2.5-7b-Instruct 0.794

*  Prompt engineering findings are model-specific
Table 5: Correlations (p) between model-estimated
and human-observed similarity scores for Mandarin
word pairs.
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' 2 R |Word1 | Word2 | SimL | GPT-40
Experiment 3: Error Analysis TIHE [ BE [ 091 553
° ° receive | accept
(Mandal'lll Chlnese) 2 | mE = 0.64 4.71
honor esteem
3 | /M TEX 0.09 4.14
novel writer
*  Same issue: models confuse relatedness with similarity 4 ﬁﬁ}\ ﬁ‘é\_ 0.36 4.24
. ) patient | session
*  GPT-4o0 overrates co-occurring but non-synonymous pairs 5 | e P 0.36 400
(e.g., bee—ant, cow—goat) remember think
«  Contextual limitations: irs only similar i ifi 6| & XK | IR 0.91 4.77
ontextual limitations: some pairs only similar in specific i worm
domains (e.g., malware—worm) malware
*  Shared top errors across GPT-40, Doubao-pro, and 7 ;gii% 5’7%( 0.45 s
gpt-0ss-20b 8| &F IIE 0.45 418
*  Overgeneralization of similarity appears universal across cow goat
s Y app 9 | Mk B 0.36 4.00
LLMs and languages bload —
10 | 3%fE L 0.27 3.89
pretend | seem

Table 6: The words with the highest absolute differ-
ence in human similarity score and model predicted
similarity for GPT-40 on Mandarin Chinese, on a
scale of 0 to 6.
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Experiment 3: Error Analysis R | Word1 | Word2 | SimL | Qen
pd . B
1 1 receive | accept
(Mandarin Chinese) iicehe | aocept | |
bat vampire
3 | Wiy Ea 0.45 | 4.20
lizard crocodile
*  Same issue: models confuse relatedness with similarity 4 | R = 0.73 | 4.47
*  GPT-40 overrates co-occurring but non-synonymous pairs 5 fﬂé’gﬁe %’;fh TIE =
(e.g., bee—ant, cow—goat) clothes | fabric
«  Contextual limitations: some pairs only similar in specific 6 | &£H B 1.45 5
. birthday | date
domains (e.g., malware—worm) 7 TH BT 0.09 34
*  Shared top errors across GPT-40, Doubao-pro, and bed blanket
gpt-0ss-20b 8 | EfE L 0.27 | 3.53
L o . pretend | seem
e Overgeneralization of similarity appears universal across 9 BL T 064 | 387
LLMs and languages bone teeth
10 | BA RE 0.55 | 3.60
man warrior

Table 7: The words with the highest absolute differ-
ence in human similarity score and model predicted
similarity for Qwen2.5-7B-Instruct on Mandarin Chi-
nese using the F-9 prompt, on a scale of 0 to 6.
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Discussion

*  Prompting outperforms embedding-based cosine similarity across languages

* Instruction tuning is a key factor: Mistral-7b-v0.3 (0.581) — Mistral-7b-v0.3-Instruct (0.829)
» Strongest correlation: gpt-oss-20b for English (p = 0.902)

* Despite high correlations, confusion persists between relatedness/similarity

* LLMs show similar error patterns to word embedding models

15
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Conclusion

* Prompted semantic similarity scores from LLMs strongly correlate with human ratings
* Deviations follow same patterns as older architectures (antonyms, co-hyponyms)

* Best strategy: single word pair, zero-shot (F-9); elaborate instructions do not help

* Prompting findings are model-dependent
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Future Work

*  Error patterns for other lexical-semantic tasks

* Layer-wise embedding analysis

e Correlation of embedding vs. prompted scores from same model
«  Examining English interference in under-resourced languages

* Better output extraction methods from LLM responses
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Limitations

«  Anglocentric bias', test set leakage!, uneven representation of language varieties!!, performance gap
benchmark-downstream tasks’

* Limited models and sample sizes (20 and 15 runs) due to API costs

* Lack of LLM explainability due to closed-source design and probabilistic nature

* Unclear whether scores reflect internal representations or plausible outputs

*  Explicit prompt instructions diminishes human-like aspect

!(Trott, 2024), '°(Atari et al., 2023), ’(Gladkova and Drozd, 2016), !'(Grieve
et al., 2025)
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