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LLMs are used in high-stakes settings

Gender stereotypes can appear in outputs

These biases may also exist internally, not only at the surface

 Why study stereotype propagation in LLMs?

A model that sounds safe may still encode problematic
internal associations.
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Gap:

Prior work usually studies either embeddings or outputs in isolation

Joint representational–behavioral analysis is rare

Instruction tuning may change surface behavior without removing internal

bias

Our contribution:

Joint framework comparing embedding‑level and prompt‑level gender bias

Comparison across BERT‑base, base LLaMA‑2‑7b, and LLaMA‑2‑7b‑Chat

Focus on female social‑role stereotypes

Research gap and our contribution
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1.  How do BERT and LLaMA‑2‑Chat differ in expressing and encoding female

stereotypes?

2.  How aligned are internal bias and output bias across models, and what

changes with instruction tuning?

3.  Which female stereotypes are more consistently encoded or expressed

across models?

Research questions
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Experimental setup: Data and Models

Merged GEST dataset & the gender

subset of StereoSet

3,658 filtered sentences, covering 16

stereotype categories.

Main analysis focuses on 7 female

stereotype categories 

4 male categories used as controls

Data Models

BERT‑base (encoder‑only, masked token
prediction)
LLaMA‑2‑7b base (decoder‑only,
pre‑trained causal LM)
LLaMA‑2‑7b‑Chat (instruction‑tuned
decoder model)
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Experimental setup: Data and Models

Female Stereotype Categories:

1.  Women are emotional and irrational

2.  Women are gentle, kind, and submissive

3.  Women are empathetic and caring

4.  Women are neat and diligent

5.  Women are social

6.  Women are weak

7.  Women are beautiful
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Sentences filtered to be short, unambiguous, and clearly stereotype‑relevant

Only sentences with 7 tokens or fewer to reduce variance in embeddings

Rewritten to use a single gendered pronoun when needed (e.g. “I overreact” →

“She overreacts”)

5 representative sentences per female category

Final controlled set: 35 female‑stereotype sentences

Final evaluation set
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Use Directional Embedding Probing to define a gender direction from male vs female

terms.

Strip off the subject and keep the predicate of each sentence (e.g. “She likes helping

people” → “likes helping people”).

Project each predicate embedding onto the gender direction.

Label each sentence as female‑, male‑, or neutral‑aligned, with mild vs strong

thresholds based on projection range.

Identify optimal layer for the gender direction of each model

Method 1: embedding‑level analysis
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BERT (masked LM):

Convert sentences to masked prompts (e.g. “[MASK] likes helping people.”).

Use Gender‑associated Token Confidence (GTC) over top‑3 predictions.

Label completions as female‑, male‑, or neutral‑associated.

LLaMA‑2 models (decoder LMs):

Standard fill‑in‑the‑blank prompts often led to refusals or incoherent

outputs.

Use narrative “character naming” prompts to elicit a single name.

Classify generated names by gender with the Genderize API; mark

incoherent or refusal separately.

Method 2: prompt‑level analysis
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Female Alignment Score:  %  of prompts where both embedding and output

are female‑associated, computed per stereotype category.

This directional match adapts Kurita et al.’s metric to our

female‑stereotype focus.

Point‑biserial correlation between continuous embedding scores and binary

prompt labels (female vs male) per model.

Neutral (BERT), incoherent (base LLaMA‑2), and refusal (LLaMA‑2‑Chat)

outputs are excluded from the correlation.

How alignment is measured



Model r (point‑biserial) p‑value Directional mismatches

LLaMA‑2‑7b‑Chat 0.55 0.0008 5/35

BERT‑base 0.39 0.054 17/35

LLaMA‑2‑7b base -0.13 0.51 18/35
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Main results across models

LLaMA‑2‑Chat showed the strongest representational-behavioral
alignment!
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Alignment differs by stereotype category

LLaMA-2-Chat reaches 60–100%
Female Alignment Score

BERT is lower and more variable,
including 0% in some categories

“Beautiful” is the only category
where all three models converge
at 60%
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Interpretation and implications

Instruction tuning is associated with clearer alignment between internal gender

associations and surface behavior

This does not necessarily imply less bias; stereotypes can become more consistently

expressed

Prompt design can surface latent bias that safer or more restricted prompts might hide

Auditing only outputs risks missing important internal stereotype structure
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Limitations
Different prompting strategies across encoder (BERT) and decoder (LLaMA)

architectures

Small controlled sample: only five sentences per female stereotype category

Binary gender labeling simplifies outcomes (pronoun probabilities for BERT, Genderize

API for LLaMA)

Computational constraints limited prompt completions and robustness checks

Reliance on benchmarks like StereoSet, which have known validity concerns
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Key takeaways

LLaMA‑2‑Chat shows the strongest representational–behavioral alignment (r = 0.55,

p = 0.0008)

Instruction tuning makes internal stereotypes more consistently expressed, not

necessarily less present

Female social‑role stereotypes remain detectable across models and methods

Future work: unified prompting, larger samples, other model families
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“Fairness audits must probe both outputs AND internal representations”

In conclusion...
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