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Chapterr 1 

Introduction n 

1.11 General Overview 

X-rayy crystallography has become a routine tool to assist the investigation of biological 

phenomenaa by providing the researcher with detailed atomic models of the bio-molecules 

off  interest. Advances in the field of synchrotron radiation allow diffraction data to be 

recordedd at an ever-increasing rate at dedicated beam-lines. The fraction of X-ray struc-

turess solved using synchrotron data collection is rapidly approaching 100% (Minor et a/., 

2000).. More and more emphasis is now given to the need for the existence of robust, easy-

to-usee and efficient software pipelines that allow rapid, on-site determination of protein 

crystall  structures (e.g. Brunzelle et al. 2003). 

Theree are well-established computational (Foadi et al, 2000; de Gelder et al., 1993; Karle 

kk Hauptman, 1957; Read, 2001; Rossmann k Blow, 1962; Rossmann, 1990; Schneider 

kk Sheldrick. 2002: Weeks k Miller , 1999) and experimental (Blow k Rossmann, 1961; 

Dauterr et al. 2002: de Graaff et a/., 2001: Harker. 1956: Hendrickson. 1979, 1991: Math-

ews.. 1966; North, 1965: Smith et al, 1998: Wang, 1985) techniques for recovering the lost 

phasee information in a crystallographic X-ray diffraction experiment. Once initial phase 

informationn has been made available, a three-dimensional image of the electron density 

cann be computed and can be subsequently improved via density modification techniques 

(Abrahams,, 1997; Cowtan k Main, 1998; Terwilliger, 1999; Xiang et al., 1993; Zhang, 

1993).. The transition from the electron density distribution to a chemically sensible 

atomicc model is known as map interpretation. The construction of an atomic model has 

beenn traditionally carried out manually with the aid of interactive molecular graphics pro-

gramss such as Frodo (Jones, 1985). O (Jones et a/., 1990) and Xtalview (McRee, 1999). 

Manuall  interpretation is however labour intensive, subjective, and often not straightfor-

ward.. This gave rise to the development of various automated model building methods, 

whichh wil l be reviewed in the next section. Special attention wil l be given to ARP/wARP 

(Perrakiss et al, 1999), because the methods presented in this thesis are developed for this 
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suitee of programs. For model building methods, the availability of prior information on 

thee structure one aims to build and, ideally, the accuracy of the available structure fac-

torss and phases is needed. A short summary of existing error estimation methods wil l be 

presentedd and their importance for automated model building methods wil l be discussed. 

1.22 Automated Model Building Methods 

1.2.11 Related Work 

Manuall  model building of a protein structure often starts with the construction of a 

reducedd representation of the electron density. This so-called skeleton is easier to interpret 

inn comparison with the electron density because it only consists of a set of connected line 

segmentss (Greer, 1974). The available skeletons are used to identify regions in the electron 

densityy that correspond to possible common secondary structural elements such as alpha-

helicess or beta-strands. These pronounced secondary structural elements can be used as 

aa starting point for the construction of a CQ backbone of the main chain. Local fitting of 

polypeptidee fragments using the estimated positions of the Ca coordinates, the electron 

density,, known Ramachandran angles (Ramachandran et al, 1963) and the placement of 

sidee chains in accordance with the known sequence and the available electron density map 

resultss in a partial or full model of the protein structure (Jones & Thirup. 1986). Improved 

phasee estimates can be obtained by the refinement of a partially built model, which in 

turnn leads to an improved electron density in which more residues can be identified. 

Ann early attempt to automate map interpretation is the method developed by Diamond 

(1966),, who applied a least-squares method to fit  short chain segments into electron den-

sityy maps given a set of guide points, restraining some atoms of the protein fragments to 

aa certain location in the real-space. A related approach has been suggested by Read & 

Moultt (1992) who use a local, systematic search of the electron density using a large num-

berr of (backbone) conformations to identify and build missing or poorly modelled main 

chainn fragments. Another well known appoach to detect structural elements in electron 

densityy maps is based on local correlations of the observed density to that of the search 

templatess as implemented in the program ESSENS (Kleywegt & Jones, 1997). A combi-

nationn of this template matching approach with a database of structural elements and a 

Montee Carlo technique rather than a systematic search has been implemented in DADI 

(Dillerr et a/., 1999b). Conducting the template matching in the form of a phased trans-

lationn function greatly enhances the performance compared to the systematic search and 

hass been employed in various forms (Cowtan, 1998, 2001; Doesburg & Beurskens, 1983; 

Pavelcikk et a/., 2002; Read k Schierbeek, 1988; Vagin & Isupov, 2001). The template 

matchingg approach in the reciprocal space has been extended to an automated proce-

duree in the program RESOLVE (Terwilliger, 2003a). RESOLVE carries out a number 
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off  template matchings using a set of standard structural fragments. These are subse-

quentlyy combined to form a connected set of longer chains, to which side chains can be 

fittedfitted (Terwilliger, 2003b). Instead of using electron density templates based on a set of 

standardd fragments, a set of rotationally invariant features can be constructed describing 

thesee templates. A real-space search can then be carried out, where for each location 

thee set of observed features is compared to the ones in the database. Connection of the 

placedd fragments results in a (partially) built atomic model. Such an approach has been 

implementedd in TEXTAL (Holton et ai, 2000). 

Thee model building methods in the program MAI D (Levitt, 2001) largely follow the 

philosophyy of the manual model building strategies. Most notably is the use of the 

skeletonn to obtain initial information of the location of the secondary structural elements, 

aa procedure that also has been adopted by the model building routines in Quanta (Oldfield, 

2002a).. Extension of a partially built model by Quanta is also carried out on the basis 

off  skeletons using a set of rules based on geometrical and electron density criteria to 

buildd successive CQ atoms {Oldfield, 2003). Another model building algorithm that uses 

skeletonss is CAPRA (Ioerger fc, Sacchettini, 2002). This method utilises an artificial 

neurall  network model to estimate the distance from selected skeleton points to the nearest 

Caa atoms. The CQ backbone models constructed by MAID , Quanta and CAPRA are 

extendedd to a poly-alanine model by a database driven method similar to the one described 

byy Esnouf (1997). 

Thee model building program ConfMatch (Wang, 2000) adopts a different philosophy. The 

mapp interpretation problem is formulated as placing a molecule in such a way, that the 

molecularr conformation is reasonable and the fit to the electron density is the best. The 

electronn density is parametrised by a set of grid points, which serve as putative estimates of 

thee atoms within the molecule. The ConfMatch procedure aims to build the full molecule 

att once. A sophisticated search algorithm does not prevent this approach from being 

muchh slower than most other model building programs. 

AA different approach, Conditional Optimisation, has been developed by Scheres & Gros 

(2001,, 2003). This method utilises prior information of geometrical features in proteins 

andd assigns multiple restraints to the observed groups of atoms. During the refinement of 

thee positional parameters all assigned restraints are taken into account and used in calcu-

lationss of the gradients. The basic idea behind the conditional optimisation approach is 

similarr to the one adopted by most other model building programs. The main difference 

iss that the conditional optimisation formalism allows for the presence of an ensemble of 

interpretations,, where each individual interpretation has a vote in the refinement proce-

dure.. Although the method has shown some spectacular results, the major drawback is 

againn the CPU requirement. 
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1.2.22 The Automated Refinement Procedure (ARP) 

Thee basic principle of ARP (also known as ARP/wARP) is to couple density interpre-
tationn with the refinement of the atomic parameters (Lamzin & Wilson, 1997). The 
approachh of allowing the macromolecular model to consist only of what is found in the 
electronn density map at a given time and provide the flexibilit y of having atoms or peptide 
fragmentss removed or added to account for density features that emerge in the course of 
refinement,, proved an extremely powerful tool in overcoming limitations of convergence 
radiuss of - especially pre-likelihood - refinement programs. Whereas conventional re-
finementt might fail to move a restrained atom for fragment over an energy barrier to 
aa new position, ARP/wARP would simply take it out of the model, thereby ignoring 
thee restraints and then place it back somewhere else. Significant phase improvement has 
furthermoree been obtained by the wARP concept (Perrakis et al, 1999), where several 
differentt atomic models were used to interpret the same electron density. Subsequent 
refinementt of these models and combination of phases resulted in maps of higher quality 
comparedd to maps calculated from the individual contributors. Although this method 
hass been largely superseded by novel model building routines, the wARP principle is now 
beingg reconsidered in the light of advances in applications of Bayesian statistical methods 
inn protein crystallography as outlined by Read (2001). 

1.2.33 Model update combined with pattern recognition and refinement 

Ann ARP/wARP model consists initially of a set of atoms that can approximately repro-
ducee the density calculated from the measured structure factor amplitudes and the current 
sett of phase estimates. There are no atom type or bond assignments and therefore no 
stereo-chemicall  restraints on these atoms. Following a nomenclature suggested by Isaacs 
&&  Agarwal (1985) we therefore refer to them as free atoms. In order to proceed from this 
sett of free atoms to a valid chemical model of the molecule a further layer of interpretation 
iss required. For accurately placed atoms the chemical interpretation reduces to an exer-
cisee in connecting points to produce well-known covalent geometry. However, the initial 
phasess are often of poor quality and substantial improvement of these phases is required 
too allow the atom placement to be sufficiently accurate for model building. ARP/wARP 
aimsaims at providing the best possible density for construction of the model and this goal 
iss achieved via model building itself coupled with restrained refinement. If the density is 
nott of sufficient quality to immediately build a full protein model, the relation between 
atomicc positions and phases can be employed: the improvement of atomic parameters 
inn the real-space will provide better phase estimates in the reciprocal space. If a part 
off  the macromolecular model can be correctly built, subsequent refinement will give rise 
too phases that produce an improved electron density map. This iterative procedure is 
outlinedd in Perrakis et al. (1999). 
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1.2.44 Main chain tracing and side chain building 

Inn cases where the initial electron density map does not allow all atoms to be placed with 

sufficientt confidence and accuracy, a decision-making process during the process of model 

buildingg becomes necessary to guess the most likely interpretation. Such a situation can 

bee shown to be equivalent to randomising the atomic coordinates of a refined structure and 

attemptingg to find the original connectivity between the atoms. Using only local bonding 

geometryy this becomes increasingly difficult with the inaccuracy of the atomic positions, 

sincee many pairs of originally non-bonded atoms fall into a valid bonded distance. In 

suchh situations one has to rely on the experience of a crystallographer and interactive 

graphicss software to find the most plausible solution or to attempt to find some heuristics 

thatt mimic this process. Morris et al. (2002) formulated this as a constrained integer 

optimisationn problem and outlined efficient graph searching techniques similar to well-

establishedd methods of Artificia l Intelligence to find good approximations to an NP-hard 

problem.. In short, a density-weighted match between found and expected protein Ca 

geometryy is computed and the best set of highest scoring main chain fragments is sought 

for.. The search technique is a modified depth first iterative deepening search algorithm 

(Russell  &z Norvig, 1995). An implementation of this method has been shown to cope 

betterr with inaccurate free atom positions. Since a large part of the main chain has been 

built,, its residues have to be mapped to the available sequence. For each built residue the 

freefree atoms in the vicinity of the Ca atoms are used to construct a connectivity matrix of 

thee putative side chains. The connectivity matrix is compared to the matrices of standard 

residuee types. Knowledge of the sequence of the protein under investigation is then used 

too assign the residues' types and a subsequent real-space torsion angle refinement is used 

too position the side chain into the available density. The development of algorithms that 

aree able to utilise non-crystallographic symmetry in the main chain building and side 

chainn docking is currently in progress (Morris et a/., 2003c). 

1.33 Error estimates 

Ann notion stating the importance of error estimates in crystallographic methods can be 

quotedd from Cowrtan (1999): 

Wit hh the rise of Bayesian methods in crystallography, the error estimates at-

tachedd to the estimated phases are becoming as important as the phase esti-

matess themselves. 

Clearly,, optimisation methods operated via Maximum Likelihood or Maximum a posteri-

oriori  estimates rely on the availability of accurate probability distributions, as can be seen 

fromm Bayes rule: 

P(Hypothesis\Data)P(Hypothesis\Data) oc P(Data\Hypothesis)P(Hypothesis) (1.1) 
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Incorrectt prior probabilities P(Hypothesis) or likelihood terms P(Data\Hypothesis) wil l 

havee an adverse effect on the posterior probability P(Hypothesis\Data) and thus on 

thee result of the optimisation procedure. An example of the importance of accurate 

errorr estimates arises in Maximum Likelihood refinement of crystal structures (Pannu 

&;; Read, 1996; Murshudov et al., 1997), where the determined width of the likelihood 

functionn influences the direction and size of the shifts of the atomic positions during the 

optimisation.. Accurate 'experimental' phase probabilities, if available, can also be used 

inn the refinement (Pannu et al, 1998). The role of an error estimate in a model building 

algorithmm is similar to its role in refinement. Decisions on atom/fragment placement are 

bestt made on the basis of probabilistic arguments by the virtue of the Neyman-Pearson 

lemmaa (Dudewicz & Mishra, 1988) that states that in any hypothesis testing problem 

thee use of likelihood ratios criteria for acceptance or rejection of an hypothesis, results in 

thee most powerful classification scheme possible. The role of an error estimate is thus to 

'calibrate'' the likelihood functions. 

Variouss methods have been developed to estimate the error on the positional parameters 

off  the atoms. The earliest investigation of this problem has been carried out by Cox 

hh Cruickshank (1948), who linked the error in the slope of the electron density at the 

atomicc centre with the standard deviation of the positional parameters. Luzzati (1952) 

derivedd a relation that predicts a variation of the R-value as a function of resolution 

forr a given Gaussian coordinate error in order to estimate the average shift of an atom 

neededd to bring the R value to zero. These so-called Luzzati plots have been widely used 

too estimate the coordinate error at the end of the refinement. A similar method has 

beenn developed by Read (1986), where an estimate of the coordinate error is obtained 

byy comparing the 'observed' plots of a A as a function of resolution against theoretical a A 

plots.. A somewhat different approach to estimate the error in the positional parameters 

hass been developed by Cruickshank (1999): the Diffraction-component Precision Index 

(DPI).. The DPI estimates the coordinate error on the basis of the resolution, completeness 

andd (free) R-value. 

Althoughh estimates of the positional errors obtained via Luzzati plots have been used 

widelyy to describe the quality of the model, it has been argued they should be seen as a 

cautiouss estimate of the upper bound of the true coordinate error (Cruickshank. 1999). 

Thee estimate of the average error of the positional parameters obtained via the DPI have 

beenn shown to lie close to values obtained using full matrix inversion. A similar analysis 

hass been presented by Murshudov &, Dodson (1997). A major drawback of the DPI is 

thatt the underlying approximations are only valid when the available model is close to the 

minimum,, which hinders the application of this method during early stages of refinement. 

aa A estimates have also been shown to loose their accuracy for large model errors. This has 

(inn part) been overcome by the use of multiple model procedure developed by Scheres k 

Gross (2001). They showed the importance of a proper error estimate for model building 
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purposes.. Naturally, inferences on the chemical nature and bonding patterns of a set 

off  unlabelled atoms need, besides prior information of the geometry and composition 

off  the molecule, a good estimate of the underlying error model. Although a statistical 

justificationn of the error model on the distances and angles used by Scheres & Gros 

(2001)) is less obvious, their test cases do show the importance of reasonable estimates of 

thee positional errors. 

Apartt from error estimates based on the correspondence between the observed and cal-

culatedd structure factor amplitudes, real-space methods have been developed as well. An 

interestingg approach is the empirical function derived by Colovos et al. (2000). This func-

tionn relates the frequency of a number of topological features of the electron density to 

thee average phase error. Related techniques have been developed by Terwilliger (2001). 

Inn the latter approach, a likelihood function for a map is constructed that contains terms 

dependingg on prior knowledge of the 'looks' of the electron density map and available 

phasee distributions for each reflection. This function is used to modify the phases in 

suchh a way that the map likelihood function is maximised and produces furthermore good 

estimatess of phase probability distributions. In turn, these estimated phase probability 

distributionss are used in automated model building routines as mentioned in the previous 

section. . 

1.44 Where do we stand? 

Thee requirements on the resolution and phase quality needed by ARP/wARP version 

6.00 to be able to successfully build protein models have been loosened considerably in 

comparisonn with the previous versions. There are two major reasons for this. First of all, 

thee refinement program which ARP/wARP operates with. REFMAC5 (Murshudov et al. 

1997),, outperforms the previous version (REFMAC4). Another major contributor to a 

widerr applicability of ARP/wARP is a more extensive use of prior knowledge in the inter-

pretationn process. As described in section 1.2.4, main chain tracing is carried out using 

priorr knowledge of the backbone stereochemistry. This greatly enhances the performance 

off  the recognition of the main chain in noisy electron density maps. Information of the 

expectedd electron density is handled in a more elaborate way compared to the previous 

version.. Whereas in versions 5.x of the ARP/wARP suite simple criteria such as the value 

off  the density height between two consecutive C0 atoms were used, a resolution dependent 

templatee describing the electron density around a peptide plane is used in the latest ver-

sion.. The impact of this on the performance of ARP/wARP is spectacular. Comparing 

thee '5 .1' and the '6.0' tracing, using the ARP/wARP suite distributed example X-ray 

dataa set, 52 residues are built in the first tracing cycle with the 'old*  pattern recognition 

algorithm,, whereas 229 residues (out of 475 in total) are built with the new procedure. 

AA comparative study between model building algorithms (Badger, 2003) has shown that 
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ARP/wARPP version 6.0 builds in 95% of the cases more than 75% of the model for 
structuress up to 2.3 A. Resolve 2.03 and MAID build more the 75 % of the model in 
55%% and 81% of the cases respectively. No detailed comparison of the performance of 
ARP/wARPP version 6.0 to other model building algorithms were provided for X-ray data 
setss with a resolution lower than 2.3 A. There have however been reports (Morris et al., 
2003c)) that ARP/wARP was able to built successfully up to 96% of the main chain 
aroundd 2.5 A using a set of tailor-made protocols, as well as an isolated, exotic case at 
2.88 A with a large solvent content. Recently, for one of the in-house projects at EMBL-
Hamburg,, about 50% of a partially twinned, 3.2 A structure with large solvent content 
(0.75)) has been built automatically starting from good 'prime and switched' (Terwilliger, 
2001)) molecular replacement phases. 

Thee results in the medium to low resolution range are encouraging, whereas the improve-
mentss made for data sets extending a resolution of 2.5 A, are spectacular. In order to 
increasee the success of ARP/wARP at lower resolution, the amount of prior knowledge 
usedd needs to be extended. This may include more sophisticated classifiers for the shape of 
ann electron density and tools for incorporation of phase and/or geometrical error estimates 
duringg the model building process. Other sources of information that can be utilised are 
geometricc redundancies (Bricogne, 1974) such as Non Crystallographic Symmetry (NCS), 
cross-crystallographicc symmetry or a combination of these two. 
ARP/wARPP is currently specific to protein models only and DNA, RNA or ligands cannot 
bee built automatically. DNA and RNA structures consist of basic, repeating building 
blocks,, which would probably lead to search procedures utilising this chemical modularity. 
Ligandss are in general smaller than DNA or RNA fragments, but their possible variety is 
large.. This makes it less straightforward to define a set of suitable features that could be 
usedd to automatically detect and build ligands in electron density maps. 

1.55 Scope of this Thesis 

AA good estimate of the quality of an electron density map and the set of free atoms 
thatt parameterises it, as is the case in the model building algorithms implemented in 
ARP/wARP,, is likely to help the interpretation process. The information used in most 
errorr estimation procedures is based on the correspondence between the observed and 
calculatedd structure factor amplitudes or on some features of the electron density. In the 
secondd chapter of this thesis, geometrical information is used to gauge the quality of the set 
off  free atoms. This estimate can then be used to obtain some information on the quality of 
thee electron density map. In order to utilise available geometric information, a distribution 
iss derived that describes the occurrence of inter atomic distances given a Gaussian error 
off  the positional parameters. It will be shown that under some assumptions a simple 
relationn exists between the error of the positional parameters of an atomic model and the 
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correlationn between the perfect electron density and a map calculated with the phases 

fromm the erroneous model. A key parameter in this relation is the quantity describing a 

shapee of the electron density of an atom. An empirical function for an estimation of this 

quantityy is presented and shown to correlate with X-ray data set characteristics such as 

thee width of the Patterson origin peak and the optical resolution. Both the description 

off  the geometric features and the quantity describing the shape of the electron density 

off  an atom can be used to assist the decision-making processes during automated model 

buildingg methods. 

Inn chapter 3. the derived dependence of the distribution of distances, given a Gaussian 

errorr model of the positional parameters of an atomic model, is used to model the change 

inn the shape of the Wilson plot (Wilson. 1942. 1949) as a function the of positional error. 

Thiss analysis can be used to estimate figures of merit, which can subsequently be used 

too calculate crustyle weighted maps (Read, 1986). Additionally, a novel explanation of 

somee characteristic features in the Wilson plot is presented. 

Inn the last chapter, prior knowledge of a subset of distances in a given ligand is used for 

automatedd identification and building of this molecule in electron density maps. Trial 

ligandd atoms are constructed on an orthogonal grid, which is used to obtain an error 

modell  on distances and chirality descriptors of the ligand. The last chapter relates to the 

previouss ones as follows: rather than estimating the parameters of the error model on the 

basiss of the observed geometric features, we fix the error model and make inferences on 

thee nature of underlying error free geometrical features given an observed set of atoms 

andd prior knowledge of the chemical structure of the ligand. 

Chapterss two and three have been accepted for publication in Acta Crystallogmphica 

sectionn D as two manuscripts. The algorithm and methods presented in chapter four, wil l 

bee made available to the user community in due time. 
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