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ACOUSTICC CORRELATE S OF 
PROMINENCE 1 1 

Abstract t 

ThisThis chapter discusses the acoustic correlates of prominence, how to measure them, 
andand how to extract them automatically from the speech signal. The chapter is 
structuredstructured in the following way: first a general description of acoustic correlates is 
given,given, followed by a detailed description of the relevant literature concerning 
automaticautomatic feature extraction. Then, an acoustical analysis of the speech material 
usedused in this study is given. The analysis mainly concerns the 1244 sentences that 
havehave already been marked for prominence (see chapter 2). Special attention is paid 
toto the automation process of feature extraction. 

11 Parts of this chapter were published in Streefkerk et al. (1998), Streefkerk et al. 
(19999 a), Streefkerk et al. (1999 b) and Streefkerk et al. (2001). 
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4.11 Introductio n 

Informationn available about (the degree of) prominence can be used in several ways. 
Forr example, automatic prominence labeling may be useful for speech recognition 
applications,, as it may provide additional information to the recognition process. 
Thee degree of prominence of a word may help to identify if a word is important for 
thee communication processes or not. Additionally, prominent words can be used as 
islandss of reliability. The tool, if fed with relevant acoustical information, assesses 
thee degree of prominence of each word in the sentence. In principle, each word in a 
sentencee can carry prominence, so for such an application the a priori probability as 
foundd in the training material is the basis of the assessment. 

Forr instance, in dialogues, a useful application of prominence is to distinguish 
betweenn sentences that contain the same words, of which the meaning changes with 
aa shift in the position of prominence from one word to another: "voor INstappen " 
(for(for getting on) versus "VOOR instappen" (get on at front), or an English example 
"inn CAPable hands" versus "INcapable hands". For disambiguation it is important to 
knoww which of the two relevant words (or syllables) is the most prominent one. Out 
off  context those words (or syllables) have statistically the same chance of being the 
mostt prominent one. 

Havingg these two applications in mind, this chapter concentrates on acoustic features 
thatt indicate the nature of prominence (as judged by naive listeners). In other words, 
thee main problem in this chapter is how to extract relevant acoustical cues from the 
speechh signal and to study their distribution over prominence classes. In chapter 5 a 
selectionn of these acoustic features will be used as input to a neural network for 
prominencee classification. 

4.1.11 General description of possible acoustic correlates 

Prominencee marking, as defined in chapter 2, is a perceptual labeling process 
performedd by humans. This process establishes correlates by using the speech signal 
(acousticc correlates) and knowledge of the language (here operationalized as textual 
correlates).. The prominence correlates related to text were described in chapter 3, 
whereass the main topic in this chapter concerns the acoustical cues of prominence. 
Inn finding acoustic correlates we are faced with three main problems. 
Prominencee may be manifest in terms of a speech segment being louder, longer, 
moree clearly pronounced, and containing pitch level changes. These are all 
perceptuall  / articulatorv terms and are therefore difficult to measure from the speech 
signal.. However, it is possible to measure physical characteristics in the speech 
signal.. Following this line the first problem is to associate these perceptual / 
articulatoryy terms with acoustical measurements. 
Thee second problem concerns the fact that prominence is always relative to its 
environment,, and that measurements must take into account this relativity. 
AA third problem for this type of research concerns the unit (word, syllable, phoneme) 
off  speech to be measured. . 
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Numerouss studies give evidence for several acoustic correlates of prominence. 
Generally,, the following acoustic features can be associated with prominence: 

-- F0(Hz) 
durationn (s) 
intensityy (dB) 
spectrall  characteristics 

Variouss remarks concerning these acoustical measurements can be made. In general, 
changee in Fo, which is perceived as rising or falling pitch movements, cause words 
too be perceived as being more prominent than other words in which smaller or no 
changess in F0 are measured. In several studies it has been confirmed that, for 
instancee for English and Dutch, changes in F0 are the most important tool in marking 
wordss for prominence (Ladd, 1996; 't Hart et al., 1990; Lehiste, 1970; Bolinger, 
1958).. Changes in F0 are not absolutely related to the phenomena of prominence; 
theyy depend on the type of movement (rising and falling pitch movements in terms 
off  the IPO intonation grammar (Hermes & Rump, 1994)) and must be interpreted 
relativelyy within one utterance (Terken, 1996; Hermes, 1995; Hermes, 1991). 
Adjacentt pitch movements can also influence the prominence perception (Ladd et 
al.,, 1994). F0 changes must be seen as relative to several factors: to the changes 
foundd in neighboring words, to the beginning or the end of a sentence ('t Hart et al., 
1990),, and to the speaker (Gussenhoven & Rietveld, 1998; Kraayeveld et al., 1991), 
andd his / her emotional status (e.g., angry speakers general produce larger changes in 
F00 man speakers who are bored (Mozziconacci, 1998)). 
Alll  these factors influence F0. In our study we do not only have to cope with the 
factorss mentioned above, but also with the restriction that the labeling / classification 
process,, including the feature extraction itself, must be done automatically. Firstly, 
thee F0 measurement itself often introduces octave errors. Secondly, for our research 
wee can only correct for factors that are automatically available, for instance, 
informationn about the vowel identity is available for our type of speech material, but 
thee emotional status of the speaker is not. 
Thee research described above concentrates on the shape of the F0-curve, and not on 
thee feature extraction in the individual syllable or word. Striking changes in the F0-
curvee have been assigned to words (or syllables) later. Such research highly depends 
onn a good F0 measurement algorithm, whereas a proper alignment with the words 
(syllables)) is also a complicating task. In our research we want to concentrate on the 
moree local acoustic features, which can be found in the individual syllables or 
words.. Our approach will be to find in the appropriate syllable (or word) features 
thatt will provide information of the prominence of mat syllable (word) and, 
furthermore,, will be suitable for an automatic classification task. 
Accordingg to the literature the duration of the various speech units (words, syllables, 
phonemes)) is also related to prominence. Generally, a long syllable or vowel 
durationn corresponds with increased prominence, but this duration also depends on 
severall  other factors: the speaking rate, lexical stress, intrinsic segment properties, 
thee number of segments that constitute a syllable and / or a word, finality (Cambier-
Langeveld,, 2000), and the following segments. In the acoustical analyses of this 
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chapterr it must be investigated for which of these factors normalizations are helpful 
inn order to have proper durational features of prominence. 
Thee intensity of the vowels and / or syllables is reported in the literature as being 
importantt also for prominence, but there are also several other factors, which 
influencee the intensity of vowels and syllables. First, there is lexical stress, which is 
basicallyy a property of the lexicon, and influences the intensity of the whole syllable 
andd especially the intensity of the vowel (van Kuijk & Boves, 1999; Sluijter & van 
Heuven,, 1996). Second, there is the intrinsic intensity of vowels: open vowels are 
moree intense than closed vowels (Lehiste & Peterson, 1959). A third point that has 
too be taken into account concerns sentence finality: the intensity decreases towards 
thee end of a sentence. 
Thee last notable acoustic correlate concerns the spectral characteristics of the vowel 
andd / or consonants. The phenomenon of spectral reduction of vowels (Fl / F2 
valuess shift to the middle of the cardinal vowel diagram) related to prominence is 
discussedd in van Bergem (1993). Spectral reduction of consonants is related to the 
spectrall  center of gravity (the 'mean' frequency in semi-tones, weighted by spectral 
power),, see van Son & Pols (1997). 
Thee possible acoustic correlates of spectral characteristics will not be dealt with in 
thiss study, partly because the quality of recording over the telephone is probably not 
goodd enough to permit the measurement of reliable spectral characteristics, and 
partlyy because the influence of other features is even bigger here. 

4.1.22 Relevant studies on automatic feature extraction 

Severall  studies discuss the prosodie notions of accentuation and phrasing and the 
extractionn of prosodie features. We here focus on the studies concerning automatic 
prosodiee feature extraction of accentuation and (lexical) stress in order to detect 
prosodiee properties related to the prominence of words and syllables. The selected 
studiess label accentuation differently: according to the IPO intonation grammar, or 
accordingg to the TOBI-label system (Taylor et al., 1998; Wright & Taylor, 1997; 
KieBling,, 19%; ten Bosch, 1993; Vaissière, 1989). Other studies label their material 
forr focus (Petzhold, 1999; Heldner et al., 1999), or use the notion of prominence, 
(e.g.. Wightman & Ostendorf (1994) use prominence marks at the syllable level). 
Relatedd research concerns the automatic detection of (lexical) stress. In van Kuijk & 
Bovess (1999) an attempt was made to improve HMM speech recognition by lexical 
stresss recognition from acoustic features. Hand-labeled stress marks (unstressed, 
stressed)) are used in the research of Silipo & Greenberg (1999). 
Alll  these studies deal with automatic feature extraction for the detection of their 
prosodiee features. In the next paragraphs we will briefly discuss various approaches 
too feature extraction. The results are not always comparable because of the 
differencess in the speech material used and differences in initial labeling. 
Studiess concerned with the automatic detection and classification of pitch accents 
mostlyy concentrate on the shape of the F0-curve (e.g., Taylor et al., 1998; 
Maghbouleh,, 1998; ten Bosch, 1993). The most striking rises and falls are the basis 
forr defining various features taken from the F0-curve and their timing is generally 
relatedd to vowel onsets. No further lexical information is used. The correct 
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recognitionn rate for a pitch / non-pitch accent decision for the two studies by ten 
Boschh (1993) and Taylor et al. (1998) is 81% and 74%, respectively. Vaissière 
(1989),, who also tried to classify the different types of pitch accent for different 
speakers,, already mentions mat the surface realization of pitch accents differs widely 
amongg speakers. Frid (2001) investigated and predicted intonation patterns in terms 
H**  L*. Via pitch contour stylization patterns of accented words were compared and 
putt into 30 classes, which makes clear that a lot of variation in the intonation 
contourr is possible. As indicated before, we thought that the concentration on the 
shapee of the F0-curve is not a useful way to detect prominence automatically. From 
thee whimsical changes in the F0-curve it is difficult to provide information about the 
prominencee degree of each individual word or even syllable. As said before we want 
too concentrate on the features that are directly related to, and directly extractable 
from,, the word (or syllable) concerned. 

Kiefilingg (1996), who aims at the recognition of pitch accents, uses features 
describingg the F0-curve as well as a large set of features concerning duration and 
intensity,, and all of these also with respect to the previous and following syllables. 
Hee applied an effective method of making the absolute features relative to their 
directt environment. Even lexical information, such as lexical stress or the identity of 
thee segments, or even the number of syllables in a word, was used. A total of 276 
featuress per syllable were used for the classification task. The result for pitch / non-
pitchh accent decision with this large feature set is rather good, namely 83% correct, 
but,, in our view, such a set of features is too large to analyze the specific 
contributionn of the separate features. In Batliner et al. (1999) this large number of 
featuress is reduced to six, and they conclude mat F0 features are not more important 
thann intensity or duration features. These findings convince us mat pitch accent is 
nott only achieved by accent lending pitch movements, but also by other acoustic 
correlatess such as duration and intensity. Batliner et al. (1999) used additional 
informationn concerning the content-word / function-word distinction, lexical stress 
features,, as well as the number of syllables in a word. 
Thee studies by Batliner et al. (1999) and KieBling (1996) show how difficult it is to 
makee clear what type of information (lexical / syntactic information or acoustical 
information)) is used for classifying pitch accent. It is certainly clear that the duration 
off  a word highly correlates with the number of syllables, and that the number of 
syllabless correlates with the content-word / function-word distinction. As function 
wordss are less prominent than content words (see chapter 3) the type of information 
iss not clearly defined. 
Wightmann & Ostendorf (1994) discuss the recognition of initially hand-labeled 
syllablee prominence. They also use the syllable as a basic unit and extract different 
featuress concerning Fo, such as the mean F0 in a given syllable, the mean intensity of 
aa syllable, as well as features concerning the duration. Even pause duration is used. 
Thesee features are also used relative to the syllable before and after the current one. 
Flagss for lexical stress and finality of words were added to the feature set. They 
obtainn a recognition rate of 83% for the prominent / non-prominent distinction. 
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Thee approach of Batliner et al. (1999), KieBling (1996) and Wightman & Ostendorf 
(1994)) is interesting for our type of analysis and classification because they give 
severall  features describing the nature of pitch accent / prominence in the word (or 
syllable)) concerned. Corrections for other influential factors appear to be possible, as 
welll  as a direct linkage to lexical information. In our research we will not take the 
propertiess of the surrounding syllables into account, because an interpretation of this 
relativityy is difficult. These relative features prove to be very useful for a speech-
engineeringg approach of prominence classification. For our research high 
recognitionn rates are not the only goal; we concentrate on the need to provide 
phoneticc insight about which features are important for prominence classification. 
Whichh are the most useful features for our prominence detection and classification 
off  prominence will be analyzed in more detail in the following part of this chapter. 

Theree are two other studies worth giving more detail: the study of Silipo & 
Greenbergg (1999) and that of van Kuijk & Boves (1999). The former authors 
classifiedd initially hand-labeled stress (primary, secondary, unstressed) with the help 
off  vowel measurements in a given syllable. They reached a recognition rate of 80% 
forr stressed syllables and 77% for unstressed syllables (the recognition rate of the 
secondaryy stressed syllable is not reported), by using energy, mean F0 value and 
durationn of the vowel. Van Kuijk & Boves (1999) described interesting acoustic 
correlatess for lexical stress (automatically annotated by means of a lexicon). They 
testedd different features, especially those concerning the duration and the energy, 
suchh as the total energy of a vowel and the spectral tilt, and they used various 
normalizations.. A correct classification rate of 72% is reported. Interestingly, the 
totall  energy seems to show high discriminability, but this is due to a combination of 
twoo features as the total energy is directly related to the duration of a given sound. 
Ann additional point is mat most features show statistical differences for the stressed / 
unstressedd distinction and seem to be dependent of vowel type. 

Inn the speech material that we use in our own research there are several complicating 
factors,, which make the measurements more difficult than in some studies described 
above: : 

speakerr variety 
differentt environments 
dataa recorded via the telephone 

AA further complicating factor is die fact that both the 'basic' acoustical measurement 
(Fo,, duration and intensity) and the subsequent acoustic feature extraction must be 
donee automatically. 

Thee goal of this automatic extraction of acoustic correlates of prominence is not only 
too analyze which features are important for prominence and what are the relations of 
thee acoustic features is to each other (mainly the topic of this chapter), but ultimately 
alsoo to recognize prominent and non-prominent words automatically (as described in 
chapterr 5). 
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4.22 Feature extraction 

4.2.11 Segmentation and labeling of the speech material 

Thee used speech material (Dutch Polyphone Corpus) has to be segmented into 
words,, syllables and phonemes, as otherwise duration is not measurable, whereas F0 

andd intensity otherwise could not be aligned to lexical units containing lexical 
information,, such as vowel type or lexical stress. Of course it is known that 
segmentationn by hand is a very time-consuming procedure and that even hand 
transcriptionn shows certain systematic errors (Cucchiarini et al. 2001; Eisen & 
Tillmann,, 1992). However, we aim, as much as possible, to have automatic 
procedures.. Automatic segmentation facilitates the processing of large amounts of 
speechh material, but at the same time it introduces several types of errors. Some of 
thesee errors are discussed later in this section, but first we will turn to the general 
proceduree for automatic segmentation of our speech material. 

Al ll  the phonetically rich sentences from the Dutch Polyphone Corpus have been 
orthographicallyy transcribed, which means mat it is known what the textual content 
onn word level of each given speech signal is. Background noise, non-speech sounds, 
andd noise from the speaker himself / herself (lip smacks) are labeled between 
brackets.. The example below shows one of the sentences recorded. 

1)) Hij heeft twee argumenten voor zijn stelling. (He has two argument for his 
proposition) proposition) 

2)2) [mouthnoise] hij heeft twee argumenten voor zijn stelling [bg_noise] 

Inn the subsequent section this specific sentence serves as an example sentence. If a 
speakerr stutters then these hesitations are also described. Additional information 
aboutt hesitations, speaker and background-noises has been added by hand. The 
enrichedd transcription wil l facilitate automatic segmentation. We realize, of course, 
thatt in real speech technology applications, such a complete transcription is 
generallyy not available. However, we used this kind of information in order not to 
undulyy complicate the segmentation problem. 

Thee transcription of the sentence plus background noise and the noise from the 
speakerr is available for the speaker. 
Thee phonetic transcription was added with the help of the standard pronunciation 
lexiconn of the Dutch language (CELEX). For each sentence the standard 
pronunciationn was looked up, resulting in a chain of phonemes, syllables and words 
ass presented in 3) below, which represents the normative phonetic transcription of 
thiss sentence in SAMPA notation (see Appendix A 4.1). 

3)) [mouthnoise] HEi he:ft twe: AR-Gy-mEn-t@ vo:R zEin stE-lIN[bg_noise] 
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Wee used an HMM speech recognizer to align the speech signal to the concatenated 
sequencee of phonemes. In this procedure there are, however, various sources of 
error.. First, the system supposes that the pronunciation will be the standard one, 
whichh is improbable because of differences in speaking style, gender, and in the 
regionall  background of the speakers. Second, although the alignment allows an 
optionall  silence to be inserted between subsequent words; it is not possible to insert 
orr delete phonemes. In other recognizers alternative pronunciation possibilities are 
sometimess implemented together with the possibility of making deletions and 
insertions.. However, such extensions may introduce complications, especially for 
trainingg the HMM-model, so we therefore opted for a simple variant 
Inn our example sentence the following problems occur: the two /t/'s in the two 
connectedd words heeft twee (has two) are most probably reduced to one Ixl.  Within 
wordss the pronunciation lexicon may solve such de-geminations. For instance, in the 
wordd aannemen (take, accept) the two /n/'s are pronounced as one /n/, and CELEX 
correctlyy transcribes this word as /a:-ne:-m@/. However, such assimilation and co-
articulationn phenomena are not supported beyond word boundaries. Another 
complicationn is the deletion of the /n/ at words ending with /@n/. This is a debatable 
point.. For the word argumenten (propositions) in our example 3), the lexicon 
(CELEX)) gives an obligatory n-deletion at the end of this word. Under certain 
conditionss and in certain regions of the country this /n/ deletion at the end of a word 
mayy be correct, but there are regions in the Netherlands where this kind of deletion 
iss not common. 
Otherr problems concern reduction, speaking rate, style etc. An example of reduction 
iss found with the possessive pronoun zijn (his). In example 3) this is transcribed as 
/zEin/,, however, it is often reduced to /z@n/. 
Theree are several other problems one could think of, such as for instance in er was 
eenseens ... (once upon a time), which forms the beginning of fairytales, and which 
couldd be reduced to /wAz@z@n/ or even /wAz@s/ or /wAs@s/. The frequent 
insertionn of a schwa in the word film (film), which is then pronounced as /fH@m/ is 
ann example of an inserted phone, which is not represented in the canonical 
pronunciationn either. 
Wee wil l next discuss the training of the HMM recognizer and we will compare the 
automaticc segmentation of the example sentence with the hand segmentation. 

4.2.1.11 Trainin g of the HMM-recognizer 

Aboutt 4500 sentences (a subset of 3 CD-ROMs with the sentences of a total of 900 
speakers)) were used to independently train HTK an HMM recognizer2. The standard 
pronunciationn for these 4500 sentences was taken from CELEX. This resulted in a 
chainn of phonemes per sentence, which were used for training. The phone models of 
thiss recognizer were used to localize the segment boundaries or, in other words, to 
alignn the given string of phonemes. 38 different symbols (16 vowels and 22 
consonants)) were used for speech, mostly according to the SAMPA notation (see 
Appendixx A 4.1). This list of Dutch phonemes has been enlarged to include 5 
symbolss for noises and silence. 

2 2 
withh the much appreciated help of Xue Wang (Wang, 1997) 
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Figuree 4.1: Oscillogram of the sentence Hij heeft twee argumenten voor zijn 
stellingstelling (He has two arguments for his proposition) with accompanying 
automaticc phoneme segmentation and the related syllable and word 
segmentationn tiers. The perceptual prominence scores on the word level are 
indicatedd in the lowest tier. 

Inn total 58 separate phoneme models were trained: 5 for non-speech, 16 models for 
vowels,, 15 additional models for vowels in stressed position (the schwa cannot 
occurr in a stressed position), and 22 models for consonants. In order to distinguish 
thesee models, lexical stress is defined using CELEX, with an added restriction that 
thee function words as defined by van Wijk van & Kempen (1979)3 never bear lexical 
stress.. With the analyses in chapter 3 the definition of function words could be 
transformedd into a more suitable one, as in principle only the segment boundaries 
aree definite. 
Eachh phone model contains 5 states of which states 2, 3, and 4 contain a self-loop 
andd can be skipped. Each HMM state corresponds with a mixture of 8 Gaussian 
PDF'ss (probability density function). The HMM models use 12 FFT-based MFCC 
(mell  frequency cepstrum coefficients) and the log energy as input vectors, which 
resultss in 13 parameters per frame. The delta and delta-delta parameters are also 
used.. For each frame a hamming window of 25 ms is used and a frame shift of 10 
ms.. The minimum duration of each segment is 30 ms, as the duration of each frame 
wass 10 ms, and a minimum of three states per segment had to be visited. 

4.2.1.22 Resulting segmentation 

Thee automatic phoneme segmentation was done for the 1244 sentences from the 
trainingg set and the 1000 sentences from the test set. In the next step the syllable 
boundariess (derived via CELEX), the word boundaries, and the given prominence 
markss were added in the segmentation files. The segmentation of our example 
sentencee Hij heeft twee argumenten voor zijn stelling (He has two arguments for his 
proposition)proposition) is shown in figure 4.1. For clarity, only the speech part of the whole 

Thee results in section 3.3.1 do suggest that, for instance, Negations require an independent class. 
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soundd file is given above; some mouth noise in the beginning of the sentence as well 
ass background noise at the end of the sentences has been cut out. The two debatable 
segmentationn points that were mentioned above in section 4.2.1, (namely the 
possiblee junction of the two /t/'s between the words heeft twee (has two) and the /n/ 
deletionn at the end of the word argumenten (arguments) can be checked in the 
speechh signal. A Ixl de-gemination over word boundaries is not present in this 
specificc sentence; the automatic segmentation even shows some silence between 
thesee two words. The /n/ deletion at the end of the word argumenten does not occur 
inn this spoken sentence either, since it is clear that the marked schwa at the end of 
thee word is exceptionally long, and the oscillogram indicates that there are two 
differentt speech sounds. Listening to the recording confirms that the Inl was actually 
spokenn here. 

4.2.1.33 Accuracy of the automatic segmentation 

Thee accuracy of the automatic segmentation is difficult to test; one option might be 
too compare it with a hand-segmentation of the same speech material. In automatic 
segmentationn there are at least two types of error sources. Firstly, in our automatic 
segmentationn we rely on the canonical pronunciation, which many speakers do not 
realizee because of regional, gender type, and / or speaking style differences. 
Secondly,, the segment boundaries set by the HMM recognizer can be inaccurate. 
Thee question now is, which deviations are acceptable, and how can we make an 
inventoryy of them. In order to bring more clarity the example sentence was 
segmentedd by hand. Figure 4.2 below shows a comparison between hand and 
automaticc segmentation. A colleague independently performed the hand 
segmentation.. The exact position of most boundaries differs somewhat and in one 
casee an insertion has to be made. The /n/ at the end of the word argumenten 
(arguments)(arguments) is definitely spoken and must be inserted for a correct segmentation. 
Thiss error has consequences for the duration of the schwa and pollutes the 
measurements.. There might be other structural errors in the automatic segmentation 
suchh as for the segmentation of vowel-like consonants (1, R, j) . In automatic speech 
thee alignment takes up a greater part of the adjacent vowel as compared to hand 
transcription.. The IRI  in the word argumenten in figure 4.2 is an example of this. 

Timee (s) 

Figuree 4.2: Hand-made segmentation (lower tier), in comparison with 
thee automatic segmentation (upper tier) plus the oscillogram. 
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Althoughh the automatic segmentation is far from perfect and structural errors cannot 
bee excluded, we nevertheless decided to use the automatic segmentation for the 
followingg reasons: First, the main problem in this chapter is not only to find relevant 
acousticc features, but also to automatize the whole process of measuring acoustic 
featuress at the appropriate place in the speech signal, and to detect words with 
differentt degrees of prominence. Furthermore, hand segmentation is time 
consuming,, which makes it difficult to segment large databases by hand. Therefore 
automaticc segmentation is the only reasonable option. However, the more structural 
errors,, such as the /n/ deletion, form a real problem, and it must be investigated to 
whatt degree these errors obscure reliable measurement of acoustic features. Lastly, 
thee segmentation must also be done automatically in speech technology applications. 
Too indicate the quality of automatic segmentation we can refer to Wang (1997), who 
comparedd the hand-labeled TIMIT database with the automatic segmentation 
(similarr to the one used in the present study). He obtained a correct score of 86.9% 
withinn a 20 ms interval. 

4.2.22 Acoustic correlates 

Inn the next sections we will describe and discuss acoustic features of prominence. 
Alll  the acoustical measurements and analyses were done with the PRAAT software 
packagee (Boersma & Weenink, 1996). 

4.2.2.11 Unit selection 

Thee sentences judged for prominence by ten listeners have been included in the 
acousticall  measurements. Details of these 1244 sentences are described in section 
2.2.4.. This set is called the training set. The acquisition of the prominence marks is 
describedd and discussed in section 2.4. The clustering of the prominence marks as 
presentedd there, is used in the current chapter, so the prominence scale from 0 to 10 
(originatingg from the 10 listeners) is reduced by hierarchical clustering techniques to 
aa 4-point scale (see section 2.4.1.3), where HI (score seven, eight, nine and ten) is 
thee highest prominence class, followed by II (score three, four, five and six) and I 
(scoree one and two), with 0 (score zero) indicating no prominence at all. It is our 
goal,, in this chapter, to find the acoustic features that are correlated with these 
prominencee scales. These features allow us to distinguish between the four 
prominencee categories (HI, It, I, 0), or, to make the training classes more distinctive, 
betweenn the two extremes of mis scale (0 and HI). For this purpose the 1244 
sentencess were used as the training set. The other set of 1000 sentences serves as a 
testt set (see section 2.4.2). As testing the relevance of the acoustic correlates is 
basicallyy the main topic of chapter 5, the data presented in the present chapter 
mainlyy concern the training set of 1244 sentences. 
Thee listeners assigned prominence at the word level. Measurements at this word 
levell  might be advisable for F0

4. However, the word unit may be too large to 

Inn a pilot experiment some good results were achieved by taking the difference between maximum and 
minimumm F0 within one word This measurement proved to be a useful feature for prominence; more 
detailss are described in Streefkerk et al. (1997). 
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measuree duration and intensity. For this reason we decided to use the syllable as the 
basicc unit to work with. If a word consists of several syllables it must be decided to 
whichh of the syllables the unique prominence label should automatically be 
allocated.. We decided to use the criterion of lexical stress. Therefore, in a 
polysyllabicc word the syllable that carries the lexical stress is the target one. 
Figuree 4.3 shows our example sentence, with the above-mentioned tiers of syllable 
boundariess and the original prominence marks of the listeners. The third tier shows 
thee different prominence classes assigned to the syllables. As discussed above, for 
polysyllabicc words the prominence class is assigned only to the lexically stressed 
syllable.. The remaining syllables marked with '-' do not play a role whenever the 
so-calledd absolute features are applied, but they are actually used for normalizations. 
Inn this approach it is assumed that features of prominence as defined by listeners are 
concentratedd in the lexically stressed syllable of a word. The literature confirms that 
featuress of sentence accent are mainly concentrated in the lexically stressed syllable 
(Sluijter,, 1995; 't Hart et al., 1990). Lexical stress as a property of the lexicon is at 
bestt an approximation of realized lexical stress However, phenomena such as 
lexicall  stress shift, or unspoken lexical stress are not taken into account. If stress 
shiftt occurs then this indicates that we are measuring in the wrong syllable. 
Linguistss often define lexical stress via the content-word / function-word distinction. 
Contentt words do have lexical stress; function words do not. (More about this 
distinctionn is said in chapter 3.) Our choice means that all words must be included in 
thee analyses; even Dutch articles such as de (the, masculine) and het (the, neuter). In 
principle,, such words can also be identified as prominent and since we are also 
interestedd in the degree of prominence, 'no prominence' is as interesting as 
'prominence'.. With this aim in mind, we had to be consistent and take all words into 
account,, knowing that function words are generally not prominent (see chapter 3). 
Thiss might even have consequences for certain measurements. For instance, the 
frequentlyy occurring function word de contains a schwa. Features that apparently 
distinguishh between prominent and non-prominent may actually distinguish between 
schwaa and full vowels, for instance. 
Wee have discussed several aspects of automatic segmentation, which is required to 
anchorr the acoustical measurements, and to assign prominence to syllables and to 
selectt these syllables. The last point mainly dealt with the question as to which 
syllabless play a role in further analyses. 

4.2.2.22 F0 Features 

Ass already described in the introduction to this chapter, F0 changes are the most 
importantt cue for prominence. But first we have to explain what we mean by F0. 
Periodicityy can directly be measured in the speech signal. What the periodicity 
(fundamental)) of the signal is can be expressed in cycles per second (frequency). 
Thiss is called the fundamental frequency, also named F0. F0 is measured in Hertz, 
whichh is the physical unit of cycles per second. As already mentioned, F0 is closely 
relatedd to the perception of pitch. The higher the F0 values the higher the perception 
off  pitch, but there is not a linear relationship between perceived pitch and F0 

measuredd in Hertz. To define the relation some people use a logarithmic, musical 
scalee and measure F0 in semitones. Other more psychophysical units are also 
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conceivablee such as ERB (equivalent rectangular bandwidth) or bark (perceptual 
spectrall  frequency; approximation of the place on the basilar membrane). In the 
presentt study we chose semitones (st), because they come close to the perception 
scalee of pitch and they are related to an easily interpretable musical interval scale. 
Thee relation of the acoustical frequency scale (Hz) and the logarithmic musical scale 
(st)) relative to 100 Hz can be expressed as follows: 

ƒƒ = 
121n(F0/100) ) 

Inn 2 

' f i ss expressed in st, F0 in Hz. 
Thiss means that a tone of 100 Hz is expressed as 0 st (this tone is 0 semitones above 
1000 Hz), and a tone of 200 Hz is expressed as 12 st. This tone is 12 semitones above 
1000 Hz, which is exactly 1 octave. A tone of 300 Hz is about 19 semitones above 
1000 Hz. An additional advantage of expressing F0 in semitones is that the difference 
betweenn two tones is independent of the reference value of 100 Hz. This 
independencee allows F0 ranges (difference between two F0 values) to be directly 
comparable. . 
Al ll  these explanations concern a steady F0, but in speech we have to deal with F0 

changes,changes, which are perceived as a melody. If voiceless parts appear, for instance, in 
ann /s/, no pitch can be measured. An F0-curve thus contains gaps and discontinuities, 
butt these gaps are generally not perceived as such. Perception closely resembles a 
continuouss contour i.e. the speech melody. We have to approximate the perceived 
melodyy from the measurable parts of the F0-curve. Striking changes in the F0-curve 
mayy be used to mark prominence. These changes have to catch the ear, but other 
factorss influence the F0-curve as well (such as male / female differences, declination, 
andd boundary tones) and may disturb a direct feature extraction. (An evaluation of a 

syl l 

prom m 

ARR Gy mEn : vo:R R zBn n 

0.57 7 
Timee (s) 

Figuree 4.3: Oscillogram of the example sentence Hij heeft twee argumenten 
voorvoor zijn stelling, with from top to bottom the segmentation at the syllable 
levell  ('syl'), then the prominence marks of the listeners at the word level 
('prom'),, and the selection of the syllables used with the prominence degree 
levelss (0,1, II, HI) that go with these syllables ('prom class'). 
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parameterizedd F0-curve is described in Heuft et al. 1996.) Simple interpolation and 
smoothingg techniques approximate the perception. Methods must be found to extract 
featuress that catch the striking changes in the F0-curve. These methods must also be 
correctedd for the disturbing factors, such as declination. 
Havingg explained some terms concerning the acoustical phenomena of F0 and its 
perceptuall  correlates pitch, we must now turn to the analyses of the actual F0 
measurementss in our sentences. The main topic of the following sections is the 
automaticc extraction of the relevant features from the whimsical Fo-curve. 

4.2.2.2.11 Measuring F0 

Forr the F0 measurements a periodicity detection based on an accurate autocorrelation 
methodd is used (Boersma & Weenink, 1996), with time steps of 0.01 seconds. The 
maximumm frequency found is set at 600 Hz (it was unusual for a woman's voice to 
goo beyond this value). The minimum is set at 50 Hz (it was also unusual for a man's 
voicee to go below this level). The unprocessed F0-curve (see figure 4.4, graph 1) is 
firstfirst automatically corrected for octave jumps. This correction step is not without 
problems.. In Dutch, the range of the whole curve per utterance per speaker is 
normallyy within one octave, so measurements outside this range are usually not 
expected.. Therefore, we implemented a correction step (see figure 4.4, graph 2), but 
sometimess this correction step introduced new errors. This actually happened in our 
examplee sentence. Through repeated listening it was confirmed that the sentence 
onsett hij heeft... (he has) is actually as high as presented in the original upper graph 
off  figure 4.4. The resulting F0-curve, of course, shows gaps for the voiceless parts in 
thee speech signal. The curve per sentence is interpolated by a simple linear fit  in 
orderr to get a continuous curve (see figure 4.4, graph 3). As already mentioned, we 
believee that human perception is closer to this continuous contour. This continuous 
contourr has the advantage that measurements at the syllable level are now possible, 
andd that a value can be extracted for each syllable. 

Thiss interpolated contour is again smoothed to eliminate small variations in the 
curvee (see figure 4.4, graph 4). Such small variations may influence the feature 
extractionn negatively as local fluctuations may not express the more global changes 
inn the curve. The last graph of figure 4.4 shows the actual F0-curve from which 
severall  features are extracted in order to distinguish between prominent and non-
prominentt words. 
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Figuree 4.4: F0-curves of our example sentence Hij heeft twee argumenten voor 
zijnzijn stelling. The first graph displays the unprocessed F0-curve; in the second 
graphh the octave jumps are corrected; in the third graph the F0-curve is 
linearlyy interpolated in order to make the curve continuous; and in the fourth 
graphh the curve is smoothed to get rid of small local changes which could 
disturbb the automatic extraction of F0 features. 
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Figuree 4.5: The F0-curve with the syllable segmentation and the prominent 
classes.. The two lowest tiers show the range and the median F0 per syllable. A 
dottedd horizontal line through the curve indicates the overall median. 

4.2.2.2.22 Extracting F„  features 

Inn the previous section we described how we processed the F0-curve so that it 
correspondedd more closely to human perception, and how features can be extracted 
automaticallyy for each syllable. A continuous curve is useful because only then a 
vectorr can be filled with values for each segment. These values can be used as cues 
forr prominence classification. 

Thee median F0-value per syllable as well as the F0 range per syllable (difference 
betweenn maximum and minimum of the target syllable) is measured on the 
continuouss pitch curve (see section above). The values of F0 range per syllable are 
directlyy interpretable. Because these values express a difference, the reference value 
off  100 Hz is no longer relevant. E.g. a range of 3 semitones means that the interval 
off  these tones is a minor third, which is independent of different pitch heights of a 
voice. . 

However,, the syllable-based median values cannot directly be compared to each 
other.. These values can only be compared within one sentence. So, in order to 
comparee a sentence spoken by a male with a sentence spoken by a female, gender 
normalizationss must be made. This was implemented by applying an utterance-based 
normalizationn by subtracting the overall median F0-value of each sentence. These 
resultingg corrected median values thus express the median deviation per syllable 
fromm the median value of the whole sentence. 

Thee range and the median F0 values are shown per syllable for our example sentence 
inn figure 4.5. For instance, on the lexically stressed syllable of the word argumenten 
/mEn/,, a movement is realized with a range of 4.09 st, whereas on the word voor 
/vo:R// the curve has a range of 1.55 st. The median per syllable is measured to give 
ann indication of the overall height of a syllable. Since for this example we only 
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comparee within one sentence, we show here the uncorrected values. The syllable 
tweetwee has the highest median F0 value of all the syllables, followed by the last two 
syllabless of the word argumenten, which have median values of 6.16 and 6.40 St. 
Iss it possible to distinguish which words of our example sentence are prominent by 
onlyy using these two features (F0 range, F0 median per syllable)? The extracted 
featuress then have to distinguish between the different prominence classes. As 
decidedd in a previous section, for these direct analyses of polysyllabic words, only 
thee lexically stressed syllables are taken into account as measurement domain. The 
discardedd syllables are marked with a dash (-) in the second tier of figure 4.5. A high 
F00 range value is an indication of prominence. Looking at this sentence, the 
candidatess are heeft 9.29 st, twee 4.46 st, the syllable /mEn/ 4.09 st and perhaps zijn 
withh 3.37 st. A syllable with a high F0 median can also be an indication of 
prominence.. Taking the median per syllable we have the following candidates: twee 
6.455 st and the syllable /mEn/ 6.16 st. On the condition that both features must be 
high,, we may conclude that the word twee and the word argumenten are the most 
prominentt ones in this sentence. But we have a problem: the word stelling is 
completelyy discarded by these features, whereas the word heeft could wrongly be 
classifiedd as being prominent, as it has a high F0 range value. The wrong 
classificationn of die word heeft may be caused by the F0 measurement; such mistakes 
aree plausible. But the fact that the present F0 features do not support the prominent 
classificationn of the final word stelling, could constitute a structural problem. Bulyko 
&&  Ostendorf (1999) also observe that prominence occurring late in the phrase is 
harderr to predict. However, there is one striking pitch movement relative to the 
environmentt of this word at the end of the sentence. The median values per syllable 
doo not help either to mark this syllable as prominent, which means that we have a 
similarr problem with this feature. At me end of the sentence the overall height of the 
Fo-curvee goes down. Therefore median values per syllable are generally lower at the 
endd of the sentence than in the beginning. So the next step could be to correct for 
thesee errors by taking into account the declination line of a sentence and the direct 
environment.. Attempts to correct for the declination line failed however. In a pilot 
studyy we subtracted the error-prone linear fit (an approximation of the declination 
line)) per sentence for a subset of 500 sentences. With mis corrected F0-curve the 
samee features, namely the F0 range per syllable, and the corrected median per 
syllablee were calculated. Unfortunately, the features corrected for the declination 
linee did not increase the ability to discriminate (Streefkerk et al., 1999 a). 
Inn order to get an overall impression of the pitch movement in a word we also 
decidedd to measure the F0 range per word. For our example sentence this results in 
thee following F0 range per word:/hEi/ 0.86, /he:ft/ 9.29, /twe:/ 4.46, /ARGymEnt@/ 
4.41,, /vo:R/ 1.55, /zEin/ 3.37 and /stELIN/ 4.85. Of course only the values for the 
polysyllabicc word argumenten and stelling differ. Looking at the last word of the 
examplee sentence it is clear that taking the F0 range per word more closely expresses 
thee spoken pitch movement than the same measurement per syllable. 
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Figuree 4.6: Distribution of the prominence class III (total number of 2872 
words)) and prominence class 0 (total number 5977) for the feature F0 range 
perr syllable and F0 range per word, both in semitones. 

Next,, let us look at some overall distributions for these three features (F0 range and 
mediann F0 per syllable, and F0 range per word). Figures 4.6 and 4.7 show histograms 
withh the distributions for the extremes of the prominence classes: the non-prominent 
classs (0) and the most prominent class (HI). For words of more than one syllable the 
valuee of the lexically stressed syllable is shown, as explained in a previous section 
4.3.. We chose to show only the extremes 0 and HI of the prominence scale for 
simplicity'ss sake. The total numbers for these two distributions differ (prominence 
classs in, 2872, and prominence class 0, 5977s) so, in order to make these 
distributionss comparable, we express them as percentages so that the surface under 
thee curves is the same, see figure 4.6. For the Fn range per word we can see that the 
distributionn for prominence class HI is more shifted to the right than for the 
distributionn of the Fn range per syllable. Whereas the F» range per word distribution 
andd the Fn range per syllable more or less overlap. The further apart the 0 and TTT 
distributions,, the more the given feature can distinguish between these two 
prominencee classes. Looking at these two distributions a distinction can definitely be 
made,, but how accurate this distinction actually is, wil l be discussed in chapter 5. To 
givee an overall impression of the ability to discriminate we give the amount of 
overlap.. The overlap (the area these two distributions have in common) is 49% for 
thee F0 range per syllable. The amount of non-overlap between these features 
indicatess their ability to discriminate between prominence (III ) and non-prominence 
(0).. For the F0 range per word this area decreases and the amount of overlap is 
reducedd to 42%, see figure 4.6. 

55 In chapter 2 the total number of 0 marks is 5950 (see table 2.6). Here we have a total number of 5977, 
becausee some stutters or repetitions are segmented as separate words. These 27 stutters and repetitions are 
markedd with a 0, so that they can join the further analyses. 



ACOUSTICC CORRELATES OF PROMINENCE 

-33 0 3 

Mediann F0 (st.) 

Figuree 4.7: Distribution of the prominence class EI (total number 2872) and 
prominencee class 0 (total number 5977) for the feature median F0 per syllable, 
correctedd for the overall F0 median per sentence in semitones. 

Inn figure 4.7 the median Fn per syllable (of which the overall median per sentence is 
subtracted)) is displayed. The two distributions for prominence class 0 and 
prominencee class HI are not as clearly separated as in figure 4.6, the amount of 
overlapp being 59%. But in combination with other features this feature may also 
contributee to differentiate between prominent and non-prominent words. 

4.2.2.33 Duration features 

Acousticc features concerning duration are directly available from the segment 
markers;; so no further acoustical analysis of the speech signal is necessary. The 
durationn of speech units e.g. vowels, consonants, syllables and words can be 
extractedd directly from the segmentation file and can be used for analysing the effect 
off  prominence on the duration. However, such durations must be expressed relative 
too their environment. Generally, the duration of speech units is influenced by other 
factorss such as style, the speaker, the speaking rate, and the intrinsic duration of 
speechh segments. The position of a segment in a word or in a sentence (final 
lengthening)) also influences the duration, but in this research no further attention is 
givenn to the co-influence of these effects and prominence. 
However,, normalization might be necessary for the previously mentioned factors. In 
thee following sections this normalization is investigated in detail. It is not sure, 
whetherr or not the effect dedicated to prominence is clearer after normalization. The 
vowell  and syllable durations of the example sentence are shown in figure 4.8. 
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Figuree 4.8: The oscillogram of the example sentence Hij heeft twee 
argumentenargumenten voor zijn stelling is given, followed by the prominence classes, 
thee phoneme and syllables segmentation plus their durations. 

Onee might argue that the longer a speech unit the more prominently it is perceived. 
However,, in this example sentence several counter examples can be found. First of 
alll  the longest vowels and syllables are not those occurring in prominent words. The 
vowelss from the lexically stressed syllables in prominent words belong to the short 
vowelss category. The duration of the vowel /E/ in the word argumenten is 0.08 s and 
off  IEI in the word stelling is 0.07 s. However, the monosyllabic word twee also has a 
longg duration of 0.26 s, of which 0.16 s belongs to the vowel (see figure 4.8). The 
examplee sentence indicates that normalization for intrinsic vowel duration might be 
useful,, but let us first see how far we get with raw data such as vowel and syllable 
duration. . 
Sincee the phonemes of each sentence were automatically segmented, the duration of 
eachh segment is determined by the HMM-recognizer. The minimum duration of 
eachh vowel is thus 0.03 s, as the duration of each frame was fixed to 0.01 s and a 
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Figuree 4.9: Distribution of the prominence class HI (total number 2872) and 
prominencee class 0 (total number 5977) for the duration per vowel concerned. 
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Figuree 4.10: Distribution of prominence class UI (total number 2872) and 
classs 0 (total number 5977) for the duration per syllable. 

minimumm of three states per vowel must be visited (see section 4.2.1.1). This 
explainss why in figure 4.9 the duration distributions start at 0.03 s. Figure 4.9 shows 
thee distribution of vowel duration both for prominence classes 0 and HI. The amount 
off  overlap is 61%, which is 20% higher than for the F0 range per word, but a certain 
distinctionn based on the feature of vowel duration can still be made. 
Portelee & Heuft (1997) found that syllable duration is a useful feature of 
prominence.. For our syllable duration data (see section 4.3) the duration for the two 
extremess in the prominence classes are shown in figure 4.10. These two distributions 
aree more separate from each other than the distributions for the vowel durations. The 
overlapp of these two distributions is 50%, thus 11% less than for the distributions of 
vowell  duration. To distinguish between non-prominence (0) and prominence (III ) it 
seemss therefore that the syllable duration is a more useful feature than vowel 
duration.. Possible segmentation errors lend more weight to the small vowel unit than 
too the larger syllable unit. Often function words contain fewer clustered consonants, 
whichh decreases their duration. 

Inn distributions concerning the vowel durations, the short prominent vowels possibly 
overlapp with the long non-prominent vowels. It is thus possible that corrections for 
intrinsicc vowel duration will influence the discriminative power. Table 4.1 gives the 
meann vowel duration and its standard deviations, and the frequency of occurrence of 
eachh vowel. It is generally known that diphthongs are the longest (Au = 0.17 s, Ei = 
0.1344 s. and 9y = 0.157 s expressed in mean values) (e.g. Koopmans- van Beinum, 
1980).. Our long vowels (indicated with an ':') have indeed a rather long duration 
too,, whereas the so-called mid-long vowels are shorter (see table 4.1) and seem to fit 
intoo the short vowels category. The different frequency of occurrence of the various 
vowell  classes in this Polyphone corpus is an interesting phenomenon. The schwa 
occurss most frequently whereas most diphthongs and some long vowels are rather 
rare.. The accompanying distribution is shown in figure 4.11. This histogram shows 
thee vowel duration distribution for the schwa as well as for all other vowels 

O O 

-- Prom m 
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Tablee 4.1: The number of different vowels occurring in the training data (1244 
sentencess with all vowels included) with their mean duration and standard 
deviationn in seconds. 

Schwa a 

Diphthongs s 

Short t 

Long g 

Mid-long g 

Total l 

Vowel Vowel 

@ @ 
Au u 
Ei i 

9y y 

A A 

E E 
I I 

O O 

Y Y 

Q: : 
a: : 

e: : 

o: : 

u u 

i i 

y y 

Num m 

7384 4 

398 8 
1012 2 

287 7 

1998 8 
1574 4 

1605 5 

1360 0 

393 3 

267 7 
1588 8 

1446 6 
1165 5 

460 0 

1238 8 

321 1 

22496 6 

Mean n 

0.060 0 

0.170 0 
0.134 4 

0.157 7 

0.082 2 

0.082 2 

0.082 2 

0.092 2 

0.068 8 

0.140 0 

0.134 4 

0.129 9 
0.117 7 

0.090 0 

0.086 6 
0.102 2 

--

Std.. Dev. 

0.041 1 

0.044 4 

0.051 1 

0.040 0 

0.033 3 
0.036 6 

0.037 7 

0.038 8 

0.031 1 

0.042 2 
0.052 2 

0.045 5 
0.051 1 

0.039 9 

0.038 8 

0.052 2 

--

combined.. It is striking that the schwas are short, but the tail of the distribution is 
veryy long and the other vowels are generally longer. This might partly be caused by 
lexicall  stress, as schwas do not occur in a lexically stressed position. For our 
classificationn only the lexically stressed syllables of polysyllabic words are taken 
intoo account. This reduces the number of schwas, but they are still present in the 
monosyllabicc function words. 

Correctionss for 'intrinsic' vowel duration were carried out in the following way: 

TT = 

wheree d is the duration of the given vowel, and u and o are the mean and the 
standardd deviation of the corresponding class, respectively. The result is that the 
vowell  durations are expressed in z-scores, which have the property that the mean is 
00 and the standard deviation is 1. 
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Figuree 4.11: Two separate distributions of the vowel duration for schwa and 
otherr vowels. 

Becausee the duration measurements are discrete (the minimum duration of a vowel 
iss 0.03 s and the increase is in 0.01 s steps), display artefacts arise. This is visible in 
figuree 4.12. Because of the discrete durations the normalized data are also discrete. 
Thiss means that for instance a schwa of 0.03 s always corresponds to a normalized 
valuee of -0.73 ((0.03 - 0.06) / 0.041), whereas a schwa duration of 0.04 s always 
givess the normalized value of-0.49, and so on. But these steps are different for each 
vowell  class. This effect makes it difficult to put the data into a smoothed histogram. 
Inn figure 4.12 we have chosen the bin steps in such a way that they correspond to the 
discretee steps of the schwa. This implies that there are no values of that given vowel 
betweenn the two steps. Despite the high frequency of occurrence of the schwa the 
irregularityy effect is still present. The irregularities at one quarter and three quarters 
off  the histograms are due to the fact that the normalized durations of the short 
vowelss do not occur between +0.98 and +1.22 and between -0.98 and -1.22. 
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Figuree 4.12: The distribution of vowel duration normalized for the intrinsic 
vowell  duration separate for the two extremes of the prominence classes (0 and 
m). . 
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Becausee of this effect it is rather difficult to judge whether or not the normalized 
durationn is a useful feature for the prominent / non-prominent distinction. The 
amountt of overlap between these two histograms increases to 72%, compared to 
61%% in the unnormalized case (see figure 4.9). Feeding a neural network with these 
featuress as input will hopefully give more details concerning their ability to 
discriminatee (see chapter 5). 

Thee vowel duration is not only influenced by the intrinsic vowel duration but also by 
thee speaking rate. Generally, a high speaking rate shortens the duration of all 
segments.. There are various methods of measuring speaking rate. A simple method 
iss to count the number of segments in 1 second of speech, leaving pauses out. Such a 
methodd highly depends on which segments occur in the given stretch of speech. If 
onlyy intrinsically long segments occur, the speaking rate is falsely classified as slow. 

Thee method we used (Wang, 1997) corrects for these effects, and leaves out pauses. 
Thee formula given below defines the sentence speaking rate (r) as the average 
normalizedd segment duration per sentence whereas T denotes the normalized 
segmentt duration. 

11 A d-ju 
rr = T72^T, T = 

Nj£Nj£ o 
Iff  the sentence speaking rate (r) is 0, the speaking rate is average; negative values of 
rr indicate that the speaking rate is high (because the segment durations are on 
averagee shorter than the mean durations of each segment). Positive values indicate a 
sloww speaking rate. Figure 4.13 shows the distribution of the sentence speaking rate 
off  the 1,244 sentences. The rates are equally distributed around 0. 

<—— Fast rate Slow rate --> 

Figuree 4.13: The distribution of the sentence speaking rate of the 1244 
sentences. . 
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Figuree 4.14: Average vowel duration, average normalized vowel duration, and 
averagee syllable duration as a function of the sentence speaking rate. In each 
graphh the two curves represent the most (scale m) and the least (scale 0) 
prominentt vowels or syllables, respectively. 
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Figuree 4.14 shows a distribution of the mean vowel duration as a function of the 
sentencee speaking rate in the training set of 1244 sentences. Since the vowels 
belongingg to the most prominent words (scale IB) are displayed separately from 
thosee belonging to the least prominent words, it can easily be seen that the former 
aree substantially longer and that the duration increases at slower sentence speaking 
rates.. The lowest graph of figure 4.14 shows the relationship between sentence 
speakingg rate and syllable duration. As expected, the syllable duration also shortens 
withh a faster speaking rate. The average durations at the edge of the sentence 
speakingg rate scale show large deviations for all three graphs; this is because of the 
smalll  amount of data. Vowels or syllables from only two or three sentences are 
involvedd at these edges. 

4.2.2.44 Intensity features 
Forr the features concerning intensity we have to consider also the relationship 
betweenn the physical unit 'intensity' and its psychophysical counterpart 'loudness'. 
Intensityy (dB) is a physical unit relative to the auditory threshold. The auditory 
systemm is most sensitive to frequencies around 1000 Hz. The loudness level 
(measuredd in sones) is introduced to correct for this characteristic. However, the 
loudnesss perception of complex tones is even more complicated. So we decided to 
usee as a first step intensity in dB. 
Intensityy normalizations for several factors might also be useful. Such factors are the 
typee of vowel and the position of the word in die sentence as well as lexical features. 
Thee distance between the telephone and the mouth of the speaker is another factor 
influencingg the overall intensity of a sentence. But since no calibration signal was 
appliedd in the Polyphone database we have little idea about the absolute intensity 
level. . 

Generally,, most of the differences in intensity for being prominent or not can be 
foundd in the vowels. For the consonants, differences between the different 
consonantss are too large to allow for an overall comparison. For the vowels there are 
intrinsicc differences; this is mainly ascribed to the open / closed distinction of vowel, 
andd secondly to the front / back distinction. 

4.2.2.4.11 Measuring intensity 

Thee intensity per vowel was measured in the following way. In the signal each 
vowell  was segmented with a two-timed, so-called Kaiser 2 window (PRAAT, 
Boersmaa & Weenink, 1996) at the boundaries of the vowel given by the automatic 
segmentation.. The overall intensity was measured over this windowed vowel signal. 
Thee individual results for the vowels in the example sentence are given on the 
bottomm tier of figure 4.15. For the whole sentence the intensity curve is displayed in 
thiss figure. The individual values do not correspond in an absolute sense with the 
intensityy scale of the intensity curve in figure 4.15, because the loudness per 
segmentt is computed in a different way, mainly due to the cutting of the Kaiser 2 
window.. The syllables bearing no lexical stress are actually spoken with less 
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Timee (s) 

Figuree 4.15: The intensity curve (dB) of the example sentence Hij heeft twee 
argumentenargumenten voor zijn stelling. In the upper tier the phonemes are presented, in 
thee middle tier the prominence classes and in the last tier the intensities (dB) 
off  the vowels. 

intensityy than their lexically stressed counterparts. As far as prominence is 
concerned,, we expect that if a word consists of more than one syllable, the lexically 
stressedd syllable will have the highest intensity. The vowels in the syllables of the 
mostt prominent words (Awe:/, AnEnt/ and /stEl/) do indeed show high intensities (75 
dB,, 72 dB, and 71 dB, respectively). But other vowels do so as well, such as the first 
twoo vowels of the sentence (/Ei/ and /e:/), with an intensity of 73 dB and 72 dB, 
respectively.. Moreover, the intensity of the vowel /o:/ in the non-prominent word 
voorvoor is still rather high. But the vowels in the less prominent words may have a 
higherr intrinsic intensity or contain a diphthong, which may cause other 
complications. . 
Too obtain an overall impression of the discriminative power of the loudness features 
off  the vowels, two distributions are plotted in figure 4.16. As an overall 
normalizationn the overall intensity of the sentence is subtracted (to each value 80 dB 
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Figuree 4.16: The distributions of vowel intensity (dB) spliced for the 
mostt (BT) and the least (0) prominent vowels. 
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iss added in order to get realistic values). We observe that the vowels in words in 
prominencee class IE are generally spoken with higher intensity than the vowels in 
prominencee class 0. This figure only shows that the effect of prominence is 
noticeablee and that the intensity of vowels is a useful cue in itself, even without any 
normalizationn for vowel type. The overlap of these two curves is 57%. 
Wee discuss the normalization for intrinsic vowel intensity in this section. Generally 
itt is suggested that open vowels are louder than closed vowels, and mat front vowels 
aree louder than back vowels Table 4.2 gives the average intensity and the standard 
deviationn per vowel class. Looking at the distinction between, open and closed 
vowelss and at front, mid and back vowels, it is not confirmed that the open vowels 
orr the front vowels are generally louder than their counter parts. The differences 
betweenn the vowel classes itself are also not so striking, however, a normalization 
perr vowel class, according to the formula given below, might help to increase the 
powerr to discriminate. 

Tablee 4.2: The number of different vowels occurring in the training data (1244 
sentencess with all vowels included) and their mean intensity and the standard 
deviation. . 

Front t 

Mid d 

Back k 

closed d 
closed d 

closed d 
closed d 

open n 

closed d 

closed d 

closed d 

closed d 
open n 

open n 

closed d 

open n 
open n 

closed d 

Vowel Vowel 

@ @ 
i: : 

I I 

e: : 
Ei i 
E E 

y: : 
Y Y 

Q: : 
9y y 

A A 

a: : 

u u 

Au u 
O O 

o: : 

N N 

7384 4 

1238 8 

1605 5 

1446 6 

1012 2 
1574 4 

321 1 

393 3 
269 9 

284 4 

1998 8 

1588 8 

460 0 

399 9 

1360 0 

1165 5 

Meann (dB) 

73.45 5 

74.28 8 

75.21 1 

78.75 5 

78.45 5 

78.08 8 

75.09 9 
77.84 4 

79.46 6 

79.02 2 
78.09 9 

78.20 0 

76.41 1 

79.57 7 
76.74 4 

78.16 6 

Std.. Dev. 

(dB) ) 

5.89 9 

4.71 1 

5.24 4 

3.45 5 
3.53 3 
4.43 3 

4.84 4 

4.14 4 

3.55 5 
3.24 4 

4.02 2 

3.45 5 

4.07 7 

3.01 1 
4.68 8 

4.03 3 

Total l 22496 6 
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Figuree 4.17: The distribution of vowel intensity normalized for the intrinsic 
vowell  intensity, displayed separately for the two extremes of the prominence 
classess (0 and HI). 

11 = 
I-M I-M 

wheree I is the intensity of the given vowel, with the average u and the standard 
deviationn o. As described before, the vowel intensities are corrected for sentence 
intensity,, and 80 dB is added to these values in order to make them more realistic. 
Thee results of this intensity normalization are shown in figure 4.17. The two 
distributionss of the two prominence class extremes show even greater overlap (68%) 
thann in the unnormalized version (57%). Based on these data it can be concluded 
thatt this normalization harms the power to discriminate. 
Anotherr possibility is to use spectral slope, which however, is generally considered 
too be a rather difficult feature to use. A study based on a large variety of speech 
materiall  shows littl e success with the spectral slope feature (van Kuijk & Boves, 
1999).. Contrary, the study of Fant & Kruckenberg (1999) concerned with well-
recordedd prose reading in Swedish, shows a very high correlation r = 0.93 between 
spectrall  til t (SPLH-SPL) and prominence (marked for every syllable on a semi-
continuouss 36-point scale). 
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Tablee 4.3: Summary of the various acoustic features that have been discussed in 
thiss chapter. The amount of overlap between prominence classes 0 and II I  is 
indicated,, as well as the ranking value based on that overlap. For both extreme 
prominencee classes (0 and ID) the mean value and its standard deviation per 
featuree are presented in the rightmost columns. 

Feature e 

F00 range per syllable 

Mediann F0 per syllable 
F00 range per word 

VowelVowel duration 

Vowell  duration normalized 
Syllablee duration 

Vowell  intensity 

Vowell  intensity normalized 

Overlap(%)) Ranking 

49 9 

59 9 

42 2 

61 1 

72 2 

50 0 

57 7 
68 8 

2 2 

5 5 
1 1 

6 6 

8 8 
3 3 

4 4 

7 7 

Promm class 0 

Mean n 

3.59 9 

-0.30 0 

3.25 5 
0.08 8 

-0.16 6 
0.17 7 

75.87 7 

-0.09 9 

Std.. Dev 

4.79 9 
4.69 9 

4.07 7 
0.04 4 

0.88 8 

0.08 8 
4.96 6 

1.06 6 

Promm class HI 

Mean n 

6.26 6 
1.82 2 

7.48 8 

0.13 3 
0.34 4 

0.27 7 

80.07 7 

0.60 0 

Std.. Dev 

4.46 6 

4.09 9 

4.84 4 

0.05 5 

0.95 5 

0.09 9 
3.02 2 

0.71 1 

4343 Summary and conclusion 

Inn the current chapter several acoustic features have been discussed and their 
potentiall  ability to discriminate between prominent and non-prominent words is 
shown.. In terms of overlap table 4.3 summarizes these features according to their 
amountt of overlap, as determined by the distributions for the two extremes of the 
prominencee scale (0, HJ). The mean values per class of the given feature and their 
standardd deviation are also presented. A ranking of the individual features is given, 
basedd on the amount of overlap. A small overlap indicates a higher ability to 
discriminate.. The table shows that F0 range per syllable and per word are the most 
promisingg features, followed by syllable duration and vowel intensity. 
Normalizationss at utterance level do not show the expected decrease in overlap and 
thee standard deviation is very high. 
AA more detailed analysis of the individual and discriminatory power of the features 
wil ll  be carried out in chapter 5. Combining acoustic features will hopefully increase 
thee classification results. The correlation between features may on the other hand not 
increasee the classification capability. 


