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NEURALL NET CLASSIFICATION OF 
PROMINENCEE WITH ACOUSTIC 
INPUTT FEATURES1 

Abstract t 

TheThe main topic of this chapter is the classification of word prominence, exclusively 
basedbased on acoustic input. Prominence is classified by means of feed-forward 
networks.networks. This chapter includes a brief description of such neural networks. The 
inputinput is chosen from the acoustic correlates as described in chapter 4. In that 
chapterchapter two applications were suggested, namely a sentence disambiguator and a 
wordword prominence indicator. The consequences of such applications in terms of 
trainingtraining factors are examined in this chapter. We obtained a prominent / non-
prominentprominent classification accuracy of 82% for the development test set and 79% for 
thethe independent test set. 

11 Parts of this chapter were published in Streefkerk et al. (1998), Streefkerk et al. 
(19999 a), Streefkerk et al. (1999 b), and Streefkerk et al. (2001). 
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5.11 Introductio n 

Inn this chapter we deal with the classification of prominence based exclusively on 
acousticc input features. The subsections of this introduction give a general 
descriptionn of a neural network and two examples of possible applications for 
prominencee classification. These applications bring us closer to the question: what 
doo we want the network to do. Simple feed-forward networks are used to recognize 
prominencee with selective data. These exemplary data are presented to the neural net 
duringg the training phase and indicate which features are especially important for 
achievingg correct classification. The input pattern consists of characteristic acoustic 
features,, as described in chapter 4. Based on such characteristic input patterns, a 
trainedd neural net predicts whether or not words are prominent. The advantage of 
neurall  networks is that no specific knowledge has to be expressed in rules; instead, 
thee knowledge is based on the training data sample. Other classification techniques 
aree possible, for instance, a linear discriminant analysis (LDA). In such an analysis, 
however,, only linear relationships can be found. Representing complex relationships 
mayy be needed for our classification problem. Examples for complex data 
classificationn with neural networks are described in Weenink (1991) and in 
Lippmannn (1987). For our analyses we try to keep the topology of the net as simple 
ass possible. 

5.1.11 How feed-forward networks work 

Feed-forwardd networks consist of units (nodes) and activation functions. The basic 
unitss of neural networks are the nodes; several nodes are grouped into layers (see 
figurefigure 5.1). A learning algorithm allows the neural network to learn a certain task by 
adjustingg the weights. The layer(s) between the input and the output layer are called 
hiddenn layer(s), (see figure 5.1). The formula below expresses the relationship of the 
outputt with the output of nodes in a previous layer (x;), weights associated with the 
connectionss (w0 and a threshold (G) of the node. With these variables the output (y) 
iss calculated, via an activation function (f), for instance a sigmoid function. Each 
nodee converts the pattern of incoming activities into one single activity. This single 
activityy ('output') is passed on to the other connected nodes in the next higher layer. 
Thee activation function typically falls into one of three categories: 

-- a linear function (the output is proportional to the total weighed input), 
-- a threshold function (the output is set at one of two levels, depending on 

whetherr the total input is greater than or less than some threshold value), or 
-- sigmoid functions (the outgoing activity varies non-linearly with the input 

(weighted)). . 
Generallyy the activation function can be expressed as: 

(( N \ 

y=fy=f HwtxrO 
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output t 
prominentt / non-prominent 

11 t 

hiddenn layer (s) 

Thee behavior of a neural net depends on the weights (w;) of the connections between 
thee nodes, on the threshold (8) of the node, and on the activation function (f). The 
weightss and the threshold values can be adjusted during training; the activation 
functionn is usually fixed during training. 

5.1.1.11 General trainin g procedure 

Thee main steps of the supervised learning process of the net can be described as 
follows:: The acoustic features are presented at the input layer. The values of the 
featuress are sent via the weighed connections of this input layer and via weighed 
connectionss of one or more hidden layers to the output layer. The computed output 
iss compared with the desired output values. Based on this comparison, the difference 
iss calculated and the weights and the threshold values are subsequently adjusted (e.g. 
byy the back-propagation algorithm, Rumelhart et al., 1986). 
Inn the back-propagation algorithm the weights are adjusted per training pair (input 
featuress plus desired output) by using a feedback step. This makes the adjustment 
ratherr sensitive to the sequence in which the training pairs are presented to the net. A 
moree sophisticated algorithm is the conjugative gradient method (Press et al., 1992). 
Thiss training algorithm calculates the difference between the desired output and the 
calculatedd output for the whole training set, and then starts to adjust the weights and 
thee threshold of each node. This whole procedure is called an iteration step. Such a 
trainingg procedure makes training less sensitive to local minima. In this study we use 
thee more sophisticated conjugative gradient method. 

input t 
acousticc features 

Figuree 5.1: A possible topology of a neural network. 
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Iff  enough examples are presented to the net, the net is able to generalize over the 
variouss characteristic input features. For new (unseen) data this trained net is able to 
predictt which label belongs to the presented input pattern. The net bases its 
knowledgee on the examples it has seen before in the training session. 
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Figuree 5.2: Two different distributions of the syllable duration for prominence 
classs 0 and IH. Graph a) displays the distribution based on the actual number 
off  occurrences as found in the set of 1244 sentences. Graph b) displays two 
distributionss of which the sizes have been made equal by random selection. 
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5.1.22 Distribution s of prominence classes and the relationship to applications 

Twoo applications of prominence classification have already been mentioned in 
chapterr 4. One application is a prominence-indicator that measures the amount of 
prominencee that each word carries. This classification is generally based on a biased 
distributionn of prominent and non-prominent words (unequal numbers of prominent 
andd non-prominent words). See figure 5.2a for an example of such a biased 
distributionn concerning syllable duration. A classifier for the prominence of all 
wordss occurring in the sentences has to take into account this bias in the training 
data. . 
Thee other application is the disambiguation of two possible interpretations of a 
sentence,, for instance in uitsluitend VOOR instappen (only get on at front) versus 
uitsluitenduitsluitend voor INstappen (only for getting on). In such a disambiguation task there 
aree two words (syllables) involved and it must be decided which of the two words is 
thee most prominent one. To answer this question, the classification has to be based 
onn an unbiased distribution (= equal number of prominent and non-prominent 
words).. Figure 5.2b is an example of mis. 
Too cover both options in the analyses, our training and test data will be split up into 
aa biased and an unbiased set. We are aware of the fact that neural networks are able 
too account for the prior probability of prominence in the data, but by using the 
unbiasedd and biased distributions for training and testing the neural networks are 
optimallyy trained for such a task, as mentioned above. So, it makes sense to use 
biasedd and unbiased sets as different training conditions. 

5.22 Prominence recognition with neural networks 

Beforee going into detail about the contribution of each individual acoustic feature 
andd the performance of an 'optimal' neural network, a brief description of the 
acousticc features and their pre-processing is given in the following subsections. 

5.2.11 Acoustic input features 

Inn chapter 4 the main acoustic features were described in detail and a number of 
resultss of this analysis of useful acoustic features for prominence classification were 
presented.. These features are complemented with overall features such as the 
mediann F0 of the sentence. The total set of acoustic features is a set of twelve 
featuress as displayed in figure 5.3 and given below. 

1.. vowel duration; 
2.. vowel duration normalized for intrinsic vowel duration; 
3.. sentence speaking rate; 
4.. vowel intensity normalized for the overall intensity of the given sentence; 
5.. vowel intensity (sentence normalized) normalized for the intrinsic vowel 

intensity; ; 
6.. overall intensity per sentence; 
7.. syllable duration; 
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8.. median F0 per syllable; 
9.. range of F0 per syllable; 
10.. median F0 corrected for the median F0 per sentence; 
11.. median F0 of the sentence; 
12.. range F0 per word. 

Inn figure 5.3 this set of twelve features is displayed as input for a neural network. 
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Figuree 5.3: An example topology of a neural network, with input features and a 
singlee output node, for gradient prominence prediction. 



CLASSIFICATIONN OF PROMINENCE WITH ACOUSTIC INPUT 107 7 

5.2.22 Pre-processing of the input features 

Thee network algorithm implemented in PRAAT prefers inputs between 0 and 1. 
Thereforee all input features are scaled between 0 and 1. This adaptation is a specific 
requirementt for this software and does not apply for neural nets in general. This 
scalingg is performed in the following way: Firstly, per acoustic feature the 99% 
percentilee (max) and the 1% percentile (min) are determined for all training and test 
dataa together. (See for more details Appendix A 5.1.) All values occurring beyond 
thesee borders are set to 1 and 0, respectively. (Wrong measurements only mildly 
influencee the scaling factor.) The values are scaled by the following formula: 

0 0 

1 1 
X --

.. max 
mm m 
-min n 

x<min n 

x>max x 

else e 

5.2.2.11 Correlation 

Thee set of twelve features obviously contains features with correlated information. 
Forr instance, the median F0 features in corrected (10) and uncorrected (8) form may 
containn such dependent information. The correlation matrix of all features used is 
givenn in table 5.1. 

3J J 
JO O 

Tablee 5.1. The correlation matrix of the twelve acoustic features. The 
acousticc features are indicated with a feature number; the feature 
descriptionn is given in figure 5.3. 

Featuree number 
55 6 7 8 10 0 

0-822 0.23 0.19 0.01 0.12 0.57 0.08 0.26 0.00 0.10 
0.299 0.06 0.05 0.14 0.40 0.11 0.22 0.01 0.14 

-Ig0.033 0.03 0.24 0.27 0.10 0.12 -0.01 0.15 

O900 -0.02 0.28 0.12 0.14 0.18 -0.01 
0.044 0.09 0.13 0.08 0.20 -0.01 

0.088 0.24 0.09 -0.01 0.32 

111 12 

0.044 0.37 0.01 0.05 

0.077 0.65 0.71 

0.100 0.01 

!!  - 0 . 06 

0.29 9 
0.21 1 
0.12 2 
0.17 7 
0.09 9 
0.09 9 
0.34 4 
0.07 7 
0.78 8 
0.09 9 
0.01 1 
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Thee correlations calculated on the original data group into four parts; first high 
correlationss between features that are based on each other such as the vowel 
durationn (1) and the normalized vowel duration (2). Their correlation is 0.82. The 
secondd group concerns lower correlations between features that contain similar 
informationn such as vowel duration (1) and syllable duration (7). Their correlation is 
0.57.. The third group shows positive but rather low correlations such as vowel 
durationn (1) and F0 range per word (12), which correlates 0.29. Fourth are those 
featuress that hardly correlate at all, e.g. sentence speaking rate (3) and vowel 
intensityy sentence normalized (4). Their correlation is 0.03. 
Somee features are included in our analysis simply because we want to test what the 
effectt of various corrections is. It will be tested further on in this chapter whether 
twoo highly correlating features should be left out as input features in order to obtain 
aa better performance. As a first step we will train with all twelve input features, 
neglectingg the fact that certain features correlate highly, because in brute force 
researchh of, for instance KieBling (1996), the use of as many features as possible 
leadss to high correct classification rates. 

5.22 J Design of the trainin g and testing data 

Theree are several factors that influence the performance of the net. The first is 
featuree representation. Second, the number of hidden nodes in the hidden layer also 
influencess the performance of the net. This number is directly related to the degrees 
off  freedom the neural network has to adjust itself to the training material. Third, the 
numberr of iterations will also influence the results. Finally, the distribution over the 
differentt prominence categories, as mentioned in section 5.1.2, influences the 
results.. The output needs further specification. One could train and test with discrete 
output;; this is done with separate nodes for each prominence class. Alternatively, 
onee could train and test with continuous output; this requires only one output node. 
Suchh a single node with linear output (or with sigmoid) is enough to predict a 
gradiëntt prominence scale. 

Thee general structure of the test and training set was described in chapter 2, so a 
summaryy here will suffice. As described there, the training set consists of 1244 
sentencess marked for prominence by ten listeners, which resulted in cumulative 
prominencee marks between 0 and 10. By means of a hierarchical cluster analysis the 
scalee was reduced to four classes, namely 0, I, E, HI. For simplicity's sake the 
discretee output was set to two possibilities, namely 'non-prominent' (containing 
prominencee class 0 and I) and 'prominent (containing prominence class II and O). 
Figuree 5.4 gives more details about the distribution of training and test data. 
Onlyy one selected 'optimal' listener judged the 1000 sentences of the Independent 
Testt set. With this test set it can be independently tested whether the neural network 
behavess similarly to one of the listeners. This can only be tested for the binary 
prominentt / non-prominent distinction. We decided to train separate neural networks 
forr prominence degrees i.e. gradient prominence prediction as well as for binary 
prominencee prediction. 



CLASSIFICATIONN OF PROMINENCE WITH ACOUSTIC INPUT 109 9 

Xraiingse* * 
(DUaBdmoeE ,, 131l*»votfc ) 

1162 2 
679 9 

645 5 

4.54 4 

4 4 7 7 

4 6 0 0 

4 9 2 2 

8133 620 
acee GII 
7399 563 
5188 395 

iLhBCfJÉnirte -(based) ) jLhaqjE ii  ranter  (baad) |B^druTtar(LrtiasBd )) | |EcEdnjmbar(utiaged ) 

Na>prom m 
Ran n 

rtnpa n n 
Ran n 

Nrvfjt m m 
Ran n 

Mrvpfa n n 
Ran n 

2651 1 
2651 1 

j lhBqj dd ranter  (based ) || Lheqj É ranter  (based ) |Ec^druTtq-(ut iasad )) ~| | E ^ r u T b 3 - ( i r t i a B B d ) ~| 

~ ~ 

9 9 

10 0 

2973 3 
585 5 
318 8 
294 4 
292 2 
293 3 
325 5 
405 5 
410 0 
374 4 
289 9 

0 0 
1 1 
2 2 
3 3 
4 4 
5 5 
6 6 
7 7 
8 8 
9 9 
10 0 

3001 1 
577 7 
361 1 
301 1 
294 4 
310 0 
320 0 
407 7 
392 2 
365 5 
229 9 

CB/-Tea a 

0 0 
1 1 
2 2 
3 3 
4 4 
5 5 
6 6 
7 7 
8 8 
9 9 
10 0 

Testt  set 
(lOOOsaJeats.. 1033»™*) 

Romm Hm 
f>fcr>fro m m 

Ron n 

&^nrtg(t j t iaBed)~ | | 
Rann Nj n 
Nsnps nn 3EEB 
Rann 3936 

Figuree 5.4: Diagram of the Test and Training sets, their distribution over 
biasedd and unbiased Training sets and Development test sets, and their 
distributionn over binary and gradient prominence classes. In the Independent 
Testt set only binary categories are used. 
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Inn order to train and test the 0-10 gradient prominence scale, the original training set 
off  1244 sentences with 13119 words, was randomly divided into two equal parts; 
oncee for biased and once for unbiased training. See also figure 5.4 dataset 3) and 4). 
Thee first part was used for training purposes (Training set) and the second part to 
testt during training (Development test set). The performance of the gradient 
predictionn could only be tested by the Development test set, because a gradient scale 
wass not available for the Independent Test set. (See figure 5.4 for the exact numbers 
off  data in these sets for the biased 5) training and the unbiased 6) version.) 

Inn order to train and test the binary prominence prediction, a similar subdivision of 
thee training data was performed. Our data were randomly divided into two equal 
parts;; one for biased and one for unbiased training. See figure 5.4 dataset 1) and 2). 

Ass for gradient prominence prediction there is also a Training and Development test 
set.. An Independent Test set one for biased and one for unbiased condition, figure 
5.44 dataset 5) and 6), was used to test binary prominence prediction. 

Thee outline of the experimental part of this chapter is as follows. First we will deal 
withh the general results of a neural network fed with all twelve features. Section 
5.2.44 describes the binary prominence classification. Gradient prominence 
predictionn is discussed in section 5.2.5. Analyses with a set of selected individual 
featuress are given in section 5.2.6, whereas in section 5.2.7 and 5.2.8 combinations 
off  features are the topic. A conclusion will be given in section 5.3. 

5.2.44 Binary prominence classification 

Thiss section is concerned with dataset 1) and 2) (figure 5.4): binary prominence 
classification. . 
Inn order to get an idea about the classification performance first of all a linear 
discriminantt analysis was run on these data of which die results are given in die 
upperr part of table 5.2. With an LDA only linear relationships are used for 
classification,, so classification results obtained with neural networks with a hidden 
layerr should always be higher. Therefore, the classification results of the LDA are 
usedd as a bottom indication. As presented in table 5.2 die correct classification using 
unbiasedd data (dataset 2) in figure 5.4) is 77.01% for the training set and 76.05% for 
thee development test set. Training with the biased training data gives lower correct 
prominencee classification, 76.86% for the training set and 75.71% for the 
developmentt test set 
Thee neural nets are designed in such a way as to create are two output nodes; one is 
activee when die features of the input vector belong to a prominent word, and die 
otherr one is active for a non-prominent word. 
Severall  networks under biased and unbiased conditions were trained with the 
numberr of hidden nodes varying from 2 to 18, whereas die number of iterations 
differedd also. Degrees of freedom vary from 32 witii a 12-2-2 net up to 272 with a 
12-18-22 net. The net decides by die so-called 'winner-takes-air criterion. Figure 5.5 
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Numberr of iteration 

Figuree 5.5: Correct recognition percentages of the Training and Development 
testt sets classified with a neural network with the topology of 12-14-2 for the 
distinctionn of prominence non-prominence (unbiased training). 

presentss classification results on the Training and the Development test set with an 
increasingg number of training iterations. This example is taken from table 5.2 and 
dealss with the net with 14 hidden nodes. Whereas the curve for the training data 
steadilyy increases, the curve for the development test data starts to decrease 
somewheree around 3600 training iterations. The number of training iterations 
neededd also depends on the training algorithm. At this turning point the net is 
sufficientlyy trained but at the same time is not too closely adjusted to the training 
data.. The results, presented in table 5.2, are selected according to this criterion. Only 
resultss of fully trained nets are presented. The recognition rates are presented as 
overalll  results and results that have been separated for prominent and non-prominent 
recognition.. Table 5.2 gives the results of several neural nets for the Training set (1, 
22 in figure 5.4) and for the Development test set (1, 2 in figure 5.4). The percentages 
correctt prominence classification with neural networks are always higher than 
classificationn with an LDA. The correct classification on the training data also are 
alwayss higher than on the development test set data. Neural networks with more 
thann 6 hidden nodes in their hidden layer give better performances than with less 
hiddenn nodes (see table 5.2). 

Unbiasedd training (equal numbers) achieves better recognition results for 
prominencee classification (around 82%) than for non-prominence classification 
(aroundd 77%). The features describing the prominent words may be more clearly 
definedd than the features describing non-prominent words. The opposite is true for 
thee biased trained neural networks. There the non-prominence classification (around 
82%)) achieves higher recognition results than the prominence classification (around 
76%).. This is explained by the fact that a neural net trained with unequal numbers is 
biasedd to recognize the more frequently occurring non-prominent words. This 
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Tablee 5.2: Results (percent correct classification) of several neural networks 
withh a variable number of bidden nodes in the hidden layer, trained with 
biasedd und unbiased data. 

Unbiasedd Training Biased Training 

Al l l 
Non-prom m 

Linearr discriminant Prom 
analysiss (LDA) All 

Non-prom m 
Prom m 

Numm hidden nodes 
Al l l 
Non-prom m 

^^ Prom 
Al l l 
Non-prom m 
Prom m 
Al l l 
Non-prom m 

.. Prom 
44 Al l 

Non-prom m 
Prom m 
Al l l 
Non-prom m 

__ Prom 
88 All 

Non-prom m 
Prom m 
Al l l 
Non-prom m 
Prom m 

1 00 All 
Non-prom m 
Prom m 
Al l l 
Non-prom m 
Prom m 

1 44 Al l 
Non-prom m 
Prom m 
Al l l 
Non-prom m 
Prom m 

188 Al l 
Non-prom m 
Prom m 

Non-promm Prom % 
Trainingg set 77.01 
19966 654 75.32 
5644 2086 78.71 

Dev.. test set 76.05 
19600 691 73.93 
5799 2072 78.16 

Trainingg set 79.79 
19933 657 75.21 
4144 2236 84.38 

Dev.. test set 78.06 
19777 674 74.58 
4899 2162 81.55 

Trainingg set 81.13 
20566 594 77.58 
4066 2244 84.68 

Dev.. test set 79.80 
20422 609 77.03 
4622 2189 82.57 

Trainingg set 82.49 
20833 567 78.60 
3611 2289 86.38 

Dev.. test set 8033 
20500 601 77.33 
442442 2209 83.33 

Trainingg set 84.26 
21577 493 81.70 
3411 2309 87.49 

Dev.. test set 81.25 
20599 592 77.79 
402402 2249 85.08 

Trainingg set 86.66 
22322 418 84.67 
2899 2361 89.54 

Dev.. test set H H 
21144 537 79.73 
4177 2234 84.28 

Trainingg set 82.55 
21066 544 79.47 
3811 2269 85.62 

Dev.. test set 80.20 
20688 583 78.01 
4677 2184 82.38 

Non-promm Prom % 
Trainingg set 76.86 
29866 956 75.75 
562562 2056 78.53 

Dev.. test set 75.71 
0.743555 99474.87 
0.776744 2084 78.79 

Trainingg set 78.82 
31355 741 80.88 
6488 2035 75.85 

Dev.. test set 78.09 
31611 781 80.19 
6566 1962 74.94 

Trainingg set 80.99 
32088 668 82.77 
5799 2104 78.42 

Dev.. test set 79.77 
32388 704 82.14 
6233 1995 76.20 

Trainingg set 81.06 
32188 658 83.02 
5844 2099 78.23 

Dev.. test set 79.85 
32344 708 82.04 
6144 2004 76.55 

Trainingg set 83.34 
32799 597 84.60 
4966 2187 81.51 

Dev.testsett ^ÊÊ 
32288 714 81.89 
5911 2027 77.43 

Trainingg set 80.81 
32277 649 83.26 
6100 2073 77.26 

Dev.. test set 79.91 
32544 688 82.55 
6300 1988 75.94 

Trainingg set 81.26 
32477 629 83.77 
6000 2083 77.64 

Dev.. test set 79.54 
32566 686 82.60 
6566 1962 74.94 
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showss that the distributions of prominent and non-prominent words play a role in the 
classificationn process. 

InIn the unbiased case the best overall performance of prominence classification is 
82.01%% on the Development test set. This result was achieved in a neural network 
withh 14 nodes in the hidden layer. The best performance for a biased trained 
networkk (10 hidden nodes) resulted in an overall recognition rate of 80.11 %. 

5.2.4.11 Testing with the Independent test set 

Thee best nets based on the general results of table 5.2 were selected for independent 
testing.. For the biased condition this is net 12-10-2, and for the unbiased condition it 
iss net 12-14-2. These 'optimal' neural networks were used to mark the words in the 
10000 sentences of the Independent Test set (figure 5.4 dataset 5 and 6). These 
prominence-markingg results can easily be compared to the marks of the one 
'optimal'' listener who marked these words for prominence. The results are presented 
inn table 5.3 and 5.4 in the form of a crosstable. Table 5.3 concerns the condition of 
thee unequal numbers of prominent and non-prominent words (biased data) in the 
10000 sentences of the Test set. The input data in table 5.4 deal with the unbiased 
case.. The number of non-prominent words is then randomly reduced to the same 
numberr of available prominent words, which is 3998 (see condition 6 in figure 5.4). 

Tablee 5.3: The correct recognition rates of prominence classification of the 
Independentt Test set (biased data, condition 5 in figure 5.4). The total 
numberss as well as the percentages are given for the networks trained under 
unbiasedd and biased condition; the networks with the topology of 12-14-2 and 
12-10-22 were optimal. 

Unbiasedd training Biased training 
Non-promm Prom % Non-prom Prom % 

Non-prom m 
Prom m 

Testt  set (biased) 77.1 
49077 1425 77.5 
9422 3056 76.4 

Measuree of agreement (K) 0.53 

Testt  set (biased) 78.9 
52322 1100 82.6 
10799 2919 73.0 

0.57 7 

First,, we give a description of table 5.3. Percentages of prominence and non-
prominencee recognition rates are 77.5% and 76.4%, respectively, for  the unbiased 
trainin gg condition (on average 77.1% correct). Non-prominent recognition is 82.6% 
forr  the biased trainin g condition. This is comparable to the results of the 
developmentt  test set. Trainin g with biased data gives better  results on non-
prominentt  recognition; the prominent recognition drops to 73.0%. A biased trained 
nett  performs best (78.9%) on the Independent Test set. The better  performance of 
thee biased trained net is as expected, as the distributio n of the prominence marks in 
thee 1000 sentences of the Independent Test set coincides with the distributio n in die 
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trainingg material. The Test set contains 10330 words; 3988 of these are marked as 
prominent,, which is 39%. The remaining 61% is non-prominent. The 1244 sentences 
usedd for the training and development test set contain 13119 words, of which 7818 
aree treated as prominent, which is 40% of the total number of words. 

Whenn the bias in the data of the Test set is removed, i.e., when equal numbers of 
prominentt and non-prominent words are presented, the performance of the net 12-
10-22 decreases to 77.78% correct classification (see table 5.4). The performance of 
thee unbiased trained net 12-14-2, tested with unbiased data of the Test set (condition 
66 in figure 5.4) is 77.05% correct. Training and testing under the same biased or 
unbiasedd conditions do not give consistently better classification results. In table 5.3 
thee results are better when trained and tested with biased data, but contrary to this in 
tablee 5.4 die results for training and testing with unbiased data shows less 
percentagess correct than trained with biased data and tested with unbiased data. 
Thee between-listener agreement (section 2.4.1.2) expressed in Cohen's Kappa K, was 
calculatedd for the results of the neural network and the listener who marked all 1000 
testt sentences. Kappa values are 0.53 (unbiased training) and 0.57, (biased training), 
seee table 5.3. In an unbiased Test set (table 5.4) these Kappa values hardly differ. 
Similarr values (on average K = 0.50; Std. Dev. = 0.16) were measured for the 
between-listenerr agreements see section 2.4.1.2. This means that the neural network 
behavess similarly to any listener, and that the differences in prominence 
classificationn are as accurate as the prominence classification of any naive listener. 
Thee performance of the net is indistinguishable from any listener. 

Tablee 5.4: This table presents the recognition rates of prominence 
classificationn on the Independent Test set (unbiased data, in figure 5.4 
conditionn 6). lite total numbers as well as the percentages are given for the 
'optimall  neural networks' trained under unbiased and biased condition with 
thee topology of 12-14-2 and 12-10-2, respectively. 

Unbiasedd training Biased training 
Non-promm Prom % Non-prom Prom % 

>ïon-prom m 
Prom m 

Testt set (unbiased) 77.05 
31055 893 77.66 
9422 3056 76.44 

Measuree of agreement (K) 0.54 

Testt set (unbiased) 77.78 
33000 698 82.54 
10799 2919 73.01 

0.56 6 

5.2.4.22 Summary and conclusion 

Forr the binary prominence classification the following results have been reached: 
82%% correct classification on a Development test and 79% correct on an 
Independentt Test set. The performance may be accurate enough to allow sentence 
disambiguationn to be done by such a classifier, especially if one keeps in mind that 
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anyy listener is indistinguishable from our 'optimal' neural network (79% correct, K = 
0.57,, table 5.3) fed with acoustical information only. Considering that the listener 
hass both acoustical and linguistic information, a combination of both acoustic and 
linguisticc input features may further improve the classification. 
Comparingg correct recognition rates of an LDA with neural networks shows that 
apparentlyy non-linear relationships exists between acoustic input features and 
prominence. . 
Withh an LDA only linear relationships can be used for prominence prediction, 
however,, with neural networks with a hidden layer higher order relationships can be 
exploited.. The prominence classification with a neural network appears to be always 
betterr than the classification with an LDA. 

5.2.55 Gradient prominence prediction 

Inn the previous section we discussed binary prominence classification only. Training 
aa neural network that provides gradient prominence, e.g. for our approach a linear 
outputt of the neural net, has the advantage that it is not limited to two prominence 
classes.. This gradient output can always be reduced to two or more discrete 
prominencee classes. This facilitates comparison between binary and gradient 
classification.. Another advantage is that only one output node is needed. This 
reducess the degrees of freedom substantially while the prediction of any amount of 
prominencee is still possible. Because of the relatively low number of degrees of 
freedom,freedom, there is no problem in having insufficient training material, which lowers 
thee danger of overtraining. This section deals with data selection 3 and 4 in figure 
5.4.. This time, however, we use a prominence scale from 0-10. 
Severall  neural networks were trained under different conditions. However, all 
twelvee features are always used as input. The number of hidden nodes varies from 2 
too 18. Only nets with one hidden layer were used. The output of such nets is a single 
valuee around 0. Therefore the original cumulative prominence marks of the listeners 
(0-10)) were scaled between -1 and +1 by using the formula 1/5 * prom -1. For 
instancee prominence mark 9 yields 0.8 and prominence mark 4 yields -0.2. 
Ass described above, the neural networks were trained with various numbers of 
trainingg iterations. The number of iterations ranges from 100 up to 5500. The 
Trainingg and Development test sets are biased (3 in figure 5.4) or unbiased (4 in 
figurefigure 5.4). In order to present an overall performance of all the trained neural 
networkss with varying number of training iterations, the linear correlations between 
thee predicted prominence and the perceived prominence are calculated for the 
Trainingg and the Development test set. Such a relationship may not be linear, but a 
higherr order correlation was not tested. These linear correlation coefficients indicate 
thee performance of the trained neural network and are used to select the optimal 
network.. The results of neural networks giving a linear output are difficult to 
present.. Each input feature has an output of around 0, for instance 0.4563. For 
rescalingg the output we use the formula ((output + 1) * 5). This gives us the 
predictedd prominence value of 7.2815 (on the original scale from 0 to 10). 
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5.2.5.11 Results 

Forr the optimal unbiased trained network the highest correlation coefficient is 0.60 
forr the Development Test set (unbiased) and 0.64 for the Training set. This net has a 
topologyy of 12-6-1. For the unbiased condition the highest correlation coefficients 
aree 0.70 (Development Test set) and 0.72 (Training set). The optimal net with the 
topologyy of 12-10-1 achieved these highest correlation coefficients. 
Inn order to graphically compare the predicted prominence with the perceived 
prominence,, figures 5.6 and 5.7 give medians (of the predicted prominence within 

10 0 

44 2 244--

i ? ^ _ _ 
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22 3 4 5 6 

Perceivedd Prominence 

Figuree 5.6: Medians  1 IQR (Inter Quartile Range) per median of the 
predictedd prominence (trained with unbiased data) of the Development 
testt set on the perceived prominence scale of 0-10. The linear 
correlationn is r = 0.60. The dashed line gives the perfect prediction. 

.6.30 0 

33 4 5 6 

Perceivedd Prominence 

10 0 

Figuree 5.7: Median  1 IQR of the predicted prominence (trained with 
biasedd data) of the Development test on the perceived prominence scale of 
0-10.. The linear correlation is r = 0.70. 
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thee prominence scale of 0-10) for the optimal neural networks for the Development 
testt set. As error bars the Inter Quartile Ranges per median (75% and the 25% 
percentiles)) are plotted. 
Thee extremes of the perceived prominence scale are shifted towards the middle of 
thee predicted prominence scale. The calculated percentiles confirm this: perceived 
prominencee of 8, 9 and 10 is predicted with median values of 6.05, 6.39 and 6.72, 
respectivelyy (figure 5.6). These values are even further shifted to the mid range for 
thee biased training, namely median values of 5.45, 5.90 and 6.30, respectively 
(figuree 5.7). However, for the biased training the predicted median value of 0.70 is 
closerr to the perceived prominence 0. This is not the case for the unbiased training, 
wheree the perceived prominence of 0 is predicted to be 2.14. The error bars, 
expressedd in IQR, show that there is a lot of overlap, indicating that the 
classificationn of each individual prominence value of 0-10 is not an easy task. In 
orderr to examine how well the predicted gradient prominence values fit into the 
perceivedd prominence scale (0-10) confusion matrices are constructed. 

Tabless 5.5 and 5.6 present confusion matrices of the perceived prominence versus 
thee predicted prominence scales, achieved by the optimal neural networks (12-6-1 
andd 12-10-1) respectively, which have the highest correlation coefficients. In order 

Tablee 5.5: Gradient prominence prediction versus perceived prominence. This 
matrixx is based on the Development Test set. The prediction was achieved 
withh unbiased data and the topology of the net was 12-8-1. Cells containing > 
300 data points are boxed. 

-1 1 
0 0 

1 1 
2 2 

3 3 
4 4 

5 5 

6 6 
7 7 

8 8 

9 9 

10 0 

0 0 

20 0 
37 7 

43 3 

46 6 

36 6 

40 0 

25 5 

9 9 

2 2 

1 1 

1 1 

4 4 

10 0 

28 8 

36 6 

61 1 

59 9 

33 3 

16 6 

9 9 

3 3 

2 2 

2 2 

12 2 

22 2 

51 1 

69 9 

51 1 

27 7 

20 0 

5 5 

Perceivedd pro 

33 4 5 

1 1 

5 5 

23 3 

46 6 

61 1 

56 6 

38 8 

20 0 

8 8 

1 1 

77 2 

18 8 
33 3 

65 5 

50 0 

54 4 

23 3 

7 7 

1 1 

1 1 

11 1 

27 7 
51 1 

61 1 

62 2 

34 4 

7 7 

4 4 

minence e 

66 7 

6 6 

26 6 

60 0 

54 4 

51 1 

41 1 

19 9 

2 2 

5 5 

11 1 

47 7 

46 6 

56 6 

48 8 

39 9 

7 7 

8 8 
1 1 

1 1 

5 5 

12 2 

32 2 

46 6 

61 1 

59 9 

34 4 

6 6 

2 2 

9 9 

1 1 

1 1 

7 7 

27 7 

36 6 

65 65 

57 7 

42 2 

20 0 

3 3 

10 0 

1 1 

1 1 

16 6 

34 4 

58 8 

77 7 

42 2 

23 3 

7 7 
Totall 259 259 259 259 259 259 259 259 259 259 259 

Total l 

1 1 

25 5 

50 0 

98 8 

174 4 

311 1 

527 7 

492 2 

497 7 

390 0 

207 7 

64 4 

13 3 

2849 9 
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too put the predicted amount of prominence in such a confusion matrix, the linear 
outputt is placed on a scale of 0-10, as explained above, by rounding these values to 
integers.. For instance the number 7.2815 is rounded off to 7. This number yields one 
tallyy in row 7 of the predicted prominence. 
Especiallyy the cells in the middle of the matrices cause confusion. The perceptually 
veryy prominent categories (8, 9, 10) are often predicted with less prominence. 
Trainingg with equal numbers provides a poor non-prominence prediction; perceived 
prominencee 0 and 1 is often predicted with 2 and 3 (see table 5.5). In addition, it is 
alsoo possible that predictions are less than 0 and greater than 1. This depends 
exclusivelyy on the input values. It can occur that if the neural net is fed with deviant 
dataa (for instance, because of a measurement error) the output of the neural net is 
alsoo very deviant. In fact two words with a perceived prominence of 8 are predicted 
withh a value less than 0, namely -1 and even -2. This holds for the unbiased 
condition.. This is obviously wrong. We decided to keep these values, because it 
concernss only a few incidental cases. 
Forr the training with unequal numbers (biased) the prediction on the lower part of 
thee prominence scale is much better than for unbiased training; the cells around 0 are 
moree filled. 

Tablee 5.6: Gradient prominence prediction versus perceived prominence. This 
matrixx is based on the Development Test set. The prediction was achieved with 
biasedd data and the topology of the neural network was 12-10-1. Cells 
containingg > 10% of the total per perceived prominence scale are boxed in. 

Perceivedd prominence 
33 4 5 6 7 10 0 

-5 5 

-3 3 

-2 2 

-1 1 

0 0 

1 1 

2 2 

3 3 

4 4 

5 5 

6 6 

7 7 

8 8 

9 9 

10 0 

Total l 

1 1 

3 3 

20 0 

218 8 

1108 8 

651 1 

404 4 

271 1 

175 5 

104 4 

34 4 

13 3 

2 2 

23 3 
106 6 

100 0 

102 2 

94 4 

75 5 

52 2 

14 4 

9 9 

2 2 

2 2 

13 3 

55 5 

79 9 

64 4 

61 1 

47 7 

28 8 

11 1 

1 1 

1 1 

12 2 

29 9 

32 2 

73 3 

70 0 

36 6 

23 3 

18 8 

7 7 

1 1 

6 6 

22 2 

42 2 

62 2 

55 5 

53 3 

33 3 

13 3 

7 7 

8 8 

6 6 

29 9 

46 6 

66 6 

84 4 

40 0 

25 5 

2 2 

4 4 

3 3 

13 3 

31 1 

49 9 

60 0 

86 6 

36 6 

31 1 

8 8 

3 3 

2 2 

1 1 

10 0 

33 3 

52 2 

62 2 

72 2 

81 1 

55 5 

30 0 

9 9 

1 1 

2 2 

5 5 

20 0 

36 6 

55 5 

84 4 

80 0 

85 5 

19 9 

4 4 

1 1 

2 2 

9 9 

25 5 

57 7 

63 3 

69 9 

79 9 

42 2 

18 8 

1 1 

1 1 

1 1 

5 5 

9 9 

18 8 

40 0 

56 6 

51 1 

35 5 

13 3 

30044 577 361 301 294 310 320 407 392 365 229 

Total l 

1 1 

3 3 

22 2 

246 6 

1260 0 

894 4 

786 6 

781 1 

754 4 

721 1 

494 4 

390 0 

155 5 

51 1 

2 2 

6560 0 
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5.2.66 Analyses of individual features 

Inn chapter 4 several individual features were analyzed in general terms as 
prominencee predictors and several histograms concerning these acoustic features 
weree given. These histograms indicate the ability to distinguish between the two 
extremess of the prominence classes (namely prominence categories 0 and HI). The 
discriminativee ability of these features will be analyzed in more detail in this 
subsectionn by using neural net techniques and will be compared also with the 
relevantt histograms as displayed in chapter 4. All four prominence categories are 
involvedd in the analyses presented in this chapter (0 and I as non-prominent, and II 
andd in as prominent). In chapter 4 we restricted ourselves to the two extremes of the 
prominencee categories (0 and HI). Techniques such as linear discriminant analyses 
orr CART-trees may be more powerful, but in this study simple feed-forward 
networkss do help us to investigate acoustic correlates in detail. Our simple 1-2 
neurall  networks give the similar results as an LDA. We chose to stay with neural 
networks.. Individual networks with one input node and two output nodes are trained 
withh eight of the twelve features. Features giving overall information of the sentence 
aree omitted. Eight of the twelve features, as described in figure 5.3, were used as 
suchh single features; namely the vowel duration (1), vowel duration normalized for 
intrinsicc vowel duration (2), vowel intensity normalized for the overall intensity of 
thee given sentence (5), vowel intensity (sentence normalized) normalized for the 
intrinsicc vowel intensity (6), syllable duration (7), median F0 corrected for the 
mediann F0 per sentence (9), range of F0 per syllable (10), range F0 per word (12). 
Laterr on in this chapter we will also study some combinations of features. Individual 
featuress were analyzed by training a simple neural network with one input node and 
twoo output nodes (prominent or non-prominent). Such simple networks can be used 
too analyze the individual input features in two different ways. On the one hand the 
performancee of the classification with single acoustic input features can give 
informationn about the discriminative power of these individual features, and on the 
otherr hand the neural networks themselves can be analyzed. If one uses neural 
networkss without a hidden layer, only linear relations can be estimated, but for a 
preliminaryy examination of the data this will suffice. 
Ass said above the design of the Training and Development Test sets are available in 
aa biased and in an unbiased version. Consequently, a total of 16 neural networks is 
requiredd that will vary only in one input feature. However, the difference between 
biasedd and unbiased training and testing remains. These neural networks were 
mostlyy trained with only 18 training iterations, which is sufficient given the few 
degreess of freedom. These simple nets have only 4 variables to adjust to the data. 
Beforee presenting the performance of these 16 neural networks, the network itself 
willl  be analysed. 
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Figuree 5.8: A neural network with the topology of one input node and two 
outputt nodes (1:2). Such networks are used to analyze single features and to 
estimatee critical boundaries. 

5.2.6.11 Analyzing the neural network 

Thee neural nets used are designed in such a way that the first output node fires when 
thee input concerns a prominent word and the second output node fires when the 
inputt concerns a non-prominent word. It can be calculated where the trained neural 
networkk puts the decision threshold in the training session. Beyond this threshold the 
nett decides to classify this word as prominent and below this threshold value the net 
markss this word as being non-prominent. 

Thee resulting activation threshold for our minimal neural network can be expressed 
ass follows, where O, and 02 are the output functions of the two output units (see 
figuree 5.8): 

o, --

0 22 = 

l + e - ( + M ' l / " / > " ' - * l ) ) 

ll  + e-(+
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Figuree 5.9: The two activation functions for the output nodes. There is one 
crossoverr point near 0.15. 

Thee crossover point is calculated by equalizing these two functions. This crossover 
pointt is displayed in figure 5.9. This is exactly the critical point; at this point a 
prominentt and a non-prominent word are equally probable. 

Thee values of these crossover points are estimated for the eight individual features. 
Tablee 5.7 gives the values for the biased and for the unbiased versions. By 
comparingg the two columns it can be seen that the thresholds estimated by using a 
neurall  network trained with biased training input (1 in figure 5.4) are shifted to 
longerr vowels and syllables. These vowels have also a higher intensity and show 
greaterr ranges in their F0 movements than in the unbiased version (2 in figure 5.4). 
Forr 'vowel duration' the critical value is 0.10 s or 0.12 s, respectively. These values 

Tablee 5.7: The estimated boundaries for 8 acoustic features. These boundaries 
functionn as a crossover point; beyond these values the neural network classifies 
thee given data as belonging to a prominent word. 

Feature e Estimatedd boundaries 

Unbiased d Biased d 
Vowell  duration (s) 

Vowell  duration normalized (z-score) 

Vowell  normalized for sentences intensity (dB) 

Vowell  intensity (dB) normalized (z-score) 

Syllablee duration (s) 

Rangee F0 per syllable (st) 

Mediann F0 per syllable (st above the sentence median F0) 

Rangee F0 per word (st) 

0.10 0 

0.09 9 

77.89 9 

0.17 7 

0.21 1 

3.36 6 

0.23 3 

3.75 5 

0.12 2 

0.75 5 

79.69 9 

0.74 4 

0.24 4 

4.19 9 

4.33 3 

4.69 9 
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Figuree 5.10: The biased and unbiased distribution of the vowel duration 
normalizedd for intrinsic vowel duration. The peaks at the edges of the 
histogramss are due to the bin distribution. (More details are explained in 
sectionn 4.2.2.3.) 

indicatee that vowels longer than 0.10 s or 0.12 s are classified as prominent. This 
unbiasedd threshold of 0.10 s is similar to the crossover point in figure 4.9, which 
actuallyy represents unbiased data, because in these figures percentages are presented. 
Thee threshold does not have to be identical because the data are not identical (in the 
histogramm only prominence class 0 and m are presented, whereas the nets are 
trainedd with 0 and I as 'non-prominent' and II and HI as 'prominent'). The unbiased 
thresholdd (0.09 s) of 'vowel duration normalized for intrinsic vowel duration' shows 
that,, if a vowel is classified as prominent (prominence class II and III) it must be 
longerr than the threshold value of the class it belongs to. If the normalized duration 
hadd been exactly equal to the mean of its class, this value would have been 0. The 
networkk trained with biased input data of the vowel duration corrected for the 
intrinsicc vowel duration (vowel duration normalized) places the threshold at 0.75 (z-
score).. This is a large shift to the right. This can be explained by looking at the 
distributionn of this feature as shown in figure 5.10. Graph a) presents the biased data 
off the two extremes of the prominent class (0 and III), and graph b) presents 
percentages,, which are corrected for the differences in numbers in the two extremes 
off the two prominence classes. Prominence class IU lies below the prominence class 
00 histogram as shown in graph a). The neural network places the threshold far to the 
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rightright so that chance distribution of the frequency of occurrence determines the 
classification. . 
AA similar situation occurs for 'vowel intensity corrected for intrinsic vowel 
intensity'' and for 'median F0 per syllable'. These three features (vowel duration 
normalizedd for intrinsic vowel duration, vowel intensity (dB) normalized for 
intrinsicc vowel intensity, and the median F0 per syllable) are probably not useful in a 
biasedd classification situation. The classification results, presented later in this 
section,, will show whether these three features are useful for unbiased classification 
situations,, e.g. for disambiguating the meaning of sentences. The thresholds of the 
otherr features related to the vowel intensity are as expected. The 'biased' thresholds 
havee further shifted towards greater intensity in order to cope with the greater 
probabilityy mat data belong to non-prominent words (60% of the data belong to non-
prominentt words, whereas only 40% belong to prominent words). The F0 range 
thresholdss measured on syllables (3.36 st or 4.19 st) and on words (3.75 st or 4.69 
st),, respectively, show that the F0 range must be larger for the word condition than 
forr the syllable condition. The thresholds belonging to the unbiased version 
correspondd to the crossover points of the histograms as in figure 4.6. 

5.2.6.22 Analyzing the performance of the individual features 

Thee performances of these simple neural networks are of interest because a 
comparisonn can be made with the amount of overlap of the histograms as displayed 
inn chapter 4 and as expressed in table 4.3 in that chapter. In this comparison, not 
onlyy the absolute recognition rate is important but also whether a ranking can be 
madee in order to work out the most useful features for prominence classification. A 
combinationn of the 'best' features brings us closer to the training of the 'optimal' 
neurall  network for ultimate prominence classification for a binary prominent / non-
prominentt distinction as well as a gradient prominence classification. 
Tablee 5.8 presents the recognition rates for the above-discussed simple neural 
networkss with single input features for the biased and unbiased versions of training 
andd testing. The recognition rates are only given for the Development Test set, and 
aree separately presented for prominent and non-prominent input. The chance level of 
diee frequency of occurrence is 50% for the unbiased recognition rates, whereas for 
thee biased version this level is about 60% according to the prominent / non-
prominentt distribution as explained above. As expected from the estimation of the 
thresholds,, 'vowel duration normalized for intrinsic duration', and 'vowel intensity 
normalizedd for the intrinsic intensity', and 'median F0 per syllable', performed 
slightlyy above chance level for the biased trained neural networks. Because of the 
differencess in the biased distribution, the non-prominent recognition in biased 
conditionn is always better than the prominent recognition. In the case of the unbiased 
condition,, recognizing prominent words is better when using intensity features; the 
otherr features do not show such a constant preference. 
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Tablee 5.8: The performance of the individual acoustic features trained with a 
simplee neural network (1-2) without a hidden layer. The overall recognition 
ratee on the Development test set for the biased and the unbiased data is given 
togetherr with the separate results for the prominent and non-prominent 
recognition.. Also the ranking of the overall scores is given together with the 
rankingg based on the histogram overlap as presented in chapter 4, section 4.3, , 
tablee 4.3. 

UnbiasedUnbiased Ranking Biased Ranking Ranking 
overlap p 

Vowell  duration 

Vowell  duration 
normalized d 

Vowell  intensity 
correctedd overall 

Vowell  intensity 
normalized d 

Syllablee duration 

Rangee F0 syllable 

Mediann F0 corrected 

Rangee F0 word 

Al l l 
Non-prom m 
Prom m 

Al l l 
Non-prom m 
Prom m 

65.97% % 
65.87% % 
66.07% % 

66.01% % 
81.05% % 
43.88% % 

Al l l 
Non-prom m 
Prom m 
Al l l 
Non-prom m 
Prom m 
Al l l 
Non-prom m 
Prom m 
Al l l 
Non-prom m 
Prom m 
Al l l 
Non-prom m 
Prom m 
Al l l 
Non-prom m 
Prom m 

61.01% % 
62.23% % 
59.78% % 
66.86% % 
59.86% % 
73.87% % 
62.11% % 
56.69% % 
67.54% % 
7134% % 
71.18% % 
71.50% % 
69.02% % 
71.38% % 
66.67% % 
64.45% % 
65.95% % 
62.95% % 

8 8 

4 4 

7 7 

2 2 

3 3 

6 6 

61.57% % 
83.33% % 
29.57% % 
65.67% % 
74.16% % 
53.18% % 
61.63% % 
77.95% % 
37.63% % 
70.14% % 
79.82% % 
55.89% % 

67.73% % 
77.18% % 
53.82% % 
60.11% % 
90.14% % 
15.93% % 

7 7 

5 5 

6 6 

1 1 

3 3 

7 7 

8 8 

4 4 

7 7 

3 3 

2 2 

5 5 

71.85% % 
72.80% % 
70.90% % 

69.83% % 
77.26% % 
58.91% % 

Similarr to the ranking based on the overlap of the histograms in table 4.3, a 
discriminabilityy ranking can also be derived from the recognition rates of the neural 
networks.. In table 5.8 such a ranking is displayed for the biased and the unbiased 
condition.. Rankings 2 and 1 are interchanged for the unbiased and biased condition, 
indicatingg that syllable duration and F0 range per word are the features with the 
highestt discriminatory power in both conditions. The F0 range per syllable follows 
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thesee two features. Places 4 and 5 are interchanged as well; this means that the 
unnormalizedd version of vowel duration and intensity (sentence normalized) are 
interchanged.. The ranking for the histogram overlap (see section 4.3 table 4.3) 
followss more or less the network ranking. Place 2 is interchanged with place 3. As 
alreadyy indicated in chapter 4, duration and intensity normalization does not further 
improvee prominence classification. The percentages of correct recognition are 
poorerr for normalized features than for the unnormalized counterparts (see table 
5.8). . 

5.2.633 Summary and conclusion 

Thee ranking of the recognition results differs somewhat for the biased and unbiased 
version,, as well as in comparison to the ranking of the amount of overlap (see 
chapterr 4), but the trend is clear. F0 ranges per word and syllable duration are useful 
features.. Vowel intensity and vowel duration are also useful, while their normalized 
counterpartss do not improve the classification of this speech material. 
Inn the next section it will be estimated whether certain combinations of features will 
furtherr improve the classification task. 

5.2.77 Analyzing combinations of features 

Onlyy a few paired feature combinations were selected to train a neural network and, 
forr simplicity reasons, only the results of the unbiased trained nets are presented 
here.. Preferably, only combinations should be involved which do not intercorrelate 
highlyy (see table 5.1), ensuring that each feature with the combination contributes 
independentt information. 
Thee recognition results of the various combinations are presented in table 5.9. The 

Tablee 5.9: The correct recognition rates (% correct) of a number of acoustic 
featuree combinations, expressed in overall correct recognition rates on the 
Developmentt Test set for the unbiased data. 

Featuree combination 
Rangee F0 word - syllable duration 
Rangee F0 word - vowel intensity 
Rangee F0 word - vowel duration 
Syllablee duration - vowel intensity 
Syllablee duration - sentence speaking 
Vowell  duration - vowel intensity 
Vowell  intensity - overall intensity 

rate e 

Vowell  duration - sentence speaking rate 
Vowell  intensity normalized - overall i intensity y 
Vowell  duration normalized - sentence speaking rate 

Dev.. Test (%) 
75.50 0 
74.48 8 
74.04 4 
72.69 9 
71.45 5 
69.33 3 
65.98 8 
66.01 1 
62.77 7 
61.15 5 
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resultss are ordered according to recognition rates. It is striking that the range of F0 

perr word, in combination with the syllable duration, vowel intensity, or vowel 
durationn gives the best classification. The acoustic feature combination of syllable 
durationn and vowel intensity also gives acceptable results. 
Althoughh the sentence speaking rate yields some effect (chapter 4, figure 4.13), this 
additionall  information did not provide an improved performance. The feature of 
sentencee speaking rate in combination with either vowel duration or syllable 
informationn gives a performance of 66.01% or 71.45%, respectively. However, the 
singlee features analyses gives 65.97% and 71.34% performance. In addition, the 
combinationn of sentence speaking rate and vowel duration normalized for intrinsic 
vowell  duration does not improve performance (61.15% with sentence speaking rate 
versuss 61.01% for the single feature). The trained networks with two-wise feature 
combinationss indicate that the unnormalized features are the most promising ones. 
Forr this kind of speech material, normalizations do not increase the prominence 
classificationn substantially. Normalization cannot (yet) be implemented in such a 
wayy that it increases the performance. 

5.2.88 Prominence classification with an 'optimal'  feature combination 

Basedd on these results we combined F0 range per word, syllable duration, vowel 
durationn and vowel intensity as a promising feature set. 
AA neural network trained with these four 'basic' features performs almost as weU as 

Tablee 5.10: Performance on the Development Test set of several neural 
networkss with 4 'basic' acoustic input features. 

Unbiasedd training Biased training 
Numm of hidden nodes 

Al l l 
44 Non-prom 

Prom m 
AU U 

66 Non-prom 
Prom m 
Al l l 

88 Non-prom 
Prom m 
AU U 

100 Non-prom 
Prom m 
AU U 

122 Non-prom 
Prom m 
AU U 

144 Non-prom 
Prom m 

Non-promm Prom % 
Dev.. test 78.11 

18711 655 74.07 
4511 2075 82.15 
Dev.. test 77.95 

18633 663 73.75 
4511 2075 82.15 
Dev.. test 78.35 

18711 655 74.07 
4399 2087 82.62 
Dev.. test 78.11 

18744 652 74.19 
4544 2072 82.03 
Dev.. test 78.48 

18699 657 73.99 
4300 2096 82.98 
Dev.. test H H 

19000 626 75.22 
4333 2093 82.86 

Non-promm Prom % 
Dev.. test 78.02 

31455 760 80.54 
682682 1973 74.31 
Dev.. test Ü H 

31633 742 81.00 
682682 1973 74.31 
Dev.. test 78.26 

31699 736 81.15 
6900 1965 74.01 
Dev.. test 77.94 

31288 777 80.10 
6700 1985 74.76 
Dev.. test 78.08 

31500 755 80.67 
6833 1972 74.27 
Dev.. test 77.96 

31533 752 80.74 
6944 196173.86 
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aa neural network trained with all twelve features. The neural network trained with 
thee four features shows an overall performance of 79.04% correct prominence and 
non-prominencee classification on the Development test set under the unbiased 
conditionn (see table 5.10). The best biased condition gives a performance of 78.29% 
correct.. The performance of a net trained with all twelve features still performs 
somewhatt better though (unbiased condition 82.01%, biased condition 80.11%, see 
tablee 5.2) on the Development test set 

533 Discussion and conclusion 

Twelvee acoustic input features for binary prominence prediction yield 82% 
(unbiasedd condition) and 80% correct (biased condition) classification on the 
Developmentt test set and 79% and 78% correct classification on the Independent 
testt set. Higher results are found in the literature. Kiefiling (1996) achieved 82.8% 
(spontaneouss speech material) and 95% (read aloud speech material, simple 
sentences)) correct classification (for accent / non-accent in their terminology), using 
aa net with 276 input features including textual information. Such a comparison is not 
completelyy fair, because we aim at different goals. The statistical or brute force 
methodd used in Kiefiling (1996) aimed at high recognition rates whereas our 
approachh aimed different perspectives of acoustics and classification. Our 
prominencee classification results in this chapter were achieved using solely twelve 
acousticc input features. 

Thee binary prominence predictions are as consistent as listeners are. On an 
Independentt Test set (unbiased data) these nets achieve 77% correct (K = 0.56) with 
thee most optimal listener (see also chapter 2). The agreement is even higher for the 
biasedd data: namely K = 0.57. These agreements do not differ from the agreement 
betweenn listeners which is on average K = 0.50. Thus our neural networks are 
indistinguishablee from naive listeners for assigning prominence. 

Thee attempt to predict gradient prominence is much more complicated than binary 
prominencee prediction. A correlation of r = 0.60 (unbiased condition) and r =0.70 
(biasedd condition) is achieved. In principle high correlations could only be a 
indicationn of high recognition results. Looking at the underlying confusion matrices 
itt appears that the middle range of the prominence scale (0-10) is an area of 
confusion,, and that the extreme of 10 (very prominent) is rarely predicted. It may be 
thatt our design of perceptual prominence judgments is not constructed to allow for a 
reallyy accurate prediction of a gradient scale. 

Thee analyses of the individual acoustic features confirm that the four 'basic' 
acousticc features, namely vowel duration and intensity, syllable duration and F0 

rangee per word, yield performances of 79% (unbiased condition) and 78% (biased 
condition)) correct prominence classification on the Development test set. Despite 
thee fact that normalizations provide no further improvement when used as two-wise 
features,, using all twelve input features still shows somewhat better performance 
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(tablee 5.2). Exactly what the effect is of the eight remaining features still needs 
detailedd investigation. Also, it can be concluded that the use of a hidden layer 
providess more accurate prominence classification (table 5.2), also in comparison 
withh an LDA. This means that there is no simple linear relationship between 
prominencee and acoustic features. Therefore, the linear representation in the 
histogramss of chapter 4 is a first approximation only. 


