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Chapter 1
Introduction
Guido T. Meijer

Chapter 1

Our subjective perspective on the world around us is a unified experience. We sense our environment
by seeing, hearing, touching and smelling but the resulting perception is not disjointed, but a fused
composition of these modalities. Seemingly effortlessly our brains process and integrate the continuous streams of sensory input arriving at our senses at any given time. The apparent ease with which
the brain constructs a subjective experience of the world is in stark contrast with the computational
challenge it faces while doing so. Objects in the external world are defined by a myriad of features,
often involving multiple sensory domains. For example, when we see a coffee cup fall and break on
the floor, the brain is tasked with constructing a coherent experience from several sensory inputs
coming in through different sensory organs. The coffee cup is visually defined by multiple lines and
curves which should be grouped together as an object, differentiated from the background and recognized from memory as a coffee cup. Furthermore, the auditory system receives sound waves traveling
through the air from the sound of breaking crockery. Somehow our brain binds these features across
modalities into complex wholes. How the brain solves this problem, referred to as the ‘binding problem’, is still largely unknown.
Despite our lack of understanding of the neuronal mechanisms that underlie multisensory integration, humans and other animals integrate information across senses continuously because it often
results in perceptual and behavioral benefits. On the other hand, when the process of multisensory
integration goes awry this may give rise to hallucinations and other sensory aberrations which can be
completely harmless, in the case of synesthesia, or severely distressing, in the case of schizophrenia.
How the brain constructs subjective experience from multisensory input is a hotly debated topic in
current day neuroscience. Multisensory integration is a function which involves many interactions between sensory modalities and is executed by an extensive network of areas in the brain. In this thesis
we confined our research to how groups of neurons in the visual cortex of the brain process visual
input and how this process changes when a stimulus from the external world is not only composed
of visual features but is a multisensory stimulus which encapsulates both visual and auditory features.
We tested the hypothesis that the visual cortex also processes information from other senses, in this
case audition. First, I will describe how multisensory integration can enhance perceptual performance
on the behavioral level. Then, I will provide an overview of the functioning and anatomical organization of the visual and auditory systems in the central nervous system. I will discuss the anatomical
and neuronal substrates of multisensory integration with an emphasis on audiovisual integration.
Subsequently, I will introduce the technique we use to record neuronal activity, two-photon calcium
imaging. Lastly, I will discuss several canonical mechanisms of neural coding on the level of populations of neurons.

The behavioral benefits of multisensory integration
We integrate sensory information from multiple senses to improve our perceptual abilities continuously in daily life. For example, in a noisy environment, people can enhance their understanding of
what their conversational partner is saying by looking at the movements of the lips of that person.
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Because the brain now receives two sources of sensory input - the sound of the voice which is embedded in noise, and the sight of the lip movements - it can increase its estimate regarding what is
being said by integrating these sensory streams. Animals perform multisensory integration to enhance
their ability to detect either predators or prey. For example, an owl uses both vision and audition in
order to accurately detect the position of mice which move over the ground below. Rodents, on the
other hand, utilize both visual and auditory information to enhance their ability to detect these predators and make a getaway. In both cases visual and auditory sensory information is merged, a perceptual decision is made, and a behavioral action is undertaken. Multisensory integration can improve the
accuracy of the perceptual decision and thereby improve the behavioral outcome.
This behavioral gain can be observed in a laboratory setting. Marc Ernst and Martin Banks (2002) had
human participants judge the height of a virtual bar only by using vision, only touch or both vision
and touch. They found that in the visuo-touch condition humans were more sensitive to small changes in the height of the bar compared to either the touch-only or visual-only condition. Furthermore,
by introducing sensory noise to the visual component they showed that this increased sensitivity is the
result of an integrative process that is statistically optimal. Rodents also show heightened perceptual
abilities when they are provided with stimuli originating from multiple sensory domains as compared
to when only unisensory stimuli are available. Rats were trained to discriminate whether the rate of a
stream of visual flashes or auditory clicks was fast or slow, and when the visual and auditory streams
were presented together the rat was more sensitive to small changes in the stimulus rate (Raposo et al.,
2012). Multisensory stimulation can also aid the detection of whether there is a stimulus or not, this
was shown in a behavioral paradigm where rats had to detect whether a light and/or sound stimulus
was coming from the left or from the right (Gleiss and Kayser, 2012). The question remains whether
animals actually merge unisensory stimulus representations into a fused multisensory representation
and how the brain accomplishes this feat. To answer this question we must first consider how the
brain processes and interprets visual and auditory input.

The organization and functioning of the rodent visual system
Light emanating from objects in the surrounding environment hits the retina of the eye which constitutes the first stage of visual processing. Here, light is converted into electrical impulses by an intricate
network of over 50 different types of neuronal cells, known in the mammalian retina (Carter-Dawson
and LaVail, 1979; Masland, 2001). Subsequently, retinal ganglion cells project these electrical signals
through the optic nerves towards the optic chiasm where the majority of the optical fiber tracts from
the two eyes cross over to the contralateral side such that most of the fibers from the left eye terminate in the right side of the brain and vice versa. A small portion of fibers does not cross over in the
optical chiasm and provides ipsilateral input to the brain. This results in a certain amount of overlap
of the visual stream of one hemisphere with the visual field being processed by the contralateral hemisphere, this part of the visual system is called the binocular field (Fig. 1a). After crossing in the optical
chiasm, optical fibers terminate in subcortical structures such as the superior colliculus (Hofbauer and
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Figure 1. Organization of the visual system of the mouse. (a) Visual input from the external world
comes in through the eyes which both sample part of the visual field, the left retina receives input
from the red part of the visual field and the right retina the green part. The dotted red and green part
represents the binocular field which is sampled by both eyes (Dräger, 1975). For the left eye, input
from the visual field between 1-3 crosses over at the optic chiasm to the contralateral hemisphere, the
part of the visual field between 3-4 does not cross over. The visual streams are relayed through the
lateral geniculate nucleus (LGN) to the primary visual cortex. (b) A mouse is presented with square
visual stimuli on adjacent locations in the visual field. The visual stimuli were black and white gratings,
the color indicates the location in the visual field. On the right, intrinsic optical imaging of neuronal
activity in the primary visual cortex of the mouse is shown. The color of each pixel represents which
of the visual locations on the left the pixel showed the largest response. The visual cortex is retinotopically organized but the representation of the visual field is inverted over the anterio-posterior
and the latero-medial axes. Panel a and b reproduced with permission from Hübener, 2003. (c) Recording of a single neuron from the visual cortex of the anesthetized cat while being presented with
a black rectangle which moved either up and down (top) or left and right (bottom). Spiking activity
of the neuron is represented in the trace below, the neuron showed the most vigorous spiking during
downwards movement, a little to upwards movement and no activity at all during left and rightward
movement. Line on the right bottom side indicates duration of 1 s. Reproduced from Hubel and
Wiesel, 1962. (d) Calcium imaging recording of a single V1 neuron of the mouse presented with full
contrast square wave gratings of eight orientations which moved sequentially in both directions. For
each orientation the fluorescence response over time is plotted for 12 single trials (thin grey lines) and
mean over trials (thick blue line), the dotted vertical line represents stimulus onset and the stimulus
was presented for a duration of 3 s. Polar plot in the center shows the tuning curve as the mean fluorescence response per orientation. Fluorescence is defined in ΔF/F which represents a fractional
increase in fluorescence over a baseline. Figure produced by G.T. Meijer, UvA.
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Dräger, 2004; Sherman and Guillery, 1996), and the thalamus, specifically the lateral geniculate nucleus (LGN) (Sherman, 2005; Sparks, 2002). From this thalamic structure, nerve bundles innervate the
primary visual cortex (V1) which constitutes the first cortical stage of visual processing (Felleman and
Van Essen, 1991). A striking organizational principle which is conserved across mammalian species is
the retinotopic organization of the visual cortex (Kaas, 1980). The spatial organization of the visual
field which is projected onto the retina is retained throughout the visual stream. This entails that the
visual cortex has a ‘map’ of the visual field whereby stimuli which are located next to one another
are also represented by V1 neurons which are located in close proximity (Hübener, 2003; Smith and
Häusser, 2010) (Fig. 1b,c).
In 1958, David Hubel and Torsten Wiesel (Physiology and Medicine Nobel Laureates, 1982) were the
first to scrutinize how single neurons in the visual cortex responded to visual stimuli projected to the
retina. Using tungsten electrodes, they recorded the activity of single cells in the primary visual cortex
of the anaesthetized cat while presenting spots of light using a slide projector. Light spots were produced with metal slides that had a hole in them, and black spots with glass slides that had a black dot
glued on them. In all their recordings, however, the neurons did not respond to any of the stimuli that
they projected on the screen. Until one day, after a particularly stable recording of a neuron that lasted
nine hours, they found a part of the visual field where the neuron showed a hint of a response when
stimulated with a spot of light. When they inserted the slide with the black dot the neuron vigorously
fired, but only when sliding in the slide, not when the slide was in place. They soon discovered that
the neuron was responding to the shadow that was cast by the edge of the glass when it was slid in
and out of the projector (Hubel, 1982). This resulted in the discovery that single neurons in the visual
cortex respond to lines of a certain orientation (Hubel and Wiesel, 1959) (Fig. 1d). In this thesis we
use the well studied phenomenon of orientation tuning to present visual stimuli that will maximally
drive V1 neuronal responses. The example neuron in Fig. 1e is a neuron we recorded in V1 while the
mouse was presented with line patterns which moved in different directions. This neuron preferentially responded to lines which move up and down (90°) but did not show any elevated activity when
a stimulus was presented which moved from left to right (0°). In the visual cortex of primates and
other large mammals, such as cats, neurons that preferentially respond to a certain orientation are
clustered together in cortical columns (Hubel and Wiesel, 1968). In the visual cortex of the rodent,
however, the orientation selectivity of single neurons does not show a columnar organization but a
‘salt-and-pepper’ organization in which neurons with different orientation preferences are scattered
throughout the cortical surface (Ohki et al., 2005). Because orientation tuning is a well-known canonical operation it can be used as a basis to investigate the functioning of the visual system during visual
and multisensory processing.
The primary visual cortex is the first of many visual areas which together constitute the visual cortical
processing pathway. In primates, this pathway shows a hierarchical anatomical organization in which
visual information is re-represented by a set of higher order visual areas (Felleman and Van Essen,
1991). In each processing stage, neurons may pool over the input they receive from previous areas
14
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to combine the low-level features which are represented in that area into more high-level features
(Hubel and Livingstone, 1987). Imagine four neurons in V1 of which two respond to a vertical line
and two towards a horizontal line, these neurons project to a single V2 neuron which can use these
inputs to represent a square. This process may ultimately culminate in the representation of very
high-level features such as hands and faces (Desimone et al., 1984; Fried et al., 1997; Quiroga et al.,
2005). The visual cortex of the mouse is organized slightly differently than in primates, with most of
the higher-order visual areas arranged around the primary visual cortex (Fig. 2). V1 neurons project
to most of these higher-order areas which in turn project further along the sensory pathways (Wang
and Burkhalter, 2007; Wang et al., 2011). The precise function of all these higher-order areas is largely
unknown although they do show functional specialization into the processing of particular visual
features such as movement speed and spatial frequency (Andermann et al., 2011; Glickfeld and Olsen,
2017; Glickfeld et al., 2013a; Marshel et al., 2011).

Anatomical and functional organization of the auditory cortex
Sound is composed of travelling pressure waves through the air which enter the outer ear and cause
vibration of the tympanic membrane which results in displacement of the cochlear fluid within the
cochlea of the inner ear. Georg von Békésy (Physiology and Medicine Nobel Laureate, 1961) discovered that different frequencies have their maximum amplitude at different parts of the basilar
membrane of the cochlea; high frequencies vibrate the base whereas low frequencies have a strong
amplitude at the apex of the cochlea (Von Békésy and Wever, 1960). The cochlea effectively acts to
perform a Fourier transformation of the complex sound wave into its individual frequency components giving rise to a tonotopic organization of auditory input. Hair cells in the basilar membrane of
the cochlea transduce the mechanical vibration into an electrical signal which is relayed through the
auditory nerve towards the primary auditory cortex.
The input from the cochlea is tonotopically segregated and this organization is maintained at the
level of the primary auditory cortex such that different parts of the auditory cortex are maximally
responsive to sound of different frequencies resulting in a tonotopic map (Ehret, 1997). Similar to
humans, the auditory cortex of mice is tonotopically organized, however, since murine hearing extends into the ultrasonic domain (Birch et al., 1968) the tonotopic map of the mouse auditory cortex
is complemented with an ultrasonic field (Hofstetter and Ehret, 1992). Similar to orientation tuning
in the visual cortex, single neurons in the auditory cortex are tuned to a particular frequency of an
auditory signal (Goldstein et al., 1968). In general, both the visual and auditory system use sensory
organs to transduce physical input into an electrical signal. Sensory features are extracted from the
sensory input and represented by tuning properties of single neurons. For audiovisual integration to
occur, these two systems need to exchange information, either directly or through intermediary areas.

15
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Figure 2. The sensory cortex of the mouse. Cortical areas are colored according to the sensory
modality they are mainly associated with as indicated by their functional properties. V1: primary visual
cortex, LM: lateromedial, LI: laterointermediate, AL: anteriolateral, V2L: lateral secondary visual cortex, RL: rostrolateral, A: anterior, AM: anteriomedial, PPC: posterior parietal cortex, PM: posteriomedial, POR: postrhinal, P: posterior, MEC: medial entorhinal, LEC: lateral entorhinal, 36p: posterior
area 36, TEp: temporal posterior, DP: dorsal posterior, DA: dorsal anterior, A1: primary auditory
cortex, S1: primary somatosensory cortex, S2: secondary somatosensory cortex. Figure produced by
G.T. Meijer, UvA.
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Brain areas and pathways involved in multisensory integration
Multisensory processing is performed by an extensive network of interconnected cortical and subcortical areas and structures (Cappe et al., 2009). One of the most well studied structures in the context
of multisensory integration is the superior colliculus, a subcortical area involved in the generation of
eye movements and other orienting responses (Lee et al., 1988). In their seminal work, Alex Meredith and Barry Stein showed that single neurons in this subcortical area in cats responded to visual,
auditory and somatosensory stimuli and that this neuronal response was modulated by concurrently
presenting combinations of these unisensory stimuli as a compound multisensory stimulus (Meredith
and Stein, 1983, 1986a). Specifically, single neurons increased their spiking activity when a visual and
an auditory stimulus were presented at the same time, compared to when these stimuli were presented
alone (Fig. 3a). This effect is known as ‘response enhancement’ since the neuronal response to a multisensory stimulus is higher than the maximal response to either one of the unisensory constituents.
Other neurons exhibit ‘response suppression’ whereby their spiking activity is suppressed during
multisensory stimulation as compared to their maximal response to either unisensory stimulus alone
(Fig. 3b). This work led to the discovery of two other “principles” of multisensory integration: the
temporal rule and the spatial rule. The temporal rule states that multisensory interaction is greatest
when stimuli from different sensory domains occur in close temporal succession of around 200 ms
(Meredith et al., 1987). The spatial rule states that unisensory stimuli from approximately the same
location in space elicit stronger multisensory interactions compared to when stimuli originate from
locations which are further apart in space (Meredith and Stein, 1986b).
At the level of the cortex, the traditional view was that primary sensory areas processed sensory specific information which converged in hub regions, like the superior temporal sulcus (Benevento et al.,
1977), where multisensory integration would take place. However, areas which were thought to only
process unisensory information such as the primary sensory cortices were also shown to contain a
neural substrate of multisensory integration (Ghazanfar and Schroeder, 2006; Kayser and Logothetis,
2007; Macaluso, 2006; Schroeder and Foxe, 2005). Visual stimuli were shown to modulate neuronal
activity in the primary auditory cortex (A1; Kayser et al., 2008, 2010) and the concurrent presentation
of auditory stimuli changes visual tuning properties of neurons in V1 (Ibrahim et al., 2016). Anatomical pathways which could mediate cross-modal processing in sensory specific areas include direct
cortico-cortical connections between primary sensory areas (Miller and Vogt, 1984; Paperna and Malach, 1991) and pathways through intermediate cortical areas located in between the primary sensory
regions (Hishida et al., 2014; Laramée et al., 2011). Thus, multisensory integration is not confined to
specialized regions in which sensory information converges but instead is a distributed process which
occurs in many regions in parallel.
The intermediate cortical areas at the interface of primary sensory cortices are of particular interest
in the context of multisensory integration because a high prevalence of multisensory neurons was
found in these areas (Wallace et al., 2004). Specifically, the posterior parietal cortex (PPC; Fig. 2) is
anatomically located in between V1 and the primary somatosensory cortex (S1) and showed a neural
17
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Figure 3. Multisensory modulation of neuronal responses in the superior colliculus. (a) Spiking
activity of a single superior colliculus neuron while visual (V only; left), auditory (A only; middle)
and combined audiovisual (VA; right) stimuli were presented. The solid line indicates the timing of
stimulus presentation and spikes are depicted as dots in the raster plot where every line corresponds
to a single presentation of the stimulus. This example neuron exhibits response enhancement because
the spiking response is stronger when visual and auditory stimuli are presented together compared
to when they are presented independently. Moreover, this example neuron shows supra-additivity
because the response to the VA stimulus exceeds the sum of the responses to V only and A only. (b)
Same as a but this example neuron shows response suppression: its spiking response is suppressed when
an auditory stimulus is combined with a visual stimulus. Figure reproduced from Meredith and Stein
1986a.

correlate of visuo-tactile integration (Nikbakht et al., 2018; Olcese et al., 2013). From this premise
the hypothesis arises that a neural substrate for audiovisual integration can be found in the cortical
region in between the primary visual and auditory cortex, where several cortical areas can be found.
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The two-photon imaging revolution
The neuronal correlates of multisensory integration have been mostly studied on the level of single
units, however, the brain consists of interconnected populations consisting of large numbers of
neurons. Investigating the functioning of the brain on the level of populations of single neurons requires recording techniques capable of measuring a large number of neurons simultaneously. Optical
fluorescence imaging is currently one of the most widely adopted methods of performing large scale
neuronal recordings. The technique relies on the excitation of a fluorescent indicator which is associated with neuronal activity and measuring the amount of fluorescent light which is emitted by the
indicator (Kerr and Denk, 2008). In conventional fluorescence imaging the indicator is illuminated
with a light source which emits photons which have exactly the right amount of energy to excite the
fluorophore. This approach is insufficient to selectively record a neuronal population which is located
deep within an intact brain because every fluorophore that absorbs a photon of the light source will
be excited and emit a photon, therefore imaging cannot be restricted to a certain depth. To overcome
this problem Winfried Denk and colleagues published a seminal paper outlining a practical application of two-photon excitation (Denk et al., 1990). Two-photon excitation relies on the principle that
a fluorophore can reach its excited state by absorbing two photons which each contain half of the
required energy simultaneously. Interestingly, Maria Göppert-Mayer (Physics Nobel Laureate, 1963)
predicted the existence of this phenomenon in her doctoral dissertation (Göppert-Mayer, 1931), long
before the invention of the laser could experimentally test her prediction.
During two-photon imaging, the focal point of a pulse laser scans through the brain of rodents,
resulting in a plane in which the fluorescence at each point is measured. This is usually achieved by
implanting a cranial window in the skull which allows the laser to be focused under the surface of the
cortex (Fig. 4a). This methodology was first used in an intact brain to measure calcium dynamics of
dendrites in cortical pyramidal neurons (Svoboda et al., 1997). The usage of calcium as an indicator
of neuronal activity proved to be successful, almost all two-photon imaging uses calcium indicators
(Rose et al., 2014). The somatic calcium concentration of a neuron reflects its spiking activity and current efforts concentrate on the possibility to infer the precise spiking activity of a neuron from its fluorescence (Berens et al., 2018; Deneux et al., 2016; Pnevmatikakis et al., 2016). The development of
genetically encoded calcium indicators (Chen et al., 2013) allowed the imaging of the same neuronal
population over a period of several months. With extracellular electrophysiological recordings it is
not possible to track the same neurons over this period of time. This made it possible to acquire neurophysiological recordings of the same neurons while the animal performs a certain behavior on several consecutive days which greatly improves statistical robustness. Furthermore, how the functional
properties of neuronal populations evolve as an animal acquires a certain behavior can be investigated
using this technique (Peters et al., 2014; Poort et al., 2015). An exciting current development is the
introduction of genetically encoded voltage indicators (GEVIs) which are transmembrane proteins
that indicate with their fluorescence the intracellular voltage of single neurons (St-Pierre et al., 2014).
These indicators have the potential to revolutionize the field of optical imaging because their fluorescence reflects the membrane potential, information that currently can only be assessed by performing
19
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Figure 4. Two-photon calcium imaging over the years of its development. (a) A schematic depiction
of the configuration in which calcium imaging is used in this thesis. A double layered glass cranial
window is implanted in the skull through which a laser beam is focused into the brain by a microscope
objective. Illustration produced by G.T. Meijer, UvA. (b) The amount of nearly simultaneously imaged neurons has increased in a linear-logarithmic fashion over the years (Cheng et al., 2011; Cotton
et al., 2013; Ohki et al., 2005; Pachitariu et al., 2016; Peron et al., 2015; Stosiek et al., 2003). (c) Field
of view of early two-photon calcium imaging recordings of neuronal populations, light blobs are
individual somata, loaded with the synthetic calcium indicator OGB (panel from Stosiek et al., 2003).
(d) Graphical rendering of three-dimensional imaging of neuronal activity (panel from Cotton et al.,
2013). (e) Multi-layer imaging of 10.000 neurons simultaneously. Every black square is one of eleven
imaging planes taken at different depths, colored dots are individual neurons (panel from Pachitariu
et al., 2016).

in vivo whole cell recordings which are technically challenging and are usually done one neuron at
the time. However, the development of GEVIs still faces hurdles to overcome such as increasing
the signal-to-noise ratio and reducing cytotoxicity and photobleaching (Platisa and Pieribone, 2018).
20

Chapter 1

The number of simultaneously recorded neurons using two-photon calcium imaging has dramatically
increased over the years of its development. The first calcium imaging recording of a population of
neurons was published in 2003, the authors recorded the activity patterns of 35 neurons at the same
time (Stosiek et al., 2003). Technological advances such as spatiotemporal multiplexing (Cheng et al.,
2011), three-dimensional imaging (Cotton et al., 2013) and multi-layer imaging (Peron et al., 2015)
have ultimately led up to the ability to record the activity of 10.000 neurons, although with a low
temporal resolution of around 4 Hz (Pachitariu et al., 2016). Notably, there is a trade-off between
the number of imaged neurons and acquisition speed. Currently, one can only record from such
high numbers of neurons at very low temporal resolution which limits the topics of investigation to
processes which occur at slow timescales. When plotting the amount of simultaneously recorded neurons over years, a logarithmic increase can be observed which on average amounts to a doubling of
the number of neurons every two years (Fig. 4b-e). If this trend continues in the year 2030 it should
be possible to record the activity of 200.000 neurons simultaneously. Combined with the possibility
to genetically target neuronal subtypes, these advances will provide insights into the functioning of
neural circuits on an unprecedented scale.

A population coding perspective
The acquisition of large-scale datasets opens up the possibility to answer questions regarding the
functioning of the brain on the level of networks of neurons instead of single neurons. The brain
consists of a vast number of neurons, but why? This is not a trivial question. Many operations that
the brain carries out could in theory be performed by only a few neurons. Orientation coding in the
visual cortex, for example, can in theory be carried out by eight neurons with tuning curves that span
approximately 45° around their preferred orientation (Niell and Stryker, 2008). So why are there, in
the mouse brain alone, hundreds of thousands of neurons devoted to this function? Theorists have
proposed that networks of neurons can encode information as probabilistic population codes which
reflect a neural correlate of statistical inference of stimulus features (Beck et al., 2008). In this framework, the activity of populations of neurons reflect a probability density function which codes for
the probability that a certain stimulus is present. In other words, the brain is never certain of anything
but makes a decision based upon statistical inference. Now consider two neural populations of which
one codes for a stimulus feature from the visual modality and the other for an auditory feature, both
reflect these features as probability density functions. Theory predicts that a third neural population
can perform statistical optimal integration of information between vision and audition by simply
summing the activity from these two neural networks (Ma et al., 2006).
One reason why the brain may rely on statistical inference to make decisions is that neurons are actually quite unreliable in their responses. Sensory neurons show substantial trial-to-trial variation (or
‘noise’) in their response to repeated presentations of identical stimuli (Faisal et al., 2008). This poses
a problem: how can the brain make instantaneous inferences without making mistakes when the
neuronal activity of single cells is so unreliable? The most straightforward answer is that the brain can
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pool over the activity of many cells, thereby increasing the amount of information the inference is
based on. This method is only efficient if the information signaled by individual neurons is independent from one another. However, neurons show correlated trial-to-trial variability of their responses,
these so called ‘noise correlations’ entail that the instantaneous spiking activity of neurons fluctuates
up and down in a correlated manner (Lee et al., 1998). Possible explanations why a pair of neurons
show high noise correlations are that they both receive input from a common source or they have
strong anatomical connections to one another.
The existence of noise correlations results in the situation that the information content of single cells
is not independent (Abbott and Dayan, 1999). Therefore, increasing the number of neurons in the
population does not result in a linear increase in the amount of information. Instead, information
gain saturates with addition of more neurons and this saturation is stronger when noise correlations
are higher, indicating that correlations might hamper population coding (Moreno-Bote et al., 2014).
There is, however, also experimental evidence that noise correlations can increase the efficacy of population coding (Franke et al., 2016). The question how noise correlations impact population coding is
therefore still largely unresolved.
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OUTLINE OF THESIS CHAPTERS
In this thesis I address the question how mice perform multisensory integration in a behavioral context and what the neural correlates are that underlie this behavior at the level of neural circuits in the
visual cortex. In this introduction I have summarized the current knowledge about the functioning
of the visual cortex, in particular the involvement of the visual system in processing information pertaining to other sensory modalities such as audition. It has become clear in the past decades that multisensory integration is not only performed in specialized hub regions in the brain where unisensory
information converges. A growing body of evidence indicates that, already at the level of the primary
sensory areas, information from multiple senses is processed. This invites us to consider multisensory
integration not as a function that is carried out in a particular dedicated area of the brain, but instead
is a distributed process across many cortical and subcortical structures which together constitute the
multisensory processing network. New techniques allow us to answer questions regarding cortical
functioning during uni- and multisensory processing which could not be answered before. In this
thesis we used genetically encoded calcium indicators combined with two-photon calcium imaging
to record the activity of large numbers of neurons in the visual cortex over multiple days while a
mouse either passively viewed visual and cross-modal stimuli or actively engaged in the detection and
integration of these stimuli.
In Chapter 2 we first set out to investigate how neuronal populations in the primary visual cortex were
modulated by sound. Previous work had shown that the presentation of a sound together with an
oriented grating could sharpen the tuning curve of V1 neurons (Ibrahim et al., 2016). We asked the
question whether this effect depended on the congruency between the visual and auditory components of the stimuli. We used visual and auditory stimuli which were frequency-modulated to create
audiovisual stimuli which were modulated at the same temporal frequency (congruent) or at different
temporal frequencies (incongruent). Furthermore, we asked if audiovisual modulation would only
occur when the stimulus intensity was weak because in the superior colliculus multisensory modulation becomes relatively stronger as the stimulus intensities become weaker (Meredith and Stein, 1983).
An assumption that is often made, and that we made as well in Chapter 2, is that when one presents
two stimuli from different sensory modalities at the same time, the animal will integrate the sensory
input from these stimuli. There is, however, no explicit need for the animal to do this, it could treat
the two stimuli as separate entities without consequence. Multisensory integration may happen ‘automatically’, that is, without any explicit behavioral or cognitive need for integration. In a laboratory
environment, however, one cannot assume that this is the case. Abstract stimuli (black and white bars,
tones, white noise) carry no inherent or learned correspondence to one another like multisensory
stimuli encountered throughout life do (e.g. the sight of a bird and a birdcall). Therefore, in Chapter
3 our research question was whether mice integrate visual and auditory stimuli resulting in an increase
in perceptual performance at the behavioral level. To answer this question, we developed a behavioral
task where a mouse was trained to detect visual, auditory and audiovisual stimuli. By lowering the in-
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tensity of these stimuli until they were barely perceivable, we created a situation in which integration
information across modalities was beneficial to the mouse because it could obtain more reward by
detecting more stimuli per time unit. Using this paradigm, we could also investigate under which conditions multisensory integration resulted in the strongest behavioral gains. The principle of inverse
effectiveness predicts that, on the neuronal level, multisensory enhancement increases as stimulus
intensity decreases. We tested whether this principle also holds on the behavioral level.
In Chapter 4 we asked what the neural correlates of this multisensory stimulus detection behavior
are and in which areas of the sensory cortex these correlates can be found. Our approach was to
record neural population activity in the primary visual cortex as a baseline and additionally record in
an area at the interface of the primary visual and auditory cortices. We decided to focus on area AL
because this area has reciprocal anatomical connections with both the primary visual and auditory
cortex and projects to the motor cortex (Wang et al., 2012). Therefore, we hypothesized that AL is
involved in sensori-motor transformation of audiovisual sensory information. We investigated this
by performing two-photon calcium imaging of large populations of neurons in V1 and AL while the
mouse performed the audiovisual detection task described in Chapter 3. We hypothesized to find a
higher correlate of multisensory detection behavior in area AL compared to V1 because of its anatomical position.
Lastly, in Chapter 5, we investigated canonical principles of population coding using the visual cortex
as a model system. Population coding refers to the ability of a group of neurons to represent information in a richer way compared to single neurons. In Chapter 2 and 4 we used population-level analyses, like Bayesian decoding, which rely on the principles of probabilistic coding, to extract this kind
of high-level information. One factor which is thought to greatly influence this process is correlated
trial-to-trial variability, or noise correlations. Experimental work to investigate this link, however, is
largely missing. We performed long-term chronic calcium imaging of the same neural population in
mouse V1 to answer the following research questions: (i) Are noise correlations stable over time? (ii)
Do noise correlations aid or hamper the readout of population-level information? (iii) How does the
impact of noise correlations on population coding scale when going from pairwise to higher-order
correlations?
Taken together, the chapters of this thesis provide an exhaustive insight into population coding of
multi- and unisensory stimuli in the visual cortex and answers several key outstanding questions in
the field.
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Chapter 2

ABSTRACT
The sensory neocortex is a highly connected associative network, in which information from multiple
senses is integrated, even at the level of the primary sensory areas. Although this view is supported by
a growing body of empirical evidence, the neural mechanisms of cross-modal integration in primary
sensory areas, such as the primary visual cortex (V1), are still largely unknown. Using two-photon
calcium imaging in awake mice, we show that the encoding of audio-visual stimuli in V1 neuronal
populations is highly dependent on the features of the stimulus constituents. When the visual and
auditory stimulus features were modulated at the same rate (i.e. temporally congruent), neurons responded with either an enhancement or suppression compared to unisensory visual stimuli, and their
prevalence was balanced. Temporally incongruent tones or white noise bursts included in audio-visual
stimulus pairs resulted in predominant response suppression across the neuronal population. Visual
contrast did not influence multisensory processing when the audio-visual stimulus pairs were congruent; however, when white noise bursts were used neurons generally showed response suppression
when the visual stimulus contrast was high whereas this effect was absent when the visual contrast
was low. Furthermore, a small fraction of V1 neurons, predominantly located in the vicinity of the
lateral border of V1, responded to sound alone. These results show that V1 is involved in the encoding of cross-modal interactions in a more versatile way than previously thought.

SIGNIFICANCE STATEMENT
The neural substrate of cross-modal integration is not limited to specialized cortical association areas
but extends to primary sensory areas. Using two photon imaging of large groups of neurons, we
show that multisensory modulation of V1 populations is strongly determined by the individual and
shared features of cross-modal stimulus constituents, such as contrast, frequency, congruency and
temporal structure. Congruent audio-visual stimulation resulted in a balanced pattern of response
enhancement and suppression compared to unisensory visual stimuli whereas incongruent or dissimilar stimuli at full contrast gave rise to a population which was dominated by response suppressing
neurons. Our results indicate that V1 dynamically integrates non-visual sources of information while
still attributing most of its resources to coding visual information.
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INTRODUCTION
The integration of information originating from different sensory sources is one of the hallmark
functions of the brain and has been a topic of increasing interest in the past decades (Murray and
Wallace, 2011; Pennartz, 2015). Our perceptual systems seem to effortlessly integrate the sensory inputs from different modalities and attribute them to the same event. This process improves our ability
to detect (Lippert et al., 2007; Gleiss and Kayser, 2013), discriminate between (Leo et al., 2011) and
accurately respond to (Gielen et al., 1983) multisensory stimuli compared to situations in which only
unisensory stimuli are available. Perceptual integration of multimodal sensory features is thought to
occur across an extensive network of cortical (Ghazanfar and Schroeder, 2006) and subcortical areas
(Meredith and Stein, 1983, 1986). Cross-modal interactions have been mainly described on the single
neuron level in the superior colliculus and cortical association areas (Meredith and Stein, 1983; Ghazanfar and Schroeder, 2006; Stein and Stanford, 2008). At the level of the primary sensory neocortices,
mechanisms underlying such interactions are largely unknown, especially at the level of neuronal
populations as studied with single-cell resolution.
Cross-modal integration of vision and audition takes place, at least partially, in the corresponding
primary sensory cortices of these modalities. The primary visual and auditory cortex share prominent direct anatomical connections (Miller and Vogt, 1984; Paperna and Malach, 1991; Falchier et
al., 2002; Budinger and Scheich, 2009; Cappe et al., 2009) and receive feedback projections from the
same cortical association areas (Laramée et al., 2011; Wang et al., 2012). Neurons in the primary visual
cortex (V1) of anesthetized mice were shown to exhibit cross-modal sharpening of their tuning for
orientation in conjunction with an enhancement of the response to the preferred orientation of the
cell, particularly when a low contrast visual stimulus was paired with an auditory stimulus (Ibrahim et
al., 2016). In contrast, the presentation of a high-amplitude sound stimulus resulted in the hyperpolarization of the membrane potential of V1 neurons (Iurilli et al., 2012). This suggests that, depending
on the multimodal configuration of stimulus features, the primary visual cortex may adopt a different
coding scheme.
Another factor influencing the cross-modal modulation of firing rates of cortical neurons is the congruency between stimuli originating from different sensory modalities. Stimuli that share an inherent
semantic congruency (e.g. written letters and their pronunciation) result in increased perceptual performance (Laurienti et al., 2004) and an elevated BOLD response in the human superior temporal
sulcus compared to incongruent letter-sound combinations (van Atteveldt et al., 2004). Furthermore,
in the auditory cortex of non-human primates, the presentation of congruent combinations of lip
movements and vocalizations of monkeys resulted in an elevated local field potential as compared
to an incongruent control stimulus (Ghazanfar et al., 2005). However, whether the congruency of
low-level audio-visual stimulus features, such as spatial and temporal frequency, is encoded by single
neurons in the primary visual cortex is currently unknown.
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In this study, we performed two-photon calcium imaging of large neuronal populations in the primary visual cortex of awake mice to investigate, with single-cell resolution, how sound influences tuning
properties of V1 neurons. Furthermore, we asked how the congruency between visual and auditory
stimuli might influence cross-modal processing. We found subsets of V1 neurons that showed either
response enhancement or suppression upon presentation of an audio-visual stimulus combination as
compared to a visual stimulus alone. The congruency in temporal frequency between the visual and
auditory stimulus influenced response modulation; V1 neurons preferentially responded to frequency
congruent audio-visual stimuli as compared to incongruent or dissimilar stimulus combinations. We
conclude that auditory inputs influence V1 coding of visual stimuli by modulating the firing activity
of primary sensory neurons depending on the visual stimulus drive and the temporal congruency of
composite audio-visual stimuli.

METHODS
Animals
All experiments were performed according to the Dutch national guidelines on the conduct of animal
experiments. Male C57Bl/6 mice were obtained from Harlan Sprague Dawley Inc. or from in-house
breeding lines. Mice were socially housed in groups of 2-4 on a reversed 12-hour light/dark cycle
(lights on: 8pm-8am) such that experiments were performed in their active phase. The age of the mice
on the day of the experiment ranged between 80 and 216 days.

Surgical procedures
Mice were implanted with a titanium headbar on the skull over the left visual cortex (under 1-2%
isoflurane anesthesia) to prepare for recording of neuronal activity in V1 of awake, head-restrained
mice using calcium imaging. Prior to surgery, analgesia was administered via subcutaneous injection
of 0.05-0.1 mg/kg buprenorphine. The headbar contained an 8 mm circular window, which was centered 3 mm posterior and 2.5 mm lateral from Bregma (Paxinos and Franklin, 2004). The headbar was
cemented to the skull using C&B Superbond (Sun Medical, Japan). A protective cover of cyanoacrylate glue (Locktite 401, Henkel) was applied on top of the skull, in the circular window, to prevent
infections until the craniotomy was made.
To allow subsequent calcium imaging of V1 neurons, the fluorescent protein GCaMP6m was brought
to expression via an injection of the viral construct AAV1.Syn.GCaMP6m.WPRE.SV40 (undiluted;
Penn Vector Core). First, V1 was located within the circular window in the headbar with intrinsic
signal imaging (ISI) imaging through the intact skull (see section ISI). Next, under analgesic and anesthetic conditions (same as described above) the protective cover was removed from the skull and a
small drill hole was made through which 200-300 nl of the construct was injected at a depth of 500700 µm from the cortical surface using a glass pipet attached to a NanoJect II injector (Drummond
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Scientific Company). Subsequently, a round craniotomy (3 mm diameter) was made in the circular
window of the headbar over V1. The craniotomy was closed with a custom-made, double-layered
coverglass to prevent skull regrowth. The diameter of the bottom coverglass was 3 mm which fitted
precisely in the craniotomy. It effectively replaced the lost skull with glass and applied pressure on the
brain (Goldey et al., 2014; Montijn et al., 2016a). The top coverglass (5 mm diameter) was glued to
the skull using Locktite 410 (Henkel).

Intrinsic optical signal imaging
Intrinsic signal imaging (ISI) imaging was performed to target the viral injection and calcium imaging
recordings using an Imager 3001 setup (Optical Imaging Ltd). With this technique, bulk neuronal
activity can be visualized using the principle that active brain tissue refracts more light compared to
inactive brain tissue. Under light anesthesia (0.5-1% isoflurane), the skull or coverglass was illuminated using 630 nm light and the amount of reflected light was measured by a CCD camera (1000m,
Adimec) operating at 1 Hz sampling rate. V1 neurons were activated by the presentation of a drifting
grating stimulus which sequentially moved in eight orientations and was presented for eight seconds
(1s per orientation) with a 17 second inter-stimulus interval. The location of V1 was online determined using VDAQ software (Optical Imaging Ltd).

Calcium imaging apparatus
Awake mice were head-fixed and their bodies were positioned in a cylindrical holder to prevent
movement confounds. Mice that were fully accustomed to the fixation device showed minimal body
movement, except for occasional grooming. Two-photon imaging was performed using a Leica SP5
resonant laser scanning microscope and a Spectra-Physics Mai Tai High Performance Mode Locked
Ti:Sapphire laser operating at an excitation wavelength of 900 – 940 nm. Laser power at the objective
was between 14 – 21 mW. Fluorescent light was collected by a photo-multiplier tube at a wavelength
of 525 nm. With the use of a 25x Leica objective, an imaging plane of 365x365 µm (512x512 px) was
recorded in V1, layer II/III, at a depth of 140 – 200 µm from the cortical surface. Resonant mirrors
allowed high-speed scanning; online averaging of every two imaging frames resulted in an effective
sampling frequency of 14.4 Hz.

Visual and auditory stimulation
Visual stimuli were presented on a 15 inch TFT screen (refresh rate of 60 Hz) which was positioned
16 cm from the right eye of the mouse at a 45-degree angle from the midline of the head. Auditory
stimuli were amplified (TA1630, Sony amplifier) and presented by a tweeter (Neo CD 3.0, Audaphon)
positioned 22 cm straight in front of the mouse (i.e. on the left side of the screen from the perspective of the mouse). The distance between speaker and center of the screen was 22 cm. Visual, audio
and concurrent audio-visual stimulus presentation lasted for three seconds followed by a five second
inter-stimulus interval during which an isoluminant grey screen was presented.
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Visual stimuli consisted of square-wave drifting gratings with a temporal frequency of 1 Hz and a
spatial frequency of 0.05 cpd, which were presented either at full contrast or 25% contrast. In order
to prevent edge effects, the grating was surrounded by a grey cosine-tampered circular window with
a diameter of 60 retinal degrees. The starting phase of the visual stimulus was randomized each trial.
Orientation tuning was investigated with the use of bi-directional moving gratings. This approach
allowed for a more precise sampling of the orientation space because opposite directions were not
shown on separate trials. It precluded the possibility for investigating direction tuning, however, neurons in the primary visual cortex of mice predominantly show orientation tuning (Niell and Stryker,
2008). The gratings moved bi-directionally in eight possible orientations; for the first 1.5 s the grating
moved in one direction after which it would move in the opposite direction for another 1.5 s. The
order of directions was counterbalanced over trials. The auditory stimulus consisted of a 15 kHz tone
which was frequency modulated between 14 and 16 kHz with a modulation index of 1 Hz, which
was congruent with the temporal frequency of the visual stimulus. Alternatively, we presented a white
noise burst as auditory stimulus (as in Ibrahim et al. 2016). The loudness of the auditory stimuli was
88 dB in both cases and the background noise of the scanner was 64 dB as measured with a Phonic
PAA3 sound meter (Audio Analyzer) using A-weighting which is less sensitive to very low-frequency
sound, outside of the hearing range of mice.
A recording session consisted of visual-only (V), audio-visual (AV) and auditory-only (A) trials. The
visual stimuli in the V and AV conditions were moving grating stimuli of eight different orientations.
In the AV condition this stimulus was complemented with a concurrently presented auditory stimulus. In the A condition an auditory stimulus was presented while the screen remained isoluminant
grey. This amounts to 17 unique stimuli (8 x V, 8 x AV, 1 x A). Stimuli were presented in a pseudorandom pattern: within a block of seventeen stimulus presentations, each of the stimuli would be selected once. The order of stimulus presentations, however, was randomized separately for each block.
In the experiment in which the visual stimuli consisted of concentric outward moving circles, the
circles were composed of a square wave grating with a spatial frequency of 0.05 cycles per degree and
moved outwards with varying temporal frequencies (0.5, 1, 2 and 4 Hz). For example, at 4 Hz, four
full cycles of the grating would disappear from the edge in 1 second. The concentric circles were surrounded by a 60-degree circular window. Auditory stimuli were similar to the first experiment but the
modulation index was varied (0.5, 1, 2 or 4 Hz). A recording session included 10 presentations of all
possible combinations of visual and auditory temporal frequency. In addition, a visual only condition
included 10 presentations of visual stimuli of all frequencies without presentation of the tone (in
total 120 stimulus presentations). All trials within one repetition were randomly shuffled.

Data analysis
Calcium imaging data processing
Imaging frames were corrected for X-Y movement using a single step discrete Fourier-transform
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realignment procedure (Guizar-Sicairos et al., 2008). Cell bodies were detected semi-automatically using a custom-written graphical user interface in the MATLAB environment. Potential contamination
of the soma fluorescence by the surrounding neuropil was accounted for by a neuropil subtraction
procedure. The neuropil signal was computed by taking the mean fluorescence signal from an annulus
between 2-5 µm around the soma of each neuron, excluding the somas of neighboring neurons. This
value was multiplied by 0.7 before it was subtracted from the soma fluorescence to prevent over-subtraction (Chen et al., 2013). The fluorescence response of a neuron was quantified with the ΔF/F0
metric reflecting the relative fluorescence increase (ΔF) over baseline (F0; equation 1).

				

F

F0



F i  F0
F0

Equation 1

Here Fi is the fluorescence of a neuron on a single frame i and F0 is the baseline fluorescence associated with that imaging frame. To account for slow changes in overall fluorescence, the baseline was
defined as the lower 50% of all fluorescence values in a 30-second sliding window preceding frame
i (Greenberg et al., 2008; Goltstein et al., 2015; Montijn et al., 2016a). The fluorescence response of
a neuron in a given trial was defined as the average ΔF/F0 over all imaging frames during the three
second stimulus period.

Orientation and temporal frequency tuning
The strength of a neuron’s orientation tuning was determined by computing the neuronal d’ (Berens,
2008) as an orientation selectivity index (OSI; equation 2). This measure was chosen because it takes
into account response variability.

			

OSI 

 pref  orth
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Equation 2

Here, µpref is the mean fluorescence response of the neuron when presented with its preferred orientation, and µorth is the mean response towards the orientation orthogonal to the preferred orientation. The difference between the mean responses is normalized by the pooled variance. The preferred
orientation was determined as the orientation to which the neuron showed the strongest response
in either the V or AV condition, depending on which condition showed the strongest response.
Neurons showing an OSI > 0.4 in either the V condition or the AV condition of experiment 1 were
considered orientation tuned and were included for further analysis. This value was determined by
shuffling the trial labels in the visual-only condition 500 times and calculating the OSI for all neurons
every iteration. This resulted in a null distribution of OSI’s for every neuron and the OSI threshold
was defined as the average 99th percentile of all null distributions, which amounted to 0.4. Notably,
only including neurons which were orientation selective in the V condition would have led to a bias
because it neglects the subset of neurons which were only orientation selective in the AV and not the
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V condition. The sharpness of the tuning curves of orientation selective neurons was defined as the
inverse of the bandwidth, which reflects the broadness of the peak of the tuning curve at the preferred orientation. The bandwidth was defined as the half-width at 1/√2 of the maximum of a fitted
Von Mises distribution to the tuning curve and was computed separately for the V and AV condition.
In experiment 2 only neurons tuned to the temporal frequency of the visual stimulus were included in
the analysis. A neuron was deemed to be tuned to visual temporal frequency if it showed a differential
response towards the four different temporal frequencies (one-way ANOVA, p < 0.01).

Response change index
The response change index was used for quantifying response differences between stimulus conditions for each neuron. The conventional method for quantifying multi-sensory cue integration specifically computes enhancement or suppression (Stevenson et al., 2014). The response change index,
however, normalizes response changes and can therefore be used to describe both enhancement and
suppression (equation 3).

		

RCI 

FAV  FV
FAV  FV

Equation 3

Here FAV stands for the fluorescence response, as defined by equation 1, evoked by the preferred
orientation or temporal frequency in the audio-visual condition and FV is the fluorescence response
for the preferred orientation or temporal frequency in the visual-only condition. This metric has a
range of -1 to 1 in which negative values indicate response suppression and positive values indicate
response enhancement relative to the V condition.

Population heterogeneity
The heterogeneity of the population activity was calculated as previously described in (Montijn et al.,
2015). In short, the activity of each neuron was z-scored over trials after which the absolute difference in z-scored activity was calculated for each pair of neurons and the heterogeneity was defined as
the average of all pairwise differences.

Bayesian decoding
Stimulus orientation and temporal frequency were classified using a Bayesian Maximum-Likelihood
decoder (Montijn et al., 2014). For each stimulus class (experiment 1: orientations and experiment 2:
temporal frequencies), a likelihood function was calculated per neuron by computing the Gaussian
response distribution over all trials of that class. A leave-one-out cross validation procedure was used
in which the to-be-decoded trial was excluded from the training set when determining the likelihood
functions. The posterior probability could be read out for every neuron using the activity of the
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to-be-decoded trial. The overall resulting posterior probability of the population, P(θ|Apop), was
calculated as the product of the probabilities individual neurons:

			

n

P( | Apop )  P( | Ai )

Equation 4

i 1

Here, A is the response of each neuron i for the eight different orientations θ. The stimulus class
showing the highest resulting posterior probability was taken as the stimulus class which was most
likely presented in the to-be-decoded trial.

Jackknifing procedure for Bayesian decoding
The contribution of a single neuron towards the decoding performance was determined with a
jackknifing procedure. First, a random sample of 14 neurons was picked from the population and
Bayesian decoding was performed. Subsequently, a single neuron was excluded from the sample and
the decoding was repeated. If the neuron contributed to the decoding process this would lead to
a decrease in decoding performance. The difference in decoding performance between the case in
which the neuron was included and the case in which it was excluded is represented in the decoding
contribution measure Di:

			

Di  ND   N  1 D  i

Equation 5

Here N is the sample size of the random neuron selection (n = 14), D is the decoding performance
using the entire sample and D-i is the decoding performance without neuron i. One thousand iterations were performed and the decoding contribution was determined for each neuron. Sample sizes
of 8 to 20 neurons yielded similar results.
Whether a neuron showed a larger contribution in either the audio-visual or visual-only condition
was determined by subtracting the Di for the audiovisual condition from the Di obtained in the
visual-only condition.

Tone responsive neurons
The response of a single neuron in the auditory-only condition was calculated by taking the average
response over the 10 repetitions of the tone presentation. Statistical significance of the responses
was determined by shuffling the time points of the ΔF/F0 trace of each neuron and computing
the average tone response. The shuffling procedure was repeated for 500 iterations, resulting in a
bootstrap distribution of fluorescence responses. Statistical significance was determined at the 1%
significance level; e.g. to be considered statistically significant the response of the neuron should be
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Figure 1. Two-photon calcium imaging of neuronal activity in layer II/III of V1 of the awake mouse
and the activity patterns of orientation selective neurons. A, Field of view of an example imaging
session. Cell bodies of neurons typically consist of a darkened nucleus and green fluorescent cytosol,
blood vessels appear black. Four example neurons are indicated with white arrows and numbers. B,
Fluorescence traces of four example neurons of which the cell bodies are numbered in A. Colored
bars behind the traces indicate presentations of bi-directionally moving gratings. The color of the bar
indicates the orientation of the grating according to the rose plot on the bottom. Crosses above the
colored bars show trials which were combined with an auditory stimulus. C, Tuning curves of orientation selective firing for the four example neurons computed across all trials that contained visual
stimulation. The full scale, as indicated by the grey line, of the fluorescence response is depicted in
ΔF/F in the top right corner of each rose plot.

within the 99th percentile of the bootstrapped distribution. Furthermore, only average tone evoked
fluorescence responses larger than 0.2 ΔF/F0 were included.

Eyetracking
Whether the presentation of auditory stimuli was accompanied with an altered state of arousal was
tested using the pupil size as a proxy for arousal (Aston-Jones and Cohen, 2005). Eye-tracking was
performed in five out of nine mice. The pupil size and its X-Y displacement were estimated by monitoring the left (non-exposed) eye using a near-infrared CCD camera (CV-A50 IR, JAI, Denmark)
equipped with a high magnification lens (MVL50M23, Navitar, NY, USA) at a sampling rate of 25
Hz. No infrared illumination of the eye was required because enough ambient infrared light from the
two-photon scanner was present. Eye-tracking was analyzed offline with the use of a custom written
algorithm (Zoccolan et al., 2010). For each frame, a fast radial symmetry transform was performed to
locate the pupil center, from which a set of 16 rays was projected outwards in a starburst fashion. The
edge of the pupil was located by transforming the frame using a Sobel operator and for each ray the
pupil boundary was determined as the maximum intensity of the Sobel transformed image. From the
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set of detected pupil boundary points outliers were rejected at 2 S.D. from the mean and an ellipse
was fitted through all remaining points. The pupil size was determined as the surface of the fitted
ellipse. The pupil size was z-scored per animal to obtain relative changes in size and subsequently, a
baseline subtraction was performed per trial by subtracting the mean size in a two-second window
preceding stimulus onset from the stimulus period.

RESULTS
Influence of auditory input on orientation tuning
Pyramidal neurons in layer II/III of the mouse V1 are tuned to oriented bars or gratings (Ohki et al.,
2005; Niell and Stryker, 2008). We investigated whether this tuning property was influenced by input
from the auditory modality by recording neural populations in V1 using calcium imaging in awake
head-fixed mice (Fig. 1). The mice were presented with full contrast (100%) bi-directional square
wave moving gratings in eight orientations (visual-only condition). Half of the stimulus presentations
were accompanied by a 15 kHz tone which was modulated at the same frequency as the temporal
frequency of the visual stimulus (audio-visual condition; Fig. 1). We imaged 1124 neurons from nine
mice (one recording session per mouse), of which 346 (30.8%) showed orientation selective response
patterns, as indicated by an orientation selectivity index (OSI) of > 0.4 in the visual-only and/or the
audio-visual condition.
Sound modulated the orientation tuning of a V1 neuron by either suppressing or enhancing the orientation selectivity as compared to the visual-only condition (Fig. 2A,B). Some neurons showed orientation selective responses (OSI > 0.4) in the visual-only condition but showed a markedly reduced
selectivity in the audio-visual condition (90 out of 346; 26.0%; Fig. 2C). Other neurons were highly
selective to audio-visual stimuli but to a lesser degree to visual-only stimuli (94 out of 346; 27.2%).
Some neurons gained and others reduced their tuning strength, but the mean orientation selectivity
was not significantly different when comparing the V and AV condition on the population level (OSI,
mean ± SEM: 0.67 ± 0.05 and 0.68 ± 0.05 respectively, paired Wilcoxon signed rank test, p = 0.74, n
= 346). Additionally, the specificity or sharpness of the tuning for each neuron, defined as the inverse
of the bandwidth of the tuning curve for the V and AV conditions, was not significantly different
between the two conditions (18.3° ± 0.4 and 18.8° ± 0.5 respectively, paired Wilcoxon signed rank
test, p = 0.34, n = 346). Thus, individual V1 neurons showed an increase or decrease in orientation
tuning, while the population as a whole did not change its orientation selectivity when an auditory
component was added to visual stimulation.
To determine the strength of the sound modulation on individual V1 neurons, we calculated a ‘response change index’ in which positive values indicate response enhancement and negative values indicate suppression. Across all neurons, the mean response change index was not significantly different
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Figure 2. Multi-modal stimulation results in subsets of neurons exhibiting response enhancement
and suppression. A, Full contrast visual square wave gratings of eight orientations were presented
alone (V) or together with a tone that was modulated at the same temporal frequency as the visual
stimulus (AV). B, Tuning curves of six example neurons for both the visual-only (purple) and the
audio-visual (cyan) condition. The response change index is shown next to the tuning curves as a bold
number. C, Percentages of tuned neurons. D, Histogram of the change in response to the preferred
orientation between the visual-only and audio-visual condition for each neuron. A positive response
change index corresponds to a response enhancement by adding sound whereas a negative response
change indicates response suppression. The inset shows that the distribution of response changes
between the V and AV conditions is broader than expected by chance, indicating that the number of
neurons which showed a large positive or negative response change is larger than expected. The black
curve indicates the histogram of the widths of response change distributions originating from shuffled datasets in which tone presence was shuffled. The dotted grey line indicates the 95th percentile
of the shuffled distribution and the green line indicates the width of the experimentally observed response change distribution. E, The amount of response enhancing (green) and suppressing (red) neurons was balanced in the population as shown by plotting the response change index of all neurons
sorted from negative to positive (dotted line is midpoint of population). F, Orientation classification
on the basis of random subsamples of neurons (bootstrapped 500 times) using a Bayesian decoding
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classifier reveals that the addition of a tone does not significantly change the amount of information
regarding orientation in the population. Decoding performance is normalized to the performance
at the largest sample size (80) of the visual-only condition. Inset shows non-normalized decoding
performance using the population of tuned neurons (grey lines indicate individual mice). G, Greedy
decoding classification of orientation using samples of progressively decreasing decoding contribution. Left. Decoding performance was significantly better when using the ensemble of neurons which
coded for the visual-only condition (purple line), as indicated by a high decoding contribution in the
V condition, as compared to the ensemble which specialized in encoding audio-visual stimuli (cyan
line). Right. Decoding performance in the audio-visual condition was significantly better using the
highly contributing neurons from the AV condition compared to the high contributors as determined
in the V condition (significant differences indicated by grey line above plot, paired t-test, p < 0.05). H,
Neurons showing a response suppression to audio-visual compared to visual-only stimuli contributed
significantly more information to the visual-only condition whereas neurons that showed a response
enhancement contributed significantly stronger to the audio-visual condition (Kruskal-Wallis with
post-hoc Tukey-Kramer; ** p < 0.01). I, Pupil size, a proxy for arousal, was not significantly different
between the two conditions (Wilcoxon-Matched Pairs Signed-Ranks test). Stimulus onset was centered at 0s and lasted for three seconds as indicated by the grey box. (All error bars represent SEM,
asterisks indicate significance level: * p < 0.05, ** p < 0.01, *** p < 0.001).

from 0 (t-test vs 0, p = 0.4, n = 346; Fig. 2D). However, the distribution of response change indices
was broad, showing subsets of individual neurons at its flanks that exhibited a strong response enhancement or suppression. Whether more neurons than expected by chance showed a large response
change was assessed by testing the distribution-width of response changes against chance level with
a shuffling procedure. For each orientation, the presence or absence of a tone was randomly shuffled
over stimulus presentations. The response change distribution was computed over 500 iterations of
the shuffled dataset and its width was estimated by taking the standard deviation. The standard deviation of the original response change distribution was within the 99th percentile of the shuffled distribution of standard deviations, thus the distribution of response changes was significantly broader
than expected by chance (Fig. 2D inset). This result indicates that cross-modal stimulation modulates
selective subpopulations of V1 neurons, showing a strong response suppression or enhancement
while the prevalence of enhancing and suppressing neurons was balanced in the population (Fig. 2E).
We found qualitatively similar results when the response variability across neurons was included in
the response change index.
We additionally asked whether the auditory-induced response change of V1 neurons was dependent
on the efficacy of the visual stimulus in driving the neuron to fire (Kayser et al., 2010). Indeed, we
found that neurons that responded weakly to a visual stimulus showed a significant mean response
enhancement when an audio-visual stimulus was presented, whereas neurons that responded strongly
in the visual-only condition showed a significant mean response suppression in the audio-visual condition (results not shown). Taking into consideration that this computation is based on two relative,
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dependent measures (neural response magnitude related to visual-only stimuli and response change
index) it is subject to a regression-to-the-mean effect which may lead to a spurious correlation of
the two variables (Holmes, 2009). The correlation that we found between firing rate to visual-only
stimuli and audio-visual response change index appeared not to be larger than the results found after
shuffling procedures in which per orientation the V and AV trial labels were shuffled or when two
halves of the visual dataset were compared against each other. Based on these results, we cannot draw
conclusions on the relation between the efficacy of a stimulus driving a neuron and the cross-modal
effect on response magnitude.
Neurons increasing and decreasing their activity may indicate that neural activity converges to the
mean. This would result in all neurons showing more similar levels of activity thereby reducing the
dynamic range of the population response. We used the population heterogeneity (Montijn et al.,
2015), which is a measure of pairwise differences between the normalized activity of neurons within
the population, as a metric for converging or diverging neuronal responses. A high heterogeneity
indicates that there are large intra-population differences of activity whereas a low heterogeneity
is, on average, indicative of small differences in activity between neurons. The addition of a tone
to the visual stimulus leading to converging neural activity would be reflected in lower population
heterogeneity. There was no significant difference, however, between the heterogeneity in the V and
AV condition (0.88 ± 0.019 and 0.85 ± 0.031 respectively, paired t-test, p = 0.61, n = 9). We conclude
that the observed auditory modulation of responses to visual stimuli does not lead to a conversion of
response strength but that the dynamic response range of the population is maintained. A possible
explanation is that response enhancing neurons do not increase their response until they reach the
average response of the population but increase their response to reach the upper dynamic range of
the population response, while response suppressing neurons decrease their response to the lower
dynamic range.

Subsets of neurons encode either visual-only or audio-visual stimuli
A substantial number of neurons showed a response modulation when a tone was presented concurrent with a visual stimulus, suggesting that the population of V1 neurons can encode the presence
of a tone. Whether this cross-modal response modulation results in a better encoding of the visual
stimulus at the population level was tested using a Bayesian decoding algorithm for classification
of orientation. Stimulus orientation was decoded in either the V or AV condition using subsets of
randomly selected neurons of different sample sizes (5-80 neurons) taken from the entire recorded
neuronal population. Orientation classification was bootstrapped 500 times per sample size with a
different set of neurons on every iteration. The performance was normalized to the largest sample
size of the visual-only condition to account for inter-animal differences in decoding performance
(Fig. 2F). The decoding performance in the visual-only condition was not significantly different from
the audio-visual condition for all tested sample sizes (paired Wilcoxon signed-rank test, p > 0.49 for
all 16 tested sample sizes, n = 9; Fig. 2F). Likewise, including all tuned neurons to decode orientation
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yielded similar results between conditions (paired t-test, p = 0.20; Fig. 2F inset). Thus, the neuronal
population as a whole does not encode the visual stimulus with more fidelity when a tone is presented.
We next asked whether the general population contains distinct subsets of neurons encoding either
visual-only or audio-visual stimuli. We computed the contribution of each neuron to the decoding
performance and used a ‘greedy’ decoding procedure for this purpose. Greedy decoding was performed with the Bayesian classifier described above but it used subsets of neurons with progressively
decreasing decoding contribution instead of taking random subsets of neurons. Decoding performance of the greedy decoder quickly saturated after which adding more neurons did not improve
coding efficiency indicating that only ~10 neurons with the highest decoding fidelity are necessary to
accurately encode orientation (Fig. 2G). The orientation decoding of visual-only stimuli was significantly more accurate when using high contributors from the visual-only condition (73.6% ± 5.4%;
sample size 40) compared to the high contributors from the audio-visual condition (58.4% ± 7.2%;
paired t-test, p < 0.05, n = 9; grey line in Fig. 2G). The opposite pattern was found for decoding orientation of audio-visual stimuli. These results indicate that there are subsets of neurons in V1 which
are selective for encoding either visual-only or audio-visual stimuli.
Neurons which show a cross-modal enhancement respond more strongly in the audio-visual condition compared to the visual-only condition, but do they also contribute more information about the
orientation of the stimulus during audio-visual stimuli? This is not necessarily the case since the contribution of information of a single neuron to the population code is not only dependent on response
strength but also on other factors such as response reliability and correlated variability. We investigated this by computing the difference between the contribution to V and AV decoding for each neuron.
The difference in decoding contribution is negative when a neuron’s decoding contribution is larger
in the V condition and positive when it is larger in the AV condition. Response enhancing neurons
contributed more information regarding orientation in the audio-visual condition whereas response
suppressing neurons contributed more information in the visual-only condition (Kruskal-Wallis with
posthoc Tukey-Kramer, p = 0.002, n = 9; Fig. 2H). Taken together, our results demonstrate that
functionally distinct, but partially overlapping ensembles of neurons code orientation information of
visual and composite audio-visual stimuli, respectively.
Cross-modal stimuli may be perceived as more salient than unisensory stimuli, which might increase
the level of arousal the mouse is experiencing. Arousal has been shown to affect the performance of
mice in behavioral tasks and the membrane potential response of sensory neurons to visual stimuli
according to an inverted U-shaped curve (McGinley et al., 2015). We tested whether the modulatory
effects of sound on visual processing were influenced by differences in the state of arousal by comparing pupil size, as a proxy for arousal (Aston-Jones and Cohen, 2005), between audio-visual and
visual-only stimulus presentations. No significant difference in mean pupil size was observed between
the visual-only and audio-visual stimulus conditions (Wilcoxon Matched-Pairs Signed-Ranks test for
all time points during stimulus presentation, all p > 0.063, n = 5; Fig. 2I).
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Figure 3. Balanced multisensory activation patterns for low contrast visual stimuli. A, The visual stimulus was presented
at a relatively low contrast (25%) and was
combined with a frequency modulated
tone. B, Example tuning curves of two
neurons showing either response suppression (top) or response enhancement
(bottom). C, Histogram of the change
in response to the preferred orientation
between the visual-only and audio-visual
condition for each neuron. D, The distribution of response changes between the
V and AV conditions is broader than expected by chance. Plotting conventions
as in Fig 2E. E, The average response
change was not significantly different
between the full contrast (100%; black
line; Fig 2) and the low contrast (25%;
grey line) for any of the eight orientations (t-test with Bonferroni correction).
Orientations were related to the preferred orientation of each neuron such
that an orientation of 0 corresponded to
the preferred orientation of that neuron.

A potential caveat is that C57Bl/6 mice may experience an age-related hearing loss which could
interfere with auditory modulation of visual stimuli (Zheng et al., 1999). Indeed, we found that the
response change index correlated negatively with the age of the mice at the day of experiment (Pearson correlation, r = -0.78, p = 0.012; n = 9). Including only the data acquired of the three oldest mice
(mean age: 208 ± 8 days) in our analysis yielded similar results pertaining to multisensory response
enhancement and suppression compared to the younger mice, rendering the possibility that our results may be explained by age-related hearing loss unlikely.

Multisensory interactions resulting from low contrast visual stimuli
Thus far, we found no net multisensory enhancement or suppression across the population of V1
neurons, which may be due to using full contrast visual stimuli. We hypothesized that a weaker visual
stimulus may on average give rise to cross-modal response enhancement because weak stimuli drive
firing activity of all V1 neurons to a lesser degree compared to full contrast visual stimuli. We tested
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this hypothesis in an experiment by presenting the visual stimulus at a relatively low contrast (25%;
Fig. 3A) concurrently with the frequency modulated tone (n = 4 mice, n = 547 neurons, n = 95 tuned
neurons [17.4%]). Contrary to our expectations, bimodal stimulation including low contrast visual
stimuli did not result in overall cross-modal response enhancement, but instead neurons behaved similarly to the full contrast condition: neurons exhibited both response enhancement and suppression in
about equal numbers (Fig. 3B,C). Likewise, the overall orientation selectivity and sharpness of tuning
were not significantly different between V and AV conditions (OSI, mean ± SEM: 0.74 ± 0.09 and
0.70 ± 0.08 respectively, paired Wilcoxon signed rank test, p = 0.19; Bandwidth: V 16.2° ± 0.8°, AV
17.0° ± 0.8°, paired Wilcoxon signed rank test, p = 0.29, n = 95). The distribution of response changes, however, indicated the existence of response enhancing and suppressing subsets of neurons in the
population. Indeed, when testing the width of the response change distribution against a shuffled dataset, the response change distribution was broader than expected by chance (> 95th percentile; Fig.
3D). When directly testing the response change indices between the 100% and 25% visual contrast
conditions, no significant difference was observed for any orientation (Wilcoxon rank sum test with
Bonferroni correction for all eight orientations, all p > 0.05/8; Fig. 3E). These data indicate that the
difference between low and high visual contrast, combined with a frequency modulated tone, does
not result in different response enhancement and suppression effects.

Auditory stimulus features determine cross-modal V1 modulation
The results described above are not directly in line with a recent report showing exclusive response
enhancement using bimodal stimuli with a low contrast visual component (Ibrahim et al., 2016), or
with the principle of inverse effectiveness. The discrepancy between our results and the literature
may be explained by the fact that our auditory stimulus was always a modulated tone, the frequency
of which was similar to the speed of movement of the visual gratings, whereas others often used
white noise (Iurilli et al., 2012; Ibrahim et al., 2016). We tested the effect of auditory stimulus features
on the neuronal correlates of multisensory integration in two additional experiments by presenting
white noise bursts (as in Ibrahim et al.), together with a full contrast (n = 4 mice, n = 545 neurons,
125 tuned neurons [22.9%]) or a low contrast visual stimulus (n = 6 mice, n = 830 neurons, 142 tuned
neurons [17.1%]). Paired with full contrast visual stimuli (Fig. 4A), white noise bursts predominantly
resulted in neurons exhibiting cross-modal response suppression (Fig. 4B,C). There was a small but
significant overall reduction in orientation selectivity in the audio-visual condition compared to the
visual-only condition (0.81 ± 0.09 and 0.86 ± 0.08 respectively, paired Wilcoxon signed rank test, p =
0.0038, n = 125). Although some response enhancing neurons were present in the population, overall
there was a significant reduction in activity when white noise bursts were presented together with a
full contrast visual stimulus (paired Wilcoxon signed rank test, p < 10-6, n = 125; Fig. 4D). Moreover,
the population response per mouse was significantly reduced (paired t-test, p = 0.028, n = 4; Fig. 4D
inset). Furthermore, the tuning curves in the audio-visual condition were on average broader compared to the situation in which no tone was presented, as reflected in an increase in bandwidth (paired
Wilcoxon signed rank test, p = 0.04; Fig. 4E).
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Figure 4. Auditory stimulus features impact on cross-modal modulation. A, A full contrast visual
stimulus was presented alone (V) or combined with white noise bursts (AV). B, Tuning curves of
two example neurons for these stimulus conditions. C, Histogram of sorted response change indices
of all neurons shows that there were more response suppressing neurons compared to response enhancing neurons when presenting 100% contrast visual stimuli with white noise bursts (dotted line is
midpoint of population). D, Across the entire tuned population, neurons showed a weaker response
during V compared to AV stimulation (paired Wilcoxon signed rank test). Inset shows a significant
reduction of the population response per mouse (grey lines) in the AV compared to V condition
(paired t-test). E, Audio-visual stimulation resulted in a broadening of the tuning curves as indicated
by a significant increase in bandwidth during AV compared to V stimulation. F, The visual component was presented at a low contrast (25%) together with a white noise auditory stimulus. G, Two
example tuning curves for these stimulus conditions. H, Low contrast visual stimuli paired with noise
bursts resulted in a balanced prevalence of response enhancing and suppressing neurons in the population. I, Neurons showed a sharpening of their tuning curves when a low contrast visual stimulus
was paired with white noise as compared to when no auditory stimulus was presented, indicated by a
significant decrease in bandwidth in AV versus V conditions (paired Wilcoxon signed rank test). J, At
the preferred orientation there was a significant difference in response change between the full visual
contrast (100%) and the low visual contrast (25%) conditions (t-test with Bonferroni correction; * p
< 0.05, *** p < 0.001).
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When presenting low contrast visual stimuli together with white noise bursts (Fig. 4F) the neuronal
population was balanced between response enhancing and suppressing neurons (Fig. 4G,H). Contrary
to Ibrahim et al., we did not observe an overall increase in orientation selectivity when presenting
white noise bursts together with a low contrast visual stimulus (V: 0.75 ± 0.08 and VA: 0.73 ± 0.06,
paired Wilcoxon signed rank test, p = 0.19, n = 142). However, in line with Ibrahim et al., there was
an overall sharpening of orientation tuning as reflected in a significant decrease in bandwidth over
the tuned population (paired Wilcoxon signed rank test, p < 10-3, n = 142; Fig. 4I). Combining low
contrast visual stimuli with white noise bursts did not result in significant response enhancement at
the preferred orientation (t-test versus 0, p = 0.18, n = 142). However, compared to the full visual
contrast condition there was a significant difference in cross-modal response change at the preferred
orientation whereby the full visual contrast condition was dominated by response suppression (t-test
with Bonferroni correction, p < 10-4, n = 142 (all other orientations: p > 0.05/8); Fig. 4J). These results demonstrate that the nature of stimulus features has a profound effect on the observed neuronal
mechanisms employed to integrate multisensory information.

Neurons in V1 respond to tones
A fraction of orientation selective neurons in V1 showed a significant fluorescence response to presentations of the tone without concurrent visual stimulation (28 out of 289 tuned neurons [9.7%]; Fig.
5A). Neurons showing a response in the tone-only condition did not show a bias towards response
enhancement or suppression in the cross-modal condition but their response modulations were distributed evenly across the population of visually tuned neurons. (Fig. 5B). Previous research in rats
suggests that cross-modal interactions occur mostly at the interface of primary sensory areas (Wallace
et al., 2004). We therefore hypothesized to find a higher incidence of tone responding neurons on
the lateral side of V1, which is in close proximity to the auditory cortex. We assessed whether there
was a location bias for auditory responding neurons by overlaying the two-photon imaging plane with
the cortical map obtained through intrinsic optical signal imaging for each mouse (n = 6). Recording
sessions on the lateral side of V1 contained more tone responsive neurons than on the medial side
(Fig. 5C). We found a significant negative correlation between the percentage of tone responsive
neurons in each imaging plane and its distance to the lateral border of V1 (Pearson’s correlation, p =
0.04; Fig. 5D). In addition to being proximal to the auditory cortex, the lateral side of V1 represents
the binocular zone or the medial visual field. Therefore another, more speculative, explanation for the
higher incidence of tone responsive neurons on the lateral side of V1 could be that the speaker was
positioned in front of the animal, resulting in a configuration where the sound originated from the
part of the visual field that is represented by the lateral side of V1.

Primary visual cortex is sensitive to congruency of audio-visual stimuli
Concurrently occurring sensory stimuli in our surrounding environment often share an inherent temporal regularity or rhythmicity, e.g. the speed of self-motion generally influences both the speed of
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Figure 5. Neurons in the primary visual cortex respond to auditory stimulation. A, Two example neurons showing a significant response when the mouse was presented with an auditory stimulus only.
The light grey area indicates the time of stimulus presentation (t = 0 tone onset). B, Scatterplot of
the response change index and change in orientation selectivity of all tuned neurons, tone responsive
neurons are plotted in green (9.7% of the tuned population). Tone responsive neurons did not selectively show either response enhancement or suppression in the AV condition but were distributed
evenly among the visually tuned population. C, Recording sessions on the lateral side of V1 contained
more tone responsive neurons than sessions on the medial side. Squares show imaging sites overlaid
with the average intrinsic optical signal imaging map, color of the square shows the percentage of
tone responding neurons. D, Significant correlation between the distance of the center of the imaging plane to the lateral border of V1 and the percentage of tone responsive neurons in that imaging
plane (Pearson’s corr, p = 0.04).
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optic flow and the rate at which changes in the auditory domain will occur. We investigated if V1 encodes frequency congruency between visual and auditory stimuli by presenting mice with concentric
outward moving circles and a concurrent frequency-modulated tone (Fig. 6A). Visual and auditory
stimuli were presented at four temporal frequencies (0.5, 1, 2 and 4 Hz), resulting in sixteen frequency combinations of which some combinations were congruent (e.g. visual and audio stimuli both
0.5 Hz) and others incongruent (e.g. visual stimulus 0.5 Hz, auditory stimulus 4 Hz). Additionally, a
visual-only condition contained visual stimuli in four temporal frequencies without concurrent tone
presentation. Calcium imaging was performed in layer II/III of the primary visual cortex of five mice
(3 out of 5 were also used in the previous paradigm). A total of 584 neurons were imaged, of which
178 (30.5%) showed significant tuning to visual and/or audio-visual temporal frequency (ANOVA
visual-only and audio-visual condition, p < 0.01) and were included for further analysis. The results
were similar when only including neurons that were significantly tuned in the visual-only condition or
only including audio-visually tuned neurons. Most neurons were tuned to slowly moving concentric
circles, which is consistent with previous literature (Marshel et al., 2011; Durand et al., 2016).
The mean fluorescence response for each stimulus combination was normalized to the maximal
response across all stimulus combinations recorded for that neuron and color-coded in a response
matrix. The response matrices of example neurons in Figure 6C show that the tuning preference to
the temporal frequencies in the visual-only condition was preserved when a tone was concurrently
presented. To investigate differences between responses to congruent and incongruent stimuli the
congruent audio-visual pairs were defined as the four combinations in which the temporal frequency
of visual and auditory was the same (bottom left to top right diagonal in the response matrix; Fig. 6C),
incongruent compound stimuli were defined as four stimuli in which the temporal frequency differed
(the four anti-diagonal elements in the response matrix). The responses of both neurons shown in
Figure 6C were stronger when their preferred visual stimulus was paired with a congruent auditory
stimulus (purple line in D) as compared to when the same visual stimulus was combined with an
incongruent tone (cyan line in D). The response to the congruent stimulus combination was significantly stronger across the population of visually tuned neurons (paired Wilcoxon signed-rank test, p
< 10-11, n = 178). We next normalized the responses of all neurons to the response in the visual-only
condition. Combining the visual stimulus with an incongruent auditory cue resulted in a significant
response suppression compared to the visual-only condition, whereas there was no significant difference between the responses to congruent audio-visual and visual-only stimuli (Fig. 6E, Kruskal-Wallis
with posthoc Tukey-Kramer, p < 10-12, n = 178). The absence of a significant difference between
visual-only and congruent audio-visual stimulation suggests that similar to the results from Figure
2, different subsets of neurons show response enhancement and suppression. When plotting the
response change index for all neurons in the population it can be observed that the amount of response enhancing and suppressing neurons is balanced when congruent audio-visual combinations
were presented (t-test versus 0, p = 0.77, n = 178). During incongruent audio-visual stimulation, the
balance shifted to a regime in which predominantly response suppressing neurons were present in
the population (t-test versus 0, p < 10-9, n = 178; Fig. 6F). These results indicate that congruency
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Figure 6. Neurons in V1 are sensitive to the congruency between visual and auditory stimuli. A,
Mice were presented with concentric outward moving circles together with a frequency modulated
tone. The temporal frequency (TF) of the visual stimulus and the modulation rate of the frequency
modulated tone could vary (0.5, 1, 2 and 4 Hz). Besides the audio-visual condition also a visual-only
condition was presented. B, Histogram indicating the incidence of each preferred temporal frequency
in the visual-only condition. Most neurons were tuned to slow moving (0.5 Hz) concentric circles.
C, The responses of two example neurons for all frequencies in the visual-only (top row; no-sound
symbol) and audio-visual condition (bottom matrix). The average fluorescence response for each
combination of visual and auditory TF was normalized to the strongest response recorded and color
coded in a response matrix. D, The fluorescence response to the preferred visual TF combined with a
congruent (purple) or incongruent (cyan) auditory TF (same example neurons as in C). Both neurons
show a stronger fluorescence response for the congruent stimulus combination (left: 0.5 Hz visual
with 0.5 Hz audio, right: 2 Hz visual with 2 Hz audio) as compared to the incongruent combination (left: 0.5 Hz visual with 4 Hz audio, right: 2 Hz visual with 0.5 Hz audio). E, The fluorescence
response was normalized to the visual-only condition, neurons showed a significant response suppression when presented with an incongruent audio-visual stimulus (Kruskal-Wallis with post-hoc
Tukey-Kramer) F, Sorted histograms of response change indices for congruent and incongruent
AV combinations show that during congruent stimuli response enhancing and suppressing neurons
are proportionally present in the population whereas during incongruent AV stimulation this balance
shifts to predominantly response suppressing neurons (dotted line indicates midpoint of the population). G, Pupil size was not significantly different during congruent and incongruent audio-visual
stimulation (Wilcoxon-Matched Pairs Signed-Ranks test; ** p < 0.01, *** p < 0.001).
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between cross-modal stimulus features is encoded at the level of the primary visual cortex.
In addition to finding no significant difference in pupil size between bimodal versus unisensory stimulation (Fig. 2I), we also found no significant difference in mean pupil size between trials including
congruent audio-visual stimulus pairs compared to trials of incongruent pairs (Wilcoxon MatchedPairs Signed-Ranks test for all time points during stimulus presentation, all p > 0.13, n = 5; Fig. 6G).
These results indicate that stimulus-driven fluctuations in arousal state are not likely to account for
the observed differences in response patterns between audio-visual stimulus pairs. Besides the lack
of pupil size differences, there are additional indications in our data that strengthen this conclusion.
First, the multisensory modulation of neuronal responses was bi-directional; i.e. neurons enhanced
and suppressed their response, whereas the effect of global arousal on neuronal responses is expected
to be uni-directional, provided that the heterogeneity of responses does not change (Montijn et al.,
2015), as was the case in our data. Second, the response pattern to white noise in combination with
visual gratings was markedly different from the congruent tone condition. If the modulatory effects
were caused by arousal, the response patterns would be expected to be similar in both conditions.

DISCUSSION
Using two-photon calcium imaging of neuronal populations in V1 of the awake mouse, we found
that auditory modulation of V1 responses depended on the features of both stimulus constituents,
such as visual contrast, sound composition, and temporal congruency. V1 neuronal subpopulations
showed either an audio-visual response enhancement or suppression at their preferred orientation
when a frequency modulated tone was presented in concordance with a full contrast visual grating.
Whereas the subpopulation of response enhancing neurons contained information specifically pertaining to audio-visual stimuli, visual-only stimuli were encoded by a subpopulation of response suppressing neurons. Although low contrast visual stimuli with frequency-modulated tones or white noise
bursts were encoded according to the same enhancement/suppression coding scheme, full contrast
visual gratings paired with white noise auditory stimulation resulted primarily in response suppression
compared to visual-only stimuli. Cross-modal influences were furthermore dependent on congruency
of the audio and visual stimulus components such that neurons showed generally a stronger response
when the visual stimulus was paired with a congruent auditory cue as compared to an incongruent
or dissimilar one. Overall, encoding of congruent stimuli adhered to the enhancement/suppression
coding scheme whereas response suppressions dominated during incongruent stimuli. Lastly, we
found a small fraction of V1 neurons responding to the presentation of an auditory stimulus without
any visual input. These neurons were more prevalent on the lateral side of the visual cortex which is
the side of V1 closest to the primary auditory cortex and auditory belt regions.
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Audio-visual enhancement and suppression as a dynamic coding scheme
In this study we found subpopulations of neurons exhibiting cross-modal response enhancement
and suppression while the excitability of the population as a whole remained balanced. This scheme
enables the neuronal population in V1 to dynamically code other sources of information while still attributing most of its resources to coding visual information. Our findings are consistent with reports
from the non-human primate auditory cortex where neurons showed both response enhancement
and suppression in response to an audio-visual cue combination (Kayser et al., 2008). This mechanism of cross-modal modulation may thus be a general coding principle that is utilized throughout
the sensory cortex.
Our results deviate from a recent study in the primary visual cortex of mice reporting that combining
a white noise burst with a low contrast visual grating resulted in a response enhancement across all
neurons in the population (Ibrahim et al., 2016). Moreover, when the authors presented the visual
component at a high contrast, the observed effect was significantly decreased compared to the low
contrast condition. Across both high and low contrast conditions, we found a net lower excitatory
drive in the V1 network. Because we used similar stimulus settings as in the study of Ibrahim et al.
(Fig 4), the explanation of differences in cross-modal activation patterns may be found in the global
state of the mice (anesthetized versus awake), or specific imaging and analysis settings.
We additionally showed that the congruency between stimulus features from different modalities was
shown to influence cross-modal response modulation (Fig. 6). Congruency at the conceptual and
semantic level can aid the attribution of sensory information to the appropriate objects (Ghazanfar
et al., 2005). Our results show that the brain not only codes ‘higher-order’ conceptual congruency,
but also the congruency between ‘low-level’ stimulus features, in this case temporal frequency. Such
congruency is often experienced, for example during self-motion where the flow of audio and visual
information evolves coherently in time according to the running speed of the subject. This substantiates the body of evidence that neurons in V1 are not merely feature extractors but respond to a
variety of non-visual information (Shuler and Bear, 2006; Keller et al., 2012; Goltstein et al., 2013;
Poort et al., 2015).

Neuronal mechanisms of multisensory integration
On the population level in sensory cortex, multisensory interactions have been shown to be mediated
by “oscillatory phase-resetting”, where signals of one modality influence the phase at which inputs of
the same or another modality arrive by resetting ongoing rhythmic activity in several frequency bands
(Lakatos et al., 2008; Schroeder and Lakatos, 2009). According to this scheme, signals arriving at the
peak of the oscillatory cycle will subsequently be enhanced whereas signals arriving at the troughs
will be suppressed. Temporally congruent stimulus combinations may elicit such a coordinated response in which the cross-modal information arrives at phases of the oscillatory cycle that lead to
amplification (Fig 6D-F) at the expense of unisensory information. In humans, it has been shown
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that temporal consistency between stimulus streams from different modalities results in a facilitation
of stimulus detection (ten Oever et al., 2014) and the entrainment of cortical oscillations (Cravo et al.,
2013; Oever et al., 2017). A prediction that follows from this scheme is that the enhanced responses
primarily contain information on the multisensory interaction whereas suppressed responses carry
unisensory representations, which is confirmed in our population decoding analyses (Fig. 2F-H).
Temporally incongruent stimulus combinations may not have the required organization to elicit phase
resetting (Fig. 4A-E, Fig 6D-F).
Divisive normalization, which operates by a pool of surrounding neurons performing a normalization of the integrated outputs of a given neuron (Carandini and Heeger, 2012), is a second population mechanism that may explain multisensory interactions mostly in associative cortices receiving
feedforward information from multiple sensory areas. This model was shown to incorporate three
hallmark principles of multisensory integration at the neuronal level; temporal and spatial coherence
and inverse effectiveness (Ohshiro et al., 2011). According to the temporal and spatial principles,
multisensory integration occurs when the receptive fields of stimulus constituents overlap, which is
usually achieved when the constituents are presented closely together in time or roughly at the same
location in space (Meredith et al., 1987; Kadunce et al., 2001). We presented audio and visual stimuli
from nearby but not overlapping locations, and found that pairing a full contrast moving grating with
a congruently modulated tone elicited a balanced response enhancement and suppression pattern,
whereas incongruent or dissimilar auditory stimuli resulted in predominant response suppression.
Our set-up did not test the temporal principle in the traditional way by presenting stimulus components with an offset in time, but we expand its scope by showing that the congruency of the temporal
frequency of stimuli is relevant to their encoding in V1. The cross-modal activation patterns found
in this study seem not compliant with the principle of inverse effectiveness; i.e. the notion that the
magnitude of multisensory enhancement is inversely proportional to the stimulus strength. We would
like to note, however, that “low contrast” (25%) is meant here, as in related studies, relative to “full”
or “high contrast” (100%). As mice are able to detect stimuli of 1-2% contrast (Histed et al., 2012),
our low contrast visual grating still may be perceived by the mouse as a relatively salient stimulus.

A possible cortical connectivity scheme for audio-visual integration
An unanswered question is which neural circuitry could underlie our observations. The primary auditory cortex has direct and indirect projections to V1 (Miller and Vogt, 1984; Cappe et al., 2009) and
activates inhibitory interneurons in the primary visual cortex (Iurilli et al., 2012). Sound was shown to
elicit a suppression of vasoactive intestinal polypeptide (VIP) expressing interneurons in the primary
visual cortex mediated by direct cortico-cortical input from A1 to layer 1 of V1 (Ibrahim et al., 2016).
VIP interneurons predominantly inhibit somatostatin (SOM) expressing interneurons which in turn
inhibit parvalbumin (PV) expressing interneurons (Pfeffer et al., 2013) and distal dendrites of layer
II/III pyramidal neurons (Gentet, 2012). This interplay of different types of inhibitory neurons may
have differential effects on the firing of pyramidal neurons. Indeed, suppression of VIP interneurons
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results in a disinhibition of SOM cells, of which the effect can be two-fold. First, pyramidal firing
may be suppressed by an enhanced inhibition of the distal dendrites of pyramidal cells by the SOM
cells, and secondly, pyramidal cells may be excited by an inhibition of PV interneurons. This dual
area-to-area action may explain why cross-modal effects may enhance or suppress visual responses.
This micro-circuit, of which the causality for audio-visual response modulation awaits testing, pertains to the connections between primary auditory and visual cortices. Multisensory processing, including audio-visual interactions, however, occurs across an extensive hierarchical circuitry of sensory
and associational cortices and thalamic nuclei including the posterior parietal cortex, the prefrontal
cortex and the thalamic reticular nucleus (Raposo et al., 2014; Wimmer et al., 2015; Song et al., 2017).
Our data show that when audio-visual stimulus components are similarly temporally structured, auditory input does not drive the entire V1 neuronal population to either excitation or inhibition but
that the presence of a tone is encoded by activity modulation in subsets of neurons while keeping the
net excitation levels of the network unaltered. Under specific circumstances, multisensory processing
may use the flexibility of the network to shift to overall suppression and possibly enhancement. A
future challenge is to further identify the factors that determine multisensory processing schemes.
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ABSTRACT
The detection of objects in the external world improves when humans and animals integrate object
features of multiple sensory modalities. Behavioral and neuronal mechanisms underlying multisensory stimulus detection are poorly understood, mainly because they have not been investigated with
suitable behavioral paradigms. Such behavioral paradigms should (i) elicit a robust multisensory gain,
(ii) incorporate systematic calibration of stimulus amplitude to the sensory capacities of the individual subject, (iii) yield a high trial count, and (iv) be easily compatible with a large variety of neurophysiological recording techniques. We developed an audiovisual stimulus detection task for head-fixed
mice which meets all of these critical behavioral constraints. Behavioral data obtained with this task
indicated a robust increase in detection performance of multisensory stimuli compared with unisensory cues, which was maximal when both stimulus constituents were presented at threshold intensity.
The multisensory behavioral effect was associated with a change in the perceptual performance which
consisted of two components. First, the visual and auditory perceptual systems increased their sensitivity meaning that low intensity stimuli were more often detected. Second, enhanced acuity enabled
the systems to better classify whether there was a stimulus or not. Fitting our data to signal detection
models revealed that the multisensory gain was more likely to be achieved by integration of sensory
signals rather than by stimulus redundancy or competition. This validated behavioral paradigm can be
exploited to reliably investigate the neuronal correlates of multisensory stimulus detection at the level
of single neurons, microcircuits, and larger perceptual systems.

INTRODUCTION
The detection of stimuli is an important perceptual competence which animals must perform constantly to identify potential threats, food sources and conspecifics. Arguably, stimulus detection is
the most basic ingredient of perception, because it merely entails a behavioral judgment about the
presence or absence of something regardless of its identity or properties (Pennartz, 2015). The accuracy and speed at which stimuli are detected have been shown to improve when multisensory signals
arising from the same objects are combined (Gingras et al., 2009; Gleiss and Kayser, 2012; Hammond-Kenny et al., 2017; Hirokawa et al., 2011). These behavioral improvements are thought to be
mediated by multisensory cue-integration on the neuronal level, which is a mechanism by which cues
can provide a more reliable estimate of an external event as compared to cues from the same sensory
modality (Fetsch et al., 2013). Multisensory cues, however, do not necessarily have to be integrated
to achieve stimulus detection benefits (Lippert et al., 2007). In any situation in which two stimuli are
presented instead of one, subjects can achieve a behavioral gain by independently judging either one
of the two stimuli, without any interaction in the brain between the two involved sensory systems.
Although this ‘stimulus redundancy effect’ has been widely described in human behavioral studies
(Forster et al., 2002; Gondan et al., 2005; Miller, 1982; Rouger et al., 2007), it is mostly ignored in
animal studies (but see Gingras et al., 2009) and it is unclear to what extent this alternative mechanism
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can explain multisensory stimulus detection benefits.
Detection performance improves when a stimulus is composed of features from multiple sensory
modalities, but at which relative intensity levels is this detection improvement the strongest? The ‘law
of inverse effectiveness’ describes that the magnitude of multisensory benefit gets progressively larger as the effectiveness by which stimuli drive the sensory systems decreases (Gleiss and Kayser, 2012;
Meredith and Stein, 1983, 1986; Serino et al., 2007). This law predicts that the multisensory benefit is
largest when the individual stimuli are faint or difficult to distinguish from the background. Systematically testing this prediction, however, has proven difficult because it requires a direct comparison
between stimulus intensities of different sensory modalities and sampling of many combinations of
stimulus intensities (i.e. necessitates a large number of behavioral trials performed by the subject).
Thus, it remains unclear at which combination of stimulus intensities the highest behavioral gain is
achieved.
A currently unexplored question is how multisensory integration can improve the ability to detect a
stimulus. At least two possible contributing factors can be distinguished: sensory systems can improve
their sensitivity or their acuity. The former results in a lowering of the detection threshold for sensory
signals which are composed of features from multiple modalities, this enables the detection of faint
stimuli. The latter is reflected by a steepening of the slope of the psychophysical function which
results in a reduction of the range of stimulus intensities in which not every stimulus is detected. It
is unclear which of these mechanisms, which are not mutually exclusive, contribute to multisensory
behavioral gain.
Understanding the behavioral and neuronal mechanisms which govern signal detection performance
requires adequate behavioral paradigms which probe stimulus detection by systematically calibrating
the stimulus amplitude to the sensory capacities of the individual subject, and with a high trial count
for reliable tracking of behavioral and neuronal read-outs. We present a novel audiovisual stimulus
detection task for head-fixed mice which meets these critical behavioral constraints. With data derived from this behavioral paradigm we addressed the following research questions: (i) Is audiovisual
stimulus detection dependent on cue integration? (ii) At which combination of stimulus amplitudes
is the largest behavioral benefit achieved? (iii) Which factors in sensory processing underlie these
behavioral benefits?
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MATERIALS AND METHODS
Mice
All animal experiments were performed according to the national and institutional regulations. Male
C57Bl/6 mice were obtained from Harlan Sprague Dawley Inc. and housed socially (groups of 2-4)
in cages provided with cage enrichment. To perform behavioral testing in the active phase, mice were
kept at a 12h reversed day-night cycle (lights on 8pm). The age of the mice (n=7) ranged between
96-209 days at the first day of behavioral testing.

Headbar implantation surgery
Mice were studied under head-fixed conditions providing a stable alignment between subject and
hardware by which the spatiotemporal arrangement of stimulus presentation with respect to the relevant sensory organs can be controlled. To allow head fixation during behavioral training a titanium
head bar (length: 28 mm; width: 10 mm) was implanted on the skull. After a subcutaneous injection
of the analgesic buprenorphine (0.025 mg/kg) and under isoflurane anesthesia (induction at 3%,
maintenance at 1.5-2%) the skin above the skull was epilated, disinfected and an incision was made.
The head bar was attached to the exposed skull using C&B Super-Bond (Sun Medical, Japan). Skin
surrounding the implant was covered using tissue adhesive (3M Vetbond, MN, USA) preventing
post-surgical infections. Mice were allowed to recover for a week after implantation.

Training apparatus
Mice were fixated in a custom-built holder to which the implanted head-bar was firmly attached with
small screws (Fig. 1A; Meijer et al., 2017). The body of the mouse was put in a small tube to limit
body movements. A bar was positioned in front of the mo¬use on which it could rest its front paws.
The holder was placed in a dark and sound-attenuated cabinet. An infra-red beam was positioned in
front of the mouth of the mouse to detect licking responses. When a lick response was detected, a
spout was elevated by a servo and 6-10 µl of liquid reward (baby milk) was pushed through the spout
by a motorized pump. After 2 seconds the reward spout was lowered to the base position so that it
would remain out of reach of the mouse. Visual stimuli were presented by a 15” thin-film-transistor
monitor with a refresh rate of 60Hz, which was positioned 16 cm from the right eye and oriented at
a 45-degree angle from the midline of the mouse. Auditory stimuli were amplified (RX-V44, Yamaha,
Japan) and presented from a tweeter (DX25TG09-04, Vifa, Denmark) located in front of the mouse
(distance: 28 cm).

Visual and auditory stimuli
Visual stimuli consisted of square-wave gratings, with a temporal frequency of 1 Hz and spatial
frequency of 0.05 cpd. These were presented in three different orientations (90, 210, 330 degrees)
in varying contrast (0.5-15% for staircase trials, 100% for full contrast). To prevent an edge effect,
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the surround of the stimulus was a cosine-tampered circular window with a diameter of 60 retinal
degrees. Auditory stimuli consisted of frequency modulated tones with a carrier frequency of 15 kHz
and a peak frequency deviation from the carrier frequency of 1 kHz. The visual and auditory stimulus
constituents were always temporally congruent, meaning that the temporal frequency of the visual
stimulus and the modulation frequency of the auditory stimuli were both 1 Hz. During the inter-stimulus interval an isoluminant grey screen was presented.

Behavioral training paradigm
Mice were motivated to perform the behavioral task by a water rationing paradigm. They typically
earned their daily ration of liquid by performing the behavioral task but received a supplement when
the earned amount was below the absolute minimum of 0.025 ml/g body weight per 24h. Training
generally consisted of four stages. In the first training stage, mice learned stimulus-reward associations through classical conditioning. Trials started with the presentation of a visual- or audio-only
stimulus for 5 s, after which a reward was delivered automatically. Stimuli of each type were presented
in blocks of 20-40 consecutive trials, and trials were separated by an inter-trial interval randomly set
between 3-5s. When mice made a licking response during the stimulus, reward was dispensed immediately without interrupting stimulus presentation. In several days, mice learned to reliably trigger
reward delivery by licking during the stimulus presentation (hit rate > 80%) and were advanced to
the next stage.
In the second stage, mice could only obtain reward when they responded during the stimulus presentation. Because making false alarms was not punished, mice would often lick continuously regardless of stimulus presentation. This strategy was discouraged by only starting a new trial when no
licking was detected in a ‘no-lick’ window which consisted of the last 1-3 seconds (chosen randomly
each trial) of the inter-trial interval. Stimulus duration was shortened from 5 to 3 seconds and blank
trials, in which no stimulus was presented, were introduced to test whether responses were selective to
the stimulus. Blank trials can be alternatively labelled ‘catch trials’. The stimulus selectivity of licking
responses was tracked by computing the sensitivity index d’ which is the difference between the false
alarm rate and the hit rate.

d    1  HR    1  FAR 

Equation 1

Where Φ-1 is the inverse of the cumulative normal distribution of the hit rate (HR; rate of responses
during stimulus trials) and the false alarm rate (FAR; rate of responses during probe trials). When
mice showed a performance of d’ > 1.5 for both visual and auditory trials they were advanced to the
next stage of the behavioral paradigm.
In the third training stage, stimulus duration was shortened to 1 second and visual and auditory stim-
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uli were no longer presented in blocks but were presented interleaved according to a semi-random
schedule such that no more than four stimuli of the same modality were presented sequentially. Mice
were advanced to the final task when their performance was d’ > 1.5 for both visual and auditory trials
for three consecutive days. Mice typically took 3-4 weeks to reach this point.
In the final task, the amplitude of audio- and visual-only stimuli was continuously adjusted around the
perceptual thresholds for the mice. In addition, compound audiovisual stimuli were interleaved with
unisensory stimuli. Separate adaptive staircase procedures were used for visual and auditory stimuli
(PsychStairCase of the Psychophysics Toolbox for MATLAB; Brainard, 1997). The staircase was an
adaptive Bayesian method to acquire both the threshold and the slope of the psychometric function.
The procedure constructed an internal estimate of the psychometric function during the ongoing
session and for each trial presented the stimulus amplitude which would provide the most expected
information gain regarding the threshold and slope values (Kontsevich and Tyler, 1999). Because the
adaptive method was built to acquire both the threshold and the slope it would not converge on the
threshold which would result in an oversampling of the threshold intensity, instead it presented stimulus intensities around the inferred detection threshold. In practice this resulted in relatively big steps
when the staircase inferred that the slope was shallow and small steps when the inferred slope was
steep. Audiovisual trials were semi-randomly interleaved with the visual and auditory staircase trials.
During a compound stimulus trial, the intensities for the visual and auditory components were copied
from the last presented visual and audio-only trials. In this manner, a wide range of combinations of
stimulus intensities was tested. Furthermore, in each session maximum intensity visual, auditory and
audiovisual trials (100% visual contrast / 70 dB auditory amplitude) were presented for estimating
the lapse rate (i.e. the failure rate at full contrast / high volume stimuli) of the performance. In summary, a behavioral session consisted of a semi-random sequence of visual-only staircase trials (25%),
audio-only staircase trials (25%), audiovisual staircase trials (25%), 100% contrast visual-only trials
(6.25%), 70 dB audio-only trials (6.25%), high intensity audiovisual trials (6.25%) and probe trials
(6.25%).
To exclude periods in which the mouse was compulsively responding, the false alarm rate was calculated as the percentage of blank trials in which the mouse responded in a sliding window of 100 trials.
This calculation started with the first trial window (trial 1-100) and advanced over the session (trial
2-101, 3-102, etc.). Trial blocks in which the false alarm rate exceeded 50% were excluded from the
dataset, this amounted to 17.1% ± 7.6% excluded trials per mouse.

Unisensory psychometric functions and perceptual thresholds
For the fitting of psychometric functions for the visual and auditory domain, trials were binned according to their stimulus intensity in three equally populated bins and the response rate was calculated
for each bin. We opted for equally populated bins because binning by stimulus intensity would result
in unequal number of trials in each bin. The visual contrast was log10 transformed to improve the
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fit of the visual psychometric function. The false alarm rate and the inverse of the lapse rate were
added as extra bins at 0.1% contrast and 100% contrast, and 23 dB and 70 dB respectively. Equation
2 describes the psychometric function, which is a cumulative normal distribution with three free parameters, that was fitted for both the visual and the auditory domain:

f  x     1   

1
 x   
1  erf 
 
2   

2

 

Equation 2

Here, the false alarm rate γ was fixed to the measured false alarm rate, whereas the lapse rate λ, mean
µ and standard deviation σ were free parameters. The perceptual threshold of the fitted psychometric
function was determined as the stimulus amplitude corresponding with the midpoint between the
lower and upper bound of the fitted response rate.

Multisensory psychophysical performance
Differences in psychometric functions between uni- and bimodal stimulus conditions were quantified
using logistic regression (Equation 3). A change in visual psychophysics was determined by comparing the psychometric function for visual-only trials with the psychometric function for all audiovisual
trials of which the auditory component was below the auditory detection threshold. Conversely, the
psychophysical performance in the auditory-only condition was compared with the auditory supported by visual condition.

f  x 

1
1 e

Equation 3

  0  x1 

The logistic function f(x) fitted the psychometric function by maximizing the probability that the
constant ß0 and the intercept ß1 resulted in the observed dataset using the MATLAB glmfit function.
The continuous independent variable was the visual or auditory amplitude per trial and the binary depended variable was a zero or a one depending on whether or not the animal made a response during
that trial. The slope of the resulting fit was calculated as follows:



m  1 f  x  1  f  x  



Equation 4

Here, the slope m is calculated from the fitted logistic function f and the intercept ß1. The x-axis
coordinate of the perceptual threshold was used for calculation of the slope.
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Uni- versus multisensory response rate
For comparing the performance of the mice during uni- and multisensory stimulation, trials for each
condition were binned into three bins: (i) trials in which the visual and/or auditory stimulus intensity
was below its respective perceptual threshold (Sub threshold), (ii) trials where the stimulus intensity
was around the perceptual threshold (bin boundaries: 15% below – 15% above threshold; Around
threshold), and (iii) trials in which visual and/or auditory stimulus intensity was above the perceptual
thresholds (Supra threshold). This approach was chosen so that the multi- versus unisensory detection rate can be compared for groups of stimuli with equal subjective intensity. Notably, these bins
were different from the binning used in fitting the perceptual function because in this case a metric
derived from the perceptual function was needed to perform the binning.

Subjective intensity response matrix
We designed a subjective intensity measure for assessing the response differences across stimulus
combinations. This measure, which is a reflection of the probability that a stimulus will be detected
given its amplitude, is defined as the response rate associated with a certain stimulus amplitude according to the fitted psychometric function. That is, a subjective intensity of 0.5 equates to the visual
contrast or auditory amplitude at which the mouse detected 50% of the stimuli. The subjective intensity is computed separately for visual and auditory components of bimodal stimuli.
For each mouse, audiovisual trials were binned in an equally spaced 4x4 grid according to the combination of their subjective intensities for the audio and visual components, each running between
the false alarm rate (0.21 ± 0.03) and 1. Subsequently, the mean hit rate across all trials in each of the
16 bins of the grid was calculated. The mean subjective intensity matrix across mice was obtained by
averaging all response matrices of individual mice using a weighted average according to the number
of trials in every bin per mouse. Multisensory increases or decreases in performance per subjective
intensity bin were determined by subtracting the expected unisensory hit rate (defined as the maximal
unisensory subjective intensity for that bin) from the observed audiovisual hit rate.

Behavioral models of (multi)sensory processing
The behavioral strategy that mice used in this stimulus detection paradigm was estimated using signal
detection theory, as extensively described in (Jones, 2016). We fitted three models on our behavioral
data, which predicted perceptual sensitivity for the multimodal condition based on the unimodal sensitivities (visual- and auditory-only d’) by using a multimodal decision variable defined as a function
of the unimodal decision variables.
The Or model, which is described by Equation 5, states that the mouse observes the visual and auditory component of the multisensory stimulus separately and makes a response when either of the
two stimulus components exceeds its threshold. Sensory noise (λ) is added to the visual and auditory
components at an early stage and the thresholds are assumed to be placed ideally between the noise
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and signal distributions. This model assumes that no audiovisual integration takes place, the decision
variable for multisensory trials (DVOR) is simply either the visual decision variable (DVV) or the
auditory decision variable (DVA) depending on which one of the two components has the highest
intensity in any given multisensory trial. Even though no integration is assumed in this model it still
predicts an increased sensitivity in the multisensory compared to the unisensory condition because, by
law of probability, the likelihood of detecting any of two stimulus constituents is larger than detecting
a single cue only.

DVOR  max  DVV , DVA 

Equation 5

In the Linear Sum model (Equation 6) the multisensory decision variable (DVL-SUM) is a linear
weighted sum (visual weight: wV, auditory weight wA) of the visual and auditory unisensory decision
variables. Independent internal noise is added to the two inputs prior to the summation which reflects
sensory noise in the visual and auditory systems.

DVL  SUM  DVV  wV  DVA  wA

Equation 6

The Non-Linear Sum model is similar to the linear sum model but adds a multiplicative component
to the summation (Equation 7). Here the multiplication factor γ determines the non-linearity of the
summation. When γ = 0, the model equals the linear sum model; when γ < 0, the summation becomes
sub-linear and when γ > 0 the summation of visual and auditory input is supralinear.

DVNL  SUM  DVV  wV  DVA  wA    DVV  DVA

Equation 7

For each mouse, the models were compared using a cross-validation scheme. The behavioral data
was randomly split into two sets of equal size, the first set was used to determine each models’ parameters and the second one to test the model’s goodness of fit. Each dataset was binned according
to unimodal stimulus intensity into two bins: sub-threshold and supra-threshold intensity. For each
multimodal combination of stimulus intensities (four bins in total), multimodal sensitivity was computed according to the three multimodal integration functions described above (Equations 5, 6 & 7).
Decision variable distributions were assumed to be normally distributed. Predicted sensitivities were
compared to the observed ones. The models’ goodness of fit was computed using variance accounted
for (VAF; Morgan et al., 2008):

VAF  1 

RSS
SST

Equation 8
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Where RSS is the residuals squared sum and SST is the sum of squared distances to the mean (Morgan et al., 2008).

Statistics
Whether the data was normally distributed was tested using the Jarque-Bera test for normality (H0:
the data are normally distributed). When this test was not significant (p > 0.05), a parametric test was
used (t test, ANOVA). Alternatively, when the test was significant (p < 0.05) we used a non-parametric
equivalent. Throughout the manuscript averages are reported as mean ± standard error of the mean.

RESULTS
The goal of this study was to reveal the behavioral mechanisms of audiovisual cue detection in a
mouse head-fixed paradigm which allows high throughput training and can be easily combined with
large scale neurophysiological recordings (i.e. electrophysiology, optical imaging) and intervention
of neuronal activity (i.e. optogenetics, chemogenetics; Fig. 1A). Mice were trained to make a lick response when they detected a visual, auditory or audiovisual stimulus which was calibrated in intensity
to the perceptual capacities of the individual mouse.

Task acquisition and unisensory perceptual performance
In the acquisition phase of the behavioral paradigm, mice were presented with clearly perceivable
visual or auditory stimuli (100% contrast / 70 dB; Fig. 1B). Mice (n = 7) learned to selectively respond
to these stimuli in around 15 training sessions after which their performance reached plateau levels
(Fig. 1C). Their behavioral performance was significantly better for auditory trials compared to visual
trials (grey line in Fig. 1C; Matched Pairs Sign Rank test, p < 0.05).
In the final task, the amplitudes of the presented stimuli were calibrated around the perceptual threshold of the mouse using an adaptive staircase procedure (Fig. 2A,B; see materials and methods). This
task included cross-modal stimuli, which were composed of the most recently presented stimulus
amplitudes in the unisensory staircases, resulting in various combinations of visual and auditory amplitudes. Mice reliably performed many trials per day (325 ± 14) across multiple consecutive days (8
± 1), resulting in a large number of trials in total (2004 ± 142) per mouse.
The perceptual thresholds for the visual and auditory modalities were determined as the stimulus
amplitudes at the mid-point between the full range of the response rates of the fitted psychometric
function (Fig. 2C-F). Averaged over mice, the visual perceptual threshold was a contrast of 2.4% ±
0.5% and the auditory perceptual threshold was 50.1 dB ± 3.3 dB (Fig. 2G,H) which is consistent with
previous literature (Henry and Chole, 1980; Histed et al., 2012). Using logistic regression resulted in
similar perceptual thresholds (visual: 1.2% ± 0.07%, auditory: 46.1 dB ± 1.9 dB).

63

Audiovisual integration improves perceptual performance

Figure 1. Training apparatus and task design. A, Mice were positioned in the training apparatus with
their heads fixed and their body in a body holder. Visual stimuli were presented on a screen located in
front of the right eye, auditory stimulation was delivered through a speaker next to the screen. An infra-red beam in front of the mouth enabled the detection of licks. A reward spout, which was out of
reach during most of the trial, was moved towards the mouse’s mouth at times reward was dispensed.
B, A trial started with an inter-trial interval (ITI) during which a grey isoluminant screen was shown.
Following the ITI, visual, auditory or audiovisual stimuli were presented. C, During task acquisition
mice were trained to respond to visual and auditory stimuli (no audiovisual stimuli) which typically
took 15-20 days after which task performance was on average above the performance criterion of d’
= 1.5 (dashed grey line). Mice responded with more fidelity to auditory compared to visual stimuli
as indicated by a significantly higher d-prime (grey lines above plot indicate significant differences,
Matched Pairs Signed Rank Test, p < 0.05).
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Figure 2. Detection performance for unisensory stimuli. A, B During a behavioral session, two adaptive staircase procedures were running in parallel for presenting visual (A) and auditory (B) stimuli
around the perceptual threshold of the mouse. Green dots indicate trials in which the mouse licked
in response to the stimulus, red dots indicate trials during which no response registered. C, The
visual perceptual threshold was determined by fitting a psychometric function to the response rate
calculated for the binned visual stimulus contrast. Visual contrast was log10 transformed to allow for
a better fit. The example mouse shown here has a visual threshold of 1.4%, determined as the point
half way the fitted curve. D, Example psychometric function and threshold calculation for auditory
trials. E,F, Fitted psychometric functions for all mice (n=7). G, Visual thresholds for all individual
mice (black crosses) and the mean and SEM (in blue) over mice. H, Auditory thresholds for all mice
(black crosses) and the mean and SEM (in red) over mice.
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Figure 3. Cross-modal increase of stimulus detection performance. A, Mice showed a significantly
higher response rate (i.e. number of correctly detected stimuli as percentage of the total) in the
audiovisual (AV) condition compared to the visual (V) and auditory (A) conditions when stimulus
intensities were around and above (supra) threshold (one-way ANOVA with post hoc Tukey-Kramer;
*** p < 0.001). B, Reaction times were shorter for stimuli that contained a tone (A and AV) compared
to the visual-only condition (V, two-way ANOVA with post hoc Tukey-Kramer; *** p < 0.001). C,
The performance on audiovisual trials for all different combinations of binned visual and auditory
subjective intensity is color coded in a heat map. Subjective intensity is defined as the hit rate that a
certain stimulus intensity elicits. The leftmost column and bottom row show the unisensory hit rates.
D, The increase in behavioral performance for all combinations of subjective intensities shows that
cross-modal enhancement of behavior is strongest when both unisensory stimuli are presented at
threshold intensity (subjective intensity ≈ 0.5).
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Multisensory gain in stimulus detection performance
We set out to investigate whether cross-modal stimuli elicited a behavioral gain compared to unimodal
stimuli in this paradigm. For all stimulus types, mice showed progressively more accurate response
behavior (Fig. 3A; two-way ANOVA, F2,90 = 25.3, p < 10-8, n = 7) as well as shorter reaction times
(Fig. 3B; two-way ANOVA, F2,54 = 8.5, p = 0.0006, n = 7;) with increasing stimulus amplitude. Mice
responded with significantly higher accuracy to multisensory compared to unisensory stimuli when
their intensities were around the perceptual threshold (difference in response rate: 25.2% ± 4.3%,
one-way ANOVA, F2,18 = 33.9, p < 10-5, n = 7; Fig. 3A). A similar behavioral improvement was
found for stimuli of which the intensity was above threshold (supra threshold increase: 15.7% ± 2.7%;
one-way ANOVA, F2,18 = 82.3, p < 10-4, n = 7), but not for subthreshold or full intensity stimuli.
Besides improving detection accuracy, combining information from multiple sources has been shown
to result in shorter reaction times (Gielen et al., 1983; Gleiss and Kayser, 2012; Hammond-Kenny et
al., 2017; Hirokawa et al., 2011). In our task, mice responded significantly faster to auditory-only and
audiovisual stimuli compared to visual-only stimuli (two-way ANOVA with post hoc Tukey-Kramer,
F2,54 = 9.1, p = 0.0004, n = 7). The response times for visual stimuli are comparable to other studies
testing stimuli of ~ 1% contrast (Burgess et al., 2017). The reaction times for auditory and audiovisual
trials were not significantly different, indicating that, in this behavioral paradigm, mice do not show a
cross-modal facilitation of reaction times.
We next asked which combination of stimulus intensities elicited the largest cross-modal enhancement of behavioral performance. Stimulus intensities for auditory and visual stimuli, however are
not directly comparable because they are expressed in different dimensions (dB and % contrast respectively). We solved this problem by transforming stimulus amplitudes for both modalities into
‘subjective intensities’ which have no dimension. Subjective intensity is the response rate that corresponds to a certain stimulus amplitude. Figure 3C shows the hit rate for all combinations of auditory
and visual subjective intensities. This matrix shows that the rate of correct responding progressively
increases with stronger subjective intensities for both stimuli. Subsequently, the cross-modal enhancement, defined as the difference between the multisensory response rate and the maximal unisensory
response rate, was calculated and color coded in the matrix shown in Fig. 3D. The largest behavioral
gain was achieved when the two stimulus components were of equal subjective intensity, and close to
the perceptual threshold (White [0.5, 0.5] bin in Fig. 3D). In conclusion, cross-modal facilitation of
stimulus detection is maximal when the two unisensory constituents are both presented around their
respective perceptual thresholds.
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Multisensory stimulation improves perceptual sensitivity
We next asked which factors contribute to the multisensory gain in task performance. We considered
two aspects of perceptual sensitivity of stimulus detection: sensitivity and acuity. The former is represented by the detection threshold such that a lower threshold shows an increased capability to detect
stimuli. The latter is reflected in the slope of the psychometric function, a steeper slope is associated
with an increased ability to classify whether a stimulus occurred or not. We investigated the facilitating
role of a cross-modal stimulus on unisensory perceptual performance by comparing the psychometric functions, determined by logistic regression, from the unisensory conditions to the multisensory
condition in which the cross-modal stimulus was below its perceptual threshold.
Concurrently presenting a subthreshold auditory stimulus together with a visual stimulus shifted the
psychometric function towards lower visual contrasts compared to the unisensory visual function
(Fig. 4A,B). This was reflected in a significant reduction of the visual contrast threshold (paired t
test, p = 0.0028, n = 7) and a steepening of the slope (paired t test, p = 0.0019, n = 7; Fig. 4C). In the
same vein, an auditory cue supported by a subthreshold visual stimulus resulted in a similarly shifted
psychometric function (Fig. 4D,E), including a significantly lower perceptual threshold (paired t test,
p = 0.046, n = 7) and a steeper psychometric function (Wilcoxon matched-pairs signed-ranks test, p
= 0.016, n = 7). In these analyses, we used auditory stimulus intensities relative to the auditory detection threshold, but using the absolute stimulus intensities yielded qualitatively similar results. These
results indicate that the increased perceptual performance in the cross-modal condition consisted of
two factors: mice showed a lower perceptual threshold and second, the sensitivity for small changes
in contrast along the dynamic range was increased in the audiovisual condition as compared to the
unisensory condition.

Mice integrate visual and auditory input during multisensory stimulus
detection
Multisensory gain of stimulus detection is not necessarily the result of cue integration; when two
stimuli are presented concurrently, the chance of detecting this compound stimulus increases also
without the need of integrating these inputs (Miller, 1982). This may occur simply because stimuli
from different modalities can be detected independently – yet simultaneously – by the corresponding
sensory systems. We assessed whether the multisensory gain was dependent on cue integration by
testing how well three models of cue-combination based on signal detection theory would fit our
behavioral data (Jones, 2016; Fig 5A-C). The Or model assumes a behavioral response when either
the visual component or the auditory component crosses its corresponding threshold (Fig. 5A). Alternatively, the Linear Sum (Fig. 5B) and Non-Linear Sum (Fig. 5C) models entail cue integration for a
behavioral response to happen, which is operationalized as the summation of the visual and auditory
signal distributions into a combined audiovisual decision variable with a single threshold.
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Figure 4. Cross-modal enhancement of perceptual sensitivity. A, The visual psychometric function
(V; blue line) of an example animal shifts towards lower contrasts when the visual stimulus was combined with a subthreshold auditory stimulus (VA; purple line). B, The average psychometric function
across all animals for visual (V; blue line) and visual supported by subthreshold auditory (VA; purple
line). Solid line indicates the mean, shading SEM. C, The facilitating role of a subthreshold auditory
stimulus resulted in a significant decrease of the visual contrast threshold and a significant steepening
of the psychometric function (paired t test; ** p < 0.01). D-F same as A-C but for auditory and auditory supported by sub threshold visual stimuli (paired t test; * p < 0.05).

69

Audiovisual integration improves perceptual performance

3

Figure 5. Model fits to the behavioral data. A, The Or model treats the visual and auditory inputs
as two separate channels which both perform an independent detection of the stimulus when either
the visual or the auditory component crosses the threshold (λ). Both channels are contaminated with
independent noise. B, In the Linear Sum model visual and auditory signals are integrated using linear
summation. Independent early noise is added to the sensors and the two signals are summed using
a weighted linear sum (Σ) after which a single multisensory threshold (λ) determines whether a response is made. C, The Non-Linear Sum model adds a multiplication factor (lightning symbol) to the
visual and auditory summation. D, Model fits to the average behavioral data of all mice (ALL) quantified as variance accounted for (VAF), higher values indicate a better model fit. Fits for the behavioral
data of individual mice are also shown, the data of four mice show a significantly better fit for the
Linear Sum (purple) and the Non-Linear Sum (red) compared to the Or model (blue; one-way ANOVA
with post hoc Tukey-Kramer, *** p < 0.001).
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The three models were fitted to the behavioral data using a cross-validation procedure and the goodness of fit of each model was determined as the variance accounted for (VAF). Fitting the model on
the average performance of all mice revealed that there was a significantly better fit for the integration
models compared to the Or model (ANOVA with post hoc Tukey-Kramer, F2,447 = 178.5, p < 10-9;
Fig 5D, ALL). When fitting the models on the behavioral data for each mouse separately, four out
of seven mice showed a significantly better fit for the integration models compared to the Or model
(ANOVA with post hoc Tukey-Kramer; M034: F2,897 = 33.9, p < 10-14, M035: F2,897 = 32.9, p
< 10-14, M038: F2,897 = 80.3, p < 10-32, M042: F2,897 = 11.0, p < 10-4; n = 300 cross-validated
fits). Notably, there was no significant difference between the linear and non-linear sum integration
models. Therefore, allowing the model to perform either sub- or supra-additivity did not increase its
fit on the behavioral data indicating that these mice may well use a linear combination of visual and
auditory input during multisensory stimulus detection. For three other mice, each of the models fitted the behavioral data equally well, leaving the operation most likely accountable for the behavioral
benefit undetermined.

DISCUSSION
We developed a novel behavioral stimulus detection paradigm to probe multisensory cue-integration in head-fixed mice. Psychophysical assessment of the behavior indicated a significant detection
benefit in the audiovisual compared to both unisensory conditions, which was largest when the two
unisensory constituents were presented around their perceptual thresholds. Furthermore, we showed
that the cross-modal enhancement of detection performance was the result of integrating visual and
auditory input according to a linear sum, at least in a majority of mice. Integrating audiovisual stimuli
resulted in an increase in perceptual performance that consisted of two factors; this was reflected in
lower perceptual thresholds and a steepening of the psychometric function, compared to unisensory
stimulation.

Stimulus detection as a behavioral readout for multisensory integration
Signal detection paradigms have been extensively investigated in the context of unisensory processing (Busse et al., 2011; Histed et al., 2012; Kwon et al., 2016; Montijn et al., 2015; Peters et al., 2014)
but are less common in the framework of multisensory processing (but see Gingras et al., 2009;
Hollensteiner et al., 2015). The first major advancement of the current set up is that mice run a large
amount of trials on a daily basis for several weeks (2004 ± 142 trials in total per animal). This results
in sufficient data per mouse to make psychophysical assessments for unisensory and multisensory
stimulus configurations. Secondly, this setup systematically calibrates the stimulus amplitudes to the
sensory capacities of the individual subject by running two adaptive staircase procedures (for visual
and auditory stimuli). These procedures are robust to inter-animal variability of detection thresholds
and preclude the necessity to a priori define stimulus intensities without knowledge of the detection
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thresholds of the individual animal which, especially in the auditory domain, can vary between animals (see Fig 2F,H). Lastly, this behavioral paradigm is compatible with neurophysiological recording
methods to investigate neuronal mechanisms supporting cross-modal signal detection on the single neuron, microcircuit and systems level. Because mice are head-restrained, their location is fixed
relative to the screen and speaker, the spatiotemporal arrangement of stimulus presentation with
respect to the relevant sensory organs can be controlled. Furthermore, the use of psychophysics in a
detection task combined with a perturbation of brain functioning can shed light on the causal role of
cortical areas which process sensory information (Glickfeld et al., 2013b).
In general, stimulus detection Go-NoGo paradigms may suffer from impulsive behavior. This is reflected by an enhanced rate of spontaneous licking unrelated to the stimulus presentation which may
result in inadvertent reward delivery. Non-stimulus related responding is assessed in this set up by
inserting blank trials during which no stimulus is presented. The percentage of blank trials to which a
response is registered provides the false alarm rate. Low (~20%) spontaneous lick rates are generally
not expected to influence empirical conclusions. Moreover, because spontaneous licking most likely
would affect all conditions equally (Fig. 3A), comparisons between conditions are not expected to be
biased.

Behavioral strategies for performing multisensory stimulus detection
We showed, with fitting signal detection theoretical models to our data, that the multisensory performance enhancement is, on the group level and in a majority of individual mice, accounted for by cue
integration according to a linear combination of visual and auditory inputs. This is not a trivial result
because a similar performance increase can also be achieved by alternative behavioral strategies that
do not involve cue integration. The redundant signal effect is an example in which an observer divides
attention over two signals which both produce separate activations in the brain that are not integrated
in any way (Miller, 1982). The Or model that we tested, which represents such a behavioral strategy,
resulted in a significantly worse fit compared to cue integration models on the group level and for a
majority individual mice (4 out of 7; Fig. 5). The behavioral data of the other three mice fitted equally
well to the Or and (Non-) Linear Sum models, indicating that it is impossible to distinguish between
the mechanisms by which stimuli are processed. Altogether, these results render it unlikely that in our
task mice generally adopt a strategy in which the sensory signals are processed separately.
We found that multisensory integration resulted in increased perceptual sensitivity (lower detection
threshold) and increased acuity (steeper psychometric slope) during multi- versus unisensory detection. This is the first report, to our knowledge, to show this two-sided impact of multisensory integration on the performance of perceptual systems. Audiovisual stimulation was shown to increase
sensitivity but not slope of the psychometric function in human subjects (Lippert et al., 2007), and
an audiovisual detection paradigm in ferrets showed improvement of detection thresholds but did
not report on changes in slope (Hollensteiner et al., 2015). The observation that both threshold and
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slope are impacted by audiovisual stimulation indicates that an integrative process is underlying this
cross-modal benefit, instead of a general increase in sensory gain, which has been shown to solely
impact threshold and not slope (Gleiss and Kayser, 2013).

Optimal conditions for multisensory integration
Multisensory integration has classically been defined according to a set of principles which govern
behavioral and neuronal signals conveying multisensory stimuli. Spatial and temporal rules state that
only cues that occur in close spatiotemporal proximity (i.e. from the same object) will be integrated
(Murray and Wallace, 2011; Slutsky and Recanzone, 2001; Stein and Stanford, 2008). Our set up
was designed in compliance with these principles; stimulus constituents were presented concurrently
from a speaker and screen that were adjacent (~20 cm distance between center of the screen and the
speaker). Indeed, our behavioral data presented here indicated that mice integrate the stimuli. Furthermore, we have previously shown with using this hardware configuration that visual and auditory
cues interact at the neuronal level (Meijer et al., 2017). Therefore, this setup offers the ideal setting
to study a third principle; that the multisensory enhancement is inversely related to the effectiveness
by which the unisensory cues drive the sensory systems. This principle was originally conceived as a
framework to describe responses from single neurons recorded from the superior colliculus of the cat
(Meredith and Stein, 1983, 1986) but has since been applied to multisensory cue integration on the
behavioral level and on the neuronal level on the cortex (Gleiss and Kayser, 2012; Serino et al., 2007).
However, because potential pitfalls in the quantification of this effect have been pointed out, existing evidence in support of this principle is potentially less substantial than assumed (Holmes, 2007,
2009). We found that the maximal multisensory behavioral increase is achieved when both stimulus
constituents are of equal subjective intensity and presented at their perceptual thresholds (Fig. 3C,D).
Consistent with the principle of inverse effectiveness, the magnitude of the gain decreased as the
stimulus components become more salient. The magnitude of the gain, however, strongly diminished
when amplitudes of the stimulus constituents were below threshold. Thus, even for paired stimulus
constituents which elicited response rates of ~40% in unisensory conditions, the multisensory gain
was almost negligible. Single neurons and neural networks transform synaptic input into spiking output in a non-linear fashion (Roxin et al., 2011), and this non-linearity can be further increased at the
population level by resonant enhancement of neural activity (Knight, 1972). Our behavioral data suggest that a unisensory stimulus presented near the perceptual threshold may induce a synaptic input
to the local network resulting in a maximal non-linear input-output transformation. The presentation
of two concurrent near-threshold stimuli of different modalities, each impacting on the steepest
part of their respective input-output curves, may then lead to a further amplification of population
spiking activity. This hypothesis can be tested using intracellular measurements in, for example the
primary sensory cortex, or computational modeling. Thus, the multisensory behavioral enhancement
we report here is consistent with the principle of inverse effectiveness when stimulus intensities are
in the range between their perceptual thresholds and full contrast and quickly drops when stimulus
intensities are below the perceptual thresholds. In its entirety, the relation between stimulus intensity
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and multisensory gain is in line with data obtained with multisensory two-alternative forced choice
paradigms, which indicate that the largest behavioral gain is when unisensory stimuli are at the point
of subjective equality (Ernst and Banks, 2002; Gu et al., 2008; Raposo et al., 2012).
To conclude, in this study we developed and tested a behavioral paradigm for head-fixed mice to
investigate multisensory cue integration based on signal detection. This paradigm is an important
addition to the existing suite of multisensory signal detection tasks because it allows for stimulus adjustments to the abilities of the individual subject and allows for sufficient trials run to perform psychophysical assessments. It is also an important addition to the available repertoire of multisensory
paradigms for rodents, which mostly consists of stimulus discrimination tasks (Nikbakht et al., 2018;
Raposo et al., 2012). The increase in development of behavioral tasks in recent years has accelerated
our understanding of multisensory processing because it created the circumstances needed to assess
the top-down influences of behavioral constraints and cognitive processes on multisensory processing, which is not possible in anesthetized or passively observing awake animals in which multisensory
processing is traditionally studied. During multisensory stimulus detection and discrimination observers use cue-integration, although the nature of the underlying process of integration is most likely
different. What the different ways of employing multisensory cue-integration entail on the neuronal
level is subject to further neurophysiological research.
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ABSTRACT
How the neural integration of sensory information affects behavioral decisions and where in the
brain this process takes place are still open questions. We hypothesized that cortical area AL could
serve as a hub during sensori-motor transformation of audiovisual information because it projects
strongly to motor areas and receives input from both V1 and A1. We imaged neuronal activity in
primary (V1) and secondary (AL) visual cortex of the mouse during a detection task using visual, auditory and audiovisual stimuli. During detection of visual stimuli, neurons in AL responded stronger
to visual stimuli which were presented with a contrast around the detection threshold of the mouse
as compared to V1 neurons. A computational model of V1-AL connectivity showed that the elevated
response of AL neurons to low contrast visual stimuli can be explained by convergent input from V1
to AL neurons. Regarding multisensory detection behavior, mice showed increased perceptual performance during multi- versus unisensory stimulation. AL neurons showed stronger differentiation
of behaviorally reported versus unreported stimuli compared to V1 during audiovisual trials but not
visual-only trials. These results indicate that neural population activity in area AL more closely correlates with visual and audiovisual stimulus detection behavior than V1.

INTRODUCTION
Objects in the external world are regularly composed of features that are not exclusive to one sensory modality. Therefore our experience of the world is almost exclusively the result of multisensory
processing (Bizley et al., 2012; Pennartz, 2015). Combining information from multiple senses can
increase the accuracy of our perceptual judgment when cues are composed of features originating
from multiple modalities compared to when solely unisensory information is available (Ernst and
Banks, 2002; Gu et al., 2008; Nikbakht et al., 2018; Raposo et al., 2012). The neural substrate which
underlies the process of integrating multiple streams of sensory information is still largely unknown,
especially at the level of the cortex.
Primary sensory cortices not only process information from their prime modality but also from other
ones (Driver and Noesselt, 2008; Ghazanfar and Schroeder, 2006). For example, in the mouse primary visual cortex, neuronal activity is modulated by auditory input (Ibrahim et al., 2016; Meijer et al.,
2017; Olcese et al., 2013) and neuronal activity in the macaque auditory cortex is modulated by visual
input (Kayser et al., 2008, 2010). How this cross-modal modulation of neuronal responses affects
behavioral decisions is still an open question. An area which could serve as a hub during sensori-motor transformation of multisensory information is area AL (Wang and Burkhalter, 2007), sometimes
referred to as V2L (Banks et al., 2011; Hirokawa et al., 2008), since this cortical area projects strongly
to motor areas (Wang et al., 2011) and receives input from both V1 and A1 (Laramée et al., 2011).
Moreover, multisensory convergence is shown to occur strongly at the interface of primary sensory
areas (Hirokawa et al., 2008; Nikbakht et al., 2018; Olcese et al., 2013; Raposo et al., 2014; Wallace et
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al., 2004a) and area AL is anatomically located in between V1 and A1 (Wang and Burkhalter, 2007). As
of yet this area has not been researched in the context of multisensory behavior. We performed in vivo
calcium imaging in primary visual cortex and area AL of the mouse during a multisensory stimulus
detection task to investigate (i) the neural correlates of visual and multisensory detection behavior in
these areas, (ii) the correspondence between neuronal and behavioral sensitivity to weak stimuli during stimulus detection, and (iii) the neuronal mechanisms by which the brain differentiates between
visual and auditory stimuli during multisensory stimulus detection.

RESULTS
We trained head-fixed mice in an audiovisual stimulus detection paradigm, as described before (Meijer
et al., 2018). Mice were trained to make a lick response at the detection of a visual (V), auditory (A) or
audiovisual (AV) stimulus while recording the activity of neuronal populations in layer II/III of area
V1 and AL using two-photon calcium imaging (Fig. 1a,b). Two parallel adaptive staircase procedures
were used to calibrate the intensity of the visual and auditory stimuli to the perceptual thresholds of
each mouse (Fig. 1c,d). Stimuli were either reported as being present (‘hit’) by a lick response during the 1-second stimulus period which triggered subsequent reward delivery, or absent (‘miss’) by
omission of licking after which no reward was dispensed. The rate of non-specific responding (i.e.
lick in the absence of a stimulus) was defined as the false alarm rate: the fraction of blank trials in
which the mouse made a lick response when no stimulus was presented (0.22 ± 0.034, mean ± s.e.m.,
n = 9; Supplementary Fig. 1a). Motivation was assessed by calculating the lapse rate: the fraction of
maximum-amplitude stimulus trials during which the mouse failed to respond. Mice were highly motivated to perform the task because they responded consistently to maximum-intensity stimuli (100%
contrast / 90 dB; lapse rates: V: 0.041 ± 0.0065, A: 0.080 ± 0.032, AV: 0.019 ± 0.0060; Supplementary
Fig. 1a). The lapse rates for V, A and AV trials were not different, indicating that the motivation of
the mice was similar across conditions (one-way ANOVA, P = 0.097, n = 9).
Perceptual sensitivity was determined by fitting a psychometric function for both V and A trials using
logistic regression. The thresholds, indicating the sensitivity of the perceptual system, were defined as
the midpoints in the full range of the y-axis of the psychometric curves. Behavioral and physiological
data for each mouse were pooled across days allowing robust psychophysics and statistics (per mouse:
260 ± 11 trials per day, 1902 ± 153 trials in total). Mice showed the highest hit rate during multisensory compared to unisensory stimulation (16.8% ± 1.9% increase in hit rate from maximum unisensory
hit rate to multisensory hit rate; one-way ANOVA with post hoc Tukey-Kramer, P < 10-5, n = 9; Fig. 1e).
The mean visual perceptual threshold across mice was 1.2% ± 0.2% contrast and the mean auditory
threshold was 72.7 dB ± 0.7 dB. The presentation of a subthreshold auditory stimulus together with
the visual stimulus (VA) facilitated visual stimulus detection performance, resulting in a significantly
lower visual detection threshold compared with the visual-only condition (33.2% ± 10.5% decrease;
paired t test, P = 0.009, n = 9; Fig. 1f,g). In the same vein, the cross-modal facilitation of auditory
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Figure 1 Two-photon calcium imaging of V1 and AL during audiovisual stimulus detection. (a)
Head-fixed two-photon and behavioral setup. (b) Mice detected visual (V), auditory (A) and audiovisual (AV) stimuli by licking during a 1-second stimulus presentation with a 3-5 second random
inter-trial interval. (c) Visual contrast was presented around the perceptual threshold of individual
mice using an adaptive staircase procedure. Green circles represent trials in which the animal made
a correct response (hit trials), the red circles indicate trials in which the animal failed to detect the
stimulus (miss trials). (d) Same as c but for auditory amplitude. (e) Mice showed enhanced detection
performance in the multi- versus unisensory condition as indicated by higher response rates for all AV
staircase trails compared to all V and A staircase trials (one-way ANOVA). (f) Psychometric function
for visual-only (V; blue) trials and visual supported by subthreshold audio (VA; purple) trials. Shading
indicates s.e.m. over mice. (g) Significant lowering of the perceptual threshold in the VA compared to
V condition (paired t test over mice). (h) Psychometric function for auditory-only (A; red) and auditory combined with sub-threshold visual trials (AV; purple). (i) Perceptual thresholds were lower in the
AV compared to A condition (paired t test). (j) Example two-photon imaging planes from V1 and AL,
inset depicts zoom-in of the white square in the plane. Scale bar in the lower right corner indicates
100 µm. (k) Fluorescence activity in ΔF/F of four neurons from the recording sites in j, z-scored
pupil diameter and licking timestamps. Height of the line on the right-hand side indicates value of 1
ΔF/F for fluorescence traces and 1 S.D. for pupil size. Colored vertical bars indicate stimulus presentations of blank (grey), visual-only (blue), auditory-only (red) and audiovisual (purple) stimuli. (l)
Imaging locations of example recordings overlaid with the intrinsic optical signal imaging map. (m)
Percentage of responsive neurons to V, A and/or AV stimuli per mouse in V1 and AL. (throughout
figure: ** P < 0.01, *** P < 0.001).

80

4

Chapter 4

detection performance by a subthreshold visual stimulus (AV) resulted in a lowering of the detection
threshold (4.4% ± 0.7% decrease; paired t test, P < 0.001, n = 9; Fig. 1h,i). Furthermore, the slope of
the psychometric function was steeper in the VA compared to V condition (paired t test, P = 0.035, n
= 9) and the AV slope was significantly steeper compared to A (paired t test, P = 0.008, n = 9; Fig. 1g,i).
Taken together, the perceptual performance of mice increased for the multi- versus unisensory condition by an increase in detection performance and a lowering of the perceptual detection threshold.

Calcium imaging of neuronal populations in layer II/III of V1 and AL during
multisensory stimulus detection
To record a large number of neuronal population responses in V1 or AL we performed two-photon
imaging over several days while mice performed the behavioral task (V1: 1243 ± 106 trials [n = 8
mice], AL: 1252 ± 80 trials [n = 7 mice], six mice contributed recordings from both V1 and AL).
Two-photon imaging was targeted to either V1 or AL using intrinsic optical imaging (Fig. 1j-l, Supplementary Fig. 2). In the primary visual cortex 28.5% ± 3.6% (mean ± s.e.m.) of neurons which
were reliably recorded on every recording day were responsive to at least one stimulus modality; in
area AL a similar percentage of neurons was stimulus responsive (33.0% ± 2.6%; two sample t test
of V1 versus AL, P = 0.34; Fig 1m). This amounted to 34 ± 3 responsive neurons per imaging site.
All subsequent analyses were performed on these responsive neurons unless otherwise specified.
The visual stimulus was a grating which moved in one of three possible directions (90°, 210° or
330°) pseudo-randomly chosen in each trial. The visual response of a neuron we document here was
always the response to the preferred direction of that neuron, defined as the direction to which the
neuron showed the strongest response. The preferred orientation of neurons was stable over days
(Supplementary Fig. 3). Most of these responsive neurons responded to one of the three presented
directions of the visual stimulus, regardless of whether that drifting grating was accompanied by a
tone (V1: 48.9% ± 4.5%, AL: 52.4% ± 5.2%). Smaller fractions of neurons responded solely to a
visual-only stimulus but not to an audiovisual stimulus (V1: 25.6% ± 4.4%, AL: 22.6% ± 4.0%), or
only to an audiovisual but not a visual-only stimulus (V1: 24.2% ± 3.5%, AL: 23.7% ± 5.3%). Only a
small percentage of neurons were responsive to auditory stimulation without any visual stimulation
(V1: 3.3% ± 0.9%, AL: 2.5% ± 0.8%), approximately half of these neurons also responded to a visual
stimulus (Supplementary Fig. 4). Overall, the number of neurons responding to uni- or multisensory
stimuli did not show large differences between V1 and AL (Fig. 1n).

Close correlation between psychophysical performance and AL but not V1
neuronal activity in signaling the presence of visual stimuli
We first asked whether area AL processes behaviorally relevant visual information differently compared to the primary visual cortex. High contrast visual stimuli were always 100% contrast, low contrast visual stimuli were all stimuli that were presented by the staircase procedure. Neurons in AL
have larger receptive field sizes compared to V1 (Wang and Burkhalter, 2007) suggesting that single
neurons in AL receive input from multiple V1 cells. Such a putative convergent processing scheme
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Figure 2 Stronger representation of weak visual stimuli in area AL compared to V1. (a) During low
contrast visual-only stimuli, fluorescence responses (fluorescence trace was z-scored per neuron) of
AL neurons were significantly stronger compared to V1 neurons (0.25-0.75s time window, Wilcoxon
Rank Sum Test). Grey box indicates time of stimulus presentation, shading indicates s.e.m. over
neurons. (b) V1 and AL neurons responded equally strong during high (100%) contrast, visual-only
stimulation (0.25-0.75s after stimulus onset at 0s, Wilcoxon Rank Sum Test). (c) Neurometric curve
of example V1 neuron fitted to mean fluorescence response for bins of increasing visual contrast.
Dotted line indicates the neurometric threshold defined as the midpoint between the upper and lower
boundary of the function. (d) As (c) but now example neurometric function for neuron from AL.
(e) Neurons in AL had on average lower neurometric visual thresholds compared to V1 neurons
(Wilcoxon Rank Sum Test). (f) Neurometric functions fitted to the performance of a Bayesian decoder trained to predict the presence of a visual-only stimulus based upon population activity from
either V1 or AL (shading indicates s.e.m. over mice). Dotted line indicates the average behavioral
performance of all mice (s.e.m. is omitted for clarity). (g) The visual threshold of the neurometric
function of the decoder trained on AL data was significantly lower compared to the V1 decoder and
matches the mean visual threshold of mice (one-way ANOVA) (h) V1 and AL were modelled as
leaky integrate-and-fire neurons of which V1 (n = 400 neurons) sent converging feedforward input
to AL (n = 100 neurons). Neurons were modelled with an activity-dependent short-term synaptic
depression mechanism. (i) Providing weak input to the V1 neurons resulted in a stronger response
of the AL neurons in the modelled fluorescence response which is consistent with the observed data.
(j) A strong input caused a fast depletion of synaptic resources which resulted in a similar modelled
fluorescence response of simulated V1 and AL neurons (throughout figure: * P < 0.05, ** P < 0.01,
*** P < 0.001).
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may increase the detection sensitivity of AL neurons compared to V1 neurons. Fluorescence traces
of all neurons were z-scored per neuron and we compared the z-scored fluorescence responses to low
contrast visual stimuli of all responsive neurons in V1 pooled over mice (n = 258) with AL neurons
(n = 245). Area AL showed a significantly stronger response to low contrast visual stimuli compared
to V1 (Wilcoxon Rank Sum Test, P = 0.013; Fig. 2a). However, there was no significant difference
in activity elicited by high contrast visual stimuli between V1 and AL (Wilcoxon Rank Sum Test, P
= 0.84; Fig. 2b). The stronger response to low contrast visual stimuli in AL suggests that neurons in
this area are more sensitive to low intensity stimuli compared to V1 neurons. This higher sensitivity
could not be explained by better behavioral performance during AL compared to V1 recording sessions (V-only hit rates; V1: 0.69 ± 0.04, AL: 0.68 ± 0.02; two-sample t test, P = 0.90). Furthermore,
neither V1 or AL was always imaged first which precludes the possibility that the increased sensitivity
to visual stimuli is due to experience.
We next asked how neuronal activity in V1 and AL relates to the behavioral performance of the
mouse. To make a neurometric-psychometric comparison, a neurometric function was fitted to each
neuron’s fluorescence response to visual stimuli of progressively increasing contrasts. The neurometric threshold for visual stimuli was determined as the midpoint between the upper and lower bound
of the neurometric function (Stüttgen et al., 2011) (Fig. 2c,d). Neurons in AL had significantly lower
neurometric thresholds compared to V1 neurons (Wilcoxon Rank Sum Test, P = 0.0026; Fig. 2e).
Both thresholds, averaged over all responsive neurons, were substantially higher compared to the
behavioral visual threshold of the mouse (V1 neurons: 20.3% ± 1.4% contrast, AL neurons: 16.2%
± 1.3%, behavior: 1.2% ± 0.2%). Although some neurons showed neurometric thresholds which
equated or even surpassed behavioral performance (lowest measured neurometric threshold: 0.15%
contrast), the average neurometric detection threshold over neurons was not an accurate representation of perceptual detection behavior.
The sensitivity of a population of neurons may greatly outperform single neuron sensitivities because a single neuron only provides information as to whether the stimulus is below or above its
own threshold whereas a neuronal population can determine the visual contrast by utilizing the information of the threshold crossings of all neurons. Population level sensitivity to visual stimuli was
assessed using a Bayesian decoder (see methods) which predicted whether a stimulus was reported
present or absent based on the population activity of all responsive neurons per imaging site. Subsequently, a population neurometric function was fitted to the output of the decoder which was given
either neuronal data from V1 or AL. The population neurometric function obtained from decoding
AL population activity showed a near-perfect overlap with the actual visual detection performance
of the mouse, while the V1 neurometric function was shifted towards higher visual contrasts (Fig.
2f). The population sensitivity was quantified as the detection threshold obtained from the decoder
(midpoint of the neurometric function) and compared with the actual behavioral threshold. Neuronal
populations in AL were significantly more sensitive to visual stimuli compared to V1 populations
(one-way ANOVA with post hoc Tukey Kramer, P = 0.015; Fig. 2g). We determined the similarity
83

Multisensory integration in primary visual cortex and area AL

between the psychophysical and neurometric functions by calculating the residual sum of squares
(RSS) between the two functions for each mouse. The similarity between the neurometrics and visual
detection behavior was higher for AL compared to V1 as shown by significantly lower RSS values
(AL: 0.42 ± 0.13; V1: 1.3 ± 0.34; two-sample t test, P = 0.039, V1: n = 8, AL: n = 7).
While the presence of larger receptive fields in AL than in V1 provides a good explanation for the
responses of both areas to threshold stimuli, the absence of a significant difference at high contrast
is not explained by this argument. One possibility is that a biophysical regulatory mechanism could
contribute to response saturation, thus reducing the differences between V1 and AL for strong input.
Such a mechanism would have to be activity-dependent, so that it is only effective for high activity
values but not for low ones. We used a computational model (Fig. 2h) to test the hypothesis that an activity-dependent mechanism such as short-term synaptic depression could account for these effects.
The model considers a population of V1 neurons whose synaptic outputs converge to a population
of AL neurons (see supplementary methods for details). When V1 neurons receive weak input, simulating low contrast visual stimuli, firing rates in the network are low and the larger AL receptive fields,
denoted here by the synaptic convergence of V1 outputs onto AL neurons, lead to a response that
is higher in AL than in V1 (Fig. 2i). However, with stronger visual input the high firing rates cause a
faster depletion of synaptic resources, effectively decreasing the strength of V1 projections to AL and
reducing the response of the latter (Fig. 2j) as observed experimentally. Therefore, the model predicts
that saturation due to short-term synaptic depression is responsible for the equal responses in V1 and
AL observed during high intensity visual stimuli. Another prediction by the model is that if one were
to do electrophysiological recordings an initial difference in spike rates between V1 and AL would
be observed shortly after stimulus onset (Supplementary Fig. 5). This difference cannot be observed
using calcium imaging due to non-linearities of the fluorescence signal. Taken together these results
show that neurons in AL are more sensitive to weak visual stimuli which may be explained by the
converging input that AL neurons receive from V1.
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Figure 3 Neuronal sensitivity in AL matches visual, but not audiovisual behavioral sensitivity. (a)
Sensitivity of neurometric decoding of stimulus presence from V1 populations and behavioral performance defined as the fitted neurometric or psychometric function for V and AV stimuli. (b) Decoding of audiovisual stimuli by V1 responses was not significantly better compared to decoding of
visual-only stimuli. The sensitivity of the decoder for both V and AV stimuli was outperformed by
the sensitivity of the mouse in the AV condition (Kruskal-Wallis test; errorbars indicate s.e.m.). (c)
Neurometric and psychophysical functions as in a for AL population activity. (d) The sensitivity of
the behavioral performance of the mouse in the visual-only condition showed a perfect match with
the decoding of stimulus presence from V1 and AL. The behavior during the audio-visual condition
was not matched by decoding of stimulus presence from neuronal populations (Kruskal-Wallis test;
** P < 0.01, *** P < 0.001).
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Multisensory enhancement of perceptual performance cannot solely be
explained by population activity of AL neurons
While the neurometric sensitivity in AL matched perceptual performance for visual-only stimuli, we
next asked whether the same was true during multisensory stimulation. Stimulus presence was decoded from V1 population activity during audiovisual staircase trials and neurometric functions were
constructed as before (Fig. 3a). Because of the higher behavioral performance during audiovisual
compared to visual-only trials we expected that the presence of AV stimuli would be better encoded
by V1 neuronal populations than the presence of V stimuli. Contrary to our expectations, decoding
the presence of AV stimuli from V1 was not significantly better compared to decoding the presence
of V stimuli (paired t test, P = 0.073, n = 8). Furthermore, the behavioral threshold for AV stimuli
was significantly lower compared to the neurometric threshold of decoding stimulus presence from
either V or AV trials (Kruskal-Wallis test with post hoc Tukey-Kramer, P = 0.0092, n = 8; Fig. 3b). In
contrast, decoding visual stimulus presence from AL neuronal populations equated visual behavioral
performance, as shown in Fig. 3c. The decoding of audiovisual stimulus presence, however, did not
equate audiovisual behavioral performance (Fig. 3d). The sensitivity of population decoding from AL
for V and AV trials did not exceed visual behavioral sensitivity, whereas it was significantly lower than
the audiovisual behavioral sensitivity (Kruskal-Wallis test with post hoc Tukey-Kramer, P < 10-4, n = 7).
Taken together these results indicate that, compared to V1 neurons, AL neurons are more sensitive
to visual stimuli and the visual population response in AL equates the behavioral sensitivity of the
mouse to visual stimuli. However, the behavioral sensitivity to AV stimuli is unmatched by decoding
the presence of AV stimuli from population responses from either V1 or AL. This suggests that not
all relevant sensory information pertaining to audiovisual stimuli passes through area AL and other
areas in the multisensory network also play a role in multisensory stimulus detection.
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Figure 4 AL shows neuronal correlate of audiovisual hit-miss behavior. (a) Difference in fluorescence activity of all V, A and AV responsive neurons in V1 and AL between visual-only hit and miss
trials triggered at stimulus onset (t = 0s). Fluorescence traces were z-scored per neuron. Grey box
indicates time of stimulus presentation. Significance was tested over the period indicated by the black
line (0.25-0.75s, two-sample t test). (b) Hit-miss difference for audiovisual trials shows stronger hit
related activity in AL compared to V1 (0.25-0.75s time window, two-sample t test). (c) ROC curve
of hit versus miss differentiation of the activity of a single example neuron during visual-only (V;
blue) and audiovisual (AV; purple) stimulation. This example neuron differentiates hit from miss trials during V but not during AV trials. Shading indicates 95% confidence intervals as determined by
bootstrapping. (d) Example neuron as in c which shows a separation of hit versus miss trials in its
neuronal response only for AV but not V stimuli. (e) Total amount of neurons which show significant
hit-miss differentiation (significance determined by bootstrapping of ROC curves) for V and/or AV
stimuli in V1 (82 significant out of 258 responsive neurons) and AL (79 out of 245 significant). Pie
charts show the percentage of neurons which show significant hit-miss modulation in V trials (blue),
AV trials (purple) or both (grey). There are significantly more AV hit neurons in AL compared to
V1 (P < 0.05, binominal test of proportions). (f) Hit probability, defined as the area under the ROC
curve that differentiates between hits and misses, for V1 (red) and AL (orange) calculated for V and
AV trials. V1 showed stronger hit-miss differentiation for visual-only stimuli compared to audiovisual.
Area AL showed stronger hit-miss differentiation during audiovisual compared to visual-only trials.
During audiovisual stimulation, AL showed stronger hit-related activity compared to V1 (FDR corrected t tests). (g) Cumulative distributions of the ratio of AV/V hit probability of all significant hit
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neurons pooled over mice. Hit probability for AV stimuli was per ratio higher in area AL compared
to V1 (Kolmogorov–Smirnov test). (h) Averaged per mouse, the detection probability AV/V ratio
was higher in recording sites in area AL compared to V1 (two-sample t test). Open circles indicate the
mean detection probability ratio for each mouse, black dot is the mean over mice. (i) Frame-by-frame
hit-miss classification performance during visual-only stimulation showed that, on the population
level, V1 is better at decoding hit from miss trials even before visual stimulus onset. Decoding performance was quantified as the F1 score of a Bayesian decoder trained on either random subsets of 30
V1 (red) or AL (orange) neurons. Randomly drawn subsets (without replacement) were pooled over
mice. Shading indicates s.e.m. percentile confidence intervals and the grey box indicates the time of
stimulus presentation. (j) For audiovisual stimuli there was no difference in decoding performance
between V1 and AL before stimulus onset and during stimulus presentation area AL was slightly
better compared to V1 in differentiating between hit and miss trials. (k) The V1-AL difference in
decoding performance was quantified as the area coefficient (a.c.) by a mixed effects model to be able
to make a statistical comparison between the two areas. Positive area coefficient (a.c.) values indicate
better decoding of behavioral outcome in AL versus V1 and negative a.c. values indicate that hit-miss
decoding was better in V1 versus AL. Before stimulus onset, both visual-only (blue) and audiovisual
(purple) trials were significantly better decoded by V1. During audiovisual stimulation decoding of
behavioral outcome was better in AL whereas during visual-only stimulation hit-miss decoding was
better in V1. During reward consumption, after stimulus offset, decoding of whether it was a hit or
miss trial was better in AL compared to V1. Blue lines above plot indicate periods in which V trials are
decoded significantly better in either V1 or AL, purple lines for audiovisual trials (Z-test, Bonferroni
corrected). Throughout figure: * P < 0.05, ** P < 0.01.
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Neural correlates of audiovisual stimulus detection behavior in AL
The results presented so far regarded how the activity of neuronal populations differentiated between
whether a stimulus was presented or not. We next asked how well neuronal activity in V1 and AL
reflected the behavioral detection of the mouse during near-threshold intensity stimulus presentation. The former relates to sensory sensitivity of neuronal responses (stimulus versus no-stimulus),
whereas the latter is indicative of how well neurons encode the behavioral report of the animal (hit
versus miss). We hypothesized that AL is more involved in the encoding of the behavioral response
than V1, because AL neurons are sensitive to low contrast visual stimuli (Fig. 2) and project more
strongly to motor areas compared to V1 (Wang et al., 2011). A first indication of how strong the
neuronal populations differentiate between whether the stimulus was reported present or absent is
provided by the difference between the mean z-scored activity of all responsive neurons between hit
and miss trials. The hit-miss difference for visual-only threshold intensity trials was positive for both
V1 and AL, indicating that neurons generally responded more strongly in hit versus miss trials (Montijn et al., 2015). The mean response was similar in V1 and AL (two-sample t test, P = 0.34, V1: n =
258, AL: n = 245; Fig. 4a). During multisensory stimulation, however, neurons in area AL showed a
stronger mean hit-miss response difference than V1 neurons (two-sample t test, P = 0.016; Fig. 4b).
This suggests that neuronal activity in AL correlates with behavioral detection, specifically during
multisensory stimulation.
Ideal observer analysis has been used to quantify how well single neurons are able to differentiate
between detection versus non-detection responses (Britten et al., 1996; Kwon et al., 2016; Parker
and Newsome, 1998) since it incorporates neuronal variability (Faisal et al., 2008). We used ideal
observer analysis to compute detection probability for all V1 and AL neurons, which reflects the
probability that an ideal observer can categorize behavioral choice (hit versus miss) based upon the
trial-by-trial activity fluctuations of the neuron. To this end we first constructed ROC curves per
neuron for visual-only and audiovisual trials separately. During ROC analysis, discrimination thresholds are placed between two distributions (e.g. neural activity during hit and miss trials) for every
threshold position all the points to the left are considered to belong to one of the two distributions
(e.g. misses) and the point to the right to the other (e.g. hits). The actual true positive and true negative rate is calculated for every threshold setting and plotted against one another. If a neuron carries
hit-related information, the ROC curve deviates from the diagonal, whereas when a neuron does not
code hit-miss differences the ROC curve follows the diagonal, which indicates that true positives
and false positives are balanced. Hit probability was defined as the area under the ROC curve per
neuron; a neuron was labeled as a ‘hit neuron’ when the bootstrapped 95% confidence interval of the
hit probability was > 0.5 and it therefore significantly signaled hit-related information. We found a
subset of neurons in both V1 and AL which coded hit-miss differences only when the stimulus was
a unisensory visual stimulus, but not when the visual stimulus was accompanied by a tone (Fig. 4c).
Conversely, another subset of neurons encoded multisensory, but not visual detection performance
(Fig. 4d). In the primary visual cortex, 31.8% (82/258) of responsive neurons were significantly
modulated by detection performance during either V or AV stimulation (significance determined by
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bootstrapping), and a similar percentage of detection neurons was found in AL (32.2%; 79/245).
Of these significant detection neurons, the majority of V1 neurons comprised cells which correlated
solely with visual detection, such as the example neuron shown in Fig 4c (55%; Fig. 4e). A smaller
percentage encoded audiovisual (32%) or both visual and audiovisual detection (13%). In area AL,
the proportion of visual detection neurons was significantly smaller compared to V1 (29%; binominal
test of proportions, P < 10-5, n = 79). The group of audiovisual detection neurons was significantly
larger (46%; example neuron in Fig. 4d; binominal test of proportions, P = 0.011, n = 79) and also
the group of neurons coding both visual and audiovisual detection was larger in area AL compared
to V1 (25%; binominal test of proportions, P = 0.0014, n = 79). Therefore, although the number of
neurons which code overall hit-miss differentiation was similar in V1 and AL, most neurons in V1
coded visual-only hits while most AL neurons coded audiovisual hits.
Thus, we found more AV hit-modulated neurons in AL compared to V1, but is the strength of hitmiss modulation of AL neurons also stronger than V1 neurons during audiovisual stimulation? Hit
probability was calculated, as the area under the ROC curve, for all significant hit-modulated neurons
for visual-only and audiovisual trials separately. In line with our hypothesis, AL showed a stronger
correlate of audiovisual hit-miss modulation compared to V1 as indicated by a significantly higher hit
probability during audiovisual stimulation (two-sample t test, FDR corrected P = 0.009, V1: n = 82,
AL: n = 79; Fig. 4f). Moreover, AL neurons showed stronger hit-modulation during AV compared to
V stimuli (paired t test, FDR corrected P = 0.003, n = 79; Fig. 4f). We quantified on a neuron-by-neuron level if neurons signaled a consistently higher AV versus V hit probability by pooling all significant hit neurons over mice and plotting the cumulative histogram of the AV/V ratio. The ratio
of AV to V was larger in area AL compared to V1, consistent with stronger audiovisual hit-related
modulation of AL neurons (Kolmogorov–Smirnov test, P = 0.008, V1: n = 82, AL: n = 79; Fig. 4g).
Subsequently, the ratio of AV to V hit probability was averaged per recording site over all significant
detection neurons and also at the level of the individual animal the AV to V ratio was higher for
recordings performed in area AL compared to V1 recording sites (two sample t test, P = 0.032, V1:
n = 8, AL: n = 7; Fig. 4h). In conclusion, single neurons in area AL show strong detection-related
modulation of activity during audiovisual stimulation.
We next asked whether this phenomenon could also be observed at the population level. We trained
a Bayesian decoder to classify hit from miss trials based on the activity of V1 or AL neuronal populations consisting of 30 randomly drawn neurons (random draw repeated 50 times per animal, V1: n
= 400 populations, AL: n = 350 populations). Decoding performance was assessed using the F1-score
which is a reflection of the decoder’s accuracy (see methods). When decoding behavioral outcome
during visual-only stimulation, the decoder that was trained on population data from V1 performed
better compared to the decoder trained on AL data (pooled over all randomly drawn subsets; Fig.
4i). The increased decoding performance in V1 over AL during visual trials was present even before
stimulus onset which suggests that the state of the primary visual cortex can predict whether a stimulus that will be presented will result in a hit or a miss behavioral outcome. During audiovisual trials
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this pre-stimulus difference was not present and decoding performance appeared to be higher in area
AL relative to V1 during stimulus presentation. Statistics could not reliably be done on these results
because neural subsets from different animals were pooled which results in a dataset in which many
observations (neuronal subsets from the same animal) are not independent. Therefore, we fitted a
linear mixed effects model on the performance of the Bayesian decoder to investigate at which point
in time population activity in V1 or AL is a better predictor of behavioral outcome.
The mixed effects model compared the classification performance of hit and miss trials in V1 and
AL while accommodating for the multiple observations (randomly drawn groups) nested within each
animal (Aarts et al., 2014). Whether V1 or AL was better at coding for behavioral outcome at every
point in time was quantified as the area coefficient. The area coefficient is the regression coefficient
of the fitted linear regression, in other words: the difference in decoding accuracy between V1 and
AL. If the area coefficient was positive, the decoding performance derived from AL was higher compared to V1 and when it was negative, the decoding performance was higher in V1 versus AL. During
visual trials decoding performance of behavioral outcome was significantly better in V1 compared
to AL, even before stimulus onset (Z-test with Bonferroni correction, P < 0.01, Fig. 4k). In audiovisual trials the pre-stimulus dominance of V1 over AL persisted but during stimulus presentation
this shifted to a significantly higher decoding of behavioral outcome in AL. This increased decoding
performance in AL continued after stimulus offset, presumably because the animal was consuming
the reward during this time period and neural activity in AL is more strongly linked to motor output
compared to V1 population activity. The V1-AL differences in decoding during and after stimulus
presentation were robust when using different decoders, metrics, and group sizes (Supplementary
Fig. 6). In conclusion, neuronal populations in AL correlate with behavioral detection of audiovisual
stimuli whereas population activity in V1 correlates with detection of visual-only stimuli.

Different subsets of neurons show cross-modal modulation depending on
stimulus intensity
The correspondence between visual, but not audiovisual, psychophysical performance and neurometric readout indicates that AL is a principally visual area. Indeed, only a small fraction of neurons
responded to auditory stimuli alone and neurometric curves could not be constructed for audio-only
stimuli (Supplementary Fig. 4). However, consistent with previous work (Meijer et al., 2017), we
found that single neurons either suppressed (Fig. 5a) or enhanced (Fig. 5b) their visual response when
a tone was presented concurrently with a visual stimulus. There was no difference in pupil diameter
in the time window used to gauge neuronal activity (0-500 ms after stimulus onset) suggesting that
any difference in neuronal activity between modalities was not due to deviations in arousal (Supplementary Fig. 7). When plotting the neurometric functions for the neuronal responses to V and AV
stimuli we made a striking observation: neurons that showed V-AV modulation during high contrast
stimuli generally showed no modulation at low visual contrast (example V1 neuron in Fig. 5c). Going
in the opposite direction, neurons which showed V-AV response modulation at threshold contrast did
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not show a difference in activity between the V and AV condition during high contrast stimulation
(example V1 neuron in Fig. 5d). This suggested that the coding of whether a stimulus was visual or
audiovisual was mediated by different subsets of neurons depending on whether the stimulus intensity was high or low.
We tested this by computing a modulation index per neuron which reflected whether a neuron’s visual
response was enhanced (positive index value) or suppressed (negative index value) by the presence
of a tone. This index was calculated for both high contrast visual stimulation and threshold contrast
stimulation. Out of all recorded neurons, we found significantly modulated neurons in area V1 and
AL in similar measure (V1: 24.4% ± 2.1% [224 out of 872 neurons], AL: 25.4% ± 2.2% [197 out
of 743 neurons]). We grouped neurons into high and low contrast modulated neurons (group membership was not mutually exclusive) and calculated the modulation index for stimuli of increasing
visual contrast bins. Neurons modulated at high contrast failed to show modulation when the visual
contrast was low and vice versa (V1: Fig. 5e, AL: Fig. 5g). We next investigated population-level
coding of stimulation type by using a Bayesian decoder to classify the stimulus (V or AV) based on
the population activity of either the threshold modulated or the high contrast modulated neuronal
population. Decoding was performed on either low contrast (0-12%) or high contrast (100%) visual
and audiovisual stimuli. For low contrast trials, stimulus modality could only be decoded above chance
level from the activity of V1 populations composed of neurons which were modulated at low visual
contrast (t test versus 50, P = 0.011, n = 8; Fig. 5f). Decoding stimulus modality during high contrast
stimuli could only be done above chance level from the activity of populations of neurons modulated
at high contrast (t test versus 50, P = 0.0090, n = 8; Fig. 5f). Neuronal populations in area AL showed
the same general pattern (Fig. 5h).
We plotted the modulation index of each significantly modulated neuron for high and low visual
contrast and color-coded them according to whether the neuron was significantly modulated at high
stimulus contrast intensity, low contrast, or both (Fig. 5i,j). V1 and AL neurons were either modulated
at high or low stimulus intensities but seldom at both. The percentage of neurons modulated at both
intensities (1.61%) was not significantly different from the expected percentage based on chance
(joint probability: 1.65%; binominal test of proportions, P = 1.0). These data suggest that neurons
which showed cross-modal modulation at threshold visual contrast intensities and neurons which
were modulated at high stimulus contrast formed largely non-overlapping populations. Thus, stimulus
modality is encoded in V1 and AL, both at high and low visual contrast intensities, albeit by different
subpopulations.
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Figure 5 Different subsets of neurons encode modality depending on visual contrast. (a) Average
fluorescence response of a single V1 neuron to high contrast visual-only (V; blue line), high amplitude
auditory-only (A; red line) and combined audiovisual (AV; purple line) trials, triggered at stimulus
onset (t = 0s). The visual response of this example V1 neuron is suppressed by the concurrent presentation of a tone. (b) Another example V1 neuron as in a, this example neuron’s visual response is
enhanced in the audiovisual compared to visual-only condition. (c) Neurometric functions of a single
example AL neuron for visual-only (V; blue line) and audiovisual (AV; purple line) stimuli. Neuron
only shows a differential response (P < 0.05) to V and AV stimuli during high contrast visual stimulation (‘High contrast modulated’). (d) Example AL neuron which shows cross-modal modulation
when the visual contrast was low but not during high contrast stimulation. (e) Absolute modulation
index of the low contrast modulated V1 neuronal population (light brown) and the high contrast
modulated population (dark blue) for bins of increasing visual contrast (two-sample t tests, P-values
were FDR corrected). (f) A Bayesian decoder of stimulus modality (V or AV) was trained on either
the V1 population activity of the low contrast modulated population (light blue) or the high contrast
modulated population (dark blue). For low visual contrast (0-12% contrast), stimulus modality could
only be decoded above chance (50%; dotted line) when training the decoder on the low contrast
modulated population and not when trained on the high contrast modulated population. The opposite was true when modality was decoded from high contrast trials (t test versus 50% chance level).
(g) Same as e but now for AL neurons. (h) Same as f for AL populations. (i) The modulation index
during high and low contrast visual stimulation for all V1 neurons, every dot is a neuron. Neurons
were significantly modulated in their response at low contrast intensity (light brown, ‘Low contrast
modulated’, example in d) or during high contrast stimulation (dark blue, ‘High contrast modulated’,
example in c), but rarely at both high and low contrast (red, ‘High & low modulated’). The percentage of ‘High & low modulated’ neurons was not significantly different from chance (binominal test
of proportions, P = 1.0). Neurons that were not modulated in either case are shown in grey. The
histogram at the top shows modulation index of all high contrast modulated neurons showing that
some neurons were enhanced (positive modulation index, example in b) while others were suppressed
(negative modulation index, example in a) in their response. Histogram on the right shows the same
for low contrast modulated neurons. (j) Same as i but now for AL neurons. (throughout figure: * P <
0.05, ** P < 0.01, *** P < 0.001).
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DISCUSSION
We performed two-photon calcium imaging of neuronal populations in V1 and AL during multisensory stimulus detection to investigate the neural substrate of cross-modal facilitation of detection.
Mice were very sensitive to faint visual stimuli and could detect oriented gratings with intensities as
low as 1% contrast (Histed et al., 2012). How does neuronal activity in the sensory cortex translate
into behavioral detection performance of the organism? To answer this question we compared the
detection performance of the mouse with the neural representation of that sensory information
(Parker and Newsome, 1998; Stüttgen et al., 2011). We found that neurometrics of single neurons
in both V1 and AL did, on average, not resemble the psychophysical performance of the mouse.
However, using a decoding approach to extract population-level neurometric sensitivity revealed that
populations in area AL nearly perfectly matched the visual psychophysical performance of the mouse
while V1 was less sensitive to visual stimuli. The increased sensitivity of AL compared to V1 can be
explained by at least three possibilities. First, AL neurons pool their input over multiple V1 neurons
thereby increasing their sensitivity (Felleman and Van Essen, 1991; Hubel and Wiesel, 1962; Wang
and Burkhalter, 2007). Secondly, highly sensitive V1 neurons may selectively provide input to AL, a
mechanism comparable to that for temporal frequency tuning (Glickfeld et al., 2013a). And third,
sensitivity in AL is increased by interactions with subcortical structures such as the superior colliculus
(Wang and Burkhalter, 2013). Our computational model of V1-AL interaction provided evidence for
the first hypothesis, by virtue of the converging input from V1 to AL the sensitivity of AL neurons
increases in a parsimonious way. Moreover, our computational model predicted that V1 and AL
responded equally strong to a high contrast visual stimulus because of saturation of activity due to
short-term depression in synapses.
Our data show that the sensitivity of neuronal populations in AL, but not V1, closely match the
visual perceptual sensitivity of the mouse. The behavioral sensitivity to audiovisual stimuli, however, remained unmatched by AL population activity (Fig. 3). This indicates that sensory information
also affects motor areas through different anatomical pathways than those involving AL layer II/
III. Possible candidates such as pathways involving the posterior parietal cortex (Hishida et al., 2014;
Nikbakht et al., 2018), the superior colliculus (Meredith and Stein, 1986a; Wallace et al., 1998), and
direct projections of auditory areas to motor cortex (Budinger and Scheich, 2009) have been documented. Although the mouse showed higher sensitivity to audiovisual stimuli than reflected by neural
codes in AL, neurons in this area did show a correlate of multisensory detection behavior, namely
in the neural correlates of the animal’s behavioral report. Neurons in AL, but not in V1, showed a
strong differentiation in their response between detected and non-detected stimuli when these stimuli were audiovisual (Fig. 4). Thus, AL distinguishes audiovisual Hit from Miss trials, but apparently
there must be other areas controlling audiovisual detection behavior. This result suggests that visual
and auditory sensory information does pass through area AL before being relayed to motor areas to
initiate behavioral action. However, AL is only a part of the network of cortical and subcortical areas
which together constitute the multisensory processing system. It is therefore not surprising that area
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AL, although it shows a neural correlate of multisensory stimulus detection, does not contain all the
necessary information to completely match audiovisual detection performance.
Our results show that cross-modal modulations of visual responses are mediated through different
subsets of LII/III neurons depending on whether the stimulus intensity was high or low (Fig. 5). It
was shown before that the neural coding of multisensory integration depends on stimulus intensity
(Ibrahim et al., 2016; Meijer et al., 2017), but not that stimuli of different intensity levels recruit largely
non-overlapping subpopulations of neurons. A possible interpretation of this result is that when the
mouse is presented with either high- or low-intensity stimuli, it must perform different functions.
When stimulus intensity is high there is no need to perform multisensory stimulus detection since
the stimulus is easily perceivable, moreover, the stimuli might even cause a startle reaction (although
no increased pupil size was observed during high-intensity stimulus presentation; Supplementary Fig.
7b). During low-intensity stimulation the system is tasked with detecting the stimulus and integrating
information across modalities can help this process (Gleiss and Kayser, 2012; Hollensteiner et al.,
2015). Our results suggest that a low-intensity stimulus is coded differently from a high-intensity stimulus because they are encoded by different subpopulations, possibly because multisensory integration
is applied towards different goals in these two scenarios.
Previous research regarding the functioning of area AL focused on mapping the stimulus dimensions
to which AL neurons are most responsive in the absence of behavior. AL neurons were shown to respond to visual stimuli of high temporal and low spatial frequency (Andermann et al., 2011; Marshel
et al., 2011) which resulted from functionally selective input from V1 (Glickfeld et al., 2013a). We circumvent this issue by presenting a visual stimulus with a temporal and spatial frequency to which both
V1 and AL neurons are responsive. Besides these studies, area AL has not been scrutinized with single
cell precision in the context of multisensory behavior, even though several studies pointed towards
the involvement of AL with multisensory behavior (Hirokawa et al., 2008; Wallace et al., 2004b).
The interaction between primary and secondary sensory cortex during stimulus detection has been
investigated in the somatosensory cortex (Kwon et al., 2016). Contrary to our results, the neural
response to tactile stimuli was stronger in S1 compared to S2 and the hit-miss difference of these
stimuli was larger in S1 compared to S2. We found that visually evoked population activity is higher
in AL compared to V1 (Fig. 2a) and that hit-miss differentiation of visual-only stimuli is higher in V1
compared to AL (Fig. 4f,k,l). A possible explanation for these differences is that AL is an area not
a homologous area to S2; most likely area LM is homologous, because this area receives most input
from V1 (Wang and Burkhalter, 2007). Instead, our results show that area AL strongly represents very
faint stimuli and shows a stronger hit-miss differentiation of audiovisual stimuli compared to V1,
making it an important cortical area for multisensory stimulus detection behavior.
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MATERIALS & METHODS
Subjects
All experiments described in this paper were conducted with approval of the Dutch central committee for animal testing (CCD). Male C57Bl/6 mice were obtained from Harlan Sprague Dawley Inc.
and housed socially (groups of four). The lights in the animal facility were on a reversed day night
cycle (8 AM off, 8 PM on) so that the mice were trained in the behavioral task during their active
phase. Mice were kept on a water rationing regime in which they could earn their daily ration of fluid
by performing the behavioral task. If a mouse received below 1 ml of fluid on a training day due to
poor task performance it received supplemental fluid. The age of the mice on the last recording day
ranged between 122 – 212 days (n = 9). Both V1 and AL were imaged in most mice (n = 6), due to
insufficient viral expression or occlusion by blood vessels; only V1 (n = 2) or only AL (n = 1) was
imaged in some mice.

Surgical procedures
Mice were implanted with a custom-built titanium headbar to allow head-fixation during training and
recording. For analgesic purposes, mice received a subcutaneous injection of 0.05-0.1 mg/kg of buprenorphine prior to the surgery. Anesthesia was induced using 3% isoflurane in 100% oxygen which
was lowered during surgery to 1-2%. The headbar, which contained a circular opening (diameter 7
mm), was positioned over the left hemisphere such that both V1 (A-P: -3.16, M-L: 2.5) and AL (A-P:
-2.46, M-L 3.5) were accessible. The headbar was firmly attached to the skull with C&B Superbond
(Sun Medical). The skull was protected from infections by a layer of cyanoacrylate glue (Locktite 401,
Henkel) covering the circular opening.
In a second surgery with equal analgesic and anesthetic procedures, the viral vector AAV1.Syn.
GCaMP6f.WPRE.SV40 (150-200 nl undiluted; Penn Vector Core) was injected in V1 and AL, of
which the locations were determined using Intrinsic Optical Signal imaging (IOS; see below). A circular craniotomy (diameter 3 mm) was made exposing V1 and AL, which were chronically covered by a
double-layered coverglass of which the bottom part fitted snugly into the craniotomy, applying a limited pressure on the brain and preventing skull regrowth (Goldey et al., 2014; Montijn et al., 2016a).

Behavioral task
Mice were trained in a detection task in which they made a licking response upon detection of a visual
(V) or auditory (A) stimulus while they were head-fixed and their body was positioned in a tube to
limit body movements. During initial training mice were presented with 100% contrast square wave
drifting gratings (spatial frequency: 0.05 cycles/°, temporal frequency: 1.5 Hz, movement direction:
90°, 210° or 330° randomly chosen each trial) presented in a circular window with a soft gradient
boundary of 60 retinal degrees diameter on an isoluminant grey background. Visual stimuli were
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displayed on a 15-inch TFT screen (refresh rate: 60 Hz) positioned in front of the right eye at a
distance of 16 centimeters and a 45° angle from the midline of the animal. Auditory stimuli were 90
dB (background noise 63.5 dB) pure tones with a center frequency of 15 kHz and being subject to
frequency modulation between 14 kHz and 16 kHz. The rate of frequency modulation was 1.5 Hz
which matched the temporal frequency of the visual stimulus (Meijer et al., 2017). Auditory stimuli
were amplified (TA1630, Sony) and presented by a tweeter (NEO CD 3.0, Audaphon) positioned 22
cm straight in front of the animal.
Licking responses were registered by an infra-red beam positioned in front of the mouth. Breaking
this beam during stimulus presentation triggered reward delivery (6-10 ml of instant formula baby
milk) from a spout that was moved close to the mouth but was positioned out of reach during the
remainder of the trial. Stimulus duration decreased over a 3-4 week training period from 5 s at the
start of training to 1 s in the final task. Trials were separated by a 3-5 s inter-trial interval. The false
alarm rate was assessed using blank trials in which no stimulus was presented and was defined as the
percentage of blank trials in which the mouse responded. To reduce the amount of spontaneous
licking, a new trial only started when no licks were registered for 1-3 s, which was chosen randomly
during each ITI. Mice progressed to the final task when they showed a hit rate for both V and A trials
of > 90% and a false alarm rate of < 40% for three consecutive days.
The final task was the same as described before (Meijer et al., 2018): visual and auditory stimuli
were presented around their corresponding detection thresholds using an adaptive Bayesian staircase
method (Kontsevich and Tyler, 1999) for each stimulus modality independently (Fig. 1c,d). Additional
audiovisual (AV) trials were composed of visual and auditory components presented at the last used
stimulus intensities in unisensory trials. High intensity uni- and bimodal trials were added to assess the
lapse rate of the mouse as an estimate of its motivational level. Recording sessions were composed
of visual staircase stimuli (25%), auditory staircase stimuli (25%), audiovisual staircase stimuli (25%),
high contrast visual stimuli (100% contrast; 6.25%), high-amplitude auditory stimuli (90 dB; 6.25%),
high intensity AV stimuli (6.25%) and blank trials (6.25%). Visual staircase stimulus intensities were
constrained to be in the range of 0.5 – 15% visual contrast, auditory staircase amplitudes were restricted to the range of 65 – 80 dB. The order of stimulus presentation was semi-random such that
no more than three stimuli of the same type were presented sequentially.

Intrinsic optical signal imaging
Locations for viral injections and two-photon calcium imaging were determined using two separate
IOS measurements through the intact skull and cranial window, respectively. The skull or coverglass
of a lightly anaesthetized mouse (~1% isoflurane) was illuminated by 810 nm light and recorded by
a CCD camera (100m, Adimec) connected to an Imager 3001 recording setup (Optical Imaging Ltd.;
1 Hz sampling rate). Visual cortex was activated by presenting square wave drifting gratings moving
in eight directions sequentially. Each direction was presented for 1s (total stimulus duration: 8s) with
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a 17 second inter-stimulus interval. A mark was put on the skull at the location of V1 which served
to target the viral injections, the position of area AL was estimated to be anterior-lateral compared to
V1. After implantation of the cranial window, a second IOS measurement was performed to target
two-photon imaging to V1 or AL by overlaying the activity map with a snapshot of the vascular pattern (Supplementary Fig. 2).

Two-photon calcium imaging
Fluorescent GCaMP6f proteins were excited using a Spectra-Physics Mai Tai mode-locked Ti:sapphire laser with a wavelength of 900-910 nm and a laser power exiting the objective of 18 – 22 mW.
A plane of 365 x 365 mm at a depth of 130 – 195 mm was imaged using a Leica SP5 resonant mirror
scanner operating at a sampling frequency of 25.4 Hz. The same population of neurons was found
on each recording day by aligning the imaging plane relative to the vascular pattern (3-6 recording
days per imaging location). The scanner produced 61 dB of background noise as measured at the
location of the mouse.
Calcium imaging data processing was
performed as described
previously (Goltstein et al., 2013; Meijer
Equations
Chapter4
et al., 2017; Montijn et al., 2014, 2016). In short, imaging planes were corrected for X-Y movement
Guido
Meijer
(Guizar-Sicairos et al., 2008), cell bodies were
semi-manually
detected and neuropil correction was
performed (Chen et al., 2013). The fluorescence
increase
over baseline ΔF/F0 was calculated per imFebruary
2019
aging frame for every cell body as follows:

∆F/F0 =
					

F i − F0
F0

(1)Equation 1

Where Fi is the neuropil-corrected fluorescence of the cell body in frame i and F0 is the baseline
 


fluorescence, defined as the lower half of all fluorescence
values
1
x − µin a 30 second sliding window
√
f (x) = γ + (1 − γ−)
1 + erf
(2)
2 per trial was
preceding frame i. The relative fluorescence activity
as the maximum ΔF/F0 in
σ −defined
2
a 500 ms window after stimulus onset, including blank trials, such that the activity in every trial was
mostly related to the stimulus presentation and not the licking response. Many licks occurred before
500 ms (Supplementary Fig. 1b), but because of the
n slow temporal dynamics of the fluorescence

)
∝
P (Ai ) was characterized as responsive
(3)
P
(A
pop
response this time window was deemed adequate.
A neuron
when
i=1
the fluorescence response in high intensity uni- or bimodal trials exceeded the average fluorescence
during blank trials by one SD.

Behavioral analysis

τC

dC(t)
= R(t) − C(t)
dt

(4)

Sensory sensitivity was assessed by fitting psychometric functions to the behavioral data for both
visual-only and auditory-only trials using logistic regression (MATLAB function glmfit). Visual contrast values were subjected to a log10 transform. The detection threshold was determined as the midF1 =

2
1/recall + 1/precision

(5)

µV − µAV

(6)
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point between the lower and the upper boundary of the fitted function, projected on the abscissa.
Multisensory psychometric functions were determined for two conditions: visual supported by auditory (VA), which included all bimodal trials in which the auditory component was presented below
threshold (65 dB - 72.7 dB ± 0.7 dB), and auditory supported by visual (AV), consisting of all bimodal
trials in which the visual component was presented below threshold (0.5% - 1.2% ± 0.2% contrast).
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Neurometric psychophysics
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Neurometric functions were constructed for the fluorescence response of each neuron to visual stimuli of progressively increasing contrast. Visual-only
trials
were binned according to the visual contrast
February
2019
in three equally populated bins. For each contrast bin, the mean evoked fluorescence response across
all trials was computed and plotted against the log10 transformed mean contrast of those trials. The
F i −was
F0 inserted as 0% contrast and the mean
mean evoked fluorescence response during
blank trials
∆F/F0 =
(1)
F
0
fluorescence response during high contrast trials was plotted as 100%. A cumulative Gaussian with
four free parameters (Wichmann and Hill, 2001) was fitted to these five points:

		

f (x) = γ + (1 − γ−)

 


1
x−µ
√
1 + erf
2
σ− 2

Equation 2
(2)

Here, the four free parameters were the lower boundary γ, the upper boundary λ, the mean µ, and
the standard deviation σ. The erf stands for the error
function as implemented by the MATLAB
n

P (Ai )
(3)
P (Apop ) ∝
function erf().
i=1

Receiver Operator Characteristics (ROC)
The stimulus probability and detection probability of single neurons were determined using ROC
dC(t)
= R(t)
C(t)
(4) the two
C
analysis (Kwon et al., 2016). Trials wereτfirst
grouped
into−two
classes, for stimulus probability
dt
classes were blank and staircase stimulus trials, for detection probability staircase hit and miss trials.
Each neuron’s ability to classify these two classes based on its fluorescence activity was assessed by
systematically varying a discrimination threshold over the entire range of fluorescence activity that the
2
neuron exhibited. For every discrimination
(5) against
F1 = threshold the ratio of false positives was plotted
1/recall + 1/precision
the true positive ratio yielding an ROC curve (MATLAB function perfcurve). Stimulus or detection
probability was calculated as the area under the ROC curve. Significance was determined by bootstrapping (500 iterations), neurons were deemed to be significantly discriminating if the lower bound
µ − µwas
AV > 0.5.
of the 95th percentile of the bootstrapped
distribution
 V
d =
(6)
2 )/2
(σV2 + σAV

Decoding stimulus presence

Bayesian maximum-likelihood decoding was used to infer from the population activity whether a
stimulus was presented (Montijn et al., 2015). Per1neuron, a likelihood function was computed for
blank trials (stimulus absent) and staircase trials (stimulus present) using leave-one-out cross-valida100
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1
x−µ
√
1 + erf
2
σ− 2

(2)

tion. For every trial, the posterior probability for both classes was read out from the likelihood functions of all neurons in the population.

P (Apop ) ∝
					

n


P (Ai )

(3)Equation 3

i=1

The population posterior probability P(Apop) was calculated as the product of the posterior probabilities per neuron P(Ai) for all n neurons. Subsequently,
a trial was classified as either ‘stimulus absent’
dC(t)
= R(t) − C(t)
(4)
τC
or ‘stimulus present’ by selecting the class dt
with the highest population posterior probability.
Logistic
regression was used to fit a neurometric function to the output of the decoder to assess its sensitivity
and to compare its performance to the perceptual behavior of the mouse. We excluded false alarm
trials (stimulus reported present in blank trials) in computation of the psychometric function for the
Equations
Chapter4
2
mice because these trials cannot beFclassified
as ‘stimulus present’ by the decoder since (5)
there was no
1 =
1/recall + 1/precision
neural signal that a stimulus was presented during
these
trials.
When
false
alarm
trials
were
included in
Guido Meijer
this analysis the neurometric and psychometric functions strongly deviated from one another indicatFebruary
ing that the decoder distilled a sensory signal
from the2019
neuronal response instead of a motor signal.
d = 

Computational model of V1 and AL

µV − µAV

2 )/2
(σV2 + σAV

(6)

F i − F0
(1)
F0 in response strength of V1 and AL conThe computational model used to explain the differences
∆F/F0 =

sisted of a network of 400 excitatory V1 neurons sending feedforward projections to 100 excitatory
AL neurons. Each AL neuron received projections
1 from all neurons in the V1 subpopulation con results).

 neuron
was modeled as a leaky insidered (some level of sparseness did not alter our
Each
1
x−µ
√was provided with either
f (x) = γ + (1information).
− γ−)
1 The
+ erf
(2) a weak
tegrate-and-fire unit (see supplementary
network
2
σ− 2
input of 3 mW to simulate threshold visual stimulation or a strong input of 6 mW to simulate 100%
contrast visual stimulation. Synapses were assumed to display short-term depression, and were modeled using the Tsodyks-Markram model (Tsodyks and Markram, 1997). The firing rate of each neural
n

population was estimated using a slidingP window
(Ai )shifting in steps of 0.5 ms. To
(3) compare
(Apop ) ∝of 10P ms
our computational results with the experimental ones,
i=1 the calcium response C(t) of each population
was estimated by considering a low-pass filter of the firing rate R(t) of the integrate-and-fire neurons:

				

τC

dC(t)
= R(t) − C(t)
dt

(4)Equation 4

With τC = 500 ms being the filter time constant. The relative fluorescence response ΔF/F0 was subsequently calculated from the modelled calcium response
C(t) using Equation 1.
2
F1 =

101

1/recall + 1/precision

d = 

µV − µAV

2 )/2
(σV2 + σAV

(5)

(6)

f (x) = γ + (1 − γ−)

2

1 + erf

Guido Meijer

σ−

√

2

(2)

Multisensory
integration
February
2019 in primary visual cortex and area AL

Hit-miss decoding

P (Apop ) ∝

n


P (Ai )

(3)

i=1 i

F − F0
(1)
∆F/F0 =
F0 neural responses for each trial at a given
Decoding of hit-miss behavior was performed by selecting

imaging frame. At every frame, 300 groups of 30 neurons were randomly drawn from the population
without replacement. Trial outcome (hitdC(t)
or miss) was classified using a Naive Bayes decoder with
= R(t) − C(t)
(4)
τC
dt
 (Pedregosa
 et al., 
Gaussian likelihood, as implemented in Scikit-learn
2011), averaged over a 5-fold
1
x−µ
√
(x) = γ + (1was
− γ−)
1 + erf
(2)
cross-validation. Decoding fperformance
assessed
2 by the F1σscore:
− 2
				
F1 =

2
1/recall + 1/precision
n

P (Ai )
P (Apop ) ∝

(5) Equation 5
(3)

i=1
Here, recall is the fraction of correctly classified miss
trials out of all miss trials and precision is
the fraction of actual miss trials out of all trials
− µAVwere classified as miss trials. The difference
µV which
d =  2
(6)
2
between V1 and AL decoding performance at(σeach
imaging
frame was determined by fitting a linear
V + σAV )/2
mixed effects model (Bates et al., 2015) with
fixed effect (V1-AL) and random intercept to accommodC(t)
= R(t) − C(t)
(4)
τC
dt drawn groups of neurons) nested within each animal
date for the multiple observations (randomly
(Aarts et al., 2014).

1

Neuronal d’

F1 =

2
1/recall + 1/precision

(5)

Whether a neuron exhibited cross-modal response enhancement or suppression was determined by
computing a neuronal d’ metric per neuron. This was calculated as follows:


µV − µAV

d = 2
						
(σ + σ 2 )/2
V

AV

(6)Equation 6

Where µV is the mean response of a neuron during visual-only trials, µAV is the mean response during
audiovisual trials and σ2V and σ2AV are the respective variances. The significance of response modulation was determined by permutation testing (5001shuffles of V and AV trial labels). If the absolute
d’ of a neuron was > 95th percentile of the shuffled distribution the neuron was deemed to have a d’
which was significantly higher than expected by chance (5% significance).

Statistics
For every statistical test we first checked whether the data were normally distributed using a Jarque-Bera test for normality (H=0: normal distribution). By default, we used parametric statistical testing, if
however, the Jarque-Bera test was significant (P < 0.05), we used equivalent non-parametric statistical
tests (Wilcoxon Rank Sum test for t test, Kruskal-Wallis for ANOVA). By default, values are reported
as mean ± s.e.m. and error bars and shading indicate s.e.m. in all figures.
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SUPPLEMENTARY METHODS
Computational model
To provide a mechanistical explanation for the observation that AL neurons were more responsive
to weak visual stimuli compared to V neurons (Fig. 2c) we created a computational model of V1-AL
connectivity (Fig. 2j-l). V1 (n = 400) and AL (n = 100) cells were connected in a feed-forward manner
and were modeled as leaky integrate and fire neurons:

		

τm

√
dV (t)
= Vrest − V + I(t) + τm ∗ σ ∗ ξ(t)
dt

(7)
Equation 7

Where tm = 20 ms is the membrane time constant, V(t) is the membrane potential, Vrest = -65 mV is
the resting potential, I(t) is the input to the network, ξ(t) is a Gaussian white noise of zero mean and
(8)
I(t) = I + I (t)
autocorrelation < ξ(t) ξ(t’) >= δ(t - t’), and σ =bg3 mVextis a parameter controlling the noise strength.
When the membrane potential reaches the spike threshold theta = -45 mV, a spike is emitted and the
membrane potential remains in the reset value Vrest = -55 mV for a refractory time period of tref =
√
dV (t)
5 ms.
= Vrest − V + I(t) + τm ∗ σ ∗ ξ(t)
τm
(7)
dt
N
1
V

J ∗ xj (t) ∗ δ(t − tsp
(9)
I(t) = Ibg +
j )
The input I(t) to V1 neurons, which has voltage
units when expressed
in this form, is given by:
j=1
√
dV (t)
= Vrest − V + I(t) + τm ∗ σ ∗ ξ(t)
τm
(7)
dt
				

I(t) = Ibg + Iext (t)

(8)
Equation 8

dx(t)
= 1 − x(t)
(10)
τD
dt
+
I
(t)
(8)
I(t)
=
I
ext current associated with visual stimulation
With the background input Ibg = 15 mV, and thebgexternal
is
√
dV (t)
= Vrest
τm
−V +
I(t)for
+ strong
τm ∗ σ(100%
∗ ξ(t)contrast) stimulus,
(7) and zero
Iext = 3 mV for a weak (threshold
level)
stimulus,
6
mV
N
V1
dt

outside of the stimulation time
window
input
to −
ALtsp
neurons is given by: (9)
J The
∗ xj (t)
∗ δ(t
+ 0.5 s.
I(t)
= Ibg of
j )
j=1

		

N
V1


I(t) = Ibg +
J ∗ xj (t) ∗ δ(t − tsp
j )
I(t) j=1
= Ibg + Iext (t)

Equation 9
(9)
(8)

dx(t)
= 1 − x(t)
(10)
τD
Where the background input to AL neuronsdtI(t) is Ibg = 14 mV combined with the synaptic strength J
(with a maximum synaptic strength of J = 0.1 mW), the available neurotransmitter resources xj(t) and
dx(t)
NV 1 = 1
the spike timing δ(t - tjsp) of all the V1 τneurons
.
(10)
D  N
V1 − x(t)
(9)
I(t) = Ibg + dt J ∗ xj (t) ∗ δ(t − tsp
j )

j=1
Synaptic short-term synaptic depression was
modelled according to the Tsodyks-Markram model
(Tsodyks & Markram, 1997) given by:
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dx(t)
= 1 − x(t)
dt

(10)
Equation 10
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Here x(t) is the fraction of available neurotransmitters and τD = 700 ms is the time constant of the
recovery of a synapse to baseline after stimulation. When a spike is emitted, the resources of the
corresponding synapse instantaneously decrease by a fraction of USE = 0.15 (note that the possible
values of x(t) range from 0 to 1).
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SUPPLEMENTARY FIGURES

Supplementary Figure 1 Mice showed low false alarm and lapse rates and fast reaction times. (a) Response rate during blank trials (False alarms), 100% contrast visual trials (V), 90 dB auditory trials (A)
and combined 100% contrast visual and 90 dB auditory trials (AV). Response rates for high intensity
stimuli was not significantly different for V, A, or AV trials indicating that mice were similarly motivated to respond to the different stimulus modalities (one-way ANOVA, P = 0.097, n = 9). (b) Reaction
times during high intensity stimulation (100% contrast / 90 dB), supra-threshold stimulation (all
staircase trials above the detection threshold) and sub-threshold stimulation (all staircase trials below
the detection threshold). Reaction times were faster for higher intensity stimuli (two-way ANOVA, P
< 10-4, n = 9). Mice responded significantly slower to visual-only stimuli compared to auditory-only
and audiovisual stimuli (two-way ANOVA with post-hoc Tukey Kramer, P = 0.0001, n = 9). There
was no significant difference between auditory-only and audiovisual reaction times.
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Supplementary Figure 2 Recording sites for V1 and AL per mouse. (a) A snapshot of the cranial
window of an example mouse which is used to map the vasculature pattern. (b) Functional map of
visual areas obtained by IOS during visual stimulation. (c) For the example mouse in a and b the snapshot of the cranial window overlaid with the IOS map allowed the targeting of two-photon imaging
to V1 (red dotted square) and AL (orange dotted square) using the vasculature pattern combined with
the IOS map as guidance. (d) IOS functional maps of all recorded mice with the location of V1 (red)
and AL (orange) imaging sites. In some mice only V1 or only AL was imaged because of insufficient
viral expression (M043), obstruction by the skull (M032) or blood vessels (M046).
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Supplementary Figure 3 IOS guided targeting of two-photon imaging allowed the recording of
the same neurons over days. (a) Imaging planes of four consecutive recording days of an example
recording site in V1. Four example neurons are indicated by green arrowheads and numbers. (b)
Neurons showed stable direction selectivity over recording days. Fluorescence responses to the three
directions of the drifting grating visual stimulus (100% contrast) of neurons labeled in a. Directions
were far enough apart so that no double selective neurons were found. Colors indicate recording day.
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Supplementary Figure 4 Hardly any neurons were activated during auditory-only stimuli in V1 and
AL. (a) Of the 3% auditory-only responsive neurons recorded in V1, 43% were activated only during
audio stimuli and not during visual or audiovisual stimuli (red) and 57% also responded to visual and
audiovisual stimuli (blue). No neurons responded to A-only and V-only but not AV or A-only and AV
but not V-only. (b) Peri-stimulus fluorescence traces of example V1 neuron from the auditory-only
category in a for auditory-only stimuli (A; red), visual-only stimuli (V; blue) and audiovisual stimuli
(AV; purple). Time t = 0 is stimulus onset, solid lines indicate mean over trials and shading indicates
s.e.m. (c) Example V1 neuron from the blue category in a. (d) Of the 2% auditory-only responsive
neurons recorded in AL, 50% were activated during audio-only stimuli and not during visual or
audiovisual stimuli (red) and 50% also responded to visual and audiovisual stimuli (blue). (e) Example
AL neuron of the red category in d. (f) Example AL neuron of the blue category in d. (g) Bayesian
decoding of stimulus presence as in Fig. 2h for audio-only stimuli. The ratio of trials reported to be
present by the decoder failed to approximate behavioral performance to audio-only stimuli of the
mice (dotted black line) both when the decoder was trained on population data from V1 (red) or AL
(orange). This was expected since the number of audio-activated neurons was too low. Solid line
indicates mean fit over mice.
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Supplementary Figure 5 Computational modelling predicts an initial V1-AL difference in spike rate
during high contrast visual stimulation. (a) Reduced scheme of the computational model used in Fig.
2h. (b) When providing weak input to the V1 neurons, AL neurons show a stronger spiking response
compared to V1 neurons, which matches experimental observation. (c) After transforming spike rate
into simulated fluorescence response, the V1-AL difference persists. (d) The model predicts that AL
firing rates are initially slightly higher compared to V1 firing rates when presenting a high contrast
visual stimulus. (e) The V1-AL difference in spike rates cannot be observed using calcium imaging
due to the low-pass filtering of the spike rates by the calcium signal.

Supplementary Figure 6 Hit-miss decoding is robust over multiple decoders, metrics, and group
sizes. (a) V1-AL differences in decoding of hit and miss trials as in Fig. 4k for three different decoders: Naive Bayes, Logistic regression, and Random forest. Decoder performance was assessed with
the area under the curve of the ROC curve (AUC) and the F1 score of correctly classifying trials
as either hit or miss trials. V1-AL differences during and after stimulus presentation were largely
consistent over decoders and metrics. The pre-stimulus differences were not robust over decoders
and metrics presumably because these differences arise from non-informative fluctuations in neural
activity which do not pertain to the stimulus. (b) Decoding results were robust for different group
sizes used in decoding. The V-AV difference in area coefficient was plotted for multiple group sizes
(group size indicated in the legend).
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Supplementary Figure 7 Pupil size, as proxy for arousal, cannot account for neural response differences between conditions. (a) The right eye of the mouse was filmed and pupil outline was detected.
Z-scored pupil size of 300 seconds of an example recording. At two time points the video frame with
detected pupil boundary is shown. (b) Pupil size centered at stimulus onset (t = 0) of high intensity
visual-only (V; blue), auditory-only (A; red) and audiovisual (AV; purple). Mean z-scored pupil size
was calculated per mouse and subsequently averaged over mice (solid line indicates mean over mice,
shading indicates s.e.m. over mice). The grey box indicates the first 500 ms after stimulus onset which
is the time window in which neuronal responses are probed. In this time window there was no significant difference between conditions (one-way ANOVA with post hoc Tukey-Kramer, P = 0.82, n =
9). Only hit trials are shown since there are almost no miss trials at high stimulus intensity. (c) Pupil
size per mouse for staircase trials (low stimulus intensity) in which the mice responded and received
a reward. No significant difference in pupil size between stimulus modality conditions was observed
in the 0-500 ms time window (one-way ANOVA with post hoc Tukey-Kramer, P = 0.16, n = 9). After
stimulus offset, during reward consumption (t = ~1-3s), the pupil shows a strong dilation compared
to when no reward was delivered. (d) No difference in pupil size between modalities for miss trials
(one-way ANOVA with post hoc Tukey-Kramer, P = 0.78, n = 9). (e) No difference in pupil size between hit versus miss trials in the 0-500 ms time window for visual-only threshold intensity stimuli
(paired t test, P = 0.80, n = 9). (f) Same as e for audiovisual stimuli (paired t test, P = 0.33, n = 9). (g)
There was a significant difference in pupil size between hit and miss auditory-only stimuli (paired t
test, P = 0.025, n = 9). However, no conclusions in this manuscript depend upon this comparison.
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ABSTRACT
Sensory neurons are often tuned to particular stimulus features, but their responses to repeated presentation of the same stimulus can vary over subsequent trials. This presents a problem for understanding the functioning of the brain, as downstream neuronal populations ought to construct accurate stimulus representations, even upon singular exposure. To study how trial-by-trial fluctuations
(i.e., noise) in activity influence cortical representations of sensory input, we performed chronic calcium imaging of GCaMP6-expressing populations in mouse V1. We observed that higher-dimensional
response correlations; i.e., dependencies in activation strength between multiple neurons, can be used
to predict single-trial, single-neuron noise. These multidimensional correlations are structured such
that variability in the response of single neurons is relatively harmless to population representations
of visual stimuli. We propose that multidimensional coding may represent a canonical principle of
cortical circuits explaining why the apparent noisiness of neuronal responses is compatible with accurate neural representations of stimulus features.
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INTRODUCTION
The presentation of stimulus features modulates the responses of single neurons in sensory cortex,
such that the outside world is represented in the activation pattern of neuronal populations. However,
the activity of single neurons shows substantial variability in spike rate and timing across repeated
presentations of the same stimulus (Faisal et al., 2008). This variability is often called neural noise
and poses a problem: how can animals react fast and reliably to sensory input when the stimulus representation would be noisy already at the first stage of cortical processing? It has been proposed that
neural circuits solve this problem by combining information from multiple neurons into a population
code. If the variability of neuronal responses were independent, higher precision of stimulus representation would be achieved by combining the responses of more neurons (Beck et al., 2008; Knill
and Pouget, 2004; Ma et al., 2006). However, neurons are often correlated in the variability of their
response to the same stimulus, which means that simple averaging is insufficient to achieve maximal
precision (Averbeck and Lee, 2006; Hansen et al., 2012; Lee et al., 1998; Vinje and Gallant, 2000).
The interdependency between responses of pairs of neurons (i.e., noise correlations) has been proposed to influence the amount of information that can be extracted from population codes in different ways, ranging from being beneficial to mostly irrelevant or harmful (Averbeck et al., 2006; Cafaro
and Rieke, 2010; Cohen and Kohn, 2011; Cohen and Maunsell, 2009; Ecker et al., 2011; Fiscella et
al., 2015; Herrero et al., 2013; Montijn et al., 2014; Seriès et al., 2004). Another aspect that complicates the study of noise correlations is that these correlations can be very heterogeneous in their size
and effects on population codes, depending on factors such as the nature of the presented stimulus
features, correlations between neurons other than the pair being studied, and differences in general
arousal state (Chelaru and Dragoi, 2014; Ince et al., 2013; Jazayeri and Movshon, 2006; Miller et al.,
2014; Moreno-Bote et al., 2014; Pitkow et al., 2015; Schölvinck et al., 2015). Therefore, presently one
of the most relevant challenges in neurophysiology is explaining how accurate sensory representations can be generated by neuronal populations in the face of instantaneous single neuron response
fluctuations.
Pairwise dependencies might be important for neuronal populations that represent sensory information, but it has been hypothesized that the underlying structure of neural responses may be multidimensional – i.e., dependent on interactions between more than two neurons (Franke et al., 2016;
Kanitscheider et al., 2015; Latham et al., 2003; Pasupathy and Connor, 2002; Pillow et al., 2008;
Schneidman et al., 2006). A related computational problem in natural vision holds that many features
are present simultaneously, and these features are thought to be represented with high fidelity by
ensembles of neurons in early sensory areas (Baddeley et al., 1997; Eichhorn et al., 2009; Froudarakis
et al., 2014; Kayser et al., 2003; Vinje and Gallant, 2000). Such concurrent representation of multiple
stimulus features is known to exist in higher visual and non-visual brain areas (DiCarlo et al., 2012;
Sigala et al., 2008; Stokes et al., 2013), but it is currently unknown whether multidimensional coding
is used in primary visual cortex (V1) to enable efficient representations of natural scenes. Moreover,
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long-term stability of these codes and their correlation structure is required for many of the aforementioned models of the cortex to be neurophysiologically plausible, and the extent of this temporal
stability is as yet unknown.
We therefore set out to investigate two important factors in the interaction of correlated variability
with population coding: 1) the stationarity of correlations over time, and 2) the presence and potential
use of higher-dimensional correlations in population coding. For instance: can responses of neuronal
triplets be described well by the pairwise interactions of its members or not; and if not, what might
be the use of higher-dimensional interactions? We recorded long-term (> 4 weeks) neuronal responses to drifting gratings and natural movies from the same populations of L2/3 (cortical layer 2/3)
V1 neurons in awake mice using GCaMP6 calcium imaging (Chen et al., 2013). Our data show that
neuronal responses are variable across trials, but relatively stable across days. We observed that multidimensional correlations are of critical importance for the efficacy of population codes by restricting
variability to those directions in neural space that are perpendicular to the axes coding for stimulus
features. Moreover, these correlations can be used to predict up to half of the instantaneous noise
in single neuron activity. We conclude that much of the trial-by-trial fluctuations shown by individual
neurons is not noise at all, but might be functionally important for the neuronal population code of
sensory input.

METHODS
Experimental protocols and data preprocessing
Detailed information on experimental protocols and data preprocessing is available in the Supplemental Experimental Procedures. In short, we used 14 C57BL/6 wild type mice in this study: nine
mice were recorded over several weeks, five within a single day. All experimental procedures were conducted with approval of the animal ethics committee of the University of Amsterdam. Two-photon
calcium imaging was performed with a 512 x 512 pixel frame size at a sampling frequency of 12.7Hz
on a modified Leica SP5 confocal system with a wavelength of 880-910 nm to excite GCaMP6 molecules after virally-induced expression in L2/3 of mouse V1. Visual stimuli were either bidirectionally-moving square-wave drifting gratings (60 retinal degrees, 0.05 cycles/degree, temporal frequency
1 Hz, duration 3 seconds with direction reversal after 1.5 seconds, ITI 5 seconds), or natural movies
presented at 25Hz that consisted of four scenes taken from the BBC’s Earthflight (Winged Planet)
- Condor Flight School. Each presentation lasted 20 seconds, was repeated 31 times per recording
session and no interval was present between repetitions. The first presentation was discarded to avoid
onset effects and thus all analyses were performed on the remaining 30 repetitions per session. All
stimuli were presented on a 15 inch TFT screen with a refresh rate of 60Hz positioned at 16cm from
the mouse’s eye, which was controlled by MATLAB using the PsychToolbox extension (Brainard,
1997; Pelli, 1997). Data were x-y registered, manually checked for movement artifacts along the z-axis,
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and ROIs were semi-automatically selected using custom MATLAB software. Mice were awake during all recordings and the visually stimulated eye was monitored with an infrared camera. When necessary, t-test p-values were corrected for multiple comparisons using a false discovery rate (FDR) procedure (Benjamini & Hochberg). Pairwise noise and signal correlations were calculated as described
previously (Montijn et al., 2014; see also Supplemental Experimental Procedures for more details).

Multidimensional population code stability
In addition to pairwise interactions, we tested the stability across days of multidimensional neuronal
representations of oriented gratings (Fig. 3). We calculated, for the same stimulus orientation, the Euclidian distance in multidimensional space between population responses on different recording days
as follows. For each trial t, the population response can be represented as a multidimensional vector
rt = [r1 … rN], where r is neuronal activity in dF/F0 (mean over frames during stimulus presentation
per neuron) and N is the number of neurons. The average population response µθ for orientation θ is
the mean over all repetitions for that orientation. For each orientation, we normalized the Euclidian
distance dθ,τ1,τ2 between the µθ for two recording days τ1 and τ2 by the mean distance across repetitions within those recordings:

d , 1 2
d' , 1, 2 
								
d , 1  d , 2 / 2





Equation 1

A value of 1.0 indicates that the distance in population representation between days is the same as the
variability in responses within one day. We averaged the distance across all orientations to get one value per recording pair. To be able to fit an exponential decay function to this distance, we transformed
it into a similarity metric sMD:

'
sMD
1, 2  1  d 1, 2

Equation 2

Now, for a similarity of 1.0 the population response distance is 0.0 (i.e., the population responses are
identical), and for a similarity of 0.0 the variability is equal within- and across-days. To study different
dimensionalities, we subsampled the total population 100 times, and averaged the mean Euclidian
distances obtained from the neuronal groups of the same size (e.g., for dimensionality three, we took
the mean Euclidian distance across 100 triplets of neurons).

Mahalanobis Analysis of Group-wise Multidimensional Activity decoder
To investigate neuronal response interdependencies within groups larger than pairs, we constructed a
multidimensional decoder that classifies trials by minimizing multidimensional Mahalanobis distances
to stimulus classes, where each neuron’s activity represents a dimension (i.e., similar to a quadratic
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discriminant analysis; QDA). Because the Mahalanobis distance normalizes multidimensional (co-)
variability, the optimal inter-class separation boundaries are linear hyperplanes in Mahalanobis space
(but not necessarily in normal response space; compare fig. 4a with fig. 4e; De Maesschalck et al.,
2000). We calculated the Mahalanobis distance Dθ(t) between the population activity rt of each trial t
(as above) and the mean population activity µθ for stimulus class θ, where each dimension represents
a single neuron in the population:

D  t  

 rt   

T

S 1  rt   

Equation 3

Here, T indicates the vector transpose and Sθ -1 is the inverse of the covariance matrix over all
neurons for stimulus θ. We repeated this procedure for all stimulus classes (e.g., eight grating orientations), yielding Mahalanobis distances for all combinations of trials and stimulus types. The decoded stimulus type for a trial t is the class θ with the lowest Mahalanobis distance D(t). We used a
leave-one-repetition-out (cross-validation) procedure where the class means and covariance matrix
were calculated with exclusion of the to-be-decoded repetition block consisting of all stimulus types
(i.e., grating orientations or natural movie scenes/frames).
When the neuronal group size (number of dimensions) grows, the number of possible combinations grows beyond exponentially. We therefore performed a decoding procedure for all neuronal
group sizes while integrating information from different numbers of groups by taking the sum of
Mahalanobis distances to all stimulus classes over neuronal groups (fig. 4b). We observed a saturation
of performance around ~60-80 groups of neurons, indicating that adding more random groups of
neurons will no longer increase the amount of information that can be extracted. For further analyses
we therefore used the decoder’s performance when integrating up to 100 random groups of neurons
and assumed this performance to reflect the maximal amount of information that can be extracted
(e.g., fig. 4c,d).

Multidimensional response variability and noise prediction in natural movies
More information on these procedures can be found in the Supplemental Experimental Procedures.
In short, to assess multidimensional neuronal variability, we calculated the distance in neural space orthogonal and parallel to decision boundaries between adjacent orientations (θ1,θ2) (eq. S9,S10). The
variability is given in standard deviations (units of dF/F0) across repetitions of the same orientation.
To control for biases across animals and across dimensionalities, we normalized the raw variability by
the variability obtained after shuffling.
We performed a leave-one-repetition-out cross-validated prediction of across-repetition neuronal
response noise of the same movie frame to ascertain the “noisiness” of neuronal responses. To do
so, we fitted a multivariate Gaussian of varying dimensionality (i.e., number of neurons) and used as
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Figure 1. Neural activity of the same GCaMP6 expressing neurons was recorded over the course of
multiple weeks in awake mouse primary visual cortex. a, A double layered coverglass prevented skull
regrowth during chronic imaging 61. b, Top, the same neuronal population could be imaged over a
period of multiple weeks. Bottom, the time line of an example animal showing viral injection, intrinsic optical signal (IOS) imaging and subsequent two-photon GCaMP6 imaging sessions. c, Tuning
of color coded neurons from panel b for the three example sessions shows that orientation tuning
remains relatively stable over this time period. d, Example dF/F0 traces of the four neurons in panel
b (depicted by colored dot) show that responses to square-wave drifting gratings of single neurons
are variable across subsequent repetitions. Stimulus presence is depicted by colored bars, with each
color representing a different orientation (left). Boxplots on the right-hand side show the distribution
of responses in dF/F0 for each neuron’s preferred and one of the neighboring orientations (-22.5
degrees) with colored numbers indicating the percentage overlap between these distributions due to
trial-by-trial variability. e, During trials where the animal’s pupil size was larger than average – an often
used proxy for increased arousal –, neuronal responses were larger (mean; top, **, p<0.01), more variable (SD; middle, **, p<0.01) and more strongly correlated (noise corr.; bottom, *, p<0.05). Moreover,
the effect size (Cohen’s D) for increase in variability (0.71 ± 0.16 (mean ± SEM)) was larger than
for increase in mean (0.20 ± 0.09 (mean ± SEM) (paired t-test of Cohen’s D values across animals,
p<0.005).) f, Same as d for natural movies, each vertical band represents one movie repetition. Different shades serve visualization purposes only.
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read-out the most likely response of neuron N, given the neuronal response vector of neurons [1 –
(N-1)] during that repetition for the fitted multivariate Gaussian.

RESULTS
Neuronal responses are variable across trials, but tuning is stable across days
We performed chronic GCaMP6m imaging in V1 L2/3 of awake mice to study the variability in responses of neuronal populations to drifting gratings (n=9 mice recorded long-term over 2-5 weeks)
and natural movies (n=4 mice recorded long-term, n=5 mice recorded short-term on a single day;
fig. 1a). We found that the orientation tuning and responses to natural movies of many neurons
were reliable over this period (fig. 1b-f). However, some neurons were non-responsive, non-tuned or
extremely variable in orientation responses across trials and recording sessions. Such neurons might
be located at the edge of the focal plane in some recording sessions and therefore show unreliable
responses, or might be non-responsive to visual stimulation by our drifting gratings. We therefore excluded these from further analyses and included only neurons that showed a non-random orientation
preference across days (for long and short-term recordings respectively, on average 48% of 43-158
neurons and 55% of 130-181 neurons per mouse were consistently tuned to orientation across recording sessions) (fig. S1, S2). Although tuning to the orientation of drifting gratings was stable over
days for many neurons, the responses of these stable neurons for subsequent trials of the same orientation were still variable (fig. 1d). We hypothesized that some of this variability might be related to
the behavioral state of the animal. As pupil size is positively correlated with arousal (Bradshaw, 1967;
Coull et al., 2004; Vinck et al., 2015), we performed eye-tracking during neurophysiological recordings (fig. S3), and found that during trials where the mouse’s pupil size was large, neuronal responses
showed a higher variability (standard deviation) across repetitions to the preferred orientation, as well
as increased noise correlations, despite similar levels of mean activity (fig. 1e, fig. S3).
We aimed to better quantify the observation that variability can be high across trials mere seconds
apart, whereas tuning similarity is stable across days (fig. S4). We therefore calculated noise and signal
correlation matrices for each recording session. This splits the neuronal responses into a signal component that encodes grating orientation (fig. 2a,b) and a noise component that reflects trial-by-trial
fluctuations (fig. 2c,d). The stability of the population response can be approximated by calculating
the Pearson correlation between pairs of signal correlation matrices recorded during different sessions. Analysis of signal correlation (SC) versus the inter-recording time in days (fig. 2b) yielded three
main results. First, when two sessions were recorded on the same day (inter-recording time was zero
days), the correlation between these recordings was relatively high (r = 0.52 ± 0.088, mean ± SD),
but clearly far from identical (r=1.0). This means that pairwise neuronal responses to the same stimuli
across repetitions are defined to a large degree by short-term fluctuations that occur in the order of
minutes to hours. Secondly, longer time intervals in the order of days decrease correlations at a much
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Figure 2. Pairwise response structures are relatively stable over time, but show a slow exponential
decay. a, Signal correlation matrix of the same population of neurons recorded during two example
sessions ten days apart. Note that the analyses in the main text pool sessions across days. Neurons are
sorted by their average preferred orientation across all sessions as depicted by the color bar (degrees).
b, Left hand panel; pairwise correlations of signal correlation matrices of all sessions of one animal
plotted as a function of their inter-recording interval in days. The color of each point represents the
average amount of days that has passed since the first recording day. This shows that effects do not
depend on the number of days passed. The red line is a fitted exponential decay function of which
the half-life is shown in the top left corner. Right hand panel; the signal correlation decay functions
per animal (grey) and the mean across animals (red). c,d, Same as a,b, but now for noise correlations.
e, Half-lives of signal (SC) and noise (NC) correlations are around 40 days and are not significantly
different between the two (paired t-test of half-life decay times, n=9 animals, SC-NC, p=0.703, n.s.).
Blue bars show mean ± SEM across animals.

slower pace. Even after an interval of a month the correlations were well above zero (one-sample
t-test across four recording pairs with largest time intervals, mean interval 29.8 days, p<0.01) (fig. 2b).
After fitting the data with exponential decay functions, we found that signal correlation half-lives
were similar across animals (mean ± SEM half-life across mice; 37.3 ± 10.8 days). Thirdly, when
repeating these analyses for across-recording similarity in noise correlations (NC), the effects were
comparable in form and magnitude. We found that r was 0.48 ± 0.097 (mean ± SD) for recordings
made on the same day, and that the mean ± SEM of half-life across mice was 41.1 ± 6.0 days (fig.
2d,e; paired t-tests of half-lives; SC-NC p=0.703). These results suggest that correlation structures are
relatively stable over time, showing a slow decay, in line with previous reports of multi-day stability
of orientation tuning (Chen et al., 2013; Lütcke et al., 2013; Mank et al., 2008). However, these results
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Figure 3. High-dimensional population codes are more temporally stable than low-dimensional population codes. a, Pairwise population code stability computed using the multidimensional metric (see
Experimental Procedures). Left: example animal, showing similarity per pair of recordings as a function of inter-recording period. Right: pairwise stability of all animals, showing a mean half-life of 62.0
days. The red line is the overall fit of points of all animals combined. b, Analysis of code stability
performed for different dimensionalities, normalized per animal to the half-life at maximum dimensionality (100%). Population codes are more temporally stable as higher-dimensional representations
are taken into account. c, Quantification of b, showing that for all animals high-dimensional codes
were more temporally stable than low-dimensional codes (122.1% ± 3.9% (mean ± SEM at maximum
dimensionality) of pairwise half-life decay times set to 100%; t-test, p < 0.001; ***).

also indicate that there are large fluctuations in pairwise noise and signal correlations in the order of
minutes to hours (cf., fig. S4,S5).
Next, we asked whether higher-dimensional representations would be similarly stable over days. We
calculated a multidimensional population code similarity, based on the distance between neural representations of the same orientation on two different recording days (the number of dimensions in
this approach equals the number of neurons; see Experimental Procedures). The similarity has a maximum of 1.0 and is normalized by the average trial-by-trial variability in multidimensional representations of the same orientation. A value of 0.0 indicates that representations of the same orientation
are as distant as the mean trial-by-trial variability within those recordings. First, we performed this
procedure for pairs of neurons, each time averaging across 100 randomly selected groups. After fitting the data with an exponential decay function, we found that this metric’s similarity was 0.51 ± 0.04
(mean ± SD)) for recordings on the same day, and that the mean ± SEM of the half-life across mice
was 62.0 ± 9.2 days (fig. 3a). Next, this procedure was repeated with different group sizes (i.e., triplets,
quadruplets, etc.), yielding a half-life for each dimensionality. Analysis of half-lives as a function of
dimensionality showed that high-dimensional representations of visual stimulus orientation are more
temporally stable than pairwise representations by the same populations (fig. 3b). We observed a very
consistent within-animal effect, where high-dimensional codes were more stable than pairwise codes
(fig. 3c; t-test of high-dimensional half-lives normalized to pairwise; p<0.001), although raw half-lives
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were quite variable across animals (mean ± SEM of half-life decay times; at pairwise: 62.0 ± 9.2; at
maximum dimensionality: 74.4 ± 10.3 days).

Neuronal populations encode stimulus orientation in higher-dimensional
space
Earlier work has demonstrated that non-zero spike-count correlations between pairs of neurons can
lead to higher-dimensional network states that are hard to predict from pairwise correlations (Schneidman et al., 2006). Therefore the multidimensional correlation structure of a neuronal population
could in principle contain much more information than might be apparent from the responses of
pairs of neurons. It is currently unknown whether neurons in mouse visual cortex encode stimuli in
a lower-dimensional (e.g., pairwise) way, or whether stimuli are represented in a multidimensional response space that cannot be inferred from lower-dimensional statistical interdependencies. To investigate the potential of multidimensional population coding, we created a Mahalanobis-distance based
decoder that assumes multivariate Gaussian responses and can be used for any number of dimensions
(i.e., a variant of a quadratic discriminant analysis; fig. 4a; see fig. S6 for analysis of this assumption).
We used Mahalanobis space, because this normalizes all variability, even across multiple dimensions,
regardless of its direction (see Experimental Procedures). This means that Mahalanobis space automatically incorporates multidimensional correlations. The variability normalization also means that
decision boundaries between stimulus classes are always linear in Mahalanobis space (but not necessarily in non-normalized response space; e.g., compare fig. 4a with fig. 4e; De Maesschalck et al.,
2000). This simplifies the neural computations necessary to optimally extract information from a
population code, assuming that neural circuits can perform response normalization (Carandini et al.,
1997; Lee and Maunsell, 2009; Montijn et al., 2012; Reynolds and Heeger, 2009; Ringach, 2010) and
decorrelation (Wiechert et al., 2010).
Using this decoder, we performed a bootstrapping procedure of orientation decoding for all dimensionalities, where the dimensionality is defined as the number of cells within one randomly drawn
group of neurons. We integrated information ranging from 1 to 100 groups (i.e., samples) of neurons
of different sizes (i.e., dimensionalities), ranging from 2 to 14 neurons per group (see Experimental
Procedures; fig. 4b). This analysis showed that the decoder’s performance saturated at around ~60-80
randomly drawn groups of neurons for all dimensionalities and all mice, so we performed all further
analyses with the integration of 100 different random groups for each dimensionality.
To quantify the effect of experimentally measured correlations on neuronal population codes, we
compared the decoder’s performance on the real data to its performance on shuffled data sets, where
trials were randomized across repetitions of the same stimulus type. This procedure preserves stimulus tuning, but destroys noise correlation structures, and therefore allows the identification of effects
that are only due to noise correlations of a certain dimensionality. For independent decoding (i.e., a
dimensionality of one) there was no difference between shuffled and non-shuffled data sets (orienta122
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Figure 4. Trial-by-trial responses of neuronal populations encode stimulus orientation more accurately when taking into account higher-dimensional correlations within the population. a, Example
pairwise response to all stimulus orientations showing Mahalanobis-distance based decision boundaries between stimuli. b, Bootstrapping procedure for cross-validated (CV) decoding of stimulus
orientation shows increasing accuracy when integrating the information from different numbers of
randomly selected groups of neurons that saturates around 60 groups (i.e., samples). Differently
colored lines show this effect for different dimensionalities (group sizes of 2, 6, 10 and 14 neurons).
c, Percentage increase in decoding performance when using real noise correlation structures, relative
to the performance when noise correlation structures are destroyed by randomly shuffling trials of
the same stimulus class per neuron. The curve shows the mean ± SEM across animals (n=9) (x-axis;
Dimensionality). d, Quantification of panel c; taking into account higher dimensional correlation
structures allows a larger percentage of errors to be corrected, when compared to decoding using
shuffled data sets (mean ± SEM) (paired t-tests, Independent vs. Pairwise; p<0.05, Independent vs.
Asymptote; p<0.005, Pairwise vs. Asymptote; p<0.005). Unshuffled performance is not higher than
shuffled when assuming independent responses, but it is higher using pairwise or higher dimensional
correlations (t-tests vs. 0, Independent; p=0.546, n.s., Pairwise; p<0.005, Asymptote; p<0.001). This
means that information on stimulus orientation is (at least in part) encoded within higher dimensional correlation structures. e, Z-score normalized responses for two neurons (N15 and N30) from an
example session to two adjacent stimulus orientations (67.5 degrees (blue dots) and 90 degrees (red
dots)). The black line shows the decision boundary based on Mahalanobis distance to the mean orientation responses across repetitions (black line is slightly non-linear due to a close, but non-perfect
correspondence between Mahalanobis space and z-score normalization). f, For the example data
from the neurons in panel e, the variability across trials is larger parallel to the decision boundary
than orthogonal to it (see panel h for quantification). Large distance in normalized neuronal response
space orthogonal (but not parallel; grey lines) to the decision boundary can impair stimulus coding,
because it could lead to the trial ending up on the other side of the boundary. g, Proposed functional
consequences of differential variability orthogonal and parallel to decision boundaries in multidimen-
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sional population responses; two stimulus classes (yellow and brown spheres, e.g. orientations of 67.5
and 90 degrees) are separated by a linear decision hyperplane. When the population response to a
stimulus is variable orthogonal to the decision boundary this impairs the precision of orientation coding (red arrow), because it results in representing a different orientation; therefore all non-orientation
related modulations (e.g., arousal, learning effects) would ideally occur only parallel to the decision
boundary (green arrows). h, Experimentally measured variability in high-dimensional space (mean ±
SEM of maximum dimensionality: 45.1 ± 6.5, n=9 animals) is indeed higher parallel than orthogonal
to decision boundaries between neighboring orientations when compared to shuffled distributions
(paired t-test, p<0.005). All panels: Asterisks indicate statistical significance; * p<0.05; ** p<0.005;
*** p<0.001.

tion decoding accuracy, mean ± SEM across animals: 49.5% ± 4.1% for shuffled, 50.5% ± 3.6% for
non-shuffled; errors corrected over shuffled: 1.2% ± 2.0%; paired t-test, p=0.336), but the decoding
of stimulus orientation gradually improved based on the higher-dimensional structure present in the
recorded data (fig. 4c; accuracy at dimensionality 15: 44.7% ± 4.2% for shuffled, 53.2% ± 4.0% for
non-shuffled; errors corrected over shuffled: 15.8% ± 2.0%; paired t-test, p<0.001).
We fitted a half-logistic growth function to the observed performance across dimensionalities 2-15
and calculated the asymptotic performance that would hypothetically be reached (see Experimental Procedures). Asymptotic performance showed an even larger difference between shuffled and
non-shuffled performance than independent and pairwise performance, suggesting that V1 neuronal
populations indeed encode unique information in high dimensional space that cannot be inferred
using lower-dimensional representations (fig. 4d). This effect is not due to simply taking information
from more neurons; if this were the case, decoding performance for any dimensionality (especially
the low-dimensional ones) would not saturate around ~60-80 random groups (fig. 4b) and – more importantly – there would be no difference between shuffled and non-shuffled decoding performance
(fig. 4c). This within-dimensionality saturation effect combined with the across-dimensionality increase in performance shows that additional information on stimulus orientation is encoded in higher-dimensional neuronal response space that is not present in a lower-dimensional space. Moreover,
the effect was present when using a range of different time windows, showing that multidimensional
coding is not dependent on particular epochs during stimulus processing (fig. S6l).

Multidimensional response variability is structured to reduce impairment of
orientation coding
As with any classification problem, variability orthogonal to a decision boundary increases the likelihood that a stimulus is misclassified, while variability parallel to decision boundaries is irrelevant for
the classification of a stimulus pair (fig. 4e). We therefore tested whether neuronal circuits might be
more variable along dimensions that are not relevant for coding primary stimulus features (i.e., orientation for V1) (fig. 4f). In a higher-dimensional space with N neurons, all instances of a stimulus
feature (i.e. orientation) can be captured within a single curve. In this case, a line tangential to the
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orientation coding curve exists for each particular orientation. Movement along this line corresponds
to a shift in the encoded stimulus orientation, while all N-1 other possible directions are irrelevant for
encoding orientation of that stimulus. These other dimensions may then be used to represent other
stimulus features, such as contrast and spatial frequency, or for modulatory effects such as attention,
arousal or other factors, without interfering with the encoding of orientation (fig. 4g).
We tested the non-uniformity of variability in higher dimensional space by calculating the across-repetition variability orthogonal and parallel to decision boundaries for all pairs of adjacent stimulus
orientations (see Experimental Procedures). As before, we compared this variability to the shuffled
variability, where correlation structures are destroyed. Our data show that variability is higher parallel
than orthogonal to decision boundaries across all animals, suggesting that variability occurs more
in directions that do not impair orientation coding, rather than in those that do (paired t-test, n=9,
orthogonal vs. parallel variability, p<0.005; fig. 4h, fig. S7a-d).

Single-trial natural scene decoding is more reliable when using highdimensional correlations
To test whether our previous observations apply to natural scenes that contain higher order statistical visual features not present in drifting gratings, we presented movies from the BBC’s Earthflight
(Winged Planet) - Condor Flight School (fig. 5a) to 9 mice (see Supplemental Experimental Procedures). These movies consisted of four distinct scenes that elicited reliable time-locked responses
across repetitions over several weeks (fig. 5b). Similarly to orientation decoding, we found a saturation
of accuracy for scene decoding around ~60-80 randomly drawn groups of neurons (fig. 5c), and performed all further analyses integrating information from 100 random groups of neurons.
Overall, decoding was more accurate for scene identity than for grating orientation, possibly because
we used only four distinct scenes instead of eight different orientations, and because distinct natural
scenes differ in more visual properties than gratings do. The improvement in decoding accuracy relative to the shuffle control also increased for natural scenes as a function of dimensionality, confirming
the results for oriented gratings (fig. 5d). However, for natural scenes, we found that low dimensionalities (up to ~10) showed worse decoding performance for unshuffled than shuffled data sets
(scene decoding accuracy for dimensionality 1, mean ± SEM across animals: 84.0% ± 6.7% for shuffled, 81.5% ± 6.2% for non-shuffled; errors corrected over shuffled: -88.4% ± 37.6%; paired t-test,
p<0.05), suggesting that lower dimensional correlations impair natural scene coding (they might for
example reflect common input noise; see also (Abbott and Dayan, 1999; Ecker et al., 2010; Kohn and
Smith, 2005; Sompolinsky et al., 2001; Zohary et al., 1994). Higher dimensionalities did not show this
effect (scene decoding accuracy for dimensionality 40, mean ± SEM across animals: 79.4% ± 6.4%
for shuffled, 80.7% ± 6.4% for non-shuffled; errors corrected over shuffled: 10.3% ± 3.8%; paired
t-test, p<0.05, suggesting more reliable scene decoding when taking into account higher-dimensional
correlation structures as compared with lower-dimensional correlation structures (fig. 5e) (paired

125

Higher-order correlations enhance population code reliability

Figure 5. Analysis of neuronal responses to natural movies with distinct scenes confirms the reliability of neural activity in higher-dimensional space under more ecologically valid viewing conditions.
a, Depiction of a single natural movie trial containing four different scenes (durations: scene one and
three, 3.6 seconds; scene two and four, 6.4 seconds). Each presentation lasted 20 seconds and was
repeated 31 times per recording session. b, Six example neurons from the same population showing
stable responses over several weeks of recording (n=7 sessions of 31 repetitions each). Grey lines
indicate scene transitions. For all recordings, the first repetition was excluded from further analyses
to avoid onset responses. c, Decoding of scene identity (n=4 scenes; chance level 25%) shows saturated responses after integrating ~60 groups (i.e., samples) similar to fig. 3b. d, Percentage increase in
cross-validated (CV) decoding performance when using real correlation structures, relative to shuffled (as fig. 3c). The curve shows the mean ± SEM across animals (n=9 mice). e, In contrast to
orientation decoding, performance decreased when using non-shuffled distributions for low dimensionalities, but increased for high dimensionalities (paired t-tests; Independent-Pairwise; p=0.108, n.s.,
Independent-Asymptote; p<0.05, Pairwise-Asymptote; p<0.05). This suggests that lower-dimensional
correlations impair natural scene decoding, potentially reflecting common noise, but that higher-dimensional correlations increase scene separability. The lower effect size for natural scenes than orientations might be due to a ceiling effect of decoding performance (>95% accuracy, see panel c). f,
Similar to orientation coding, population response variability for natural movies was lower orthogonal
than parallel to multidimensional decision boundaries (p<0.05). All panels: Asterisks indicate statistical significance; * p<0.05.

t-tests; Independent-Pairwise; p=0.108, n.s., Independent-Asymptote; p<0.05, Pairwise-Asymptote;
p<0.05). As for drifting gratings, we found that for distinct natural scenes the variability orthogonal
to decision boundaries was lower than parallel to these boundaries (paired t-test, p<0.05) (fig. 5f, fig.
S7e-h).
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Figure 6. Frame-by-frame multidimensional analysis of natural movie responses shows increased
instantaneous decoding performance when using higher dimensional correlations. a, Example mean
response trajectory (normalized between 0 and 1) of a triplet of neurons to a 20 second long movie
presentation. The width of the tube is scaled to the standard deviation across repetitions (0.1σ). The
red arrow marks the direction of time. b, Cross-validated decoding output of natural movie frames
as confusion matrix using maximum dimensionality of an example animal. c, Mean squared error
(MSE) in milliseconds across movie frames for decoding with independent (Indep.; red), pairwise
(Pairwise; blue) and maximal dimensionality (Max. dim.; black) responses. d, Difference in confusion
matrices between shuffled and real decoding output (shuffled – real), illustrating the quantification
method used in e. e, Decoding using high dimensional correlations in unshuffled responses is more
temporally accurate than when using shuffled responses, while for low dimensionalities decoding was
more temporally accurate using shuffled responses (n=9 animals, paired t-tests; Independent-Pairwise; p<0.005, Independent-Asymptote; p<0.005, Pairwise-Asymptote; p<0.05). Asterisks indicate
statistical significance; * p<0.05, ** p<0.005.
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Figure 7. Almost half of all trial-by-trial fluctuations (i.e., “noise”) in the response of single neurons
can be predicted from the rest of the neuronal population when using high, but not low, dimensional
correlations. a, At each acquisition frame during natural movie viewing, the neuronal population activity can be represented as a multidimensional point relative to that population’s multivariate Gaussian response across repetitions of the same point in time during the movie. For a given neuron (e.g.,
“neuron 1”) it should be possible to predict the “noise” (i.e., the instantaneous offset relative to its
mean response) when the activity of the rest of the population is known (in the example illustrated
by neuron 2). At a single frame, for each population activity vector of [1 … N] neurons, the most
probable activity of neuron N can be read out from the N-dimensional multivariate Gaussian based
on all other presentations of this movie frame. b, Example neuron showing highly variable responses
across repetitions of the same natural movie (top). Mean ± standard deviation of responses across
repetitions (bottom). Green dotted line shows the movie frame (#221) where this neuron was most
highly active. c, Example of noise prediction for frame 221 of the neuron in b, showing recorded
neural activity across repetitions (black), prediction using correlations of 100 pairs (blue), and using high-dimensional correlations (red). d, Pairwise correlations can predict only a small amount
of single neuron response noise, and tend to regress to the mean level of activation (R2=0.106). e,
Using high-dimensional correlations (example shows dimensionality 14), this neuron’s “noise” is very
predictable (R2=0.685). f, Average noise prediction across neurons that were responsive to natural
movies shows that using high-dimensional correlations allow a much better prediction of a neuron’s
“noise” than using only low-dimensional correlations. Note that at very high dimensionalities (typically >30-40) the multivariate Gaussian is ill-defined due to an insufficient number of repetitions,
explaining the plateau and eventual performance decline. g, Example of a neuron illustrating that
subsampling the number of repetitions included in noise prediction at dimensionality 40 allowed an
extrapolation of the performance with higher numbers of repetitions than were available. h, Maximal
actual prediction (Max. Pred.) and extrapolated performance (Extrap.; asymptote) show similar levels
of noise prediction (paired t-test, Max. Pred. vs. Extrap, p=0.072, n.s.): just under half of a neuron’s
“noise” can be predicted from the responses of the neuron’s surrounding population when using
high dimensional correlations. These predictions were significantly higher than using only pairwise
correlations (t-tests, Max. Pred. vs. Pairwise and Extrap. vs. Pairwise, both p<0.001). Noise prediction of data sets obtained on a single day was not significantly different from those recorded across
multiple weeks (t-test, across vs. within days, p=0.915, n.s.). Asterisks indicate statistical significance;
*** p<0.001.
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Apparent noise is predictable in higher-dimensional space
In natural vision the projection of the outside world on the retina is constantly changing, and therefore the neural code representing the outside world should also differ over time within and not only
between natural scenes. The multidimensional neural representation of the 20 second long stimuli
can therefore be visualized as a curved trajectory through neural space (fig. 6a). The farther apart
two points are on this curve, the better segregated are their corresponding neural representations.
One way to study the reliability of such representations over repetitions of the same sequence is to
perform a cross-validated decoding procedure on all time-points (single data acquisition frames) and
trial repetitions. This yields a confusion matrix that can be used to visualize the decoder’s performance (fig. 6b). The mean squared errors (MSE) of this example animal’s confusion matrices suggest
an improved accuracy with higher dimensionality (fig. 6b-d; Independent; MSE=131 ms, Pairwise;
MSE=126 ms, Maximum Dimensionality, MSE=99 ms).
However, the MSE is sensitive to outliers, so we proceeded to quantify the decoder’s performance
with the temporal inaccuracy as full-width at half maximum (FWHM) of the temporal uncertainty
around the actual frame. We compared this uncertainty for unshuffled data sets to shuffled data sets,
and, as before, found that while independent and pairwise performance was better with shuffled than
unshuffled data sets, maximum-dimensional performance was higher with the correlation structures
intact (fig. 6e; paired t-tests across animals (n=9); Independent-Pairwise, p<0.005, Independent-Asymptote; p<0.005, Pairwise-Asymptote; p<0.05). We conclude that high dimensional correlations
enhance population code accuracy for drifting gratings, as well as scene-based and instantaneous
time-based representation of natural movies. The increased temporal decoding accuracy using higher
population response dimensions suggests that “stimulus classes” (i.e., frames in the natural movie) are
well separated, but this does not necessarily mean that noise is predictable.
We hypothesized that ‘random’ fluctuations in the stimulus-driven response at the level of single
neurons (i.e., neural noise) might in fact be predictable when higher-dimensional interrelations between neurons are taken into account. We therefore calculated for each individual trial and neuron
the most likely variability in dF/F0 activity based on the activity of all other neurons at that point in
time (see fig. 7a-e and Experimental Procedures). When we predicted this instantaneous neural noise
for different dimensionalities, we found that pairwise correlations could be used to explain about 5%
of the trial-by-trial variability in neuronal responses (fig. 7f-h). However, at maximal dimensionalities
almost half (~45%) of all instantaneous trial-by-trial neural noise was predictable (fig. 7f-h). This
value is likely a lower bound, because most factors that could influence the predictability (such as
measurement noise) would decrease its value. We therefore conclude that almost half of all observed
trial-by-trial fluctuations in single neuron responses do not constitute noise, in the sense that noise
would be random and unpredictable. Single neuron fluctuations are strongly correlated in higher
dimensional space to the whole of the local neuronal population in which the neuron is embedded.
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DISCUSSION
We found that neuronal responses are variable across trials, but that the statistics of neuronal responses (i.e., orientation preference, structure of correlations and multidimensional population codes) are
relatively stable across days (fig. 1-3). The relatively long-term stability of the population code makes
it neurophysiologically plausible that neuronal populations may take into account higher dimensional
neural response interdependencies in the inputs they receive. We hypothesized that information about
stimuli might be encoded not only within pairwise response relations between neurons, but also within higher dimensions of population codes. An analysis of multi-dimensional responses showed that
V1 populations encode stimulus orientation or the identity of natural scenes more reliably in higher
dimensions, and that the shape of correlational dependencies with dimensionalities up to 10 - 20 is
structured so as to reduce response variability that might otherwise impair orientation coding (fig.
4-6). Moreover, we found that neural noise apparent at the single-neuron level becomes quite predictable when analyzed through higher-dimensional population codes (fig. 7). While single neurons might
appear noisy, trial-by-trial fluctuations are thus relatively harmless and predictable when viewed from
a population perspective.
One important potential confound for these results is non-stationarity of responses across multiple
recording days. The exponential decay of signal and noise correlations we observed (fig. 2) could
theoretically be caused by a slow decrease in signal-to-noise ratio (SNR) across days. A decrease in
SNR across time, for example due to GCaMP overexpression, would bias correlation values towards
0 as time progresses. However, if this were the case, we would observe a relation between the time
after recording start with the inter-recording correlations: two sessions recorded in the first week of
the experiment would show a higher correlation than two sessions recorded in its last week. As can be
seen in fig. 2b,d, this was not the case. The dark blue (near the start of the experiment) and dark red
points (near the end of the experiment) are intermixed, showing that SNR reduction over time cannot explain the observed exponential decay. Moreover, a more exhaustive analysis based on neuropil
contamination confirmed that our results were robust, and not influenced by neuropil signals (fig. S5).
A non-stationarity in responses across days may also confound the decoding and noise prediction
results. The predictability of noise in neuronal responses might be high only because of systematic
changes in neuronal responses across days. To address this issue, we recorded data across several
weeks, as well as on a single day. We tested whether noise predictability was different for acrossdays data sets and within-day data sets, but found no difference between the two (two-sample t-test,
p=0.915, n.s.). This argues against the noise prediction being dependent on slow, long-term changes
in population responses. In contrast, it shows that noise predictability is robust in the face of these
slow changes, and that fluctuations in neuronal activity can be predicted over short (i.e., several hours;
pooling recordings from a single day) as well as long timescales (i.e., weeks; pooling recordings from
different days).
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Finally, an important confound may be the undersampling of response distributions when using
high dimensionalities. Most of our analyses showed a saturation of effects at high dimensionalities.
However, the absence of further increases in performance above these ranges does not necessarily mean that correlations of higher dimensionalities do not enhance population coding efficacy;
it rather means that we were likely confronted with undersampling of multidimensional response
distributions, given the size of the datasets available. To minimize this potential confound, we always
compared shuffled to non-shuffled data sets, as bias due to undersampling should be equal for both
(see also fig. S6i-k for a comparison using greedy classifiers). Nonetheless, it should be stressed that
the scope of our results should only be taken to pertain to L2/3 neuronal populations of a limited
size (up to ~20-40) in mouse V1.
Probabilistic codes have been proposed in previous work to enable optimal cue combination, to use
metabolic energy efficiently, and to provide a framework for integrating learning experiences (Deneve
et al., 1999; Knill and Pouget, 2004; Ma et al., 2006; Beck et al., 2008; Denève and Machens, 2016).
Our observations are not mutually exclusive with a Bayesian interpretation, but instead provide a
multidimensional interpretation of probabilistic population codes. Variability in neuronal activity may
translate into increased distance of the instantaneous population response to the multidimensional
curve that represents the continuum of stimulus orientations (fig. 4g). In other words, low certainty
about stimulus features might translate into increased distance parallel to decision boundaries. The
classical Bayesian interpretation of population codes is then the projection of this multidimensional
representation onto a one-dimensional firing rate axis where each neuron is a single point. However,
this multidimensional coding framework is currently a hypothesis; to test this proposal, future research will have to be performed to assess the dependence of parallel distance on stimulus reliability.
Our data show that variability orthogonal to decision boundaries (impairing stimulus discrimination)
is lower than parallel to these boundaries (fig. 4h,5f). We showed this to be the case for the orientation
of drifting gratings and for natural scenes, but it is important to note that in addition to orientation
(and the non-specific bulk of features present in natural scenes), many other well-defined features,
such as spatial and temporal frequency, may show this non-uniform variability. For an ensemble of N
neurons, there are as many orthogonal directions in which stimulus features could be encoded independently without interference. In the case of V1, this could mean that therefore not only orientation
representations are less variable in multidimensional space than expected from a random distribution,
but that all canonical stimulus features encoded by V1, such as contrast and temporal frequency, may
be encoded in multidimensional space in a way that reduces variability along these coding curves.
This multidimensional orthogonal coding principle may be extended to other sensory areas, for example auditory cortex, where the properties of pitch and spatial location may be encoded in a way that
minimizes variability along their coding curves. Several studies from across the neocortex (occipital,
temporal, parietal and frontal regions) have reported effects that are compatible with multidimensional orthogonal coding, in the sense that multidimensional representations appear to be neurophysio131
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logically plausible and beneficial to coding efficiency (Chen et al., 2015; DiCarlo et al., 2012; Harvey
et al., 2012; Moreno-Bote et al., 2014; Park et al., 2014; Pitkow et al., 2015; Sigala et al., 2008; Stokes
et al., 2013).
The orthogonal-coding principle proposed here is distinct from other models that rely on multidimensional attractor points or lines (Latham et al., 2003). Attractor points are stable nodes in multidimensional space; thus, a neural representation always regresses to a stable point, and intermediate
states are by definition transient and unstable. Our alternative coding scheme predicts that stable
intermediate states are very well possible; in fact, variability around the trajectory representing a
continuous feature (e.g., grating orientation) is meaningful by encoding the relative unreliability of
information about the feature in question. If the multidimensional orthogonal coding principle is a
canonical coding feature in cortical circuits across the brain, it may help explain why previous reports
on the effects of pairwise noise correlations have been so heterogeneous, and why single-neuron
responses to repeated presentations of the same stimuli seem noisy.
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SUPPLEMENTAL FIGURES

Figure S1, related to figure 1. Neuronal responses to drifting gratings are often stable across several
weeks. a, Four tuning curves of example neurons showing raw data (blue) and von Mises fit (red).
b, Data from example animal acquired over a period of 29 days, showing estimated preferred orientation per neuron (y-axis) per recording session (x-axis), which suggests that most neurons exhibit
a fairly stable preference for the orientation of drifting gratings. The top panels show stably tuned
neurons included in further analyses (significant non-uniform distribution of preferred orientation
across days quantified using a Rayleigh test (uncorrected p<0.05)), while the bottom panels show
variable, non-responsive, or non-orientation-tuned neurons that were excluded from further analyses
(Rayleigh test, uncorrected p>0.05). Left-hand panels show preferred orientation, while right-hand
panels show orientation selectivity index (OSI). c, Distribution of mean pairwise angular distance in
preferred orientation across recording sessions for all neurons (both included and excluded) shows a
heterogeneous distribution with a peak for neurons with relatively stable tuning (up to ~30 degrees)
and a smaller group of neurons with relatively unstable tuning (~35 degrees upwards). d, On average
neurons with more stable tuning had higher orientation selectivity indices (linear regression, p<0.001).
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5
Figure S2, related to figure 1. Separately calculating the dF/F0 for soma and neuropil, and post-hoc
subtracting neuropil dF/F0 from somatic dF/F0 leads to higher decoding accuracy and less neuropil-contaminated dF/F0 traces than subtracting raw neuropil fluorescence from raw somatic traces.
a, Arrows show two example neurons with traces shown in c-g. b, Overlay of same recording as in
a, showing regions of interest in red (neuronal somata) and their surrounding neuropil annuli in yellow. c, Somatic dF/F0 traces without neuropil subtraction. Note the repetitive small activity bumps
due to neuropil contamination in the blue neuron’s trace that closely follow the neuropil responses
in (d) (e.g., red arrow). d, Neuropil dF/F0 shows small calcium transients that are unrelated to somatic activation whenever a stimulus is presented. e-f, Somatic dF/F0 traces with different forms
of neuropil subtraction. e, Subtraction method used in this study (eq. S1), showing almost complete
elimination of neuropil signal when dF/F0 is first calculated for both soma and neuropil, and posthoc subtracted. f, Subtraction of raw neuropil fluorescence from the raw somatic fluorescence with
fixed correlation values (r) as used by Chen et al. (2013) and Akerboom et al. (2012) can lead to
undersubtraction and inflated dF/F0 values (note difference in scale with e). g, Neuropil-somata correlation-dependent neuropil subtraction as used by Greenberg et al. (2008) leads to less strongly inflated dF/F0 values, but an often stronger undersubtraction of the neuropil signal. h, Quantification
of the neuropil-subtraction performance with a simple naive Bayes orientation decoding of drifting
gratings (same as Independent decoder in fig. S6e) shows that somatic signals provide more information on stimulus identity when treated with our post-hoc neuropil subtraction procedure (as in e)
compared to the other two example methods (paired t-tests, post-subtraction vs. pre-subtraction with
fixed strength (r=0.7); p<0.005, post-subtraction vs. pre-subtraction with variable strength (r=corr);
p<0.001, pre-subtraction with fixed vs. variable strength; p<0.001). Asterisks indicate statistical significance; ** p<0.005, *** p<0.001.
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Figure S3, related to figure 1. Eye-tracking and pupil location analysis shows that epochs of strong
eye movement are similar to epochs of large pupil size, albeit statistically less significant. a, Eye-tracking example, showing normalized size (top), x-position (middle) and y-position (bottom) of the
mouse’s pupil. b, Example frames with detected pupil areas during time points t=1 and t=2 as marked
in panel a. c, Splitting trials by strongest and weakest 50% of eye movement, as for pupil size in figure
1e, shows similar effects: mean neuronal activity is not different (left panel, paired t-test across animals, N=8, p=0.469), variability is increased (middle panel, p<0.005), and pairwise noise correlations
show a non-significant trend towards higher values (right panel, p=0.083).
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Figure S4, related to figure 1. Single neuron examples illustrate the response variability on different
time scales for grating (a-b) and natural movie (c-d) stimuli. a, The trial-by-trial response to the preferred orientation of four example neurons (from left to right) for oriented drifting gratings. Black
lines show single trial responses to presentation of the same orientation across one imaging session.
The red line shows the mean over repetitions. The grey area indicates stimulus presentation. The
mean, standard deviation (S.D.) and coefficient of variation (C.V.) as shown in the upper right for
each panel were calculated by first averaging over the three second stimulus period, and then taking
the mean, standard deviation, and S.D. / mean across repetitions respectively. b, The average response
for the same neurons as in a for ten imaging sessions performed on different days. The mean, standard deviation and coefficient of variation now show the response variability over recording sessions.
c,d, as a,b, but now for neuronal responses to natural movies. Note the large variability of responses
within single recording sessions in c The C.V. shown in c,d, is calculated for the movie frame where
the mean response was highest.
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Figure S5, related to figure 2. Long-term instability of population codes is not due to neuropil contamination of somatic signals. a-c, Long-term stability of signal correlations. a, Soma-to-neuropil
intensity of fluorescence (SNIF) ratio-weighted inter-recording correlations are very similar to the
original, unweighted correlations (compare with figure 2b). b, Analyzing population code stability on
neuropil annulus (NPA) signals show very different values, and a much larger spread. c, Comparison
of the similarity of original and SNIF-weighted half-lives (left), original and neuropil-based half-lives
(middle), and SNIF-weighted and neuropil-based half-lives (right) shows that half-lives calculated
on neuropil signals are very different from somatic signal derived half-lives (p<0.001). d-f, as a-c for
noise correlations. Also noise correlations are more similar between original and SNIF-ratio weighted
values than for original-NPA (p<0.001) and SNIF-NPA (p<0.001). Asterisks indicate statistical significance; *** p<0.001. a,b,d,e: Grey curves in right-hand panels show fits on single animal data; red
curves show fits on aggregate data (pooling all points from all animals).
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Figure S6, related to figure 4. Pairwise neuronal responses are interdependent and their distribution
resembles heavy-tailed two-dimensional Gaussians. This analysis validates the assumption that multivariate Gaussians are suitable to decode orientation from neuronal response distributions. a, dF/
F0 activity of example neuronal pair during repeated trials of the same stimulus shows a long-tailed
distribution. Contour lines indicate the distance in number of standard deviations to the mean of a
multivariate Gaussian fit on the data. b, Binning and blurring the data in panel (a) allows a decoder to
use the pairwise neuronal response structure without assuming a particular distribution a priori, which
is used by the CONDOR (Correlation Organization Naive with Discretized Observed Responses)
decoder (see Supplemental Experimental Procedures and e, black line). c, Assuming a multivariate
Gaussian distribution of the pairwise response can be computationally efficient for decoding stimuli,
but removes heavy tails from the neuronal activity. This method is used by the GECKO (Gaussian-Estimated Correlation Kernel Operation) decoder (see Supplemental Experimental Procedures
and e, red line). d, Pairwise responses distributions resemble bivariate Gaussians (panel a,b), but have
long tails towards occurrences where both neurons are highly active. White-shaded area shows for an
example animal the distribution of angles between the center of mass of the data and the center of
mass of the residuals (data minus Gaussian fit) across all neuronal pairs. Black arrows pertain to all
mice (n=9) and indicate the mean angle per animal. The curved line outside the polar plot shows the
95% confidence interval (CI) of the mean across animals. e, Assuming non-interdependent pairwise
responses as with an independent Naive Bayes decoder (“Independent”) yields lower cross-validated
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(CV) decoding accuracy of grating orientation than when pairwise response structures are taken into
account (paired t-test at sample size 14; CONDOR vs. Independent, p<0.005; GECKO vs. Independent, p<0.001). Using a distribution-naive pairwise approach (CONDOR) rather than assuming
multivariate Gaussian responses (GECKO) makes little difference (p=0.723, n.s.). This shows that
pairwise neuronal response distributions are approximated well with multivariate Gaussians, even
though noise correlations are significantly reduced by the removal of non-Gaussian outliers (panel h).
f, Schematic illustrating the calculation of the Vector of Association (VoA; see Supplemental Experimental Procedures) used to quantify correlations in binned pairwise responses, as in panel h; points
along the positive diagonal increase the correlation value (red pluses), while points along the negative
diagonal decrease the correlation value (blue minuses) (see Supplemental Experimental Procedures;
CM, center of mass). g, There is strong correspondence between the correlation calculated using the
Vector of Association and using Pearson’s r. The mean explained variance of Pearson correlation
vs. VoA across trials over animals (n=9) is R2=0.948. h, Assuming a bivariate Gaussian distribution
decreases pairwise neuronal noise correlations when compared to the non-fitted data (paired t-test,
p<0.001). i, Orientation decoding accuracy of greedy decoder using a Naive Bayes algorithm as in
e (see also Supplemental Experimental Procedures), plotted as a function of the number of most
informative neurons used in the decoding process. This analysis shows that when correlations are ignored during the decoding procedure, the first 7-9 most informative neurons are sufficient to provide
over 90% of the information on stimulus orientation that is present in the whole population. j, Decoding accuracy using a greedy classifier approach as in i, but now using our Mahalanobis-space based
decoder, as described in the main manuscript. k, Orientation decoding accuracy of the algorithm that
takes into account multidimensional correlations (j) is higher than the accuracy of the independent
Naive Bayes algorithm that does not (i), even in the case when the selection of neurons included in
the decoding process is optimized for the algorithm. Blue line and shaded area show the mean ± SEM
across animals. A t-test was performed by first taking the mean change in accuracy over dimensionalities, and then testing these mean values vs. 0 across animals; p<0.05, N=9 mice.
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Figure S7, related to figure 4. The effect of multidimensional correlations in dF/F0 space is to
confine correlated variability to directions parallel, but not orthogonal to decision boundaries. a, Raw
variability orthogonal and parallel to decision boundaries shows no clear difference between orthogonal and parallel variability. However, when normalizing this variability relative to the variability when
correlations are destroyed by shuffling (b), it becomes clear the effect of multidimensional correlations is to confine variability mostly to directions parallel to decision boundaries, so as not to impair
the population code of drifting grating orientation (c). d, Correlation-induced variability in directions
parallel to decision boundaries is higher than orthogonal (one-sample t-test of values at maximum
dimensionality for each mouse, p<0.005, n=9). e-h, Analysis similar as for a-d, but now for natural
movie scenes. The effect of multidimensional correlations on the encoding of natural movies is also
to confine variability to directions parallel to decision boundaries (panel h, one-sample t-test, p<0.05).
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SUPPLEMENTAL EXPERIMENTAL PROCEDURES
Animals and surgical procedures
All experimental procedures were conducted with approval of the animal ethics committee of the
University of Amsterdam. Fourteen C57BL/6 wild type mice were used in this study, ages ranging
between 98 and 254 days (repeated imaging across days, n=9) and 74-223 days (within same day, n=5)
on the last day of the experiment. Animals were group housed on a reversed day/night cycle. Prior
to viral injections we implanted a chronic head-bar. Analgesic compound (Temgesic, 0.05 mg/kg
bodyweight) was injected subcutaneously 30 minutes prior to anesthesia induction with 3% isoflurane
in 100% O2. Isoflurane concentration was lowered to 1-2% during surgery. A custom-built titanium
head post was cemented to the skull centered above the visual cortex (~4 mm caudal and ~2.5 mm
lateral from bregma) using C&B Superbond (Sun Medical, Japan). A layer of cyanoacrylate glue (Loctite 401, Henkel, Germany) was applied to the skull to avoid infections. After several days of recovery
(n=6 animals), or immediately after the implantation procedure (n=8 animals), we performed viral
injections with GCaMP6 using similar analgesia and anaesthesia as for the head post implantation
procedure. The skull was thoroughly cleaned, a small hole was drilled in the skull (~0.1mm) and we
injected 200-300 nl of AAV1-Syn-GCaMP6m-WPRE (Penn Vector Core, PA, USA) (Chen et al.,
2013) at 1 mm anterior of the target imaging site. For injection we used a mineral-oil backfilled glass
capillary pipet operated by a Nanoject II Auto-Nanoliter injector (Drummond Scientific, PA, USA) at
a depth of 600-700 µm below the dura. Following the viral injection a circular craniotomy was made
(⌀ 3 mm) and a double layered coverglass (top layer, ⌀ 5 mm, thickness ~150 µm; bottom layer, ⌀ 3
mm, thickness ~300 µm) was attached to the skull using cyanoacrylate glue to prevent skull regrowth
(Goldey et al., 2014) (fig. 1a).

Apparatus and stimulus presentations
Recording procedures were similar to those described in (Goltstein et al., 2013; Montijn et al., 2014).
We performed single-channel two-photon imaging recordings (filtered at 500-550nm for GCaMP6
emission spectrum) with a 512 x 512 pixel frame size at a sampling frequency of 12.7Hz. We used
an in vivo two-photon laser scanning microscopy setup (modified Leica SP5 confocal system) with
a Spectra-Physics Mai-Tai HP laser set at a wavelength of 880-910 nm to simultaneously excite
GCaMP6 molecules. Mice (n=14 in total, n=9 across multiple days) were awake during the entirety of
the two-photon calcium imaging recordings (5-8 recordings/animal), while they were presented with
either 10 or 12 repetitions of 8 different orientations of bidirectionally moving square-wave drifting
gratings (n=80 or 96 trials/recording). Visual stimulus duration was 3 seconds, where the direction of
the drifting grating switched 180 degrees after 1.5 seconds, and was alternated with a 5 second blank
inter-trial interval during which an isoluminant grey screen was presented. Visual drifting gratings
(diameter 60 retinal degrees, spatial frequency 0.05 cycles/degree, temporal frequency 1Hz) were presented within a circular cosine-ramped window to avoid edge effects at the border of the circular window. Some of these animals (n=4 out of 9 animals, 5-8 recordings/animal) were also presented with
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natural movies at 25Hz that consisted of four scenes (durations: scene one and three, 3.6 seconds (90
frames); scene two and four, 6.4 seconds (160 frames)) taken from the BBC’s Earthflight (Winged
Planet) - Condor Flight School. Each presentation lasted 20 seconds and was repeated 31 times per
recording session and no interval was present between repetitions. In addition to experiments across
days, we also performed experiments similarly as described above, where we instead recorded many
trials consecutively on the same day (n=5 mice, n=7 recordings/mouse). Drifting gratings and natural
scenes were displayed on a 15 inch TFT screen with a refresh rate of 60Hz positioned at 16cm from
the mouse’s eye, which was controlled by MATLAB using the PsychToolbox extension (Brainard,
1997; Pelli, 1997). A field-programmable gate array (FPGA, OpalKelly XEM3001) was connected
to the microscope setup and interfaced with the stimulus computer to synchronize the timing of the
visual stimulation with the microscope frame acquisition.

Data preprocessing
Data processing was performed similarly as described in (Montijn et al., 2014). After a recording was
completed small x-y drifts within the recording were corrected (Guizar-Sicairos et al., 2008) and it
was manually checked for movement artifacts along the z-axis. All recordings apppeared stable and
none were rejected due to excess z movement. Regions of interest (i.e., neuronal somata) were determined semi-automatically using custom-made MATLAB software and subsequently dF/F0 values
for all neurons were calculated. For each image frame x a single dF/F0 value was obtained for each
neuron as well as its surrounding neuropil (annulus between two and five microns from soma) by
calculating the baseline fluorescence (F0x), taken as the mean of the lowest 50% during a 30-second
window surrounding image frame x. dF is defined as the difference between the fluorescence in the
given frame and the sliding baseline fluorescence (dFx = Fx – F0x). After calculating the somatic and
neuropil dF/F0 values, we subtracted the neuropil dF/F0 from the somatic dF/F0 to avoid neuropil
contamination of our data (see (Chen et al., 2013) and fig. S2,3):

dF / F 0corr = dF / F 0 soma − dF / F 0neuropil
							

Equation S1

The mean number of simultaneously recorded neurons present in all recordings was 113.2 (range:
43 – 181). Eye-tracking was performed during the acquisition of neural data in eight of the animals
used in the current study. Pupil detection was performed using custom-made MATLAB software (fig.
1f, fig. S3).

Neuronal responses to drifting gratings and selection of neurons
A neuron’s response to a certain stimulus was defined as the mean dF/F0 value of all frames recorded
during that single trial’s grating presentation. Stimulus presentation lasted 3.0 seconds (38 frames) and
a single presentation yielded a single response value R, equal to the mean dF/F0 over all 38 stimulus
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frames. To obtain a measure of a neuron’s orientation selectivity, we calculated each neuron’s preferred direction by fitting a von Mises distribution to the neuron’s responses:

e cos x  
2 I 0  

							
f  x| ,  , 0  
 0

Equation S2

Here, I0(κ) is the modified Bessel function of order 0 and x represents the stimulus angle. As can be
seen in the equation, we defined the free parameters as θ (preferred direction), κ (concentration parameter at θ) and μ0 (baseline response). We calculated each neuron’s preferred orientation separately
for each recording session. A neuron was included for further analysis if it was visibly present in all
recording sessions and its preferred orientation, calculated separately for each recording session, was
distributed non-randomly across recordings, using a Rayleigh test (p < 0.05; fig S1b).
Note that consistent changes in neuronal responses across time, such as in fig. 2, are unlikely to arise
from consistent drift in focus depth across recordings, because on each recording day the same set
of neurons was manually located and brought into focus, with the first recording day as reference.
Such random variation would decrease the absolute correlation values in fig. 2, but cannot explain the
exponential decay we observed as a function of inter-recording period.

Signal correlations
To quantify the temporal stability of orientation tuning in V1 neurons to drifting gratings, we calculated signal correlations between all neuronal pairs in each recording. We defined each orientation as
a separate stimulus class and calculated a neuron’s mean response vector , where the elements of are
the neuron’s mean responses to each orientation θ:

R =  R0 , R22.5 … R157.5 
								

Equation S3

We then calculated the pairwise signal correlation as the Pearson correlation between two neurons’
(i,j) response vectors:





									
Equation S4
isignal
 corr Ri , R j
,j

The correlation between two of these matrices, comprising all neuronal pairs, recorded at different
points in time measures the similarity of the entire population’s response to different stimulus orientations.
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Noise correlations
Complementary to signal correlations, noise correlations give an indication of the similarity in trial-by-trial response variability between neurons. We first calculated a response vector for each stimulus type θ, where each element in the vector is the neuron’s response to a single presentation t of that
stimulus orientation:

									
Equation S5
R �   Rt 
� � Rn 

Here, n is the number of repetitions per orientation. Because we aim to compute a single noise correlation value per neuronal pair, we took the mean noise correlation over all eight stimulus orientations:





								
 corr Ri, , R j ,
  0
inoise
,j
8
157.5

Equation S6

Similarly to signal correlations, we used the inter-recording similarity of these matrices to investigate
the temporal stability of non-stimulus-related inter-trial variability.

Exponential decay times
To quantify the population response stability, we calculated the decay of population correlation structures over days. For each pair of recordings performed at different days on the same population, we
calculated the correlation between the recordings’ signal and noise correlation matrices, which yields a
value indicative of the similarity in stimulus-related responses (signal correlations) and fluctuations in
those responses (noise correlations). An exponential decay function was fitted over all inter-recording
similarity values to obtain a half-life per animal for signal and noise correlations:
									
Equation S7
N  t   N 0 e  t

Here, N0 is the intercept at time t = 0 and N(t) is the correlation at time t. The parameter λ controls
the decay time and can be transformed to the half-life by t1/2 = ln(2)/ λ.

Half-logistic growth functions
To estimate an upper limit to the dimensionality-based increase in decoding performance we fitted the
data with a modified logistic function where the steepest point of the curve is centered at [0;0] rather
than the [0;0.5] of regular logistic functions:
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 1
						
f  x   2L 
 0.5   y 0
 kx
 1 e


Equation S8

We defined the free parameters as L (the asymptote), k (the slope), and y0 (the offset along the y-axis).

Variability orthogonal vs. parallel to decision boundaries in normalized space
We hypothesize that the optimal coding strategy for neuronal populations would be to minimize neuronal response variability orthogonal to decision boundaries. We therefore computed the neuronal
variability orthogonal and parallel to decision boundaries between adjacent orientations (θ1,θ2) as
follows. For each orientation, the mean population response can be represented as a multidimensional
vector µ = [m1 … mN], where m is mean neuronal activity in dF/F0 for that stimulus and N is the
number of neurons. We set the origin of responses at the mean response to stimulus class θ1, and
calculated for each trial t the population response rt as a projection along the line crossing both the
origin (mean response of θ1) and the multidimensional mean response of θ2’s projection onto θ1.
The distances orthogonal (dorth) and parallel (dparallel) to the decision boundary are then given by:

 r  µT2
						
d orth   t
 µ 2   µ 2
T

 µ 2  µ 2

Equation S9


 r  µT2
d parallel   t
 µ 2   rt
						
T

µ
µ
2

 2

Equation 10

In these equations ⊗ indicates vector product, ⊙ element-wise multiplication, T vector transpose
and ||·|| vector norm. The variability for this pair of stimuli orthogonal and parallel to the decision
boundary can be retrieved by taking the standard deviation of the distances. We compared this variability relative to baseline variability where we reiterated the procedure, but shuffled all trial indices
independently for each neuron, thereby destroying noise correlation structures. The values shown in
fig. 4h,5f are relative to this baseline variability. To study the dependency on dimensionality, we took
the mean of 100 neuronal groups of different size, as described above for the Mahalanobis-space
based decoder.

Natural movie analysis
Natural movies were analyzed with the Mahalanobis-distance based decoder as previously described
for drifting grating orientations. Instead of orientation, we defined the separate stimulus classes as
either an entire scene (fig. 5), yielding n=4 different stimuli; or as the duration of a single calcium
imaging acquisition frame (fig. 6,7), yielding n=253 different stimuli per movie repetition. Note that
although the natural scenes were presented at 25Hz, the limiting factor of temporal accuracy was the
acquisition speed of the microscope setup. The duration of a single calcium imaging frame was 79ms
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(12.7 Hz).

Prediction of instantaneous single-neuron noise
To investigate if we could predict instantaneous neuronal noise (i.e., the fluctuation of a neuron’s
activity relative to its mean activation across repetitions within a time bin of ~79 ms), we proceeded
as follows. Given a population of N neurons, we predicted neuron i’s activity based on the activity of
the rest of the population; neurons [1 … N-1]. At a single time point within a movie, the population
response space of neurons [1 … N] can be visualized as an N-dimensional probability distribution.
Each repetition of a single time point therefore represents a random sample from this multidimensional distribution. When predicting neuron i’s response for repetition t of its preferred movie frame
(i.e., highest neuronal response; fig. 7b), we fitted a multivariate Gaussian on all other repetitions
(leave-one-repetition-out cross-validation), and calculated the highest probability density of this multivariate Gaussian for dimension N given the population response vector:

								
rt−i = [rt ,1...rt , N −1 ]

Equation S11

This amounts to “reading out” the most probable activation level of neuron i from the multivariate
Gaussian, given the activation of the rest of the population at that point in time. This procedure can
be performed for any dimensionality (size of the group of neurons; N) to investigate the effect of
higher-dimensional response interdependencies on the predictability of instantaneous noise.

Soma-to-Neuropil Intensity of Fluorescence (SNIF) ratio analysis shows that
the observed decay of noise and signal correlations is not due to changes in
neuropil fluorescence
In calcium imaging with GCaMP6m, neuropil contamination can present a major problem. In an
attempt to minimize the influence of contamination of the somatic signals by neuropil we analyzed
only neuropil-subtracted data. In fig. S2 we presented example traces that show that our neuropil-subtraction method is very efficient, and even more effective than some traditional approaches (Greenberg, 2008; Akerboom, 2012; Chen, 2013). However, there is a slight chance that residual neuropil
signals remained. To control for this, we performed additional analyses that quantified whether the
amount of neuropil contamination influences the observed half-lives of the population code. We
calculated for each neuron in each recording session a soma-to-neuropil intensity of fluorescence
ratio (SNIF ratio): SNIF = Fsoma / Fneuropil_annulus. This ratio is a metric of the supposed severity of
neuropil-contamination for each neuron that would be present without neuropil subtraction. We
then used this SNIF ratio as a weighting factor in the correlation computation to check the effect of
neuropil contamination on the long-term stability of population codes. We calculated the correlation
between signal- and noise correlation matrices recorded on two separate days, weighting the Pearson
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correlation by the mean SNIF ratio of the pair of neurons averaged over the two days. If the longterm instability in population codes we report in the manuscript is due to neuropil contamination of
the somatic signal (despite our use of neuropil-subtracted data), we should see a significant increase
or decrease (depending on the stability of the neuropil signals) in the half-lives of the population
code similarity values, as in this calculation more weight is given to less neuropil-contaminated pairs
of neurons. As can be seen in fig. S5a,d, this is not the case. In fact, our SNIF-ratio weighted half-lives
are almost identical to our non-weighted half-lives (fig. 2b,c), suggesting that our neuropil-subtraction
method is highly efficacious. Still, it could be that half-lives calculated on neuropil signals are identical
to those calculated using neuropil-subtracted or SNIF-ratio weighted data, and that therefore our
SNIF-ratio weighting shows no difference. We therefore also computed the signal and noise correlation stabilities of the neuropil annulus signals, and found these yielded very different values, with a
much larger spread, than the original and SNIF-ratio weighted data (fig. S5b,e). Some animals showed
exceedingly large half-lives (> 106 days), and overall neuropil half-lives were markedly different from
both the original non-weighted half-lives, as well as the SNIF-ratio weighted half-lives. An analysis
of the relation of the half-lives obtained from the neuropil and neuropil-subtracted somatic signals showed that they were quite uncorrelated, and significantly more different than the original and
SNIF-weighted somatic half-lives (fig. S5c,f, p<0.001 for both signal and noise correlations).

Analysis of pairwise neuronal response distributions show they are mostly
bivariate Gaussian
A common (and sometimes implicit) assumption in the analysis of neuronal pairwise responses is
that they show a bivariate Gaussian shape, and many theoretical predictions and experimental findings
regarding noise correlations and population coding depend on this assumption (Averbeck et al., 2006;
Cohen and Kohn, 2011; Dayan and Abbott, 2001; Ecker et al., 2011; Hansen et al., 2012; Simoncelli
and Olshausen, 2001; Sompolinsky et al., 2001; Zohary et al., 1994). Because some of our own analyses make the same assumption of Gaussian response distributions, we investigated whether experimentally measured neuronal pairs show bivariate Gaussian responses. We found that our data show
a generally good correspondence between experimentally measured pairwise neuronal responses and
bivariate Gaussians (fig. S6). The only consistent deviation is that experimental data show heavier tails
than Gaussian approximations: neuronal pairs show an excess of high activity trials. While removal of
these tails slightly reduces correlation values, this did not noticeably alter the amount of information
that can be extracted from the population response using a grating orientation decoding procedure
(paired t-test across nine animals, performance of distribution-naive vs. Gaussian-approximation decoder, p=0.723, n.s.) (see below and fig. S6e).

Vector of Association
In order to be able to compute correlation values on gridded (discretized) probability density functions of pairwise neuronal responses, we developed a novel correlation metric we call the Vector of
Association (Fig. S6). It is based on the resultant vector magnitude of the probability density function
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of the pairwise neuronal responses, and is conceptually similar to a Pearson correlation, but shows a
slightly different scaling than Pearson’s r. First, we calculate the distribution’s center-of-mass:

1
								
R
mr
n

M



i i

i 1

Equation S12

In this equation, R contains the coordinates of the center-of-mass in pairwise neuronal response
space, mi is the probability density at bin i, ri contains the coordinates of bin i, and M is integral over
the probability density function (sum of all m’s). Next, we calculate the offset of each bin in each
dimension (i.e., x and y) to the center-of-mass:

										

wi = ri − R

Equation S13

where is the location of bin i relative to the center-of-mass and ri contains the coordinates of bin i.
We can then perform an x/y-vector decomposition of wi, and for each bin take the product of these
decomposition magnitudes and the square of the bin’s probability density:

								
V = x y (m ) 2
i

i

i

i

Equation S14

where Vi is the contribution of bin i and x and y are the decomposed values of wi along the two
cardinal dimensions. We can now take the sum over all points in V – the matrix of weighting values
for all x and y –, divide by the sum of the absolute of all points to normalize the values in the interval [-1,1], and take this value’s pseudo-square to normalize the magnitude for its dependence on two
dimensions, but preserve its sign to calculate the vector of association rv:

V
V

V
V

								
rv  � � �

Equation S15

Note that this procedure can also be applied to non-binned observations; in this case wi represents
the location of observation i relative to the center-of-mass, and mi is always one, because each point
receives an identical weighting factor.

Independent naive Bayes decoder
To investigate the importance of pairwise neuronal response inter-relations we compared the performance of more sophisticated algorithms to an independent naive Bayes (Simple Neural Activity by
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Independent Likelihood; SNAIL) decoder (e.g., Zhang et al., 1998), which is identical to the Bayesian
maximum-likelihood decoder described in (Montijn et al., 2014). In short, its population posterior
probability assumes independent responses over all neurons (i.e., as if their stimulus responses were
uncorrelated), using a product-rule to produce a population posterior probability per stimulus class
for each trial:
n

P  | Apop   P  | A i
								
i 1

Equation S16

Here, P(θ|Apop) is the posterior probability of stimulus θ given the population activity Apop for a
certain trial, and P(θ|A)i is the posterior probability of neuron i for stimulus θ given the cell’s activity
Ai, as defined by Bayes’ rule. The decoder uses a maximum-likelihood decision rule (its read-out is the
stimulus whose posterior probability is highest).

Correlation Organization Naive with Discretized Observed Responses
(CONDOR) decoder
Often multidimensional decoding algorithms make an a priori assumption about the shape of neuronal response functions. In most cases it is assumed pairs of neurons show a multivariate Gaussian probability density, but few studies have checked whether this assumption is valid (see main
text). Therefore we created a decoding algorithm that makes no assumptions about what shape the
pairwise correlation organization might have. To create pairwise likelihood distributions, but keep
calculations computationally tractable, we binned the pairwise responses for each stimulus and each
pair of neurons during all repetitions into a 21 x 21 grid. We applied a Gaussian filter (sd is 1 bin)
to have a non-zero response probability in all bins of the grid (fig. S6a,b). Leave-one-repetition-out
cross-validation was performed by recomputing for each to-be-decoded trial all pairwise likelihood
grids without that repetition. This procedure yielded a likelihood value for all neuronal pairs and bins.
The posterior population probability for each neuronal pair - trial combination was calculated by extracting the probability density from the bin corresponding to that pair’s dF/F0 response during that
trial, and taking the product of the probabilities over all neuronal pairs (similar to eq. S16).

Gaussian-Estimated Correlation Kernel Operation (GECKO) decoder
To assess to what extent assuming multivariate Gaussian responses influences the amount of information that can be extracted from pairwise neuronal responses, we made another decoding algorithm
similar to CONDOR, where we fitted the binned and blurred probability distribution of all neuronal
pairs with a multivariate Gaussian instead of using CONDOR’s distribution-naive grid itself for constructing the likelihood (fig. S6c). Fitting multivariate Gaussians often captured >95% of the variance,
but removed the heavy tails of the distribution (fig. S6b-d). This Gaussian-Estimated Correlation
Kernel Operation (GECKO) decoder therefore used likelihood distributions with significantly lower
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correlation values than CONDOR (fig. S6e-h).

Greedy classifier analysis using independent naive Bayes decoder
An often used analysis in neurophysiological studies is a greedy-classifier approach; the decoding
performance of the algorithm can be plotted as a function of number of neurons used in the decoding process, ordered from most to least informative. To allow comparison between our data and
other studies presenting this metric, we also performed such an analysis. We used the independent
naive Bayes (Simple Neural Activity by Independent Likelihood; SNAIL) decoder described above,
where we decoded stimulus orientation for each animal. First we performed this decoding process
using only a single neuron, consecutively for all neurons. We then took the most informative neuron
N1 (i.e., the neuron that yielded the highest decoding performance), and added a second neuron N2,
again iteratively repeating the procedure for all combinations with N1. We repeated this process until
all neurons were included in the decoding process. The results from this analysis are presented in fig.
S6i.
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Chapter 6

This publication has been modified to fit the content of this thesis.
Our perceptual systems continuously process sensory inputs from different modalities and organize
these streams of information such that our subjective representation of the outside world is a unified
experience. By doing so, they also enable further cognitive processing and behavioral action. While
cortical multisensory processing has been extensively investigated in terms of psychophysics and
mesoscale neural correlates, an in depth understanding of the underlying circuit-level mechanisms is
lacking. Previous studies on circuit-level mechanisms of multisensory processing have predominantly
focused on cue integration, i.e. the mechanism by which sensory features from different modalities
are combined to yield more reliable stimulus estimates than those obtained by using single sensory
modalities. In this review, we expand the framework on the circuit-level mechanisms of cortical multisensory processing by highlighting that multisensory processing is a family of functions – rather than
a single operation – which involves not only the integration but also the segregation of modalities.
In addition, multisensory processing not only depends on stimulus features, but also on cognitive
resources, such as attention and memory, as well as behavioral context, to determine the behavioral
outcome. We focus on rodent models as a powerful instrument to study the circuit-level bases of
multisensory processes, because they enable combining cell-type-specific recording and interventional techniques with complex behavioral paradigms. We conclude that distinct multisensory processes
share overlapping anatomical substrates, are implemented by diverse neuronal micro-circuitries that
operate in parallel, and are flexibly recruited based on factors such as stimulus features and behavioral
constraints.

INTRODUCTION
Throughout our life, we are continuously exposed to a wealth of sensory information of various
modalities, such as vision, audition and touch. Information coming from these different sensory modalities is processed by our brains to generate a subjective representation of the outside world that is
a unified percept, and the development of this representation also involves cognitive processes such
as learning, decision making and selective attention to operate across the multiple sensory modalities. Multisensory processing (MP) has been extensively investigated for over a century, primarily via
studies on human subjects (Diederich and Colonius, 2004; Raab, 1962; Spence, 2011; Todd, 1912).
Hence, the neuronal basis of MP has been mostly mapped at the mesoscopic level with techniques
such as EEG and fMRI (Calvert and Thesen, 2004; Murray et al., 2016a). Therefore, our understanding of the circuit-level mechanisms underlying MP is still limited. The development of methods to
record and manipulate the activity of neuronal circuits with cell-type specificity in vivo makes it now
possible to overcome this. Rodents are particularly suitable to investigate MP at the micro-scale,
because an array of behavioral tasks has recently been developed that may be combined with neurophysiological recordings at cellular resolution (Chapter 3; Carandini and Churchland, 2013; Lee et al.,
2016; Nikbakht et al., 2018; Raposo et al., 2014; Song et al., 2017). Our goal is to review the current
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advancements on the cortical, neuron-level mechanisms of MP and propose the systems neuroscience approach, with rodents as the prime model, to investigate how the neocortex combines sensory
stimuli of different modalities.
At the neuronal level, MP has primarily been investigated in terms of cue integration. This is a mechanism by which the integration of external cross-modal cues can provide a more reliable estimate of
an object or event as compared to modality-specific (stand-alone) cues, leading to behavioral benefits
such as responding faster and more accurately in a given situation (Gielen et al., 1983; Gingras et al.,
2009). For instance, when we simultaneously see a car moving and hear the looming sound of an
engine we can rapidly integrate these streams of information and attribute them to the same event,
i.e. an approaching car. It has to be kept in mind, however, that cue integration can be expressed in
different forms, such as the detection versus discrimination of stimuli from different modalities. In
addition, cue integration is only one of the many types of MP. For instance, MP includes also sensory selection, a form of attention in which processing of one sensory modality is prioritized at the
expense of others (Ahrens et al., 2015; Lakatos et al., 2008; Schroeder and Lakatos, 2009; Wimmer
et al., 2015), but also processes such as object recognition impinging on multiple sensory modalities.
Moreover, MP includes not only integration of cross-modal stimuli, but also segregation, for instance
to account for the qualitatively varied nature of conscious experience (Pennartz, 2009, 2015) - Box
3. Thus, not all multisensory processes can be modeled in terms of simple integration of external
sensory features.
The neural mechanisms of multisensory cue integration have historically been investigated in the
model system of the cat superior colliculus (SC) (Stein and Stanford, 2008; Stein et al., 2009a; Wallace
et al., 1993), a phylogenetically ancient component of the vertebrate midbrain that plays a key role in
directing eye movements and other orientation responses towards a target stimulus (Bell et al., 2005).
The multisensory coding principles derived from research on cue integration in the cat SC inspired
the search for neuronal principles of MP in cortical areas. Single unit responses specific to cross-modal stimulus combinations were first observed in cortical association areas, where projections from
sensory cortices converge across several mammalian species including rodents (Wallace et al., 2004),
carnivores (Jiang et al., 2001, 2002; Stein and Stanford, 2008) and non-human primates (Beauchamp,
2005; Bruce et al., 1981; Cappe et al., 2009; Ghazanfar and Schroeder, 2006). These findings were
extended by other studies indicating that multisensory responses occur even in primary sensory cortices (Bizley et al., 2007, 2007; Ghazanfar and Lemus, 2010; Ibrahim et al., 2016; Iurilli et al., 2012;
Kayser and Logothetis, 2007; Kayser et al., 2008; Lakatos et al., 2008; Lemus et al., 2010). Altogether,
this prompted some authors to ask whether the whole neocortex should be considered multisensory
(Ghazanfar and Schroeder, 2006).
Provocative as this question is, because it challenges the traditional view of cortical anatomical parcellation and segregation of functions, in essence it invites to embrace a view on the functional
implications of multisensory processing and its neuronal substrates that is broader than just cue inte154
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gration (see Box 1 and Fig. 1). This view is implicit to the definition of multisensory or cross-modal
integration as any process in which information across sensory modalities is combined to make a
perceptual inference (Bizley et al., 2016). This definition encompasses functions which both precede
and incorporate cue integration and other forms of MP, such as sensory selection. Altogether, multisensory processes are crucial components of higher order cognitive processes including memory,
decision making and consciousness (Jacklin et al., 2016; Licata et al., 2017; Pennartz, 2015; Raposo et
al., 2012). At the same time, these cognitive processes feed back into MP (Figure 1). Here we will refer
to the larger family of multisensory processes as MP.
The detection and discrimination of stimulus features may be considered to be largely stimulus driven, bottom-up processes which are mediated by feedforward projections from sensory to association
areas, and by lateral connectivity between sensory areas. In contrast, sensory selection was shown
to depend on top-down modulation originating in the medial prefrontal cortex and impinging on
primary sensory cortices via the reticular thalamic formation (Ahrens et al., 2015; Birrell and Brown,
2000; Wimmer et al., 2015). In this review we will expand the framework on cortical MP at the neuronal level beyond cue integration, by addressing the question of how multisensory contributions to
cognitive functions expressed in the subject’s behavior are supported by basic neuronal, local-circuit
and population mechanisms. Compared to the SC, the neuronal architecture and dynamics at the local
level as well as the inter-area connectivity are much more elaborate in the cortex (Cappe et al., 2009).
This requires additional arrangements of multisensory processing mechanisms within and between
brain areas. Importantly, rodents are an exceptionally suited experimental model to investigate the
nature of these processes. We pursue our main aim by considering a scheme in which the outcome
of multisensory processing is dependent on both physical stimulus properties (low level factors),
cognitive resources and situational demands (high level factors) - Fig. 1 (De Meo et al., 2015; Murray
et al., 2016b; ten Oever et al., 2016; Pennartz, 2015; Talsma et al., 2010). While similar schemes were
previously discussed mostly in terms of cognitive processes or mesoscopic brain dynamics – see e.g.
(ten Oever et al., 2016; Talsma et al., 2010) – we will primarily focus on the mechanistic implementation of MP at the level of neuronal circuits. Therefore, we review studies using neurophysiological
techniques with single cell resolution predominantly using rodent subjects. We will refer to studies
with cats and non-human primates if no rodent data are available in the literature, or if results have
been seminal to the field. However, we do provide links to MP research with human subjects to discuss how animal research can inform studies on corresponding processes in the human brain. Most
of the research discussed here pertains to visual, auditory and somatosensory processing, but also
other sensory modalities, such as odor and taste, have been shown to interact with each other in the
cortex (Maier et al., 2015; Vincis and Fontanini, 2016).
In the first section we discuss how integration versus segregation of multisensory information is
expressed in the behavior of animals. Next, we investigate the neuronal responses and mechanisms
at the single neuron, local circuit and population levels associated with various low- and high-level
factors that are fundamental to shaping the various behaviors that impinge on MP.
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Figure 1: Multisensory processing is determined by the features of sensory stimuli and relevant cognitive resources. Multisensory processing results in either the integration of stimulus
features, attributing them to the same object or event, or the segregation of these features leading
to distinct representations associated with multiple objects (yellow module). The outcome of multisensory processes such as detection, discrimination, recognition and selection is first determined by
the neural representations of the available stimulus features transmitted in a bottom-up fashion by
the sensory systems (green modules; Mod = sensory modality). For example, a salient object that is
detected in the surroundings of an individual will attract attention via bottom-up mechanisms. The
second factor that determines the outcome of multisensory processing comprise the (higher-order)
cognitive and motivational (value-related) functions (red module), which can recruit resources in a
top-down fashion in order to deal with specific situational constraints that arise as the animal interacts
with its environment. For example, representations of an object consisting of relationships between
features of different sensory modalities acquired through experience may aid recognition of an object
or location. Perception of an object is considered to be the result of the whole processing cascade
illustrated in this scheme.
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Section 1: The behavioral relevance of multisensory processing
The availability of validated behavioral tasks probing multisensory processes is essential for gaining
understanding of the neuronal mechanisms associated with various forms of MP. In the scheme
shown in Figure 1, the yellow module represents the outcome of MP: information conveyed by different sensory organs can be integrated and treated as a unified representation or separated into two
or more distinct representations. Multisensory processes such as stimulus detection, discrimination
and selection, which lead to inferences based on sensory information, operate in this module; i.e. the
resulting representations are based on the outcome of the integration/segregation process. Ultimately, these representations are then flexibly used within the context of higher order functions such as
decision making and memory formation. In this section we discuss the recent advancements in the
development of behavioral tasks for animals which directly test factors that determine the outcome
of multisensory operations.
A first class of behavioral tasks investigates MP that is primarily stimulus driven, i.e. directed by external stimuli and therefore involving mostly bottom-up processing (Fig. 1, bottom half). These tasks are
mainly accounted for by different forms of cue integration. The behavioral task outlined in Chapter
3 and employed in Chapter 4 falls in this class. In stimulus detection, the availability of multisensory
processing may reduce the uncertainty about the presence or identity of an external object. Indeed,
stimulus detection has been shown to improve when rodents use stimuli from more than one sensory modality, resulting in lower detection thresholds (Fig. 2a) and shorter reaction times (Cappe et
al., 2010; Gleiss and Kayser, 2012; Hirokawa et al., 2008; Hollensteiner et al., 2015; Siemann et al.,
2015), especially when stimulus amplitudes in both modalities are around the threshold for detection
(Chapter 3, Fig 3d). This mechanism is ecologically relevant, for example both predators and animals
of prey, such as rodents, employ stimulus detection to spot their opponent (Stein and Stanford, 2008).
In Chapter 4 we found that a subset of neurons show a neural correlate of multisensory stimulus detection behavior (Chapter 4; Fig. 4d). These neurons can predominantly be found in the higher-order
visual area AL (Chapter 4; Fig. 4e), suggesting that area AL is involved in the sensori-motor transform of multisensory information. The mechanisms of stimulus detection have also been extensively
characterized in humans – see for instance (Diederich and Colonius, 2004; Raab, 1962; Todd, 1912).
It should be noted, however, that most cue integration paradigms contrast the behavior in relation
to composite sensory stimuli to behavioral responses to the modality-specific stimulus constituents.
This procedure entails a higher combined stimulus saliency (here intended as a compound term to
indicate stimulus intensity: volume, luminosity, contrast, etc.) in the cross-modal compared to the
unimodal condition, which may explain the changes in detection threshold and reaction time. A study
by Gingras et al. (2009), however, showed that the increase in accuracy with which cats responded to
composite stimuli compared to modality-specific stimuli was much larger for audio-visual stimuli than
for within modality (visual-visual or auditory-auditory) combined stimuli. These results indicate that
multisensory cue integration increases the behavioral performance to an extent that cannot be fully
explained by stimulus saliency or redundancy. A possible explanation is that sensory noise is largely
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non-overlapping between different sensory organs whereas it is mostly shared within a specific sensory modality. Therefore, combining sensory information over multiple sensory domains results in
a higher behavioral improvement compared to sensory integration of stimuli within a single sensory
domain.
Furthermore, the chance of detecting a composite stimulus compared to its modality-specific constituents increases automatically without the need for integration (Colonius and Diederich, 2004;
Diederich and Colonius, 2008; Miller, 1982, 1986), even without considering increases in overall saliency. This may occur simply as a consequence of the fact that stimuli from different modalities can
be detected independently – yet simultaneously – by the corresponding sensory systems. In Chapter 3
we investigated whether the multisensory gain we observed in an audio-visual stimulus detection task
with mice was indeed dependent on cue integration by assessing how well models of cue-combination based on signal detection theory fitted to our behavioral data (Jones, 2016) – Fig. 2a. We showed
that models implying cue integration according to a linear combination of visual and auditory inputs
fitted significantly better to the average behavioral performance of all mice as well as to the performance of the majority of individual mice. For the other mice, all models fitted the behavioral data
equally well. These results indicate that the multisensory gain was more likely to be achieved by the
integration of stimuli than by stimulus redundancy or competition.
Another bottom-up, cue integration-based process is stimulus discrimination (Fig. 2b). Discriminating
between two or more stimuli (or the specific properties of a stimulus, such as its direction of motion)
has been shown to be more accurate when the configurations impinge on more than one sensory
system (Ernst and Bülthoff, 2004; Lippert et al., 2007; Nikbakht et al., 2018). In a series of studies,
the laboratory of Angelaki and DeAngelis showed that monkeys judge their heading direction more
accurately based upon combined visual and vestibular cues as compared to only one of the two
constituents (Dokka et al., 2015; Fetsch et al., 2009, 2012). Similarly, rats were shown to judge more
reliably whether a train of short stimuli had a high or low rate when the stimulus train consisted of audio-visual stimuli rather than only visual or auditory stimuli (Brunton et al., 2013; Raposo et al., 2012;
Sheppard et al., 2013) – Fig. 2b. In both cases, the increase in discriminability between multi- and unisensory stimuli closely approximated the prediction made by Bayesian optimal cue integration (Knill
and Pouget, 2004; Ma et al., 2006; Meyniel et al., 2015; Pouget et al., 2002). The Bayesian framework
provides a prediction as to how to optimally combine two sources of sensory information, which
may differ in terms of reliability, in order to predict whether a stimulus feature is present (detection)
or how it should be categorized (discrimination). Humans (Ernst and Banks, 2002), non-human primates (Fetsch et al., 2012), ferrets (Hollensteiner et al., 2015) and rats (Raposo et al., 2012; Sheppard
et al., 2013) were all shown to integrate cues in a way that results in a near-optimal combination of cue
reliability. Moreover, the Bayesian framework has also been proposed as a computational mechanism
via which the brain can decide whether two stimuli should be segregated or integrated (see Box 1 for
further details). Thus, the Bayesian framework has the potential to provide a mechanistic explanation of cortical MP, and not just multisensory cue integration. However, recent studies showed that
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rodents are also able to integrate sensory stimuli in a supra-linear, better than Bayes-optimal fashion
(Nikbakht et al., 2018). This suggests that, besides mechanisms in line with Bayesian integration, the
sampling of cross-modal stimuli is an active process in which information from one modality can
influence the sampling of the other in a synergistic, non-linear manner. For example, rodents could
more optimally scan an object with their whiskers based upon the visual input pertaining to this
object. Finally, in the literature on human MP (Regenbogen et al., 2016) and on animal unisensory
processing (Hanks et al., 2015) other frameworks, such as the family of drift diffusion models, are
also used to quantify sensory behaviors. These models, however, have so far not been adopted in the
context of MP in animal studies.
Whereas the format of cross-modal information commonly used in experimental paradigms often
leads to a MP outcome compatible with cue integration, different stimulus configurations may lead
to the opposite outcome: modality segregation. Iurilli et al. (2012) showed that the conditioned fear-response of mice to a visual stimulus was significantly weakened when a high-volume sound (effectively
a distractor) was concurrently presented. This indicates that the loud auditory noise overshadowed
the visual stimulus, resulting in a reduced behavioral output in response to the visual cue. Thus,
when one modality provides disproportionally more salient or reliable stimulus information than
a simultaneously present different one, it may capture available resources and exclude the second
modality from prioritized processing, thereby segregating sensory modalities in a bottom-up manner.
Such dominance of one sensory modality may also occur when sensory stimuli predicting conflicting outcomes are concurrently presented. In mice experiencing audio-visual conflicts, innate circuit
mechanisms at the level of sensory and association cortices enabled an auditory cue to determine the
behavioral response at the expense of the visual cue. This occurred even if this meant that no reward
would be obtained (Song et al., 2017). Thus, based on bottom-up, feature-dependent mechanisms,
cross-modal information may be integrated or segregated in detection and discrimination paradigms.
A second class of behavioral tasks includes situational demand-driven, top-down MP (Fig. 1) – see for
example (De Meo et al., 2015; Talsma et al., 2010). The various forms of top-down MP require that
cognitive resources, such as attention or memory, interact with the properties of sensory stimuli to
determine the behavioral outcome. Rats, monkeys and humans were all shown to be able to identify
the same object using cues from distinct sensory modalities separately, an operation called cross-modal
object recognition – Fig. 2c (Lehmann and Murray, 2005; Matusz et al., 2017; Molholm et al., 2004; Moran
et al., 2013; Rossi-Pool et al., 2016; Seitz et al., 2006; Shams and Seitz, 2008; Shams et al., 2011; Vasconcelos et al., 2011; Winters and Reid, 2010). In a basic cross-modal object recognition task (Winters
and Reid, 2010), rats first learned object features using one sensory modality only (e.g. tactile features
only). Then, they were asked to identify the familiar object using cues from a different modality (e.g.
visual cues) only. Rats were shown to be able to transfer object information across sensory modalities
when the testing phase followed the acquisition by up to one hour. The retention interval over which
the rats were able to transfer tactile information to the visual domain was significantly prolonged,
however, when rats were allowed to see and touch the objects before task execution (Jacklin et al.,
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2016). This prolongation of cross-modal object recognition is hypothesized to depend on the formation of a multisensory object representation harboring direct associations between tactile and visual
information during pre-exposure. Thus, subjects are able to transfer object information between
senses (either via abstract, amodal object representations or via intrinsically multisensory ones), thereby increasing their behavioral flexibility. In addition, they incorporate previous experiences enhancing
the multisensory behavioral gain.
Top-down MP also includes sensory selection, in which cross-modal information is segregated using
a form of attention that prioritizes processing of one sensory modality at the expense of others
(Ahrens et al., 2015; Lakatos et al., 2008; Schroeder and Lakatos, 2009; Wimmer et al., 2015). In an
elegant behavioral paradigm by Wimmer et al. (2015; Fig. 2d) mice were trained on a two-alternative
forced choice operant conditioning task in which a visual and/or auditory stimulus signaled reward
to be available in one of two reward ports associated with each modality. Before stimulus onset, the
mouse was cued on whether the visual stimulus had to be attended and the auditory tone had to
be ignored (as the former was indicative of reward position while the latter was non-informative)
or vice versa (Fig. 2d). When the visual and auditory stimuli were presented concurrently, and thus
provided conflicting information on reward availability, the mouse was able to selectively attend to
the cued modality and responded accordingly, by licking in the reward port where the cued modality
was presented.
On the basis of the above overview of MP-related studies, it is not exaggerated to state that in recent
years major advancements were made in developing cross-modal behavioral tasks for rodents, capable of testing a broad range of MP (cf. Figs. 1, 2). Some of these tasks are highly similar to human
behavioral tasks and therefore allow for translational research (Raposo et al., 2012). The availability
of these validated behavioral tasks is an important stepping stone for gaining understanding of the
neuronal mechanisms associated with each type of MP, such as bottom-up versus top-down MP. The
cortical circuitry underlying the whole range of MP is currently only partially understood at best,
although recent proposals have begun to address this issue (van Atteveldt et al., 2014). Going beyond
cue integration offers the opportunity to better understand the neuron-level mechanisms underlying
cortical MP, and uncover if and how the computational principles for MP in the cortex differ from
those of subcortical structures such as the SC (Stein and Stanford, 2008).
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Figure 2: Behavioral paradigms probing multisensory processes. a) Left Stimulus detection paradigm in which head-fixed mice were required to make a licking response in relation to visual moving
gratings (V), auditory stimuli (A) of different contrasts and amplitudes, respectively, presented alone
or in concert (AV). Right Mice more accurately responded to the audiovisual stimuli compared to
visual or audio stimuli presented in isolation when the amplitudes of the stimuli were around or above
the detection threshold, but not for subthreshold and full intensity stimuli. Blank: trials in which no
stimulus was presented. Correct responses: the number of correct responses as percentage of the
total number of trials performed. Adapted from (Meijer et al., 2018). b) Left In this stimulus discrimination paradigm, rats were trained to report whether a stimulus train, consisting of visual, audio or
audiovisual components, was presented at a high or low rate by poking their nose in the associated
port. Right The probability of ‘high rate’ choices increases more sharply for audio-visual stimulus
trains (purple curve) than for unisensory trains (red and blue curves) with increasing stimulus rate.
From (Raposo et al., 2012). c) Left In this cross-modal tactile-to-visual object recognition task, rats
sampled objects in the arms of a completely dark Y-shaped track using tactile stimuli only. An hour
later rats identified objects using visual stimuli only (transparent barriers are inserted to prevent access
to the objects). Right Sham injected rats were able to recognize visual features of the object on the basis of a multisensory representation with an accuracy comparable to tactile-tactile object recognition.
Excitotoxic lesions of the perirhinal cortex (PRC lesion) disrupted cross-modal and visual, but not
tactile-tactile object recognition as indicated by a significant decrease in the ratio of time the rat spent
exploring the novel object in these conditions (discrimination ratio; * p < 0.05, ** p < 0.01). From
(Winters and Reid, 2010). d) Left Stimulus selection paradigm in which mice were cued (Cueing) with
an auditory stimulus to either ignore the visual or the auditory stimulus (Presentation) while making
a nose poke response at the associated location (Response). Right The number of correct responses
on this task increased with intensity of the visual stimulus and was better across stimulus intensities
when visual stimuli were presented in isolation (Visual only; blue curve) than when visual and auditory
stimuli were presented concurrently (Cross-modal; purple curve). From (Wimmer et al., 2015).
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Box 1: To integrate or to segregate? A hierarchical Bayesian inference approach
When crossing an intersection, you are tasked with judging the location of approaching cars in order
to determine when it is safe to cross the street. Your perceptual systems receive a myriad of sensory
inputs from several senses which should be correctly assigned to distinct external stimuli. For example, you might receive the visual input of an approaching car and also hear the sound of a horn.
When these two sensory inputs originate from the same physical entity in the outside world, the brain
must integrate these two inputs into a combined percept. However, in case these two sensory stimuli
originate from different entities, the brain should not combine the information from these sensory
domains. In this example, the decision whether to integrate can be of vital importance because if the
sound of the horn actually originates from another car which is coming from the other side of the
road this could result in a dangerous accident.
In the situation in which the two sensory inputs originate from the same external entity
(i.e. the car that you see also honks; S in Fig. Box 1), the way by which these inputs can be integrated
into a combined estimate can be described by Bayesian optimal cue integration (Ernst and Bülthoff,
2004). The collection of estimates of the sensory systems regarding the location of the car are typically described as a normal distribution in location space (Fig. Box 1). The visual estimate is depicted
here as a blue Gaussian/bell-shaped curve and the auditory estimate in red, and the reliability of the
estimates is reflected by the inverse of the standard deviation of the distributions. The theory of
Bayesian optimal cue integration states that the statistically optimal combination of estimates from
individual sensory systems, i.e. the Maximum-Likelihood Estimate (MLE), is equal to the sum of
these estimates, each weighted according to the reliability of the corresponding sensory system. The
resulting optimal combined estimate regarding the location of the stimulus (purple line in Fig. Box 1)
is more reliable compared to both unisensory estimates, as is reflected in a lower standard deviation
of the normal distribution. According to the MLE rule, the reliability of the combined multisensory
estimate is the sum of each unisensory reliability and is therefore by definition more reliable. Theoretical and experimental work has shown that this framework is applicable both at the psychophysical
(Ernst and Banks, 2002) and neuronal level (Fetsch et al., 2012; Ma et al., 2006).
Now consider the situation in which the two sensory inputs originate from two different
external entities (SV and SA in Fig. Box 1); i.e., the honking originates from a different car which was
approaching from the other side of the road, outside your field of view. Both this and the previous
scenario present the nervous system with a two-stage problem. First, it must determine whether the
sensory signals originated from the same object and subsequently it must perform either integration
or segregation of the visual and auditory signal. This problem can be formalized as a hierarchical
Bayesian inference problem (Shams and Beierholm, 2010) in which there are two possible schemes:
the signals originate from a common source (C=1) or from different sources (C=2). In the case of
assumed unity, the combined estimate Ŝ is determined as described above whereas in the case of
multiple objects the two unisensory estimates are not combined and give rise to two independent
estimates of the location of two objects (ŜV & ŜA).
Whether to integrate or segregate can be determined by computing the probability of either
scenario (single or dual sources). The probability that two sensory signals (XV & XA) originate from
the same source (S) depends on the similarity between the two signals, for example, when the visual
and auditory system both give a similar estimate of the location of the stimulus it is likely that these
signals originated from the same object. In case of ambiguity, a resampling of the sensory inputs –
aided by eye, ear or head movements, is desirable. Moreover, the timing of the two sensory signals can
determine the likelihood that they should be fused: for example, stimuli that are separated in time by
more than 80 ms are likely to be segregated (Meredith et al., 1987). Furthermore, the probability of a
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single or of multiple causes is dependent on the prior expectation that the observed signals originated
from the same object (e.g. the sound of a train has a lower a priori likelihood to originate from a car).
All these factors contribute to the evidence favoring either a single source (evidence C=1 > C=2) or
dual sources (evidence C=1 < C=2). A possible neural substrate which serves this function can be
found in the posterior parietal cortex, where the mismatch between information originating from the
visual and auditory domain is computed through feed-forward inhibition originating from the respective primary sensory cortices (Song et al., 2017).

6
Figure Box 1: A hierarchical Bayesian inference framework to determine whether to integrate
or to segregate. Whether a visual sensory signal (XV; purple) and an auditory sensory signal (XA;
yellow) originate from the same source (S) or from two independent sources (SV & SA; blue) can be
determined by Bayesian inference. The evidence favoring unity of the two signals (C=1) is compared
to the evidence in favor of two separate sources (C=2) by a hidden variable C. This evidence is dependent on temporal, spatial and contextual congruency between the two signals. In the former case,
localizing a single object in space based on information from multiple modalities can be described by
the Bayesian optimal cue integration framework (Ernst and Banks, 2002). A visual (blue curve) and an
auditory source (red) both provide information regarding the location of a single object (left panel).
According to the maximum likelihood estimate rule the optimal combination (Ŝ) of these two sources
of information is a sum of both estimates which is weighted by their respective reliabilities. In the
latter scenario (right panel), the visual and auditory signal both originate from a different source (SV
& SA respectively) in which case they should be segregated instead of integrated resulting in separate
visual (ŜV) and auditory (ŜA) estimates.
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Section 2: Neuronal mechanisms of bottom-up multisensory cue integration
In the last decade, many behavioral tasks have been developed, especially for rodents, to systematically test how the outcome of a broad range of MP is determined by the interaction between bottom-up
and top-down factors (Fig. 1). This makes it now possible to characterize the neuronal architecture associated with the various multisensory behaviors. In this section we will address neuronal mechanisms
recorded in animals which were presented with multimodal stimuli but were not required to make an
active behavioral response to obtain reward. We refer to this experimental set up as “passively observing”. These neuronal mechanisms, which mediate cue integration, are largely stimulus-driven and, at
the level of the neocortex, are mediated by inter-areal connections. As such, they provide insight in
the influence of stimulus properties (i.e. bottom-up influences) on MP outcome (Fig. 1).
The SC of the cat has been the traditional model system for studying cue integration at the level of
single neurons. Unisensory neurons in this structure, which are sensitive to visual, auditory or somatosensory stimulation, converge on multisensory neurons that respond with a significantly different
firing rate change to cross-modal stimuli than to any one of the modality specific stimulus components. This has often been used as an operational definition of multisensory integration, which can be
either positive (enhancement) or negative (depression), based on whether multisensory responses are
higher or lower than the highest or lowest unisensory response, respectively (Stein et al., 2009b). In
case of multisensory enhancement, this can result in firing responses that are either larger (supra-additive) or smaller (sub-additive) than the sum of responses to modality-specific stimulus components
(Meredith and Stein, 1983; Stein et al., 2009b). The magnitude of multisensory enhancement was
shown to be inversely proportional to the ability of the modality-specific stimulus component to
elicit a neuronal response, which is known as the principle of inverse effectiveness (Meredith and Stein,
1986a) – but see Box 2 for a discussion on the care that needs to be taken to properly assess this
principle. Multisensory enhancement was furthermore shown to be maximal when the unisensory
stimulus constituents (visual, auditory or somatosensory) were presented from (roughly) the same
location in space. This is known as the spatial principle of multisensory integration (Kadunce et al.,
2001; Meredith and Stein, 1986b). Because the receptive fields for the different sensory modalities
are aligned in bimodal neurons, they are optimally activated under this stimulus configuration. Lastly,
for multisensory enhancement to occur, stimulus constituents must be presented closely related in
time – the temporal principle of multisensory integration (Meredith et al., 1987). Only near-simultaneous
activations of the bimodal neurons by the stimulus constituents will produce neuronal responses that
can interact. For elaborate reviews on the principles of multisensory integration we refer to (Stein
and Stanford, 2008; Stein et al., 2009b). These three neuron-level principles along which multisensory
cue integration operates were also shown to hold at the behavioral level, when cats were detecting
cross-modal stimuli (Gingras et al., 2009) – but see Chapter 3. Notably, multisensory integration is
different from unisensory integration, which is defined as the integration of multiple stimuli from a
single modality – e.g. two co-occurring visual stimuli (Alvarado et al., 2007; Stein and Stanford, 2008).
This occurs as a result of several differences in the way stimuli from the same or different modalities
interact with each other – for example shared vs. uncorrelated noise sources, or specific patterns of
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responsiveness to stimuli (e.g. center-surround effects). As a consequence of these factors, and in
stark contrast with multisensory integration, unisensory integration often results in a weaker neuronal
response compared with that elicited by single stimuli (Alvarado et al., 2007; Foxworthy et al., 2013a).
This indicates that different circuits evolved for multi- versus unisensory processing, and that multisensory integration cannot just be seen as a simple consequence of additional inputs converging onto
multisensory neurons.

Association cortices
The principles of multisensory cue integration established in the SC inspired the search for cortical
neural correlates of multisensory processing. Historically speaking, much attention has been granted
to the association cortices, which in the context of this review refers to cortical areas that are neither
primary sensory nor motor, and receive converging inputs from sensory areas. Many single unit studies have highlighted a striking similarity between the principles underlying single-neuron-level multisensory integration in the SC and in association cortices of monkeys and cats, such as in the superior
temporal sulcus (Beauchamp, 2005; Bruce et al., 1981; Cappe et al., 2009; Ghazanfar and Schroeder,
2006), the intraparietal sulcus (areas LIP and VIP; Andersen et al., 1997; Avillac et al., 2005; Bremmer
et al., 2002; Ghazanfar and Schroeder, 2006; Gifford and Cohen, 2004), the medial superior temporal
lobe (i.e. area MSTd; Gu et al., 2008, 2012) and frontal areas such as the cat antero-ectosylvian sulcus
(Ghazanfar and Schroeder, 2006; Jiang et al., 2001, 2002; Stein and Stanford, 2008). In addition, studies investigating multisensory convergence and cue integration in rodents and ferrets (Foxworthy et
al., 2013a, 2013a; Hirokawa et al., 2008; Lippert et al., 2013; Olcese et al., 2013; Wallace et al., 2004)
have indicated that association cortices, mostly parietal but also temporal regions, contain a combination of unisensory and multisensory neurons and show multisensory enhancement predominantly
in superficial layers (Foxworthy et al., 2013b; Olcese et al., 2013) – Fig. 3. In the cortex, as in the SC,
multisensory enhancement and suppression responses can be supra- or sub-additive in relation to
the sum of the two unisensory responses, depending on the specific stimulus settings. This has been
shown to be compatible with the principle of inverse effectiveness (Fetsch et al., 2013; Olcese et al.,
2013). Neuronal responses to bimodal visual-vestibular cues indicating heading direction were shown
to be mostly sub-additive and could often be explained by a linear weighted summation of the unisensory responses (Morgan et al., 2008). The weights assigned to each sensory modality were not fixed
across stimulus conditions, but varied with the relative reliability of visual and vestibular cues, which
is in agreement with Bayesian cue integration. Multisensory processing in rat parietal cortex also
complies with the SC temporal principle: current source density responses in layer 4 were enhanced
when somatosensory stimuli preceded visual stimuli closely in time (0-100 ms), but suppressed when
the stimuli were presented in opposite order (Lippert et al., 2013). Recently, the rat parietal cortex was
also proposed to implement a form of “supramodal” integration (Nikbakht et al., 2018), in which
single neurons encode the category of an object (e.g. the orientation of a grid) irrespective of the sensory modality which is used to display the object (visual, tactical or visuo-tactile). This suggests that
cortical association areas are able to perform more advanced forms of multisensory processing than
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cue integration, namely object categorization. Strikingly, studies performed in non-human primates
reported a similar supramodal form of integration in premotor and frontal areas (Rossi-Pool et al.,
2016; Vergara et al., 2016). An open question is thus at which stage in cortical processing information
from different sensory modalities is integrated to construct a supramodal representation.
The finding that cue weights dynamically adapt to the current situation (Morgan et al., 2008) formed
the basis of a population-level interpretation of multisensory cue integration in association cortices.
While previous studies mostly did not go beyond the single-neuron level (Stein and Stanford, 2008),
a convergence of theoretical and experimental work led some groups to conceive a population-level,
Bayesian framework to interpret how different sensory cues are effectively integrated in association
cortices (Fetsch et al., 2013; Pouget et al., 2002) – Box 1. Such population-level computations are fully
compatible with the single-neuron-level principles of cue integration, and have been hypothesized
to be derivable from a circuit model implementing divisive normalization: an inhibition-mediated
neuronal operation for combining different signal sources at the microcircuit level (Carandini and
Heeger, 2012; Ohshiro et al., 2011). Divisive normalization operates by having a pool of surround
neurons performing a normalization of the integrated outputs of a given neuron (Carandini and
Heeger, 2012; Carandini et al., 1997; Fetsch et al., 2013; Ohshiro et al., 2017). An important feature
of the model is that the normalization step is implemented as a division, allowing output signals to
be scaled. By contrast, a subtraction procedure creates output signals that are not necessarily related
to the existing signal in a linear way. Nevertheless, it remains to be seen how general and valid this
normalization operation for explaining multisensory integration is. For example, it is not known
whether it applies to cortical areas beyond association cortices (or to the SC (Ursino et al., 2014)), or
whether it can be generalized across all types of stimuli (e.g. highly salient stimuli (Iurilli et al., 2012))
and all forms of MP.
Finally, there is evidence that neurons in the association cortices, in addition to stimulus properties
such as amplitude, spatial and temporal coherence – which lie at the basis of the -principles of multisensory cue integration in the SC – also encode congruency and complexity of stimulus constituents.
Ghazanfar and colleagues (Ghazanfar et al., 2005) showed that local field potential (LFP) amplitude
responses in the auditory belt showed enhancement primarily when pictures of vocalizing monkeys
were paired with the correct vocalizations. It is thus likely that cortical areas can perform more complex – and acquired (non-innate) – forms of cue integration, and that the applicability of SC-derived
principles of cue integration will have to be reconsidered on the basis of higher-order sensory features such as category (e.g. face vs. object) or motivational value. While multisensory cue integration
in the SC has been linked to stimulus detection and localization (Gingras et al., 2009; Rowland et al.,
2007; Stein and Stanford, 2008), the exact functional role of cortical multisensory cue integration has
not been clearly identified, as most association cortices integrating multiple modalities have only been
shown to be causally affecting behavior for one sensory modality alone (Licata et al., 2017; Raposo et
al., 2014; Song et al., 2017).
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Figure 3: Current understanding of multisensory processing in single neurons, microcircuits and neural systems. a) Multisensory processing occurs across many nodes along the corticothalamic hierarchy, including primary sensory areas (green), association cortices (pink) and thalamic
nuclei (blue). The lines specify the known physiological interactions between these areas. Information
contributed from different senses may be integrated (green lines) or segregated (yellow lines). At the
single neuron level, cortico-cortical multisensory influences are manifested as enhancement or suppression of neuronal responses to multisensory compared to unisensory stimuli. If both response
enhancements and suppressions have been observed between a pair of brain areas this is indicated
as modulation. See section 2 and 3 for explanation of the specific connections between brain areas.
V1: primary visual cortex; A1: primary auditory cortex; S1: primary somatosensory cortex; mPFC:
medial prefrontal cortex; PRC: perirhinal cortex, PPC: posterior parietal cortex; Tha.: thalamic nuclei.
b) V1 contains (at least) two micro-circuits via which sounds influence visual processing. Sound-induced hyperpolarization of layer II/III pyramidal neurons (triangles) was shown to be mediated by
cortico-cortico projections impinging on V1 layer V pyramidal neurons which then recruit inhibitory
neurons (purple) (Iurilli et al., 2012). Sound induced response enhancement in layer II/III pyramidal
neurons was shown to be mediated by a suppression of interneurons (circles) in the primary visual
cortex mediated by direct cortico-cortical input from A1 to layer 1 of V1 (green) (Ibrahim et al.,
2016). Upwards arrows indicate increase in activity, downwards arrows decrease in activity. Both
pathways were verified in (Deneux et al., 2018) and may be used under different contextual conditions
(e.g. light and dark environment).
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Box 2. Potential pitfalls while quantifying the principle of inverse effectiveness
In their seminal paper Meredith & Stein (Meredith and Stein, 1983) observed that the superior colliculus contains neurons which enhance their response when a visual stimulus was paired with an auditory
cue. Importantly, they made the following additional observation: “When individual stimuli were just
above threshold for eliciting discharges, the enhancement was greater than when the individual stimuli
were highly effective. Thus, as the effectiveness (number of discharges elicited) of the individual stimuli increased, the percentage of enhancement produced by combining them decreased.” (Meredith
and Stein (1983), p. 391). This inverse relationship between stimulus drive and the magnitude of multisensory integration has been adopted as a - principle of multisensory integration and is commonly
referred to as the ‘principle of inverse effectiveness’.
The principle of inverse effectiveness is commonly investigated by either (i) presenting
stimuli with different levels of intensity and quantifying the magnitude of multisensory integration
for each stimulus intensity, or (ii) by sorting neurons according to their responsiveness to a stimulus
and determining the relationship between neuronal responsiveness and multisensory enhancement.
While the former approach is quite robust (but see below), the latter is subject to several statistical
considerations which, if not accounted for with the proper control analyses, may result in the erroneous conclusion that neurons show inverse effectiveness while the observed correlation is actually
spurious (Holmes, 2007, 2009), cf. Chapter 2. Analyses using the latter approach often show a significant negative correlation between unisensory responsiveness and multisensory modulation, such
that weakly responsive neurons enhance their firing whereas more strongly responding neurons do
so to a lesser degree or suppress their firing (Alvarado et al., 2007; Kayser et al., 2008; Perrault et al.,
2003). This manner of quantifying inverse effectiveness is liable to several considerations which will
be discussed below.
First, computing the correlation between two variables which are not independent from one
another might suffer from a ‘regression to the mean’ effect. In the example illustrated above, neurons
are sorted according to their responsiveness in condition A (unisensory) and their percentage change
in response from condition A to condition B (multisensory) is determined. However, it is reasonable
to assume that neuronal populations show a normal distribution of their population response to a
collection of stimuli (Ma et al., 2006). Therefore, even without any quantitative difference between
condition A and B, neurons that have been selected to be on the low end of the normal distribution
in condition A will ‘regress to the mean’ in condition B resulting in a seemingly higher response and
vice versa.
Second, neurons have a dynamic range in which they can optimally change their firing rate
bi-directionally. This is also commonly expressed in a sigmoid transfer function, plotting a neuron’s
firing-rate output as a function of its total synaptic input. For example, when the activity of a neuron
is close to the upper limit of its dynamic range the probability of its activity to increase even further
is small because of biophysical constraints of the generation of action potentials. Therefore, neurons
which show either very low or very high firing rates should be treated with caution because they can
predominantly modulate their firing rate only in a unidirectional fashion which will artificially inflate
the correlation between unisensory responsiveness and multisensory response modulation. Basically,
the addition of any input, whether modality-specific or cross-modal, is likely to show a nonlinear response enhancement if the initial response to a single input is low. Note that both approaches (i) and
(ii) outlined above potentially suffer from this problem.
Finally, the metric that is used to quantify multisensory response modulation can have a
profound effect on the observed results (Holmes, 2009). A common practice is to express the magnitude of multisensory modulation as a percentage increase of the neural response elicited by the
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multisensory stimulus as compared to the strongest elicited unisensory response (Stevenson et al.,
2014). When quantifying multisensory modulation in this manner, one should take note that percentual differences are especially large when the quantities that are being compared are small. For example, a single extra spike will result in a large percentual increase when the original number of spikes
was small compared to when it was large. However, downstream neurons often require an absolute
minimum number of presynaptic excitatory inputs in order to reach spiking threshold. Therefore, a
neuron that increases its spiking from one to two spikes might show a 100% increase in activity but
this does not necessarily translate to a proportionate increase in driving downstream neurons to fire.
These considerations imply that, when investigating concepts such as inverse effectiveness
in MP, interpretation of the obtained results should always be corroborated by appropriate control
analyses, which can take several forms. First, to control for the possibility of regression to the mean,
the observed correlation between unisensory responsiveness and multisensory response modulation
should be tested against a null-distribution which is obtained by a shuffling procedure. Only when
the observed correlation is significantly stronger compared to the correlational values in the null-distribution it can be claimed that inverse effectiveness is present in the data. Second, to control for the
potential problem of neurons operating at the limits of their dynamic range, it should be assured that
inverse effectiveness persists after removal of neurons with the lowest and highest firing rates. Nonlinear enhancement should be stronger than that obtained by unisensory manipulation. To address
the potential influence of units of quantification, several ways of quantifying -multisensory modulation should be used to assure that the observed effect is robust against these different methods of
expressing multisensory modulation. The considerations discussed above do not solely apply to the
quantification of inverse effectiveness, but to any case in which the two variables that are compared
are not independent from one another (e.g. baseline brain-area volume vs. change in volume after an
intervention).
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Primary sensory cortices
Primary sensory cortices were recently shown to contain neurons differentially responsive to modality-specific and cross-modal cues (Bizley et al., 2007; Ghazanfar and Lemus, 2010; Ibrahim et al., 2016;
Iurilli et al., 2012; Kadunce et al., 2001; Kayser and Logothetis, 2007; Kayser et al., 2008; Lemus et
al., 2010) – Fig. 3. This is in line with connectivity studies in primates (Cappe et al., 2009; Falchier et
al., 2002), which indicated direct projections from A1 to V1, specifically towards the portion of V1
corresponding to the peripheral visual field. Hence, it was hypothesized that such connections might
aid the detection of peripheral stimuli, in line with the proposed role for multisensory integration in
the SC. Moreover, functional studies also indicated primary areas as potential loci of multisensory
integration (Calvert et al., 1997; Murray et al., 2016a). However, the changes in response patterns of
single neurons to stimuli of a non-primary modality were shown to be highly heterogeneous, and
ultimately not in line with the above mentioned hypothesis on the function of MP in primary cortices
pertaining to the detection of peripheral stimuli.
In fact, neuronal correlates of MP in primary cortices indicate different functional applications. As
a first case, primary cortices have been shown to integrate sensory inputs from other modalities in
a way that increases their discriminatory power, i.e. stimuli from the non-primary modality enable
neurons in one sensory area to better discriminate similar stimuli from its primary sensory modality
(Chapter 2; Bizley and King, 2008; Feng et al., 2014; Ibrahim et al., 2016; Kayser et al., 2010; Lippert
et al., 2007). This is firstly reflected by neurons showing either enhanced or suppressed firing rates
in relation to bimodal compared to modality-specific stimuli, resulting in sub-additive, additive or
supra-additive responses (Chapter 2; Bizley et al., 2007; Ibrahim et al., 2016; Kayser et al., 2008, 2010;
Vasconcelos et al., 2011; Wallace et al., 2004). In Chapter 2, we further characterized this by showing
that auditory modulation of visual processing was strongly dependent on the contrast of the visual
stimulus and the temporal congruency of cross-modal stimuli. Presentation of a visual moving grating in concert with a tone that was modulated at the same rate gave rise to a response enhancement
in a sub-population of neurons, and an equally large subpopulation showing response suppression
compared with unisensory visual stimuli. Stimulus pairs which were temporally incongruent or did
not share temporal patterning (i.e. white noise bursts) at full contrast resulted in a predominant response suppression across the neuronal population. Visual contrast did not influence multisensory
processing when the audio-visual stimulus pairs were temporally congruent. However, the response
suppression that was observed when pairing a full contrast visual stimulus with a white noise burst
was absent when the contrast of the visual stimulus was low. A second indication of multisensory
integration, leading to increased discriminative power, was apparent from more reliable fine-grained
firing patterns and reduced trial-to-trial variability to bimodal compared to unimodal stimuli. This was
specifically found for neurons that suppressed their firing rates in the bimodal condition (Bizley et al.,
2007; Kayser et al., 2010) compared to the unimodal conditions. Lastly, a small portion of the neurons
in sensory cortices was found to be responsive to stimuli of the non-primary modality, even without
a stimulus in the primary modality (Chapter 2, Fig. 5; Bizley et al., 2007).
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As a second case of MP in primary sensory areas, studies have produced indications for competition between different primary cortices (Iurilli et al., 2012; Kayser et al., 2008) – Fig. 3. Specifically,
high-volume auditory bursts have been shown to hyperpolarize the membranes of neurons in superficial layers of the primary visual cortex of mice, via a direct inhibitory circuit from primary auditory
to visual cortex, thereby disrupting visual processing (Iurilli et al., 2012). Similar inhibitory influences,
specifically activated by highly salient sensory stimuli, were found to exist between most – but not all
– primary cortices. For example, while at least some lateral connections from both primary auditory
and somatosensory cortex impinging on the primary visual cortex are inhibitory, projections from the
primary visual cortex onto the primary somatosensory cortex were shown to be excitatory (Iurilli et
al., 2012) – Fig. 3. This suggests that the outcome of the competition between sensory modalities is
highly dependent on the characteristics of the cortical areas under scrutiny and on the connectivity
patterns between cortical regions (Fig. 3).
Furthermore, even for primary sensory cortices which were shown to compete with each other – e.g.
sound-induced hyperpolarizations mediated by auditory neurons in V1 (Iurilli et al., 2012) – different
forms of multisensory interaction may occur. Specifically, Ibrahim et al. (Ibrahim et al., 2016) recently showed that sounds were able to enhance neuronal responses in V1 to stimuli of the preferred
orientation, in apparent contrast with the results reported by Iurilli et al. (2012). How is it possible
that sound-induced activity A1 has been shown to both inhibit and enhance V1 activity? Several key
differences between the two studies may explain the opposing results, such as type of auditory stimuli
(high-volume continuous white noise in Iurilli et al vs. a rhythmic pattern in Ibrahim et al), brain state
(shallow Iurilli et al vs. deep Ibrahim et al anesthesia), absence (Iurilli et al) vs. presence (Ibrahim et al)
of simultaneous visual stimuli. Importantly, broadband white noise was used as an auditory stimulus
in both studies; this rules out the possibility that a different affective tone of the auditory stimuli used
in the two studies (Knutson et al., 2002; Portfors, 2007) might play a role in determining their different results. However, as pointed out above, stimulus configuration and temporal congruency of the
constituents were shown to determine the response patterns to simultaneous audio-visual stimulation
in awake mice (Chapter 2). Another recent study showed that A1 neurons projecting to V1 in awake
mice preferentially respond to abrupt sounds, yet have a differential effect on V1 activity based on
visual context: inhibitory in darkness and excitatory during illumination (Deneux et al., 2018). Thus,
the interactions between A1 and V1 are highly dynamic, which may also explain the apparent contrast between the studies by Iurilli et al. and Ibrahim and colleagues. Moreover, distinct circuits may
mediate sound-induced excitatory and inhibitory influences on V1 (Fig. 3b). Excitatory influences
were mediated by projections from layer 5 in A1 to layer 1 interneurons in V1; these interneurons
would then further inhibit layer 2-3 interneurons impinging on pyramidal cells, which would thus
be disinhibited, resulting in enhanced visual responses (Ibrahim et al., 2016) – Fig. 3b. Concurrent
visual stimuli may facilitate this depolarizing effect and turn it into an hyperpolarizing mechanism
during darkness (Deneux et al., 2018). The hyperpolarizing effect described in (Iurilli et al., 2012) was
instead elicited by A1 layer 5 projections onto layer 5 pyramidal neurons in V1; these were shown
to enhance the activity of V1 interneurons, which would then mediate the reported sound-induced
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hyperpolarization (Fig. 3b). It is therefore plausible that different anatomical circuits between A1 and
V1 coexist, and that the net effect of auditory influences on V1 is due to the combination of a plethora of factors, all of which determine how these distinct circuits interact. Thus, the same anatomical
circuit in the primary sensory cortex (e.g. direct connections between V1 and A1) can harbor distinct
connection patterns to exert different effects based for instance on the type (volume, frequency,
temporal pattern, cross-modal synchrony) of sensory stimuli, and thus implement distinct forms of
context-dependent cross-modal behaviors.
In addition to single neuron mechanisms, multisensory interactions were shown to be implemented
at the local circuit level in the primary sensory cortices by oscillatory phase resetting (Lakatos et al.,
2008; Schroeder and Lakatos, 2009). In passively observing monkeys, a salient (punctate) somatosensory stimulus was shown to reset ongoing rhythmic activity in several frequency bands (especially in
delta, theta and gamma bands) in the primary auditory cortex. In this way, the stimulus instantiated
a rhythmic fluctuation of the excitability of the auditory cortical circuit (mediated via neurons in
supragranular layers), by which responses to auditory stimuli occurring at the peaks of the oscillation
were enhanced and responses occurring at the troughs were depressed. This phase-resetting mechanism has been hypothesized to enhance signal transmission across cortical areas (van Atteveldt et al.,
2014; Fries, 2015; Schroeder and Lakatos, 2009), and could thus lie at the basis of the principles of
multisensory cue integration.
In conclusion, what becomes clear from this overview of bottom-up multisensory processing in primary and association cortices is that the cortex not only has mechanisms reminiscent of the original
SC principles, but also several neuronal strategies to implement bottom-up MP, both at the single
neuron and population level. Each of these strategies is highly dependent on specific stimulus features, as well as on properties of individual neurons and cortical regions involved. Whether specific
mechanisms pertain to association cortex, sensory cortex, or represent more general coding schemes
awaits further investigation.
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Box 3. Multisensory processes as a window on consciousness
Although the study of consciousness goes largely beyond the scope of this paper, it is worthwhile
to summarize briefly why MP is important to consider when trying to understand how the brain
generates conscious experience. We take conscious experience to include perception, dreaming and
imagery; it is a state in which we experience the world and our body in a unitary, immersive and qualitatively rich manner. As such, conscious states contrast with unconscious states such as dreamless
sleep, anaesthesia or coma. Following Jackendoff (1987), consciousness is essentially defined by its
sensory or sentient nature. Multisensory processing (or sensory processing in general) is not sufficient
per se for consciousness to arise, because it can also occur non-consciously (Faivre et al., 2014; Mudrik
et al., 2014; Tononi et al., 2016). Nonetheless, particular forms of MP are necessary for consciousness
(Pennartz, 2009, 2015). This is related to the qualitative richness and complexity of the elements to
be integrated: consciousness provides the subject with a multimodal survey of the situation we are
in – both the situation in our surrounding world and our body within it (Pennartz, 2018) – whereas
low-level forms of integration (e.g. MP in the superior colliculus) represent a form of signal conditioning (Mudrik et al., 2014). This does not mean that a subject’s situational survey must represent all
modalities at any time, but that each modality can be represented in this survey and that each modality
is experientially distinct from others. A multisensory approach to perceptual inference is uniquely
positioned to explain such qualitative richness, as it allows to investigate, at the same time, i) how a
sensory scene composed of different modalities is experienced as unitary yet qualitatively differentiated, and ii) why we experience visual inputs as something different than, for instance, auditory or
olfactory inputs [the modality identification problem (Pennartz, 2009)]. The conscious, multimodal
survey of the situation that impinges on MP requires our brains to generate a quick-and-dirty “best
guess” model (Crick and Koch, 1995; Gregory, 1980; Helmholtz, 1867; Mumford, 1992) of our
world-body situation as specified by the subject’s collection of qualitatively different senses. For instance, the generation of a model of what we see – which is continuously updated as novel sensory
inputs reach the brain – has been proposed to depend on a process of perceptual inference, relying
on a hierarchy of visual cortical areas (Friston, 2010; Gregory, 1980; Marcel, 1983; Mumford, 1992)
and this concept can also be applied to other sensory modalities as well as multisensory percepts
(Olcese et al., 2013; Pennartz, 2015). The theoretical proposal in Pennartz (2009, 2015) holds that the
brain contains a neural machinery consisting of distributed cortical areas which collectively sustain an
interactive multimodal topology, by which it infers not only which objects and properties are at play in
distinct individual senses, but also what the best-guess construction of one’s multimodal situation as
a whole is. This proposal thus amounts to characterizing conscious experience as a higher-order form
of multisensory integration which supervenes on lower-level forms such as multisensory cue integration, object recognition and sensory selection (which are by themselves insufficient to generate conscious experience). In other words, consciousness is proposed to depend on a higher-level process of
multisensory integration that results in the multimodal situational survey characteristic of conscious
experience, whereas lower-level forms can occur without consciousness. Current studies are helping
to pave the way for further investigations of the role of MP in conscious processing.
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Section 3: Cognitive and environmental influences on the neuronal
mechanisms of multisensory processing
In the previous section we outlined how processing of signals originating from different sensory
systems is spread beyond multisensory-specific areas and how individual brain regions have many
neuronal mechanisms at their disposal to implement bottom-up MP. Besides low-level (bottom-up)
factors, the outcome of multisensory processing is, however, often also dependent on high-level
(top-down) factors (De Meo et al., 2015). Here, we examine recent developments in the research of
neuronal mechanisms of MP in actively behaving animals, which are determined by the interaction
between stimulus features and high-level factors such as behavioral demands and cognitive resources
(Fig. 1).
Rodent research on task-driven MP focuses mainly on the (posterior) parietal cortex (PPC; Fig. 3),
which consists of a collection of distinct but related areas (Wang and Burkhalter, 2013), each receiving visual, auditory and/or somatosensory inputs forwarded from primary sensory cortices and the
thalamus (Olcese et al., 2013; Wang and Burkhalter, 2013). Moreover, the PPC is involved in an array
of behaviors including perceptual decision making, motor planning and object recognition (Harvey et
al., 2012; Nitz, 2006; Tafazoli et al., 2017). The PPC was recently demonstrated to be causally involved
in a stimulus detection task in which mice faced audio-visual conflicts (Song et al., 2017). Animals were
trained to lick upon presentation of an auditory cue, but refrain in case of a visual cue (or vice versa),
by administering – respectively – a reward or a punishment. The authors found that the auditory
cue determined the behavioral response at the expense of the visual cue, when both were presented
simultaneously. Optogenetic blocking of the auditory-driven feedforward inhibition from sensory
cortices, mediated by PPC parvalbumin-positive (PV) interneurons, was able to lift the auditory dominance in cue conflict choices. Consistent with this finding is the fact that PV interneurons in area RL
[which is often considered to be part of PPC (Mohan et al., 2017; Olcese et al., 2013)] were shown
to mediate visuo-tactile integration in layer 2-3 pyramidal neurons (Olcese et al., 2013). In contrast,
the PPC did not appear to be causally involved in discriminating between high and low rate audio-visual
stimulus trains, whereas it did show such involvement in discriminating the visual component of
these stimuli (Licata et al., 2017; Raposo et al., 2012). Neuronal responses to visual stimuli in PPC
were larger than to auditory stimuli (Licata et al., 2017) and multisensory responses were usually well
predicted by a linear combination of auditory and visual responses (Raposo et al., 2014), showing no
sign of multisensory interactions. Cross-modal object recognition, in which rats use e.g. a tactile object
representation to identify a familiar object using visual cues only (see Section 1), was disrupted when
PPC function or its communication with the perirhinal cortex was compromised (Winters and Reid,
2010) – Fig. 2, 3. However, when rats were allowed to form a multisensory object representation before testing, by exploring the objects visually and haptically, object recognition appeared to be solely
dependent on the perirhinal cortex whereas PPC was not involved (Jacklin et al., 2016). This indicates
that experience may alter the neural substrates and mechanisms associated with multisensory behaviors, i.e. switching from a feedforward-mediated approach in which sensory information is being
transferred from PPC to perirhinal cortex to a feedback-mediated strategy in which multisensory
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representations stored in perirhinal cortex affect sensory representations in earlier cortices. Although
the PPC is a heterogeneous structure in terms of efferents, afferents and behavioral involvement,
what becomes clear is that it serves multisensory behaviors in differential ways depending on the
underlying cognitive process and factors such as experience-dependent plasticity.
As yet, the most direct link between multisensory neuronal correlates and behavior has been shown
in the dorsal medial superior temporal area (MSTd) of the non-human primate, which is a node in
the network facilitating multisensory heading perception. The population of neurons in this area
was shown to code for the relative reliability of visual and vestibular cues and to be able to adjust its
representation on the time scale of a few seconds (i.e. on a trial-by-trial basis) in conjunction with discrimination behavior (Fetsch et al., 2009, 2012). Although these studies elegantly show the dependence
of neural coding on the specific cue combination used, a causal link between MSTd neuronal coding
and discrimination behaviors has not been firmly established (Gu et al., 2012, 2016).
Sensory selection (Ahrens et al., 2015; Lakatos et al., 2008; Schroeder and Lakatos, 2009; Wimmer et al.,
2015), a form of attention, has long been hypothesized to be dependent on top-down modulation
originating in the medial prefrontal cortex and impinging on primary sensory and association cortices
(Birrell and Brown, 2000). Recent studies have shown a causal role of the reticular thalamic formation
in mediating sensory selection (Ahrens et al., 2015; Wimmer et al., 2015). The reticular thalamic formation acts as a relay station which – based on the inputs received from the medial prefrontal cortex
– is able to selectively control thalamic sensory gain and therefore gate the level of stimulation that
reaches primary cortices (Wimmer et al., 2015) – Figs. 2d and 3. This gating operates by suppressing
the activity evoked by the non-attended modality at the level of sensory thalamus and primary cortices (Lee et al., 2016; Wimmer et al., 2015), but a mechanistic understanding of the circuit for the
different sensory modalities, as well as its impact on association cortices, is still missing. Importantly,
top-down cortico-cortical influences from frontal to sensory cortices have been shown to directly enhance processing of the attended modality (Zhang et al., 2014). Therefore, a better understanding of
how bottom-up (multi)sensory processing and top-down attention interact is key to develop detailed
models of how sensory selection, and consequently MP, operates.
Addressing MP in a behavioral context allows revealing neuronal mechanisms associated with MP
that are not a simple function of stimulus-driven processing, such as object recognition and sensory
modality selection. In addition, even for cue integration-based stimulus detection and discrimination paradigms, including behavioral context expands the understanding of the underlying neural
mechanisms. Taking the presented neuronal MP evidence together, we may conclude that various
multisensory functions heavily depend on a common anatomical network that is situated especially in
the sensory and parietal cortices but also involves higher-order cortical areas, which mediate specific
functions. At the same time, many different micro-circuits co-exist both within and between brain
areas belonging to this common anatomical network, each mediating a specific type of multisensory
operation (Fig. 3). The picture of available micro-circuitries starts emerging from recent research but
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is far from being unambiguous and complete. A closely related experimental challenge is to link specific behaviors to supporting micro-circuitries and to unravel which factors determine the selection
of the neuronal substrate to be used.

A broader picture of multisensory processing
Which factors determine whether cross-modal stimuli will be integrated or segregated? How is this
operation performed? And which neuronal substrates will be called upon? Until now, most studies
addressing these questions focused on the behavioral and neural correlates of multisensory cue integration. This is, however, only one form – albeit a major one – of a class of sensory computations
that can be broadly defined as multisensory processing. Our main goal with this review is to expand
the framework on MP, and its underlying neuron-level substrates, including any operation in which
information across sensory modalities is combined to make a perceptual inference. We pursued this
objective by investigating the existing body of results, gathered primarily in rodents, on how multisensory contributions to cognitive functions expressed in the behavior of an individual can be explained
by basic neuronal, local-circuit and population mechanisms (cf. Figs. 1 and 3).
The central V-shaped module in the scheme that we have outlined (Fig. 1) represents the key outcome
of multisensory processing: information conveyed by the different sensory organs can be integrated
and treated as a unified representation (integration) or separated into two or more distinct representations (segregation). These representations are feeding into higher functions such as decision making and
memory formation. Multisensory processes such as stimulus detection, discrimination, recognition
and selection, leading to inferences based on sensory information, all operate within this central module. Depending on the ongoing cognitive processes, behaviors and situational constraints (top-down
factors), and on the specific stimulus features (bottom-up influences), the behavioral benefit that individuals experience using multi- versus unisensory cues may be accounted for by correct integration
(i.e. detection, discrimination and recognition of a multisensory object) or segregation (i.e. selection,
conflicts) of the cues. Understanding how the brain can dynamically implement all of these different
functions is thus imperative to understand the neuronal substrates of MP.
Achieving such a comprehensive understanding of the neuronal substrates of MP implies an elaborate and challenging experimental effort. Two paradigm shifts in the study of MP have recently
accelerated the gain of its understanding. First, whereas MP has been mostly studied in anesthetized
or passively observing awake animals which were presented with cross-modal stimulus sets, in recent
years the number of behavioral paradigms probing MP has rapidly increased (see section 1, Fig. 2).
This effort created the circumstances needed to assess the top-down influences of behavioral constraints and cognitive processes on MP, especially when the behavioral paradigms are designed in a
way that is compatible with neurophysiological recording techniques. Such paradigms should include
high trial counts for reliable tracking of behavioral and neuronal read outs, and a system by which
the amplitudes of all stimulus constituents can be adjusted relative to their detection thresholds for
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each individual subject to standardize testing, in Chapter 3 we have developed a behavioral paradigm
which satisfies these criteria. Second, whereas the experimental focus has traditionally been on the
single-neuron computations underlying multisensory cue integration (Meredith and Stein, 1983; Stein
and Stanford, 2008), in the last decade this was expanded with approaches able to investigate micro-circuitry and population codes (Fig. 3; Chapter 4 & 5; Deneux et al., 2018; Ibrahim et al., 2016;
Iurilli et al., 2012; Lakatos et al., 2008; Nikbakht et al., 2018; Olcese et al., 2013; Wimmer et al., 2015).
This provides the opportunity, among others, to assess the interactions not only within, but also
between brain areas.
New experimental strategies investigating MP should take into account several factors which have
been extensively investigated in the context of unisensory processing, and at the mesoscale in humans, but comprise an important new element in the framework of circuit-level MP. First, the choice
of cortical area and animal species is a key factor which will influence the results that can be obtained.
As an example, recordings performed in the PPC of mice and rats have yielded contrasting results as
regards the use of multisensory information in decision making (cf. Raposo et al., 2014; Song et al.,
2017). The dominance of auditory over visual stimuli reported in mice (Song et al., 2017) could be
ascribed to the fact that rodents rely more on audition than on vision (cf. Campi and Krubitzer, 2010).
Alternatively, the lack of a behavioral role for auditory signals in PPC reported in rats by (Licata et
al., 2017; Raposo et al., 2014) might be explained by a recording position more proximal to the visual
cortex when compared to (Song et al., 2017), or possibly also to species-specific differences. It is thus
crucial not only to select the most appropriate animal model, but also to take into account subtle yet
crucial differences in the anatomical location that is investigated.
Second, cross-modal stimuli used to study MP in passively observing or behaving subjects have been
usually very coarse and simple, such as light flashes, visual gratings or broadband white noise bursts
(but see Hwang and Romanski, 2015 and Kayser et al., 2010 in non-human primates). However, the
level of stimulus complexity, as well as the MP requirements of the task, together define the cortical
areas and neuronal mechanisms involved in the processing of multisensory cues. Mice, for example,
are able to discriminate between both simple, first order and more complex visual cues. Neurons in
V1 and the extrastriate region LM were less activated by complex (i.e., second order) compared to
simple stimuli (Khastkhodaei et al., 2016). Furthermore, in monkeys the perirhinal cortex is causally
involved in the processing of complex but not of simple stimuli (Bussey et al., 2002). Thus, using
very simple cues in cross-modal paradigms may lead to a biased view on the involved brain areas and
neuronal mechanisms, because involvement of the primary sensory cortices may be over-represented
whereas potential involvement of association cortices may remain unnoticed. Indeed, human studies
suggest that simple features (e.g. orientation) are already integrated in classical unisensory areas (van
Kemenade et al., 2014), while more complex ones (e.g. limb position) are processed in a supramodal
manner in association areas (Limanowski and Blankenburg, 2016). Finally, whereas stimulus properties influence multisensory processing via bottom-up mechanisms, task demands, behavioral contexts
and cognitive resources such as attention and memory involve top-down mechanisms and require
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experience with the stimuli in order to be engaged (Fig. 1). These top-down mechanisms influence the
way in which even primary sensory cortices operate (Convento et al., 2018). The first few circuit-level
studies directly assessing prioritizing or selecting sensory modalities at the expense of others convincingly showed that these processes are mediated by neuronal networks not considered in multisensory
research before (including the medial prefrontal cortex and the reticular nucleus of the thalamus
(Ahrens et al., 2015; Wimmer et al., 2015)). For instance, a cognitive resource that has not received
any attention to date in the context of multisensory processing is reward expectancy. Although neural
correlates of reward and reward prediction are observed in the primary sensory cortices (Goltstein et
al., 2013, 2018; Poort et al., 2015; Shuler and Bear, 2006) it is unclear how (expectation of) reward influences multisensory behavior and the supporting neuronal mechanisms. The broader picture of MP,
sketched above, opens up new avenues for research on the role of MP in higher cognitive processes,
including what is arguably the most complex function of the brain: consciousness. Box 3 includes a
brief introduction and discussion on the link between MP and consciousness.
It could be argued that a broadening of the scope of MP and the considerations described above
are complicating an already multi-faceted and intricate phenomenon and its investigation. We would
like to stress, however, that generalization of these matters may render important MP aspects or processes invisible. In a recent review, for example, van Atteveldt and colleagues (2014) proposed that
two major population-level mechanisms (divisive normalization and phase resetting) might explain
most types of cortical MP. However, while some forms of MP (e.g. cue integration) might be fully
explained by the proposed two mechanisms, we believe that a complex, diverse phenomenon such
as MP can only be explained by considering a larger set of computational rules. For example, the
complex cortico-thalamic-cortical loop for sensory selection outlined in Wimmer et al. (2015) has to
interact with sensory factors (e.g. relative salience, timing), other forms of top-down modulation (e.g.
selective attention; Zhang et al., 2014) and additional factors such as arousal and locomotion (McGinley et al., 2015). These interactions occur along different stages of sensory processing (e.g. early
sensory cortices vs. association regions). While general operations might be present along all these
stages and contexts, the cellular implementations are likely to be highly flexible and diverse. In addition, at the level of local neural circuits, divisive normalization has been hypothesized as a possible
mechanism able to explain both Bayesian cue integration and SC-derived principles of multisensory
integration (Ohshiro et al., 2011). Importantly, this study showed how the two frameworks are totally
compatible. However, studies showing differential effects of auditory influences on primary visual
cortex (Ibrahim et al., 2016; Iurilli et al., 2012) challenge the general applicability of this scheme. Indeed, while sound-induced hyperpolarizations are mediated by a circuit involving deep cortical layers
(Iurilli et al., 2012), a network limited to superficial layers implements audiovisual facilitation (Fig. 3b).
Whether such specific circuit implementations are compatible with a general mechanism for MP, and
can be modeled in a hierarchical Bayesian fashion (Box 1) remains to be addressed.
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How do rodent – and, more generally animal – studies of MP relate to mechanisms in the human
brain? The need to combine information from different sensory modalities is an essential aspect of
our lives, and has been extensively investigated at the psychophysical level and in terms of mesoscopic neural activity. Yet, even the most low-level multisensory influences on cognitive processes – for
example the sound-induced flash illusion (Shams et al., 2000) – lack a clearly described neuron-level
mechanism at present. The range of techniques for circuit-level investigation available for rodent
studies, combined with the advances that have been made in developing behavioral tasks for mice
and rats (Carandini and Churchland, 2013), now open up the possibility to address this question. Importantly, unveiling the mechanism of MP is not purely of academic interest. Impaired sensory and
multi-sensory processing may lie at the basis of various neuropsychiatric disorders, including autism
(Baum et al., 2015; Marco et al., 2011) and schizophrenia (de Gelder et al., 2005; Javitt, 2009; Ross et
al., 2007). A better understanding of how sensory modalities are processed in healthy brains is a first
step to better understand – and eventually address – these disorders.
In conclusion, we have sketched the contours of an emerging framework to study MP. The novel
contribution of this scheme is jointly determined by i) its broader scope compared with cue integration (Fig. 1), and ii) the availability of new and highly suitable experimental models to investigate different forms of MP. Specifically, a rapid gain in our understanding of the neuron- and systems-level
mechanisms underlying multisensory processing is now achievable. This is the result of recent efforts
in designing behavioral tasks for rodents, the availability of techniques to probe and intervene with
neuronal activity at the population and micro-circuit level, the inclusion of top-down influences in
MP, and the emergence of novel links between experimental work and theoretical frameworks (e.g.
Box 3). The scheme that we present will make it possible to address several key open questions about
MP, including: which single unit and population neuronal processes, and which brain structures are
causally involved in multisensory behaviors? Which bottom-up and top-down factors determine the
micro-circuitry that is activated for specific MP processes?
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Discussion part II
Neuronal mechanisms underlying
stimulus detection and classification
Guido T. Meijer

Chapter 6

In Part I of the discussion I presented a broad framework for multisensory processing. In Part II of this discussion I
will specifically focus on the results from Chapter 4 and 5.
The accurate detection and recognition of entities in our surrounding environment plays an essential role in our everyday lives. Especially for animals of prey, like mice, the accurate detection and
classification of sensory input can be essential to survival. In a split second, an animal must detect
potential hazardous stimuli in the surrounding environment, determine the identity of the stimulus,
and perform the appropriate behavioral response. In this part of the discussion I will lay out the
advances of the studies described in Chapter 4 and 5 of this thesis to the scientific field on cortical
neural mechanisms that underlie stimulus detection and classification.

The neural correlates of stimulus detection
Although the visual acuity of mouse vision is low compared with primates (Wang and Burkhalter,
2007), mice are extremely sensitive to faint visual stimuli because they can detect stimuli of 1-2%
visual contrast (Chapter 3 & 4; Burgess et al., 2017; Histed et al., 2012). This process of visual stimulus detection is mediated by processing in the primary visual cortex, as optogenetic inactivation
of V1 reduced the number of behavioral responses following the presentation of a visual stimulus
compared with control conditions (Glickfeld et al., 2013b). However, primary visual cortex efferents
do not project directly onto motor cortex, where behavioral responses are programmed (Wang et al.,
2011). This indicates that visual information passes through intermediate areas before being relayed
to motor cortex. Indeed, in a visual discrimination task, area AL, which is part of the secondary visual
cortex, was found to be activated after V1 and before motor cortex (Zatka-Haas et al., 2019). This
brings up the question which circuit mechanisms are fundamental to the sensori-motor transformation of visual information by secondary visual areas such as AL.
The response properties of neurons in the secondary visual areas of the mouse have been mapped
in conditions where an animal passively observed visual stimuli meaning that mice observed stimuli
but were not required to execute a behavioral action. These studies found that neurons in area AL
respond to faster moving stimuli with lower spatial resolution compared to V1 (Andermann et al.,
2011; Glickfeld et al., 2014; Marshel et al., 2011). These response characteristics, however, do not shed
light on how area AL is involved in the transformation of sensory information during active behavior. In Chapter 4 we trained mice to actively detect visual stimuli of varying intensities, by making a
licking response. We found that during active stimulus detection, the activity of V1 neurons was a
better predictor of whether a stimulus was going to be detected than AL neural activity (Ch. 4; Fig.
4i). This suggests that during the feed-forward sweep of visual processing during stimulus detection,
activity patterns in V1 determine to a higher degree than AL activity whether visual information will
be passed on to downstream areas, resulting in a behavioral detection. The question is which conditions have to be met by V1 neural activity patterns in order for visual input to result in behavioral
detection. The most obvious neural correlate of whether a stimulus will be detected or not is that
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detected stimuli elicited higher spike rates in V1 neurons. Although this correlate was expressed in our
data (Ch. 4, Fig 4a), other factors might play an equal or even more important role. For example, the
heterogeneity of V1 population activity was shown be a better predictor of whether a stimulus was
going to be detected or not, compared to mean neural activity (Montijn et al., 2015). Furthermore,
synchronization of local field potentials in the gamma-band frequencies (60-80 Hz) between V1 and
higher-order areas (Bosman et al., 2012), the precise temporal sequence in the spiking of multiple V1
neurons (Montijn et al., 2016b), and shared co-fluctuations between V1 and downstream neuronal
populations (Semedo et al., 2019) are all factors which could also contribute to determine whether V1
is in a state to facilitate the behavioral detection of visual stimuli.
We also found that AL neurons respond more strongly to visual stimuli with intensities around the
detection threshold compared to V1 neurons (Ch. 4; Fig. 2). Computational modelling showed that
this effect may arise from the convergent V1-to-AL projection scheme in which a single AL neuron
receives converging input from multiple V1 neurons. This convergent projection scheme is associated with a higher stimulus-related information content per neuron in AL compared to V1, because
the decoding of stimulus presence was better in AL compared with V1 when the same number of
neurons was used (Ch. 4, Fig. 2f). Therefore, stimulus-related information is compressed in area AL
compared with V1, in the sense that the same information is represented by fewer neurons. In practice this compression leads to an amplification of sensory signals along the sensory pathway (Fig. 1a).
What is the involvement of this system in multisensory detection behavior? We have shown in this
thesis, that mice are even more responsive to visual stimuli, when these stimuli are combined with a
faint auditory stimulus (Ch. 3; Fig. 3a, Ch. 4; Fig. 1f). How are V1 and AL involved in this heightened
behavioral sensitivity? Our data show two results; the first main finding is that during multisensory
stimulation the neuronal activity in area AL is a better predictor of whether a stimulus will be detected
or not, compared to that in V1 (Ch. 4; Fig. 4f-k). This suggests that the role of sensory gate which
was performed by V1 in the visual condition, is taken over by AL during multisensory processing.
The second finding is that the information content per neuron in V1 and AL does not increase in the
audiovisual compared to visual-only condition (Ch. 4; Fig. 3c). This suggests that, during multisensory stimulus detection, another, as of yet unknown, area performs further amplification of sensory
information before it reaches motor areas (Fig. 1b). A possible candidate is the thalamus, because the
visual thalamic reticular nucleus was shown to be involved in multisensory segregation and selection
(Wimmer et al., 2015) and the ventral medial and ventral anterior-lateral nuclei were shown to have
bidirectional connectivity with anterior lateral motor cortex to coordinate motor planning (Guo et
al., 2017).
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Figure 1 The different roles of cortical areas in stimulus detection. a, During the detection of visual
stimuli, visual information enters V1 which determines which stimuli will ultimately result in a behavioral response. Subsequently, AL amplifies the sensory signal before it is being relayed to pre-motor
areas (M2) for motor planning. b, When detecting audiovisual stimuli, both V1 and A1 receive sensory input. In this situation, area AL signals the most important determinant whether stimuli will be
detected and as of yet unknown other area of pathway is responsible for further amplification of the
sensory signal before it reaches motor areas. Note that visual information can also bypass area AL to
affect M2 directly. Figure by G.T. Meijer.

During multisensory stimulation some neurons show a response enhancement whereas other neurons
are suppressed in their response compared to the unisensory condition (Ch. 2, Fig. 2; Ch. 4, Fig. 4).
The behavioral relevance of this effect is unclear, it may be an important aspect of multisensory
integration which happens irrespective of whether a behavioral task is performed. Two arguments
can be made for this claim: first, cross-modal modulation also occurs in conditions where the animal
is not actively engaged in behavior (Chapter 2; Deneux et al., 2018; Kayser et al., 2008), or even in
anaesthetized conditions (Ibrahim et al., 2016). Secondly, during multisensory stimulus detection, the
number of neurons showing cross-modal modulation and the strength of this modulation was similar
irrespective of whether the presented stimulus resulted in a behavioral detection or not (Ch. 4, data
not shown). This suggests that the cross-modal modulation (‘Modulation’ in Fig. 1b) occurs in any
multisensory context and does not specifically pertain to the behavioral processing of multisensory
stimuli.
In conclusion, during unisensory stimulus detection, visual information arrives in V1 which has to
be in a particular state for stimulus information to ultimately result in a behavioral response. Visual
information is subsequently amplified by AL and relayed to pre-motor areas for motor planning (Fig.
1a). During multisensory stimulus detection, neural activity in AL instead of V1 is more important
in determining whether stimuli will be detected or not, possibly because V1 is already primed by A1
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that a stimulus will arrive (Ibrahim et al., 2016; Iurilli et al., 2012). However, the mouse was better at
detecting cross-modal stimuli than could be predicted from AL population activity (Ch. 4, Fig. 3c).
Therefore, I hypothesize that there is an area or pathway which performs additional amplification of
sensory information before it reaches motor areas (Fig. 1b). Further research is needed to elucidate
what area or which pathway is involved in this function.

The neural correlates of stimulus classification
Stimulus detection is only the start of the process, after stimuli have been successfully detected, they
have to be accurately classified. Is what I see something which can be safely approached, or should
I run away? This classification process has to happen fast and without error but the neural process
mediating this is seemingly confined by the fact that single neuron responses to identical stimuli vary
greatly over repeated presentation (Faisal et al., 2008), and this variability is correlated between neuron
pairs (Chapter 5; Averbeck et al., 2006). It is still a matter of debate what the influence of correlated
trial-to-trial variability is on the efficacy of the population code. In this section I will argue, using
the results from Chapter 5, that noise correlations actually allow stimulus classification to happen
efficiently and faultless.
First, we must discern between two types of correlation structures that may exist between (pairs of)
neurons: correlations that favor population coding (Franke et al., 2016), and detrimental correlations
which are information-limiting (Moreno-Bote et al., 2014). In general, a correlation is considered
detrimental if it causes the overlap between stimulus representations to increase compared to when
the correlation would not have existed. I will explain this principle using an example situation: consider a certain stimulus feature which is encoded by neurons with Gaussian shaped tuning curves, for
example stimulus orientation (Fig. 2a). When discriminating between two stimuli with a very similar
orientation (close together on the x-axis of Fig. 2a), the tuning curves of these neurons will overlap.
Plotting the activity of these two neurons for every possible orientation results in a trajectory through
two-dimensional neural space (Fig. 2b). Now consider that the brain is tasked to accurately classify
two stimuli with very similar orientations, these stimuli will be close together on the neural trajectory.
The mean activity elicited by these two stimuli is indicated with two grey dots on the trajectory line in
Fig. 2b. However, there will also be variability around the mean upon repeated presentation of these
stimuli due to trial-to-trial variability. If there is no correlation between the variability of neuron 1
and 2 this variability will result in circular cloud of points around the mean, but if their responses are
correlated the cloud will be ellipse shaped. In the situation depicted in Fig. 2b, these ellipse-shaped
noise correlations are beneficial to the classification of these stimuli because the overlap between
their neural representations is less compared to a situation in which their responses are uncorrelated.
Conversely, if the correlations are shaped such as in Fig. 2c, they are detrimental to stimulus classification because they increase the overlap between the stimulus representations. Therefore, a detrimental
correlation will be a correlation along the tangent of the trajectory (red arrow in Fig. 2d): a tangential
change in neural activity cannot be distinguished from a change in the stimulus feature. A beneficial
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correlation is a correlation that is orthogonal to the tangent (green arrow in Fig. 2d), because these
correlations help to separate neighboring points on the trajectory by reducing the variability along the
tangent (Montijn, 2016; Moreno-Bote et al., 2014).
The elegance of this coding scheme is that it can be extended to any number of dimensions. Consider
adding a third neuron with a tuning curve overlapping both other neurons (Neuron 3 in Fig. 2e), the
activity of this neuron triplet produces a trajectory through three-dimensional space (Fig. 2f). In this
three-dimensional space the detrimental correlations still lie on the tangential plane of the trajectory
and the beneficial correlations are on the orthogonal plane. The brain consists of an extremely large
number of neurons, it is reasonable to assume that together the tuning curves of these neurons span
the entire range of a stimulus feature (Fig. 2g). In this perfect example case, the conjunctive activity of
these neurons traces a circular trajectory through n-dimensional space where n is defined by the number of neurons in the population (Fig. 2h). In this high-dimensional space, detrimental correlations
lie on a hyperplane which is tangential to the trajectory and beneficial correlations exist in a subspace
which is orthogonal to this hyperplane.
Our data in Chapter 5 provide experimental evidence for this coding scheme, we showed that variability of population responses in high-dimensional space is mostly confined to the ‘beneficial’ subspace (~10% more variability). Therefore, the noise correlations aided the separation of the neural
representations of similar stimuli by confining the trial-to-trial variability to a subspace which does
not interfere with the accurate classification of these stimuli. This does not entail that detrimental correlations do not exist, it merely shows that correlations are predominantly beneficial. In conclusion,
the instantaneous classification of stimuli is aided by what was until recently regarded as an adverse
element of single neuron activity: correlated trial-to-trial variability (Cafaro and Rieke, 2010; Ecker
et al., 2011; Franke et al., 2016; Zylberberg et al., 2016). Only when taking into account the neural
activity of the entire circuit can we truly start to understand its functioning at the circuit level.
Advances in technology have enabled scientists over the last couple of decades to record from increasing numbers of neurons at the same time (Allen et al., 2017; Pachitariu et al., 2016; Steinmetz et
al., 2018). This opened up the possibility to not only investigate the single-neuron code, but uncover
the functioning of the neural code on the level of neural networks (Harris, 2005; Yuste, 2015). The
acquisition of datasets which are increasingly complex and high-dimensional also requires an increase
in complexity of the analysis tools (Cunningham and Yu, 2014). Together with the availability of an
increasing array of specialized behavioral tasks these technical and analytical advances provide a powerful tool to study the neural substrate of perceptual processes (Carandini and Churchland, 2013).
The work presented in this thesis contributes to a transition of our understanding of multisensory
integration from the single neuron level to neural mechanisms operating at the population level within
and between cortical areas. I utilized technical, analytical and behavioral advances to make an important step in the increase of our understanding of multisensory integration during passive observing
and active behavior.
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Figure 2 Stimulus coding and higher-order correlations in n-dimensional space. a, The tuning curves
of two example neurons to a certain stimulus feature. The feature space is indicated by the colorbar
under the x-axis. The colors of the tuning curves indicate the preferred feature of the two neurons.
b, The activity of the two neurons plotted against one another for the entire range of the stimulus
feature, as indicated by the color of the line. The two grey dots on the neural trajectory indicate the
mean response of the two neurons to two stimuli with similar features. The oval around the dots indicates the variability around the mean upon repeated presentation of the same stimuli. In this example
the correlations between neuron 1 and 2 are beneficial to the classification of these stimuli. c, When
correlations are along the neural trajectory they are detrimental to stimulus classification because they
increase the overlap in the neural representations of these stimuli. d, Detrimental correlations lie on
the tangent of the neural trajectory (red arrow) whereas beneficial correlations are orthogonal to
the tangent (green arrow). e, Same as a but with three neurons. f, The activity of the three neurons
in e for all values of the stimulus feature, as indicated by the color, results in a trajectory through
three-dimensional state space (not involving a temporal dimension). Detrimental correlations exist in
the tangential plane to the trajectory and beneficial correlations in the orthogonal plane. g, Graphic
depiction of a population of neurons whose tuning curves span the whole range of the stimulus feature. h, The population activity of the neurons in g forms a circular trajectory through n-dimensional
neural space in which n is defined by the number of neurons in the population. In this high-dimensional space, detrimental correlations exist in the tangential subspace to the trajectory and beneficial
correlations are in the orthogonal subspace relative to the neural trajectory. Figure by G.T. Meijer.
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SUMMARY
In this thesis, titled ‘More than meets the eye: processing of visual and auditory information in the
sensory cortex’, I investigated the behavioral and neuronal underpinnings of the integration of vision
and audition by addressing these specific research questions: (i) how does sound influence the processing of visual information in the primary visual cortex? (ii) Do mice integrate visual and auditory
information during stimulus detection to increase their behavioral performance? (iii) What are the
neural correlates of audiovisual detection behavior and which visual areas are involved? And lastly,
(iv) how do neural circuits in the visual cortex cope with the substantial variability of single neurons
while processing such sensory information? I set out to answer these questions using a combination
of behavioral assessments and the probing of neural activity in sensory areas of the mouse.
The first research question we addressed (Chapter 2) was driven by two key observations in the literature: Iurilli, et al. (2012) showed a suppression of V1 activity by sound whereas Ibrahim, et al. (2016)
showed an enhancement of V1 responses when sound was presented. Therefore, in Chapter 2 we
hypothesized that the influence of sound on visual processing does not always follow the same rules
but is depended upon a number of factors such as the intensity and the configuration of the stimulus.
To investigate this hypothesis, we performed two-photon calcium imaging in superficial layers of
V1 of the awake mouse while presenting visual paired with auditory stimuli. We found two factors
which contributed to coding of audiovisual stimuli in V1: the intensity of the stimulus and whether
the audiovisual components of the stimulus were temporally congruent with one another. When the
audiovisual stimulus was congruent (same visual and auditory temporal frequency) response enhancement and suppression were always balanced, regardless of the stimulus intensity. Conversely, when
the auditory and visual components of the stimulus were incongruent, V1 neurons were suppressed
when the stimulus intensity was high but enhanced when it was low. This showed that, indeed, whether V1 is activated or suppressed by sound depends upon the specific stimulus that is being presented.
Whether these effects, which occur on a neuronal level, actually pertain to a behavioral outcome was
as of yet unknown. To shed light on this issue, we first developed a behavioral task in which mice
detected visual, auditory and audiovisual stimuli (Chapter 3). When cross-modal stimuli are clearly
perceivable there is arguably no need for the animal to integrate them because the cross-modal stimulus can be easily detected by just processing one of the stimulus constituents. When the stimulus
is very faint and hard to detect, however, we hypothesized that integrating the visual and auditory
component of the cross-modal stimulus would result in increased perceptual performance. Evidently,
we found that mice showed elevated detection performance when audiovisual stimuli were presented
at the intensity level of the detection threshold of the animal compared to modality-specific stimuli.
This increase in behavioral performance, however, can also be explained by stimulus redundancy: in
the cross-modal condition two stimuli are presented whereas in the modality-specific condition only
a single stimulus appears. The chances of detecting a compound stimulus are therefore higher than
detecting a single stimulus because the two components of the audiovisual stimulus can be detected

191

independently. To uncover which strategy the mice used, we fitted signal detection theory models
to the behavioral data which showed that the most mice did not perform independent detection of
either the visual or auditory component of the stimulus, but integrated these constituents into a single
combined stimulus.
With this behavioral paradigm in our hands we could revisit the question posed earlier: what are the
neural mechanisms underlaying audiovisual integration? In Chapter 4, we trained mice to perform the
audiovisual detection task outlined in Chapter 3, while mice were performing this task we performed
calcium imaging in superficial layers of V1 and a putative site of audiovisual integration: area AL,
situated in between V1 and A1 (Wang and Burkhalter, 2007). We found the balance between response
enhancement and suppression, discovered in Chapter 2, in both V1 and AL. However, the neurons
which showed a multisensory modulation of their response when the stimulus was easily detectable
were not the same ones that were modulated when the stimulus was presented around the perceptual
threshold of the mouse. This indicates that multisensory integration does not happen automatically
in neural circuits, but depends on the sensory context. Furthermore, we found neurons which specialized in the coding of the behavioral choice of the animal solely in the multisensory condition. These
‘multisensory choice neurons’ were found more in AL compared to V1 and neural populations in
area AL showed a stronger a stronger neural correlate of behavioral detection of multisensory stimuli
compared to V1. This suggests that area AL is part of the multisensory pathway of sensori-motor
transformation.
In Chapter 5 we addressed a long-standing question in system neuroscience: how does correlated
trial-to-trial variability, so-called noise correlations, impact the efficacy of population coding? We
performed chronic two-photon imaging of neuronal populations in the primary visual cortex of the
awake mouse while presenting drifting grating and natural movie stimuli. We found that trial-to-trial
variability was mostly confined parallel to decision boundaries, especially in high-dimensional neural
space. This means that noise correlations aid the readout of population level information. Moreover,
we show that these higher-order correlations are stable over time and that a substantial fraction of
trial-to-trial variability of single neurons is not noise but can be predicted from the rest of the population.

192

A

Appendices

NEDERLANDSTALIGE SAMENVATTING
De wereld om ons heen ervaren we via al onze zintuigen. Als we een koffie kopje op de grond kapot
zien vallen, wordt het beeld van het brekende kopje vanzelf verbonden met het geluid van brekend
aardewerk. Deze integratie verloopt in onze ervaring volledig automatisch en zonder enige moeite.
Echter, de integratie van informatie uit verschillende zintuigen is een complex proces en het is nog
grotendeels onbekend hoe dit werkt op een neuronaal niveau. Sensorische informatie wordt verzameld door onze zintuigen en vervolgens naar gespecializeerde hersengebieden gestuurd. Visuele
informatie komt als eerste de neocortex binnen in de primaire visuele cortex (V1). Er werd lang gedacht dat dit gebied enkel visuele informatie verwerkt, en dat de integratie van verschillende zintuigen
optrad in gespecializeerde integratie gebieden. Onze hypothese was echter dat al in V1 informatie van
andere zintuigen geintegreerd wordt.
Dit onderzochten we door een activiteits-afhankelijk eiwit tot expressie te brengen in neuronen in
V1 van een muis. Door de veranderingen in fluorescentie op te nemen kon de activiteit van een
grote groep neuronen gemeten worden. Vervolgens toonden we visuele, auditieve en gecombineerde
audio-visuele stimuli aan de muis en keken we naar de activiteit van een populatie V1 neuronen. We
vonden dat, in lijn met onze hypothese, V1 niet alleen visuele maar ook auditieve informatie verwerkt
(Chapter 2). Neuronen in V1 moduleerden hun activiteit als een visuele stimulus gepaard ging met
een auditieve stimulus, en we vonden neuronen in V1 die reageerden op alleen geluid, zonder enige
visuele input. Het was ook van belang of de visuele en auditieve stimuli bij elkaar pasten: als dit niet
het geval was, en de visuele en auditieve stimulus incongruent met elkaar waren, werden neuronen in
V1 onderdrukt in hun activiteit.
Het tonen van visuele en auditieve stimuli aan een muis betekent echter niet dat deze stimuli ook
daadwerkelijk geintegreerd worden door het dier. Om zeker te weten dat de muizen de stimuli niet
alleen waarnamen, maar ook integreerden, hebben we ze geleerd om aan te geven wanneer ze een
visuele, auditieve of audio-visuele stimulus waarnamen. Vervolgens maakten we deze taak moeilijker
door de stimuli steeds zwakker te maken totdat deze bijna niet meer waarneembaar waren. In deze
situatie werd het voor het dier gunstig om visuele en auditieve informatie te integreren omdat ze op
zichzelf te zwak waren om waar te nemen (Chapter 3). Om de neurale processen te onderzoeken die
aan dit proces ten grondslag liggen, maten we de activiteit van neuronen in V1 en in AL (een associatie gebied tussen de visuele en auditieve cortex in) terwijl de muis deze taak uitvoerde. We vonden
dat, in vergelijking met V1, AL sterker reageerde op hele zwakke visuele stimuli. De neurale activiteit
in AL matchte precies met het gedrag van het dier. Verder vonden we een neuraal correlaat in V1 met
het detecteren van visuele stimuli en in AL met het detecteren van multisensorische stimuli. Dat gaf
aan dat dit gebied hoogstwaarschijnlijk betrokken is bij multisensorische integratie van audio-visuele
stimuli tijdens het actief detecteren van deze stimuli (Chapter 4).
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Als laatst gingen we terug naar V1 om een fundamentele vraag te stellen over de verwerking van sensorische informatie. Als meerdere keren precies dezelfde stimulus wordt getoond, reageren neuronen
in V1 elke keer met een andere activiteit. Hoe kan het dat deze variabiliteit niet ertoe leidt dat het
brein de hele tijd fouten maakt tijdens het verwerken van informatie? We maten opnieuw neuronen
in V1 terwijl we een breed scala aan visuele stimuli lieten zien over een lange periode. Met behulp van
populatie analyses toonden we aan dat neurale variabiliteit in hogere dimensies gelimiteerd blijft tot
een ruimte waarin deze de codering van verschillende stimuli niet belemmert. In andere woorden, wat
op het niveau van een enkel neuron op ongestructureerde variabiliteit lijkt, heeft op het niveau van
een grote groep neuronen wel een structuur. Sterker nog, een structuur die de populatie code helpt bij
het onderscheiden van verschillende stimuli (Chapter 5). Alles bij elkaar genomen heb ik in deze thesis
een belangrijke stap gezet in ons begrip over hoe de sensorische cortex visuele en multisensorische
informatie verwerkt.
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