
UvA-DARE is a service provided by the library of the University of Amsterdam (https://dare.uva.nl)

UvA-DARE (Digital Academic Repository)

On the design of generic vision modules

Engbers, E.A.

Publication date
2002

Link to publication

Citation for published version (APA):
Engbers, E. A. (2002). On the design of generic vision modules. [Thesis, fully internal,
Universiteit van Amsterdam].

General rights
It is not permitted to download or to forward/distribute the text or part of it without the consent of the author(s)
and/or copyright holder(s), other than for strictly personal, individual use, unless the work is under an open
content license (like Creative Commons).

Disclaimer/Complaints regulations
If you believe that digital publication of certain material infringes any of your rights or (privacy) interests, please
let the Library know, stating your reasons. In case of a legitimate complaint, the Library will make the material
inaccessible and/or remove it from the website. Please Ask the Library: https://uba.uva.nl/en/contact, or a letter
to: Library of the University of Amsterdam, Secretariat, Singel 425, 1012 WP Amsterdam, The Netherlands. You
will be contacted as soon as possible.

Download date:24 May 2023

https://dare.uva.nl/personal/pure/en/publications/on-the-design-of-generic-vision-modules(e2c09dab-4a2c-4653-b116-652b70c8e7bc).html


Chapter 5 

A generic quality measure for 
clustering 

5.1 Introduction 

The performance of vision algorithms may be considered a tradeoff between their cost 
(measured, e.g. by computation Time! and the quality of their results. In order to 
assess progress it is then mandatory to have available measures of quality, capable 
of comparing alternative solutions. This chapter considers the latter aspect in the 
context of clustering elements into perceptual groups and correspondingly proposes a 
quality measure for quantifying the quality of clustering results. 

Quality measures, which quantify the algorithms utility or the similarity of its 
result, were already observed as essential to performance measuring [54]. For some 
vision tasks, finding such a quality measure is more straightforward than for others. 
For example, if one wants to measure the position of a certain object in the image, the 
Euclidean distance between the centers of mass of the objects, will often be a good 
quality measure. Quality measures for edge detection however, are less straightfor
ward [122]. Finding a generic quality measure for clustering results seems a t least as 
difficult a problem. 

The few a t tempts to assess clustering quality, may be classified to task dependent 
or task independent types (the latter of which we call generic)). Some generic cluster
ing quality measures were suggested in for instance [3. 4, 91, 66, 156]. Task dependent 
methods evaluate clustering quality by considering it in the context of some applica
tion and by using the application performance as a gauge for the clustering process. 
In the context of model based object recognition, for example, clustering performance 
was dealt with in [13]. In the paper the number of features in a group, the number 
of model features and the number of group features that lie on the object or model 
are counted and combined into different quality measures for the result. Such an 
approach is the most suitable when working strictly in the context of an application. 

One could question whether it is desirable or even possible to define a generic 
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qual i ty measure for clustering results. It may be argued that clustering processes 
provide intermediate results, and il is the performance of the oven-all task which 
should be evaluated. Furthermore it seems that different tasks benefit from different 
a t t r ibu tes of clustering results. But given the need for modular design, evaluation of 
in termediate steps and results also becomes more desirable. Measuring the quality of 
a clustering process only as part of a larger process may require that the process is 
redesigned for every other task, since the quality in this case does not give any idea 
abou t the usefulness of the process for other tasks [39]. 

A simple approach for measuring the quality of clustering is to take the set differ
ences between the hypothesis and the correct clustering. Tha t is. to count the number 
of cluster elements tha t are assigned t o another group (deletions), or vice versa (addi
t ions) . Such methods are indicative of the clustering correctness but are not always in 
agreement with our intuitive idea about quality. Consider, for example, one clustering 

• • Correct Clustering 

• • • • • • • • • Clustering A 

• • © © © • • Clustering B 

Figure 5 .1 : When counting the number of wrongly assigned elements, clustering A differs as 

much from the correct clustering as clustering B does. Intuitively, however, clustering .4 seems 

better that clustering B. 

hypothesis where an object is falsely segmented into two equal contiguous parts and 
ano ther hypothesis where one of the par ts is segmented into a larger number of smaller 
pa r t s (see figure 5.1). T h e first hypothesis seems better, intuitively. Yet. the number 
of deletions and the corresponding quality measure is the same for both hypotheses. 
In figure-ground discrimination, where1 the hypothesis always contains two clusters, 
the limitations of a quality measure based on counting addition and deletions is less 
severe [156], due to the symmetry. Other quality measures, such as the number of 
segments into which an object decomposes, may be more suited for this example, but 
t ha t measure in turn is less suited for other si tuations where for instance a lot of 
under segmentation errors are made or for instance for object recognition, where over 
segmentat ion is less severe than under segmentation and assigning parts of objects to 
other objects. Moreover, the construction of a quality measure by counting additions 
and deletions, by counting segmentations, or some combination of these measures are 
based on arbi t rary choices. While 'counting' methods for determining the quality of 
clusterings do not correspond directly to a particular application, they still do not 
specify a proper and generic judgment on the quality of clusterings. 

T h e lack of a suitable generic quality measure seems one of the reasons that sub
jective judgment is still the most common \vay for evaluating clustering results. Some 
aspects of what a quality measure for evaluating clustering results should measure are 
application dependent , indeed. However, we argue tha t for sufficiently different pairs 
of clusterings, it will be (dear to a human observer which is the bet ter one. even when 
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the application is not specified. Therefore we maintain that some application inde
pendent grouping quality measure can. in principle, be derived. This is our purpose 
in this chapter: to study generic aspects of quality measures for clustering methods. 

Intuitively, any reasonable clustering result provides information about the ideal 
clustering. The better the clustering result, the more information it provides about 
the ideal clustering. We propose to measure this information by the amount of addi
tional information required for specifying the modification to the correct clustering. 
To quantify this additional information we regard the given clustering result (or hy
pothesis) as an initial guess of the correct clustering, and measure the effort it takes 
to modify the hypothesis into the correct clustering. With a suitable modification 
process, a better guess should reduce the amount of effort required. Therefore the 
effort can be seen as a quantitative measure of the quality of the clustering hypothesis. 
This view on quality is independent of a particular application. The relation between 
'effort' and 'quality' is also found in for instance the earth movers distance [117. 118] 
and in the string edit distance [113]. For image segmentation methods, in [151. 26] 
results are evaluated by measuring the effort it takes to manually edit the hypothesis 
into the correct solution. The resulting evaluation measure is the weighted sum of 
the performed actions in the editing phase. 

In this chapter we develop a scheme around the idea to view quality as the effort 
it takes a modification process to construct the correct clustering from a hypothesis 
and relate it to the entropy as developed by Shannon [132]. This scheme is abstract 
by necessity and leaves room for delivering different quality measures for different 
application domains. 

In section 5.2 we give the necessary definitions and put. forward the assumptions 
that are made. Requirements a quality measure for clustering should fulfill are given 
in section 5.3. The quality measure based on the number of questions is presented 
in section 5.4 where the link with the entropy of Shannon is made. In section 5.5, 
two case studies are presented to accompany the theory from section 5.4. The quality 
measure is applied on a real life example in section 5.6. Conclusions can be found in 
section 5.7. 

5.2 Preliminaries 

Define the set of elements that has to be clustered as the finite set 

S = {si,s2,...,sn} 

and define a clustering C of .5' as 

C = {Xx. X2.. - . . A',,,}, with Xi C S. Xi n Xj = 0 for i ^ j . u-X,; = S 

The set of all possible clusterings of set S is defined as 

C = {C\C is a clustering of S}. 

Assumpt ion 1: 
There exists one correct clustering. 

(5.1) 

(5.2) 

(5.3) 
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Data 

Correct 
clustering 

Figure 5.2: Two alternative conceptions of a clustering process: as an algorithm that labels 

the data elements or as a degradation process from the true clustering to the clustering result. 

Denote the correct clustering as Or. Of course 

CT € C. (5.4) 

A clustering algorithm A can be defined as a labeling of the elements of S. which 
results in a clustering (see figure 5.2). A clustering algorithm .4 can also be seen as 
a process of degradation, denoted by A', from the correct clustering to the result the 
algorithm delivers, provided there is only one correct clustering in a given situation 
(see figure 5.2): 

A':C^C. (5.5) 

T h e degradation from C to A'(C) can always be described by a finite1 sequence On of 
operat ions 0\. o_>.... oy 6 D. where D is finite, such that Oy o o> o . . . o oj(C) = A'(C). 
also denoted as On(C) = A'(C'). Denote the set of all sequences by Oo-

A s s u m p t i o n 2: 
The degradat ion process A' can be described sufficiently by the stochastic 
variable M oxer the set Ou with corresponding probability distribution 
PM(0) = P(M = 0). 

The stochastic variable M is called the degradation model. M gives the probability 
t h a t for an arbitrary set 5'. its associated correct clustering CT- and a degradation 
sequence O e ÖQ it holds t ha t 0{Cr) = C. where C is the result of the algorithm .4. 

A s s u m p t i o n 3: 
For clustering, a fixed set D of operations can be defined such that the 
behavior of every permissible clustering algorithm can be characterized by 
a stochastic variable over Oo-

According to the third assumption we are able to describe every clustering algorithm 

iu the same ' language' . 
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Assumpt ion 4: 
For every O G OD there exists a clustering C G C. such that O(CV) = C. 

To prevent the degradation model to be able to generate more clusterings than our 
clustering space provides, we need assumption 4. 

5.3 Requirements 

Independent of the concept of quality, we suggest, that a quality measure fulfills ex
plicit requirements. Denote the quality of a clustering C with respect to the correct 
clustering CT as QT(C). 

Requi rement 1: normalized: 

Q r : C - > [ 0 , l ] . (5.6) 

The quality of a clustering should deliver a normalized real number ranging from 0 to 
1, where 0 denotes the worst quality possible and 1 denotes the best quality possible. 
The underlying meaning of this requirement is twofold. First of all we demand that a 
quality measure should deliver an ordinal scale on the space of clusterings, enabling 
comparison of the quality of clusterings, stating that one clustering is better than 
another. Second we demand the scale to be normalized, making it clear that for every 
quality measure 0 and 1 have a fixed meaning. 

Requi rement 2: correct: 

C = CT e> Q(C) = 1. (5.7) 

If the clustering is equal to the correct clustering then its quality should be one and 
vice versa. 

Requi rement 3.a: efficient: If C is a finite set then 

3CeC: QT(C) = 0. (5.8) 

Requi rement 3.b: efficient: If C is not finite then 3.a holds, or at least 
there exists a sequence of elements (C„) with C, G C such that 

lim Q(d) = 0. (5.9) 
i—>oo 

Requirements 3.a and 3.b force the quality measure to make efficient, use of the interval 
[0.1]. In our opinion it makes no sense to define a quality measure for a space C where 
the- range is a subset [a, b] of [0.1]. where a > 0 and b < 1. Note that from assumption 
1 and requirement 2 it follows that 

3CeC:QT(C) = 1. (5.10) 



80 Chapter 5. A generic qual i ty measure for c luster ing 

R e q u i r e m e n t 4: robust: 

VCeC.Vf > 0.W> > 0 : 

\Q(C) - Q(C')\ < eyC e C with d(C.C') < 6. (5.11) 

T h e fourth requirement demands that an arbitrary small change in a clustering may 
only result in a small change in the quality of that clustering. For many practical 
clustering problems. C will be finite, making it practically impossible to fulfill the 
fourth requirement in the strict way it is formulated. The underlying principle (a 
small change in the clustering may only result in a small change in the quality) can 
be illustrated experimentally. 

Requirement 1 combined with the third requirement and the consequence of the 
first ensures •richness" of quality values on the space of possible clusterings C. Hence 
it ensures expressibility of the quality measure. 

5.4 Quality as the number of questions 

5.4.1 The question game 

To quantify the additional information needed to construct the correct clustering from 
the clustering result, we propose to measure the effort it takes a reconstruction proce
dure to perform that task. Therefore we use a generic procedure that asks questions 
of' the "Yes/No" type to an oracle, whore the oracle knows the t ruth . This number 
of questions is used as a measure of the computational effort needed to restore the 
correct clustering from a clustering result. Thus, a clustering hypothesis is considered 
be t te r , if the number of questions, or the effort is lower. 

Th is view of quality is closely related to the parlor game of "Twenty Questions" 
[133]. The number of questions one has to ask to get the right answer can be seen 
as the effort it takes to get the answer. In the context of such a question game, the 
value of a •hint' may be measured by the number of questions it can save. 

5.4.2 The quality of one clustering 

Following the approach of the previous section, we need the following to determine 

the quality of C by asking questions: 

- an oracle that knows the correct clustering. 

- a set of questions we are allowed to ask the oracle and 

- a strategy Ft for asking the questions in a systematic order. 

T h e number of questions it takes to construct CV from C is denoted by 

VR(CCT). (5.12) 
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For any reasonable question strategy, the number of questions increases if the cluster
ing C differs more from CT. In order to fulfill the requirements for a quality measure 
from the previous section, we need to normalize VR(C.CT). Suppose we know the 
worst possible clustering C\y. Furthermore suppose VR(CT,CT) = 0. Then the qual
ity of a clustering C with respect to C'T is given by: 

0-r(C)-l u^{vn(C,CT).VR(Cw,CT)} 
Ql[C)-l~ vR(cw,cT) -• (5-13) 

When it is certain that for every clustering C from C it holds that VR(C.CT) < 
VR{C\V-CT)- equation 5.13 can be written as: 

5.4.3 Questions and strategies 

When using the question strategy for asking questions, the strategy should at least: 

guaran tee a solution to construct the true clustering CT in a finite number of steps 
for all C EC. 

be informative in the sense that the number of non-informative questions should 
be minimized, since that leads to an underestimation of the quality, 

be dependen t enough on a certain application domain to make sense for that do
main and 

be independent enough to determine the quality in different situations. 

Due to the tradeoff between the last two requirements, it should be possible to tune 
the strategy to an acceptable level of (in)dependence. 

From many possibilities, the strategies we use in this chapter all share the principle 
of homogeneity testing (see for instance [157, 159. 91. 115]). The strategies only 
differ in the domain knowledge they use. First, in the homogeneity testing step, for 
every set of elements that is homogeneous in the hypothesis we test whether it is 
homogeneous. Then in the split step for every set of elements that is inhomogeneous 
in the hypothesis, the homogeneous subsets within these sets are determined, by 
asking a sequence of yes/no questions. Finally in the merge step, for every union of 
sets of elements it is tested whether they are homogeneous in the hypothesis. 

5.4.4 Quality, questions and entropy 

A closely related concept to the question game is the entropy of a signal, as introduced 
by Shannon [132]. In Shannon theory the number of questions it takes to pick an 
element out of a set and the entropy of a stochastic variable defined over that set, 
arc tightly related. It turns out that within a certain context the minimum expected 
number of questions equals the entropy. 
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Figure 5.3: Construction of the set of all possible correct clusterings given C and M. 

hi t his section we relate the ideas of Shannon, with respect to entropy, to the notion 
of' the quality of' clusterings. In section 5.4.2. we assumed C and CT known, while 
the clustering algori thm .4 together with its degradation model M were unknown. 

For now. we assume tha t besides C and Cr- M is also known. From C and M, 
a set of clusterings can be constructed that represents all possible correct clusterings 
tha t could lead to C. when model M is given (see figure 5.3): 

A'K' .A/} = {CK\'CK e C.PM(O) > 0.O(CK) = C}. (5.15 

Denote P (c.A / )(A" = C r ) for the probability that a clustering C/< e K{CM) indeed 
equals the correct clustering, given C and M. P(K = Cr) can be calculated as follows: 

{0\0(CK)=C} 

(5.16) 

According to assumption 4 (section 5.2), P(c,M)(K = CT) is a proper probability 
distr ibution. Now. if t he probability that the algorithm returns C as output is non
zero, the correct clustering will b e a n element of the set A'(f'.A/i- by definition. The 
effort it takes to find the correct clustering from the set A " ( r A / | . with help of the 
information provided by P{(- A / ) ( A ' = CT). can be seen as a measure of quality of M. 

and thus of A. 
To connect the quality of the degradation model M to the notion of entropy, 

construct a stochastic variable G'«",.U)- for a clustering C and M over the elements of' 
C with the associated probability distribution P G ( C , M ) ( A T ) = P(c.M)(K - CT)- The 
entropy / / of a stochastic variable X is defined as: 

tf(X) = - ^ P ( . r ) l o g 2 P ( . r ) . (5.17) 
, . A 

from which we define the entropy of t he pair (C. Af) as the entropy of G{c,M): 

H(G{C,M))= - E P « « 
KZC 

(K)\og2Pau,,ri(K [5.18) 



5.4. Quality as the number of questions 83 

Since C(c..\i) can differ for different C. in a limited number of cases, we take the 
average over all C. Now the average entropy of the algorithm A is defined as follows: 

HW = W\ E H(G(C,M))- (5-19) 
| C | ctC 

Now suppose we have the oracle that can answer questions about the correct clus
tering. This oracle can only answer "Yes" or "No'" and always speaks the truth. Then 
for \C\ large enough, the entropy H{G(c,M)) c o m e s arbitrary close to the minimum 
expected number of questions one has to ask the oracle to find the true clustering 
from the set of possibilities K(c.M) if the probability distribution P(c,M) is known 
[133]. Denote the minimum expected number of questions by V(c,M) and define ^(.4) 
as the minimum expected number of questions, averaged for all C : 

VW = W\ E Vic,M)- (5-20) 
1 1 reC 

Suppose the perfect question strategy is known, denoted by R*. Denote the num
ber of questions it takes to construct (or find) CT from C, as VR-(C,CT)- Because 
P(CT\C) = P(C,M){CT)- the minimum expected number of questions can be calcu
lated as: 

V(CM)= E P(CM){CT)VR~{C.CT). (5.21) 
cTeC 

The entropy of a stochastic variable G{C,M) can be seen as a measure of how much 
choice we have in selecting the true clustering from the set of' possible clusterings 
[132]. The lesser choice we have, the better the quality of the algorithm, the more 
choice we have, the worse the algorithm is. The following holds for the entropy: 

0 < t f ( G ( C ) M ) ) < l o g 2 | C | , (5.22) 

so it also holds that Ü < H(A) < log2 \C\. We can define the quality of a clustering 
algorithm as: 

QW = l ~ r¥wv (5-23) 
log2 \C\ 

or. for \C\ large enough: 

_ , ., n min {VIA). log9 \C\] 

log2 |C| 

Note that in the case we have perfect knowledge about the algorithm, i.e. perfect 
knowledge about its degradation model, the quality of an algorithm is not its abil
ity to find the correct clustering. Rather the quality reveals how efficient we can 
construct the correct clustering from the result of the algorithm. An algorithm that 
will never return the correct clustering can still have a quality of 1 if we can always 
construct the correct clustering from the result without any new information bevond 
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the degradation model. The last case makes sense because the degradation model in 
such a case is so complete, that it will be trivial to extend the algorithm with that 
knowledge, such that a perfect clustering is always reached. 

In section 5.4.2 we proposed to calculate the quality of a clustering, when M is 

unknown, as: 

n t n , , '"in {VR(C.CT).VR(C\V. CT)\ 

based on the number of questions VR(C,CT) one has to ask. when using strategy R. 
Given the upper bounds for H(A) and V(A). we can write: 

= , _ m l , , { V H ( C . C I - ) . l l o g 2 C | } 2 5 ) 

| log 2 C| 

It might be that the number of questions a question strategy returns, frequently out
ranges the ideal maximum | log 2C|. thereby rendering the quality of a large subset 
of the possible clusterings to 0 (according to equation 5.25). In those cases equation 
5.13 is preferred over equation 5.25. 

Combining equations 5.20 and 5.21 and given a test set of {C'TI • CT2 CT„, } C 
C. and a corresponding set of clusterings {C'r.Cj = A{CTl )}• an est imate V(A) of 
equat ion 5.20 is: 

I '" 
V(A)=-TvI{{Ci.CTi). (5.26) 

m t—* 

W i t h equation 5.26 one can compare the results of the used strategy R with the 
perfect, strategy R*. For comparing two clusterings it is in principle no problem when 
s t ra tegy 7? is not an as good as possible approximation of R*. although the following 
should hold: 

V(A) > V(B) & V{A) > V{D). (5.27) 

In a sense, the quality measure based on the average entropy of an algorithm can 
be seen as the most application independent as possible measure of quality. No 
assumptions about applications in the derivation of the quality measure are made, 
while it does hold properties that are characteristic for a useful quality measure. When 
the effort it takes to reconstruct the correct clustering from the hypothesis increases, 
the quality decreases and vice versa. The link between the •Twenty question game' , 
t he entropy and the quality of clusterings, enables us to determine to what extent a 
question-based quality measure is application (in)dependent. 

When comparing algorithms from different application domains, it only seems 
fair to aim for an application dependent quality measure. The comparison with the 
average entropy provides a measure for t he application dependence of the quality 
measure. 
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Figure 5.4: Case 1: an example set of elements S, the correct clustering and the set of al 
possible clusterings (label permutation results in another clustering in this example). 

5.5 Case studies 

5.5.1 Case 1: A case of perfect knowledge 

With the example from this section, the theory from the previous section is illus
trated by constructing three clustering algorithms from their corresponding degrada
tion models. 

Consider the set of elements S as given in figure 5.4. defined as S = {s1,s2, s3. s4}. 
A clustering in this example is a partition of the elements in two clusters, where labels 
may not be permuted in this case. So clustering 1 and 1G from figure 5.4 are different 
clusterings. The correct clustering is known and is equal to clustering C7 from figure 
5.4. Furthermore consider the set of degradation operations D known, consisting of 
the following operations: the identity operation I, d2 = "Move element 1 to the other 
cluster.". (U = "Move element 2 to the other cluster.". d3 = "Move element 3 to 
the other cluster." and d4 = "Move element 4 to the other cluster.". By including 
the identity operation in the set D one leaves open the possibility that the algorithm 
produces the correct clustering. 

We consider three algorithms AUA2,AZ to perform the clustering task. The 
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algori thms arc characterized by degradation models M ] . M2 and Af3 respectively. The 
degradat ion models are defined by the probability measures P.u, • PM2

 a n c l pM3-, given 
in table 5.1. Only the sequences as given in table 5.1 have a probability larger than 

Sequence Oo 

I 
di 

dj o dj 
dj o dj o dk 

f/l o d2 o ds o (/4 

PMAOD) 
I 

Hi 

PA/2(OD) 
1 
ï 
'f 

PMJOD) 

0 

T 

f 
6 1 4 

ïfi 

Table 5 . 1 : Case 1: the different types of operations and their probabilities for the algorithms 

characterized by degradation models M i , A/2 and A/3. 

0. T h e indices i.j.k are assumed different. Wi th this set of degradation operation, 

note tha t we can degrade every clustering into any other clustering. 
According to degradation model M] as given in table 5.1. every sequence has equal 

probabil i ty to be applicable. This means that every clustering C from C is just as 
likely to be the result of A\. A] ran be considered as the worst algorithm possible. 
Algori thm A:i performs better: for instance the probability that the algorithm delivers 
the correct answer is ^ or considering the algorithm as a degradation process, the 

• 1 

probabil i ty for the identity operation / to occur is 5. 
In table 5.2 the probabilities are given tha t a cluster i is the result of the clustering 

algori thm. Probabilities are calculated according to equation 5.16. The entropy / / is 
calculated according to equation 5.18. 

T h e average entropy of the algorithms Ax. A2 and A3 can be calculated with 
equat ion 5.19. Because H{G{CuMx)) = H{G{Cj,Mi))i t n e «v( i raS (% entropy of the first 
a lgori thm equals the entropy H ( G ( c . i M l ) ) . So H{AX) = 4 which, according to equation 
5.22. is equal to the theoretical upper bound log2 \C\. The quality of the first algorithm 
iK Q(A\) = 1 - f = 0. indeed the lowest quality possible and thus the worst algorithm 
possible. This is as can be expected since every grouping from the set C has equal 
probabil i ty of being the result of the algorithm. 

Following the same calculating steps for algorithm A2. we get the following answer 
for the average entropy: H(A2) = 3.64. From the corresponding degradation model 
M 2 , we would expect A2 to be a better algorithm than algorithm A\. And indeed the 
average entropy of A2 is lower than the average entropy of ,4, and the quality is. as 
a consequence, higher: Q{A2) = 0.09. 

Because the third algorithm has by far the highest probability (of the three al
gori thms) of returning the correct grouping and has low probabilities of returning a 
wrong answer, we expect the third algori thm to have the highest quality. As expected, 
the third algori thm appears to be the best one. Its average entropy, calculated by 
the steps as given above. H{A3) = 2.82 is lowest. The quality of A3 is given by 
Q(A3) = 0.30. 

We now will use an optimal strategy as suggested in [132] for asking questions. 
Th is algorithm. R*. is based on the algorithm of Huffman. The resulting average 
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Table 5.2: Case 1: the probabilities of the stochastic variable G(CT,M 
models M i , J\I2 and M3. 

for the three degradation 

entropy is compared to the entropy we calculated in the previous section. 
Consider the set of all possible clusterings C and divide it into two sets of clusters 

A and B. with A U B = C and A D B = 0, such that 

7 . pG(c,M) W " / J ^<3(C*,M)(-^)| is as small as possible. 
KeA KtB 

(5.28) 

Then repeat the division step as performed on C. for A and Ö. Repeat this procedure 
recursively until the set of clusterings only consists of one clustering. From this tree 
of divisions of the different sets, a perfect question strategy can be derived. For every 
node in the tree, ask whether the correct clustering is in the left branch or not. Walk 
down the tree according to the answer and repeat these questions until the correct 
clustering is found. 

For algorithm A2. and the stochastic G{Cr,Ah) a first division step is: 

A0 = {C7,C10,C12,Cl3}, 

= {Cl.C2,C3.C,,C5.Cl5.Cs.C9.Cu.Cll.Ci,.C16}. 
because ^KeA< / ' , . • G(C.M) [K ~ Y.K(zBu

pGiC.M){I<-)\ = | | - \\ = 0, which is the 
smallest possible value. Continuing the recursion with set B we" get the following as 
an optimal division step: 

Aj ={Cr.C2.C:i,al.CG.Cs}. 
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Figure 5.5: Case 1: a tree representing the optimal question strategy for the stochastic 

G(C7.M2<-

S i = {-C5»C79,Cii,Ci4,CiB1Ci6}, 

because \J2K<=AIPG(C,M)(K) _ E I C € J B I PG(C,M)(K)\ = I4 4I 
smallest possible value. An optimal division step for the set B\ is 

A,= {Cr,.C9,Cn}. 

Ufa = {Ci4 ,Ci5 ,Ci6} , 

because | Y^K<=A2
 PG{C,M)(K) ~ ^KeB, pG(CM)(K)\ = lëö ~ GO 

smallest possible. An optimal division step for the set A2 is: 

A, = {C,}. 

8b={C9 ,Cn}, 

because | £ A - e > 4 PG(C.M)(h') ~ Y,KeB3
 PG{CM)(K)\ = 120 ~ "15 

smallest possible value. After the division of #3 this branch of the recursion tree 
ends. The recursion results in an optimal tree as given in figure 5.5. This optimal 
question s t ra tegy leads to the number of questions for each of the clusterings as given 
in figure 5.3. Other distr ibutions lead to the same minimum number of questions. The 
probabilities P(CT\Ci) are known, since they are equal to P{C.M)(CT) by definition. 

From the d a t a given in table 5.3. together with equation 5.21. we have V{C.__\}.2) = 

3 1 . Because in this case V{C. M „ \ is t he same for all Ct, with equation 5.24 we have 

t h a t V{A) — 3 | , compared to the average entropy H(A2) = 3.64. 
This case shows tha t the quality measure we proposed, produces results that cor

respond to what we intuitively would expect from the degradation models. Since this 
is due to the method, we expect the same intuitive results in other cases. Furthermore 
this case shows, that even for a ven- small number of elements, the quality measure 

= 0. which is the 

= 57T, which is the 
60 

= 7^. which is the 
60 
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c\ 
c2 
c3 
c4 
c5 
C'e 

c7 
c* 
c9 

C\Q 

Cu 
C12 

Cv3 
C14 

c15 
C\a 

# Questions 
5 
5 
4 
4 
4 
5 
3 
5 
5 
3 
5 
3 
3 
4 
5 
5 

P(CT\C,) 
l 

30 

20 
1 

20 

2,0 
1 

20 

3,0 
1 

1 
30 

30 
1 

! 
3.0 
20 

21° 

30 

T a b l e 5 . 3 : Case 1: t he number of questions needed for each o f the clusterings when apply ing 

the Huf fman procedure w i th G ( c 7 , M 2 ) -

based on the number of questions is relatively close (less than 5 percent) to the qual
ity based on the average entropy. In cases where the perfect strategy is not known, 
one cannot expect the same performance. On the other hand, one can expect better 
results when the number of elements is increased. 

5.5.2 Case 2: compar ing entropy and questions 

In this section we compare the average entropy and the approximation, where the 
question strategy no longer is based on perfect knowledge. In addition we examine 
to what extent our scheme fulfills the requirements from section 5.3. 

In the example we consider clustering a sequence of ordered elements 5 = 
{.si. 52 , . . . . sn} into runs. See figure 5.6 for an example. 

• • • • Clustering A 

3 • • • • Clustering B 

• • • Clustering C 

F i g u r e 5 . 6 : Case 2: in c luster ing .4. not all clusters are runs, in c luster ing B and C al l the 

clusters are runs. 

Consider a question is characterized as a set B C S. of the type 
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Number of questions = 0 

Check if the hypothesis is equal to the ground truth 

If it is: STOP. 

For every run in the hypothesis 

{ 

Increase the number of questions by 1 

// HOMOGENEITY STEP 

Check if the run is homogeneous 

If it is not 

// SPLIT STEP 

Use divide-and-conquer to label homogeneous sub-runs 

} 

Mark all the pairs of adjacent labels as not checked 

Mark the rest of the pairs as checked 

While there still is a pair of labels that is not checked 

{ 

Increase the number of questions by 1 

// MERGE STEP 

Check if the union of the according runs is homogeneous 

If it is 

{ 
Change the label of one run into the other 
Mark the run as checked with all the runs 

that the individual runs where marked 

> 
else 

Mark the runs as checked 

} 
Return the number of questions 

Figure 5.7: Case 2: question strategy for constructing the correct clustering from the clustering 

result for clusters of runs. 

"Do all elements of set D belong to the same cluster according to the 
correct cluster?". 

Define oracle F as: 

FT(B) = \ 1^' i f , 3 - V ' e C ' - ' - : S £ * ' (5.29) 
v ' 1 "No . otherwise 

and consider the question strategy as given in figure 5.7 and 5.8. 
To calculate the quality, we average over a number of question-asking sessions. 

Since a run is divided randomly into two runs (see figure 5.8) we apply the questions 
s t ra tegy several t imes after which we average over the results. This ensures the 
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divide-and-conquer(run) 

{ 

Increase the number of questions by 1 

// SPLIT STEP 

If the set of elements is homogeneous 

{ 

Label the elements as one homogeneous region 

STOP 

> 

else 

{ 
divide the run randomly into two runs A and B 
divide~and-conquer(run A) 

divide-and-conquer(run B) 

} 

} 

F i g u r e 5 . 8 : Case 2: 'Div ide-and-Conquer ' strategy t o f ind homogeneous regions in an inhomo-

geneous region. 

resulting quality will not differ for similar input. The resulting strategy is denoted 
by R. The average number of questions by for this s trategy is denoted by VR{C. C'T). 
With equation 5.25 we calculate the quality Qj(C). C is chosen in such a way t ha t it 
contains all feasible clusterings. 

Comparing the theoretical average entropy measure with the1 practical question 
quality measure, we define an algorithm A with degradation model M based on 
degradation operations D of two types: splits and merges. The probability mea
sure Ps(x) denotes the probability t ha t x splits occur. Pm{}j) denotes the probability 
that y merges occur. 

We calculate the average entropy H(A) by generating all possible degradations 
by reconstructing the 'set of possible correct clusterings' for each clustering of C. The 
average entropy of A is calculated according to equation 5.19. When \C\ becomes too 
large we approximate H(A) by averaging over a. random selection of C. 

To calculate the average entropy from the question based measure, we draw a 
number of clusterings from C and draw a degradation according to the degradation 
model M. For each pair (consisting of a clustering and a degradation) we calculate the 
number of questions it takes to reconstruct the correct clustering from the degraded 
version after which we calculate V(A) according to equation 5.26. 

As a first experiment we took the degradation model as given in figure 5.4. The 
size of the element set 5' varied from 4 to 60 and the number of runs in the correct 
clustering was set to 2. For each set S we calculate1 the average entropy of A and 
est imate it with equation 5.26 by taking the average over 1000 pairs (C'r, .Cj). This 
experiment was repeated 20 times, to est imate the s tandard deviation of the est imate 
of the average entropy. The results are given in figure 5.9. where the size of intervals 
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q 
0 
l 

P.M) 
i 
2 
T 

Pm(q) 
1 
2 
I 
2 

Table 5.4: Case 2: The probabilities of the degradation model for the first experiment. 
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Figure 5.9: The average entropy and the estimation by the average over the number of questions 

in the 'question game' of the first experiment. The corresponding degradation model is given in 

table 5.4. The interval given for each average number of questions is the average minus 2v and 

plus '2r. where r is the measured standard deviation. 

given for each estimate are plus and minus two times the measured standard deviation. 

As expected, the estimation of the average entropy by the imperfect strategy 
differs from the average entropy, but the result is close and monotonie relative to the 
average entropy. Considering that the strategy does not use any information about 
the clustering algorithm or the degradation process, we interpret the results as a sign 
of strength. 

If one wants To compare the quality of two algorithms the estimation of the abso
lute average entropy is less important than consistent behavior between the average 
entropy and the number of questions. 

To illustrate this, we define two degradation models as given in table 5.5, set the 
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number of runs in the correct clustering to 3 and varied the size of the set of data 
elements 5 from 4 to 60. Again we took the average over 1000 pairs (CT/. d) for 
each estimate. This experiment was also repeated 20 times, to estimate the standard 
deviation of the estimate of the average entropy. The results for both degradation 
models, as given in table 5.5, are given in figure 5.10. 

q 
0 
l 
2 

Even 
A, (q) 

1 

? 
1 
3 

PimW) 
1 

1 
! 

Uneven 

P-2.M) 
1 

1 
in 

P2m{q) 
j . 

¥ 

Table 5.5: The probabilities that define the even and uneven degradation models for the second 
experiment. 

From the results it can be seen that, according to the average entropy, the al
gorithm with the uneven degradation model (table 5.5) is better than the algorithm 
with the even degradation model, because for all different sizes of the element set 5, 
the average entropy of the uneven algorithm is lower than the average entropy of the 
even algorithm. So according to equation 5.23 the quality is higher. Likewise the 
estimated average entropy (equation 5.20) is lower for the uneven algorithm. The av
erage entropy and its estimate function in a similar way. when comparing the quality. 

Now we examine to what extent the quality measure based on the strategy men
tioned in this section fulfills the requirements we put forward in section 5.3. 
The first requirement is fulfilled by definition, see equation 5.25. The quality measure 
also fulfills the second requirement, as formulated in equation 5.7. By definition 
it holds that V{A) > V{A) > log2 \C\. so there must be at least one C' for which 
VR(C') > locj2\C\ and thus, according to equation 5.25. Q$(C') = 0. thereby fulfilling 
the third requirement. 

To examine the degree to what Q§.(C) fulfills the fourth requirement, we need 
a distance measure d(C.C') on the set of possible clusterings C. Define the distance 
d(C.C") as the distance between the probability distribution PG(C.M) and PG(C,M) • 

d(C.C') = J2 \PG(CM)(K)-PG{C,M){K)\. (5.30) 
KeC 

d(C.C') as defined in equation 5.30 is a metric. In words, equation 5.30 defines that 
two clusterings are 'close* to one another if their associated probability distributions 
PG(C.M) and PC.(C,M) are close to each other. 

To illustrate the behavior of the estimate of the average entropy V(A) with varying 
degradation models, we define the model by the probability distributions as given in 
table 5.6. with p ranging from 0 to 1. We set the size of S to 60. The number of 
labels in the correct clustering is set to three. The estimate V(A) is calculated for the 
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C O C N J C D O ' ^ C O C S J C D O ' ^ - C O C N J C D O 
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Size of elements set S 

• Entropy Even • Entropy Uneven 

* Estimation Even • Estimation Uneven 

Figure 5.10: The average entropy and the estimation of the average entropy by the average 

over the number of questions in the 'question game' of both the 'Even' and 'Uneven' degradation 

models of the second experiment. The interval given for each average number of questions is 

the average minus 2v and plus 2v. where v is the measured standard deviation. 

q 
0 
l 

P,('i) 
i -P 

p 

Pm{q) 
1 -p 

p 

Table 5.6: The probabilities that define the degradation model for the robustness experiment. 

different values of p . The procedure of this experiment is the same as in the previous 
experiments in this section. We calculate the average1 entropy H(A) by generating 
all possible degradat ions. This is done by reconstructing the 'set of possible correct 
clusterings" for each clustering of C. From the corresponding probabilities the average 
entropy of 77 is calculated according to equation 5.19. To calculate the average 
entropy from the question quality measure, we draw a number of clusterings from 
C and draw a degradation according to the degradation model M. For each pair we 
calculate the number of questions it takes to reconstruct the correct clustering from 
the degraded version after which we calculate V(A) according to equation 5.20. In 
this case we average over 5000 pairs of clusterings. The results are shown in figure 
5.11. Since the differences between consecutive measurements stays within the order 
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F i g u r e 5 . 1 1 : The average entropy and the est imat ion of the average entropy by the average over 

the number of quest ions in the 'question game' for varying degradat ion models in the robustness 

exper iment. T h e interval given for each average number o f questions is the average minus 2v 

and plus '2r. where v is the measured standard deviat ion. 

of magnitude of the standard deviation, we conclude that the estimate V{A) behaves 
robust in this case. Experiments (not shown) reveal that in order for the estimate 
V(A) to be robust, we need to take the average over more pairs (T;, Cj) when the size 
of S increases or the degradation models get more complex. 

The case from this section shows that the number of questions as an estimate for 
the average entropy in a non-trivial example is of the same order of magnitude as the 
average entropy. For comparing the quality of algorithms, the estimate is suitable 
since there is a monotonie relation between the number of questions and the average 
entropy. 

The implementation of our method that we used in this section, fulfills the first 
three requirements, i.e. normalized, correct, efficient, in a strict sense and we illus
trated it fulfills the requirement of robustness when estimating the average entropy 
of an algorithm. 
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5.6 Example application: Clustering 2D-curves 

In th is section we present two example strategies for clusterings of 2JD-curves. This 
example shows how application specific knowledge can be incorporated in the question 
strategy. Furthermore the influence of choosing another strategy is illustrated In-
compar ing the results of the two strategies with the same clusterings. 

In figure C.6(a) an image of cracks in a line of ink is shown. The line segments 
were abstracted from the image using [44], see C.6(b). The task is to cluster the 
line segments according to the cracks they belong to. Three different clusterings 
were constructed, figure C.G(d). (e) and (f) (denoted by C\. C> and C 3 respectively). 
Their quality was calculated with equation 5.13. given the correct clustering as given 
in figure C.C(c). 

T h e elements of .S' are given by the line segments from figure 0.6(b) . The questions 
we use with the first question strategy are the same as the questions we used for the 
example of section 5.5.2. The first question strategy we use in this example is given 
in figure 5.12. 

Since we use equation 5.13 to calculate the quality we need a worst case clustering 
Cw 'or the proposed strategy. To maximize the number of merge steps, we need a 
clustering that delivers separate line segments in the merge and split steps. If we 
cluster line segments two by two that are not part of the same cluster in the correct 
clustering, we arrive at the1 worst clustering C\y. 

As can be seen in table 5.7 clustering C2 (C.6(e)) has the highest quality and the 
remaining ones have lower quality. Furthermore, as expected clustering C3 is bet ter 
than C\ since in (\ there is under-segmentatioii, taking more effort to repair t han 
the over segmentation in clustering C3. The results are in line with intuition. 

Cluster 
Cw 

cd 
c, 
Cj 

Q nest ions 
192 
147 
119 
137 

Quality 
Ü 

0.23 
0.38 
0.28 

Table 5.7: The number of questions and the quality of the presented clusterings, calculated 

with the question strategy from figure 5.12. 

Although in line with our intuition, the strategy creates a large overhead in the 
number of homogeneity steps, because their is a relative large number of small clusters, 
many of which contain only one line segment. In order to reduce the overhead we 
optimize the homogeneity s tep to one that has log-based complexity. We changed the 
type of questions that are allowed and the homogeneity step of the question strategy. 
Questions arc now of the following form: 

••Do all the elements of set 131 belong to the same cluster and do all 
the elements of set B2 belong t o the same cluster and ... and do all the 
elements of set Dk belong to the same cluster?'* 
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Number of questions = 0 

Check if the hypothesis is equal to the ground truth 
If it is: STOP. 

For every cluster of line segments in the hypothesis 

{ 

Increase the number of questions by 1 

// HOMOGENEITY STEP 

Check if the cluster is homogeneous 

If it is not 

// SPLIT STEP 

Divide it into all of its single line segments 

} 

Mark all the pairs of neighboring clusters as not checked 

Mark the rest of the pairs as checked 

While there still is a pair of neighboring clusters that 

is not checked 

{ 
Increase the number of questions by 1 
// MERGE STEP 

Check if the union of the according clusters is 

homogeneous 

If it is 

{ 

Change the label of one cluster into the other 

Mark the cluster as checked with all the clusters 

that the individual clusters where marked 

} 

else 

Mark the clusters as checked 

} 

Return the number of questions 

Figure 5.12: Question strategy for constructing the correct clustering from the clustering result 
for clusters of line segments. 

The question strategy is changed such that in the first homogeneity step we query all 
clusters in one go. When not homogeneous, we split the set in two sets of clusters 
and repeat the question for those two sets. If a set only contains one inhomogeneous 
cluster, we apply the split step to that ('luster. 

The results of this alternative question strategy are given in table 5.8. As expected. 
the quality results are spread slightly more over the interval [0,1]. 

This example shows that the quality measure scheme can be applied to a more 
complex real life situation. It produces results that correspond to an intuitive notion 
of quality. 
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Cluster 
Cw 

cd 
ce 
cf 

Q lestions 
191 
147 
100 
120 

Quality 
0 

0.2:3 
0.48 
0.37 

Table 5.8: The number of questions and the quality of the presented clusterings, calculated 

with the variation on the question strategy from figure 5.12. 

5.7 Summary and conclusions 

In this chapter we argue that application (or even domain) independent quality mea
sures are needed for clusterings. Therefore we present a scheme for quality measure
ment of clusterings that in the ideal si tuation is independent of a certain application. 
Based on the description of algorithms as degradation processes, we define the average 
entropy of' a clustering algorithm and propose it as a quality measure for clustering 
algorithms. 

To characterize the behavior of quality measures from a more general point of 
view, we propose four requirements a quality measure should fulfill: the measure 
should be normalized, correct, informative and robust. For the precise definition we 
refer to section 5.3. We have shown that our scheme in a practical setting fulfills the 
first three requirements and it fulfills the fourth requirement by estimation. 

The quality of a clustering with respect to the correct clustering is measured by a 
question game, shown in this paper to be related to the entropy. When two opposing 
part ies want to compare the quality of their clusterings or clustering algorithms, they 
should provide the following: the correct clustering, the types of binary questions 
to be used and a question strategy. The choice of questions and question strategy 
determines the behavior of the quality measure. One can tune the question strategy 
to approximate an application independent quality measure as much as possible, or 
one could tune it in the direction of a specific application. The average entropy can 
be est imated by the quality measure for clusterings. By comparison of these average 
entropy and its est imate our methodology gives an indication for the application 
independence of the quality measure. 

T h e question strategy can not only be regarded as a mathematical tool, but it 
may also be seen as an abstract clustering algorithm on the basis of the degradation 
model . This can be related to real clustering algorithms. Tuning question strategies 
for use in specific application domains hence becomes more systematic than tuning-
some -arbitrary' set of parameters, to t ranslate domain specific knowledge in the 
question strategy. As shown by example, our model results in quality measures that 
correspond to an intuitive notion of quality. 

Future work includes the development of types of questions and question strategies 

for various application domains in computer vision. 


