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Introduction n 

Thiss introductory chapter discusses the main issues that are addressed in 
thiss thesis, and it provides the essential backgound to the research area of 
questionn answering. The architecture of a prototypical question answering 
systemm is given, and its main components are discussed. We also provide 
somee details on the TREC question answering evaluation campaign, which 
iss a driving force for much of the ongoing research on question answering, 
includingg the work described in this thesis. 

Documentt retrieval systems have become part of our daily lives, mostly in 
thee shape of internet search engines, such as GOOGLE (Google) or A L -
TAVISTAA (AltaVista). Although document retrieval systems do a great job 

inn finding relevant documents, given a set of keywords, there are situations where 
wee have a more specific information need. For instance, imagine you want to know 
whenn the story or Romeo and Juliet took place. One possible solution could be to 
searchh for Romeo and Juliet and hope that the returned documents contain the date 
att which the story took place. But of course, it would be much nicer if you could 
simplyy ask the question When did the story of Romeo and Juliet take place? and got back 
thee answer 13th century. The virtue of question answering systems is that they allow 
thee user to state his or her information need in a more specific and natural form, viz. 
ass a natural language question, and that they do not return full documents which 
havee to be skimmed by the user to determine whether they contain an answer, but 
shortt text excerpts, or even phrases. 

Developingg systems that are able to answer natural language questions automat-
icallyy has been a long-standing research goal. Building systems that enable users to 
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accesss knowledge resources in a natural way (i.e., by asking questions) requires in-
sightss from a variety of disciplines, including, Artificial Intelligence, Information 
Retrieval,, Information Extraction, Natural Language Processing, and Psychology. 

Overr the years, many question answering systems have been developed, for a 
varietyy of purposes: Some systems are intended to provide database access in very 
specificc domains, such as rocks and soil samples that were collected on the Apollo 11 
lunarr mission (Woods, 1977), while others are more open-domain oriented, aiming 
too answer general trivia-like questions. 

Thee context in which a question answering system is used, i.e., the anticipated 
user,, the type of questions, the type of expected answers, and the format in which 
thee available information is stored, determines the design of the system. Two basic 
typess of question answering systems can be distinguished: systems that try to an-
swerr a question by accessing structured information contained in a database, and 
systemss that try to answer a question by analyzing unstructured information such 
ass plain texts. Of course, many actual systems are hybrids of both types, and com-
binationss of both types of systems wil l be discussed later. 

Forr question answering systems that use databases to find an answer, the main 
challengee is to transform a natural language question into a database query. Often, 
systemss of this type are also referred to as natural language interfaces to database 
systems,, rather than stand-alone systems (Androutsopoulos et al., 1995). Since 
databasee question answering systems use knowledge bases that are structured (or at 
leastt semi-structured), they exploit that structure to match elements from the ques-
tionn with database entries of the appropriate type, and finally identify a database 
entriess which are of the type the question was asking for. Since the manual construc-
tionn of databases is a laborious process, and the automatic construction of databases 
iss mainly confined to information that can be easily captured by automated means, 
databasee question answering systems tend to be restricted to rather narrow do-
mains.. Well-known database-oriented question answering system are BASEBALL 
(Greenn et al., 1963), which answers questions about results, locations, and dates 
off  baseball games, the aforementioned LUNAR system allows a user to ask ques-
tionss about lunar rock and soil material that was compiled during the Apollo 11 
moonn mission, and PHLIQA1 (Bronnenberg et al., 1980; Scha, 1983), which was 
designedd to answer short questions against a data base containing fictitious data 
aboutt computer installations in Europe and companies using them. Although each 
off  the systems was working 'pretty well' (unfortunately, no formal evaluations are 
available),, they were restricted to their respective domain, and expanding them to 
domainss other than the ones they were initially intended for is a non-trivial process, 
requiringg a substantial amount of expertise in the areas to which the system should 
bee expanded to. This restriction to narrow domains, and the problems that were 
encounteredd when adapting database-oriented question answering systems to new 
domains,, are probably the main reasons for the rather modest impact these systems 
hadd on commercial applications in information processing. 

Thee other type of question answering systems are text-based systems. Textual 



questionn answering systems do not require their knowledge bases to be in a particu-
larr format, instead they aim to find an answer to a question by analyzing documents 
inn plain-text format, such as newspaper/newswire articles, manuals, and encyclo-
pedias.. Textual question answering systems match the question with text units, e.g., 
phrasess or sentences, in the document collection, and within those units, identify 
thee element the question is asking for. The task of identifying elements of the ap-
propriatee type is closely related to the research area of information extraction, and 
inn fact, some systems do integrate insights from information extraction into their 
questionn answering approach, see e.g. (Srihari and Li, 1999). The intricate part is to 
identifyy text units that are likely to contain an answer, as they can express this infor-
mationn in a way that is very different from the original question. These differences 
mayy pertain to syntactic structures, different wording, or a combination of both. To 
somee extent these differences can be compensated for by the amount of data that is 
searchedd for an answer: The more data is available, the higher the chance that there 
aree occurrences where this information is expressed in a way similar to the question. 
Onn the other hand, increasing the size of the data used for finding an answer, also 
increasess the computational costs of finding an answer. Therefore, an appropriate 
balancee has to be found between the level of sophistication of the answer identifica-
tionn strategies and the amount of data that is inspected. 

Currentt document collections contain hundreds of thousands of documents, and 
searchingg through all of them for an answer takes much too long to be useful for 
reall  applications. Therefore, most, if not all, textual question answering systems 
usee a document retrieval system to identify documents that are likely to contain an 
answerr to the original question. This restricted set of documents is then analyzed 
furtherr by using more sophisticated tools to find an actual answer. 

Thee pre-selection of documents that are considered for further analysis is a criti-
call  step in the whole question answering process. This pre-selection acts like a filter 
forr the document collection to select documents that are likely to contain an answer. 
Selectingg too many documents might increase the computational costs to an extent 
whichh hurts the system's usefulness. It might also fail to reduce sufficiently noise, 
whichh may in turn hurt the performance of later modules in the question answering 
pipeline.. Selecting too few documents might have the effect that none of them con-
tainss an answer to the original question, while there are documents in the collection 
thatt do contain an answer. The research issue at this point is to identify appropriate 
wayss of ranking the documents in the collection with respect to their likelihood of 
containingg an answer, such that documents containing an answer are high-ranked. 
Thiss allows the subsequent analysis steps to be restricted to a small number of doc-
uments,, which allows for a more focused analysis. 

Thee question is whether techniques that have proved to be effective for tradi-
tionall  document retrieval are equally effective for retrieval as pre-fetching for ques-
tionn answering. More specifically, what retrieval techniques should be used? This 
thesiss compares some of the traditional and also new retrieval techniques in the 
contextt of question answering. 
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Textuall  question answering systems date back to the 1960s, see e.g., ORACLE(Phillips, 
I960),, PROTOSYNTHEX (Simmons et al., 1963), and ALA (Thorne, 1962). Until the 
earlyy 1990s, there were few further research efforts in the area. In recent years 
however,, question answering witnesses a true renaissance. The re-emerging inter-
estt in textual question answering is largely due to the Text REtrieval Conference 
(TREC)) initiative, which has featured a textual question answering track since 1999 
(Voorhees,, 2001c). At TREC, participating groups evaluate and compare their ques-
tionn answering systems with respect to some standard set of questions. This allows 
forr an objective comparison of question answering techniques and the rapid inter-
changee of ideas to further the research in that area. As we wil l see below, the TREC 
questionn answering data sets play an important role throughout this thesis. 

Thee remainder of this chapter is organized as follows: The next section describes 
thee architecture of standard textual question answering system. Section 1.2 then 
providess some information on the TREC question answering evaluation campaign, 
inn particular on the document collections, the type of questions, and the evaluation 
criteria.. Section 1.3 discusses the main research questions that are addressed in 
thiss thesis. Section 1.4 gives a short overview of the thesis, and the material that is 
coveredd by later chapters. 

1.11 Textual Question Answering System Architecture 

1.1.11 The General Architecture 

Currently,, there are dozens of textual question answering systems described in the 
literature.. In 2002, 34 research groups participated in the question answering track 
off  the annual Text REtrieval Conference (TREC), each group having implemented 
theirr own system. These systems cover a wide spectrum of different techniques 
andd architectures, and it is impossible to capture all variations within a single ar-
chitecture.. Nevertheless, most systems also have a number of features in common, 
whichh allows us to give a general architecture of a prototypical question answering 
system.. Figure 1.1 displays the main components, of such a general architecture, 
andd the ways in which they interact. The prototypical system has four components: 
questionquestion analysis, document retrieval, document analysis, and answer selection. Each of 
thesee components is discussed in more detail later in this section. At this point we 
onlyy give a brief overview of the whole architecture. 

Givenn a natural language question posed by a user, the first step is to analyze the 
questionn itself. The question analysis component may include a morpho-syntactic 
analysiss of the question. The question is also classified to determine what it is asking 
for,, i.e., whether it is asking for a date, a location, the name of a person etc. Depend-
ingg on the morpho-syntactic analysis and the class of the question, a retrieval query 
iss formulated which is posed to the retrieval component. Some of this information, 
suchh as the question class and a syntactic analysis of the question, are also sent to 
thee document analysis component. 
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Thee retrieval component is generally a standard document retrieval system which 
identifiess documents that contain terms from a given query. The retrieval compo-
nentt returns a set or ranked list of documents that are further analyzed by the doc-
umentt analysis component. 

Thee document analysis component takes as input documents that are likely to 
containn an answer to the original question, together with a specification of what 
typess of phrases should count as correct answers. This specification is generated 
byy the question analysis component. The document analysis component extracts a 
numberr of candidate answers which are sent to the answer selection component. 

Thee answer selection component selects the phrase that is most likely to be a 
correctt answer from a number of phrases of the appropriate type, as specified by 
thee question analysis component. It returns the final answer or a ranked list of 
answerss to the user. 

Lett us now take a closer look at each of the four components. 

1.1.22 Question Analysis 

Thee main function of the question analysis component is to understand the purpose 
off  the question, i.e., the kind of information the question is asking for. To identify 
thee purpose of a question, the question is analyzed in a number of ways. First, the 
questionn is assigned a class, or a number of classes. Table 1.1 shows a number of 
questionn classes that are used in our textual question answering system TEQUESTA 
(Monzz and de Rijke, 2001a; Monz et al., 2002). Although this is the set of classes of 
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aa particular system, it bears a strong resemblance with the question classes of many 
currentt question answering systems. Note that some of the classes in table 1.1 are 

Tablee 1.1: Examples of question types 
questionn type 
agent t 

aka a 

cap i tal l 

date e 

da te -b i r th h 

date-death h 

expand-abbr r 

locat ion n 

th ing- ident t 

what-np p 

description n 
namee or description of an animate entity causing an action 
WhoWho won the Oscar for best actor in 1970? 
alternativee name for some entity 
WhatWhat is the fear of lightning called? 
capitall  of a state or country 
WhatWhat is the capital of Kentucky? 
datee of an event 
WhenWhen did the story of Romeo and Juliet take place? 
datee of birth of some person 
WhenWhen was King Louis XIV born? 
datee of death of some person 
WhenWhen did Einstein die? 
thee full meaning of an abbreviation 
WhatWhat does NASDAQ stand for? 
locationn of some entity or event 
WhereWhere did Golda Meir grow up? 
aa thing identical to the description 
WhatWhat is the atomic number of uranium? 
ann instance of the NP fitting the description 
WhatWhat college did Allen lverson attend? 

(topicc id: 1424) 

(topicc id: 1448) 

(topicc id: 1520) 

(topicc id: 1406) 

(topicc id: 1880) 

(topicc id: 1601) 

(topicc id: 1531) 

(topicc id: 1818) 

(topicc id:1547) 

(topicc id: 1484) 

hierarchicallyy ordered. For instance, the question class date-death is a subclass of 
thee class date. 

Assigningg question classes can be accomplished in a variety of ways. One of 
thee simplest, and yet quite effective, ways is to apply pattern matching to the ques-
tionn to identify its type. Table 1.2 lists some of the patterns that are used to classify 
questions.. Classification is sensitive to the order in which the patterns are applied. 
Forr instance, the more specific patterns da te -b i r th and date-death are applied 
first,, before the more general pattern date. Note that there is no pattern to classify 
what-npp questions, as these require more syntactic information. As an alternative 
too pattern matching there are much more sophisticated means for question classi-
fication,, Suzuki et al. (2003); Zhang and Lee (2003) use support vector machines, a 
machinee learning approach. Hermjakob (2001) fully parses questions and then ap-
plyy a large number of rules to the parse tree to classify questions. Li (2002) uses 
languagee models for question classification. 

Inn parallel, a morpho-syntactic analysis of the words in the question is car-
riedd out. This assigns to each word in the question a part-of-speech tag, indicat-
ingg whether a word is a verb, singular noun, plural noun, etc. After having as-
signedd part-of-speech tags to words, it is possible to classify questions as what-np 
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Tablee 1.2: Sample patterns for question classification 

Questionn class 
agent t 
aka a 
cap i tal l 
date e 
da te -b i r th h 
date-death h 
expand-abbr r 
locat ion n 
th ing- ident t 
what-np p 

Examplee patterns 
/[Ww]hoo /, / by whom[\. \?]/ 
/[Ww]hat(( i | \ ' ) s (another I d i f ferent) name / 
/[Ww]hatt i s the cap i tal /,/[Ww]hat i s . + \ 's cap i t a l/ 
/[Ww]henn /, / [Ww] (hat I hich) year / 
/[Ww]henn .*  born/,/[Ww] (hat I hich) year .*  born/ 
/[Ww]henn .*  die/,/[Ww] (hat I hich) year .*  d i e/ 
/ s tand(s )?? for( what )? \s*? / , / the abbreviat ion .+ mean\s*?/ 
/ [Ww]here(\ 's)?? /, / i s near what / 
/[Ww]]  (hat lh ich)( wa| i | \ ' ) s the / 
--

questions,, simply by checking whether the question is of the form (What I Which) 
(ADJINOUN)**  NOUN. 

Inn addition to classifying the question, the question analysis component has to 
formulatee the query that is posed to the retrieval component. In order to do so, 
eachh word is first normalized to its morphological root. Typically, this is done by 
usingg a rule-based stemmer, such as the Porter stemmer (Porter, 1980), or by looking 
upp the morphological root in a machine readable dictionary. The morphologically 
normalizedd words are used to pose the query to the retrieval engine. 

Theree are many ways to formulate the query, depending on the functionality of 
thee retrieval engine. E.g., some engines allow structured queries, where terms are 
connectedd by certain operators, such as the proximity-operator, which requires the 
termss in its scope to occur close to each other in the document. Here, we simply 
assumee bag-of-words queries, where a query is an unordered list of single terms. 

Thee quality of the question analysis component has far-reaching consequences 
forr later stages in the question answering process. For instance, if a question is 
incorrectlyy classified, the document analysis module wil l try to find phrases of the 
wrongg type. 

1.1.33 Document Retrieval 

Wee now turn to the document retrieval component, which is the main topic of this 
thesis. . 

Thee function of the document retrieval component is not to find actual answers 
too the question, but to identify documents that are likely to contain an answer. This 
processs of pre-selecting documents is also known as pre-fetching. Because the in-
formationn need in question answering is much more specific than in traditional re-
trieval,, many systems use a boolean retrieval system, which gives more options to 
formulatee a query, or passage-based retrieval which emphasizes the fact that answers 
aree normally expressed very locally in a document. Using a passage-based retrieval 
approachh instead of a full-document retrieval approach, has the additional advan-
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tagee that it returns short text excerpts instead of full documents, which are easier to 
processs by later components of the question answering system. 

Documentt retrieval has a long tradition and many frameworks have been de-
velopedd over the years, resulting in sophisticated ways to compute the similarity 
betweenn a document and a query (Salton and Buckley, 1988; Zobel and Moffat, 
1998).. However, these approaches have been tailored to queries that in the ma-
jorityy of cases express a more general information need than actual questions. For 
instance,, a document retrieval information need from the TREC collection asks for 
documentss about Nobel Prize winners, regardless of the field or the year it was 
awarded,, whereas one of the information needs from the question answering data 
sett asks Who won the Nobel Peace Prize in 1992?. Hence, we need to address the issue 
whetherr retrieval approaches that perform well for traditional retrieval are equally 
well-suitedd for question answering. Or, whether we need new retrieval approaches 
thatt are particularly tailored to question answering. 

Dependingg on the retrieval engine that is actually used, the retrieval component 
returnss either an unordered set of documents that are likely to contain an answer, 
orr a ranked list of documents, where the documents are ranked with respect to their 
likelihoodd of containing an answer. 

Althoughh document retrieval is just one of the components of the whole question 
answeringg process, its effectiveness is critical to overall performance of a question 
answeringg system. If the document retrieval component fails to return any docu-
mentt that contains an answer, even optimally functioning document analysis and 
answerr selection components wil l inevitably fail as well to identify a correct answer. 

1.1.44 Document Analysis 

Thee document analysis component searches through the documents returned by 
thee retrieval component to identify phrases that are of the appropriate type, as spec-
ifiedd by the question analysis component. To this end, a named-entity recognizer is 
usedd to assign semantic types to phrases in the top documents. The set of named 
entitiess includes person names, organization, dates, locations, temporal and spatial 
distances,, etc. If a phrase is of the appropriate type, it has to be linked to the infor-
mationn need expressed by the question, in order to consider it a potential answer, or 
candidatee answer. Linking a candidate answer to the question is a non-trivial pro-
cess,, and there are a number of ways to do this. For certain types of question, parse 
treess or parse dependency graphs can be used to determine whether the phrase oc-
curss in the right syntactic position. For instance the answer phrase to question (1.1), 
cann be expressed as the subject of a relative clause (1.2.a), or the noun phrase which 
iss modified by an apposition (1.2.b). 

(1.1)) Who developed the vaccination against polio? (topic id: 911) 

(1.2)) a. Dr. Jonas Salk who developed a polio vaccine ... 

b.. Dr Albert Sabin, developer of the oral polio vaccine,... 
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Inn some cases these syntactic relationships can also be approximated by patterns, 
althoughh pattern matching wil l lose some of the flexibility  of using a deeper analysis 
likee parsing. 

Forr other types of questions, on the other hand, pattern matching is a simple 
andd effective means to find answers. Consider question (1.3), and the text snippet 
(1.4). . 

(1.3)) What year was Mozart born? (topic id: 1225) 

(1.4)) ... Mozart (1756-1791). 

Here,, a candidate answer can simply be identified by applying a pattern such as 
NAMEE (YEAR_BIRTH-YEAR_DEATH). Soubbotin and Soubbotin (2001,2002) showed that 
patternn matching can lead to a well-performing question answering system, see also 
(Ravichandrann and Hovy, 2002; Ravichandran et al., 2003) for ways to automatically 
generatee answer matching patterns. 

Sometimes,, linking a phrase to the question is much more difficult, and involves 
complexx reasoning on the lexical definition of a word. The following example is 
takenn from (Harabagiu et al., 2001). Consider question (1.5) and the text excerpt in 
(1.6),, which contains the answer phrase Harvard. 

(1.5)) Where did Bill Gates go to college? (topic id: 318) 

(1.6)) ... Bill Gates, Harvard dropout and founder of Microsoft,... 

Thee fact that Bill Gates has attended Harvard can be intuitively inferred from the 
nounn dropout. However, drawing this inference automatically can be very diffi -
cult.. Machine readable dictionaries, such as WORDNET (Miller , 1995), do contain 
moree information about the meaning of the word dropout. The W O R D N ET entry for 
dropoutt is someone who quits school before graduation, but this leaves us with another 
subproblem.. We have to draw the inference that the verb quit presupposes a prior 
phasee of attending, which unfortunately cannot be extracted from W O R D N E T. This 
examplee just illustrates that many inferences that are intuitively rather easy are often 
hardd to automatize, see (Harabagiu et al., 2001) for a discussion of more examples. 

Iff  it is not possible to establish an explicit link between a phrase of the appro-
priatee type and the question, be it via the syntactic structure, pattern matching, or 
lexicall  chaining, then linear proximity is often used as a fallback strategy to link the 
phrasee to the question. As a proximity restriction it is often required that the can-
didatee answer phrase occurs in the same sentence as some of the query terms, or in 
thee preceding or following sentence. 

Thee document analysis component passes on the list of candidate answers to the 
answerr selection component, together with the way in which each candidate an-
swerss was linked to the question, i.e., whether it was due to analyzing the syntactic 
structure,, application of pattern matching, lexical chaining or proximity constraints. 
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1.1.55 Answer Selection 

Thee final component selects the phrase that is most likely the answer to the original 
questionn from the candidate answer phrases coming from the document analysis 
component.. Note that the selection component does not necessarily have to return 
aa single final answer to the user, but it can also return a ranked list of answers, where 
answerss are ordered with respect to the confidence the system has in each of them. 

Similarr to the other components, there is a variety of ways to select or rank can-
didatee answers. The first criterion for preferring one candidate answer over another 
one,, is the way they were identified as candidates by the document analysis com-
ponent.. If a candidate answer is linked to the question by applying a rather strict 
patternn or by its position in a parse tree or dependency graph, it is more likely to 
bee a correct answer than a candidate answer that is linked to the question because 
itt occurs in the proximity of words from the question. If lexical chaining is involved 
inn establishing a link, the length of the chain and nature of its elements, whether it is 
ann ISA relation, or part of a word definition, play a role in estimating the correctness 
off  that candidate answer. 

Inn addition to—or in combination with—the way in which the candidate answer 
iss linked to the question, the frequency of a candidate answer can also be consid-
eredd as a criterion for answer selection. The frequency of a candidate answer is the 
numberr of occurrences it was linked to the question. Using frequencies to select an 
answerr is also known as redundancy-based answer selection, see, e.g., (Clarke et al., 
2002a,b;; Dumais et al., 2002). Counting these frequencies can be restricted to the set 
off  documents that were considered in the document analysis component, but it can 
alsoo be extended to a larger set. Some question answering systems use the whole 
documentt collection to count how often a candidate answer co-occurs with terms 
fromm the question. Other systems even go beyond the actual document collection 
andd use the world wide web to get these frequencies, cf. (Magnini et al., 2002). 

Thesee approaches, considering the way the candidate answer is linked to the 
question,, and the number of times it could be linked, or a combination of both, 
alloww a system to rank the candidate answers. If a system is required to return a 
singlee final answer, the highest-ranked candidate answer is simply chosen. 

Iff  the document analysis component does not provide any candidate answers, 
orr only candidates that are merely linked to the question by proximity and only 
linkedd with a low frequency, the answer selection component can decide to jump 
backk to the question analysis component and try to reformulate the retrieval query 
byy adding or deleting terms in order to get a different set of documents that are used 
too identify candidate answers, see (Harabagiu et al., 2001). 
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1.22 Question Answering at TREC 

Sincee 1992, the annual Text REtrieval Conference (TREC)1 organized by the National 
Institutee of Standards and Technology (NIST) provides a forum for researchers to 
comparee the effectiveness of their systems in information retrieval related tasks, 
suchh as document retrieval, document filtering, spoken document retrieval, video 
retrieval,, cross-lingual retrieval, and question answering. For each of these subar-
eas,, called tracks in TREC terminology, NIST provides a document collection, which 
iss used by all participants of that particular track. Shortly before the conference the 
participantss get a set of information needs, called topics in TREC terminology. The 
topicc in (1.7), is taken from the TREC-8 document retrieval track, and the topic in 
(1.8)) is taken from the TREC 2002 question answering track. 

(1.7)) <top> 
<num>> Number: 403 

<title>> osteoporosis 

<desc>> Description: Find information on the effects of the 

dietaryy intakes of potassium, magnesium and fruits and 

vegetabless as determinants of bone mineral density in elderly 

menn and women thus preventing osteoporosis (bone decay). 

<narr>> Narrative: A relevant document may include one or more 

off the dietary intakes in the prevention of osteoporosis. Any 

discussionn of the disturbance of nutrition and mineral metabolism 

thatt results in a decrease in bone mass is also relevant. 

</top> > 

(1.8)) <top> 

<num>> Number: 1397 

<desc>> Description: 

Whatt was the largest crowd to ever come see Michael Jordan? 
</top> > 

Afterr the topics have been released, each group has a limited amount of time (one 
weekk in the question answering track) to submit their results to NIST. If a group 
iss participating in the document retrieval track, the result is a set of relevant docu-
ments,, and if they are participating in the question answering track, the result is a 
sett of answers. 

Uponn receipt of the results, they are manually inspected by NIST employed as-
sessors,, who judge whether a document is relevant for a given topic, or, in the case 
off  the question answering track, whether the submitted answer is indeed correct. 
Thee resulting set of relevant documents or correct answers, is called the set of qrels 
orr judgments. 

Alll  TREC proceedings, guidelines, etc. are publicly available from http: / / t r ee. n is t. gov. 
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Questionn answering has been part of TREC since TREC-8, held in 1999. Over the 
years,, the question answering track has undergone a number of changes, which we 
wil ll  briefly discuss. 

Att TREC-8 (Voorhees and Tice, 2000a,b), the document collection consisted of 
approximatelyy 528,000 newspaper and newswire articles, and 200 questions. The 
questionss were fact-based, short answer questions, and were guaranteed to have at 
leastt one document in the collection that contains an answer to it. The questions 
weree to a lesser extent taken from the FAQ FINDER (Burke et al., 1997) query logs, 
andd mainly taken from questions that were manually created by TREC participants, 
thee NIST TREC team, and the NIST assessors. For each question, participants re-
turnedd a ranked list of five pairs of the form < document-id, answer-string >. The 
answer-stringg was limited to either 50 or 250 bytes (characters). The NIST assessors 
inspectedd each answer-string and decided whether it contained a correct answer in 
thee context provided by the document. An answer was counted correct only if the 
documentt from which it was taken allows the assessor to draw the conclusion that it 
iss indeed a correct answer. These answers are also referred to as supported or justified 
answers.. If an answer string is identical to a supported answer, but the document it 
wass extracted from does not support it, the answer is considered unsupported or un-
justified.justified. Individual questions received a score equal to the reciprocal of the rank at 
whichh the first correct answer was returned. If none of the five responses contained 
aa correct answer, it was set to 0. The overall score of a system is computed as the 
meann reciprocal rank (MRR), which is the mean of the individual question scores. 

Att TREC-9 (Voorhees, 2000a), question answering was done against a larger 
documentt collection, consisting of all newspaper and newswire articles from previ-
ouss TREC collections, resulting in a document collection containing approximately 
978,0000 articles. The other change with respect to TREC-8, was to use questions 
fromm actual users. To this end, questions were taken from the log of Microsoft's En-
cartaa system (Encarta) and questions from the log of the EXCITE web search engine 
(Excite). . 

Att TREC-10 (Voorhees, 2001b), or rather TREC 2001 as the TREC organizers 
havee changed the naming convention,2 two things were changed. First, the answer 
stringss were limited to 50 bytes only. Second, the set of questions also included 
questionss that were known not to have an answer in the document collection, and 
thee correct answer to that question was to indicate that it does not have an answer. 
Thee questions at TREC 2001, were taken from the M S N S E A R CH logs (MSN Search) 
andd ASKjEEVES logs (Ask Jeeves). 

Att TREC 2002 (Voorhees, 2002), again a number of things were changed. First, 
thee AQUAINT corpus, a new document collection was used.3 The AQUAINT corpus 
containss approximately 1,033,000 newspaper and newswire articles, which cover 
moree recent years than the document collections previously used. 

throughoutt this thesis, the TREC 2001 conference will often be referred to as TREC-10, and the 
TRECC 2002 conference will often be referred to as TREC-11. 

:: ht tp: //www.ldc .upenn.edu/. 
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1.33 Research Questions 

AA more substantial change in the question answering track was the requirement 
thatt answers now had to be exact answers instead of 50 byte text snippets. For 
instance,, consider question (1.9). At TREC-8, TREC-9, and TREC 2001, both answers 
(l.lO.a)) and (l.lO.b), would have been judged as correct answer, assuming that the 
documentt they were extracted from supports these answers. 

(1.9)) How far is it from Denver to Aspen? (topic id: 894) 

(1.10)a.. away as about 200 miles away. Now an estimated 

b.. 200 miles 

Att TREC 2002, however, only answer (l.lO.b) would have been assessed as correct. 
Answerss that also contain text that does not, strictly speaking, contribute to the 
answerr were judged as inexact. 

Anotherr change at TREC 2002 was that participants were limited to return only 
onee answer, as opposed to five for TREC-8, TREC-9, and TREC 2001. 

Finally,, at TREC 2002, participants were asked to return their answers ordered 
withh respect to their system's confidence that this answer is correct. I.e., if the an-
swerr to question n has a higher confidence than the answer to question m, but the 
answerr to question n is actually incorrect, the system's overall score wil l drop to a 
largerr extent than compared to the situation where the answer to question m has 
hadd a higher confidence than the answer to question n.4 

1.33 Research Questions 

Questionn answering systems tend to be rather complex, having several modules, 
ass we saw in section 1.1. Each of these components, and each of the techniques 
thatt they employ, has a certain impact on the overall performance of a question 
answeringg system. Even in a PhD thesis, it is very difficult to thoroughly investigate 
alll  aspects of a question answering system. Therefore, certain boundaries have to 
bee set. In this thesis, we wil l focus on the retrieval component, and its effect on 
questionn answering. 

Ass discussed above, the role of retrieval as a pre-fetch to question answering 
iss to identify documents that are likely to contain an answer to a given question. 
Sincee the information needs in question answering are much different from the in-
formationn needs in traditional document retrieval the question arises what retrieval 
techniquess should be employed to optimize the performance of the retrieval compo-
nent.. This general issue can be subdivided into a number of more specific research 
questions: : 

44 At the time of writing, the TREC 2003 question answering track is ongoing, and again a few things 
weree changed. As we do not use the TREC 2003 data set throughout this thesis, we dispense with a 
furtherr discussion of this track. 



Chapterr 1. Introduction 

1.. Do retrieval techniques that are known to perform well for document retrieval 
performm equally well when searching for documents that contain an answer 
too a question? 

2.. What can be gained from tailoring a document retrieval engine to the task of 
findingg documents that contain an answer to a question? 

3.. To what extent does the retrieval component affect the overall performance of 
aa question answering system? 

Inn order to answer these questions in a general way, it is necessary to abstract from 
aa particular question answering system. In this thesis, we wil l compare the effec-
tivenesss of retrieval systems purely on the basis of their ability to identify docu-
mentss that contain an answer. Whether these answer-containing documents are 
documentss that allow for easy extraction of the answer depends on the specifics of 
thee document analysis and the answer selection modules. These components might 
preferr different documents containing an answer, than the ones delivered by the re-
trievall  module, because the answer is expressed in such a way that it can be more 
easilyy detected by them. Taking these aspects into account would limi t the gener-
alityy of the conclusions that can be drawn, and it is questionable whether they can 
bee applied to question answering systems different from the ones that were used in 
establishingg these results. 

1.44 Outline of the Thesis 

Chapterr 2. In this chapter we discuss some of the earlier approaches to question 
answering,, ranging from philosophy to database theory. Looking at earlier ap-
proachess is not only of historical value, but also reveals general issues in question 
answeringg and ways in which these issues have been addressed over the years. The 
purposee of this chapter is to identify key issues in question answering by consider-
ingg a number of previous approaches. These issues include the way in which the 
questionn answering process should be modeled and what the elementary analysis 
stepss are, how the appropriateness of an answer can be defined, and how the anal-
ysiss steps can be automatized. 

Chapterr 3. In this chapter, we compare the effectiveness of some common retrieval 
techniquess with respect to their ability to find documents that contain an answer to 
aa question. The techniques discussed in this chapter include morphological normal-
ization,, blind relevance feedback, and passage-based retrieval. 

Chapterr 4. This chapter introduces a new proximity-based retrieval method and 
appliess it to question answering. This approach is a more flexible alternative to 



1.44 Outline of the Thesis 

passage-basedd retrieval and exhibits significant improvements over standard re-
trievall  techniques as described in the previous chapter. In addition, the proximity-
basedd method automatically identifies smaller text excerpts within a document that 
aree likely to contain an answer to a question, thus reducing the amount of text which 
hass to be processed by the answer selection component. 

Chapterr 5. When using a retrieval system as a pre-fetch for question answering, 
thee question arises which words from the question should be used to formulate the 
query,, as the performance strongly depends on the query used. By analyzing all pos-
siblee combinations of query words, optimal queries can be identified. Query words 
aree represented as a number of features, including part-of-speech tag, whether it 
occurss in question focus, type of question, etc. The M5' regression tree learning al-
gorithmm is used to learn weights indicating the importance of a certain word for a 
givenn question. 

Chapterr 6. Although expanding queries with semantically related terms has not 
provedd to be effective in ad hoc retrieval, certain question types can benefit from 
expandingg the query with terms that are expected to be part of the answer. In par-
ticular,, pre-fetch queries generated from questions that ask for measures such as 
height,, age, distances, etc., can be expanded with a closed class of words expressing 
unitss such as miles, years, feet, stories, etc. 

Chapterr 7, This chapter considers how some of the retrieval approaches investi-
gatedd in this thesis affect the way in which actual answers can be extracted from 
relevantt text excerpts delivered by the retrieval systems. To this end we use a par-
ticularr question answering system. As mentioned above, the conclusions that can be 
drawnn from these experiments are less general than the conclusions formulated in 
thee other chapters, but nevertheless it provides some useful insights in the interac-
tionn between the retrieval module and the other components for a concrete system. 

Chapterr 8. In the last chapter, we draw some overall conclusions for the key issues 
thatt are addressed in this thesis. We also formulate a number of remaining research 
questions. . 




