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Documentt  Retrieval as Pre-Fetching 

Currentt question answering systems rely on document retrieval as a means 
off  providing documents which are likely to contain an answer to a user's 
question.. A question answering system heavily depends on the effective-
nesss of a retrieval system: If a retrieval system fails to find any relevant 
documentss for a question, further processing steps to extract an answer wil l 
inevitablyy fail as well. In this chapter, we compare the effectiveness of some 
commonn retrieval techniques with respect to their usefulness for question 
answering. . 

DDocumentt retrieval systems aim to return relevant documents to a user's 
query,, where the query is a set of keywords. A document is considered 
relevantt if its content is related to the query. Question answering systems, 

onn the other hand, aim to return an answer to a question. 
Sincee question answering systems are generally rather complex, consisting of 

severall  modules, including natural language processing (part-of-speech tagging, 
parsing),, document retrieval, and answer selection, disentangling some compo-
nentss and evaluating them separately can help to gain a better insight in the way 
thee performance of one component affects the others. In this chapter and the re-
mainderr of this thesis, we wil l focus on the retrieval component and its effect on 
answerr selection. 

Most,, if not all, current question answering systems first use a document re-
trievall  system to identify documents that are likely to contain an answer to the ques-
tionn posed, see, e.g., (Hovy et al., 2000; Kwok et al., 2001b; Burger et al., 2002; Na 
ett a l, 2002). This pre-processing step, also referred to as pre-)'etching, is mainly moti-
vatedd by feasibility considerations. Question answering requires a deeper analysis 
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off  the documents, e.g., syntactic parsing, synonym linking, pattern matching, etc. 
Itt is impossible to do this for a complete collection of documents of reasonable size 
inn an efficient manner. Therefore document retrieval is used to restrict the whole 
collectionn to a subset of documents which are probable to contain an answer, and 
thenn the actual process of answer selection is carried out on this subset. 

Thee information needs for ad hoc retrieval on the one hand and document re-
trievall  as a pre-fetch for question answering on the other hand are quite different, 
viz.. finding documents that are on the same topic as a query and documents that 
actuallyy contain an answer to a question. The question is whether techniques that 
havee proved to be effective for ad hoc document retrieval are equally effective for 
retrievall  as pre-fetching for QA. More specifically, what retrieval techniques should 
bee used (e.g., boolean vs. vector space), should morphological normalization, such 
ass stemming, be applied, is passage-based retrieval more effective than retrieval 
withh full documents? 

Thee importance of these questions lies in the strong impact of the effectiveness 
off  a document retrieval system on the overall performance of the answer selection 
module:: If a retrieval system does not find any relevant documents for a question, 
evenn a perfect answer selection module wil l not be able to return a correct answer. 
Thee PRISE retrieval system (Prise) was used by NIST (for TREC-10 and TREC-11) to 
providee participants in the QA track with potentially relevant documents, in case a 
participatingg group did not have a retrieval system. For example, using a cut-off of 
20,, which is in the vicinity of the cut-offs used by many participants in TREC QA 
tracks,, PRISE failed to return any relevant documents for 28% of the questions of the 
TREC-111 data set. This affected not only questions which can be considered difficult 
byy the current state of the art in QA, or questions which did not have an answer in 
thee collection, but also relatively 'easy' questions such as (3.1) and (3.2).1 

(3.1)) What year did South Dakota become a state? (topic id: 1467) 

(3.2)) When was Lyndon B. Johnson born? (topic id: 1473) 

Ourr objective is to investigate what retrieval techniques enhance document retrieval 
whenn used as a pre-fetch for QA. This includes the comparison of existing tech-
niquess in the current chapter, but also the introduction of a new retrieval approach 
inn the next chapter. 

Thee remainder of this chapter is organized as follows: The next section reviews 
somee earlier work on document retrieval as a pre-fetch for QA. Section 3.2 explains 
thee test data and retrieval techniques that are investigated. Also some issues related 
too evaluation are discussed. Section 3.3 presents the results of the experiments. Fi-
nally,, section 3.4 gives some conclusions and an outlook on future work. 

'Here,, easy means that many participants of the QA track were able to return a correct answer. 



3.11 Related Work 

3.11 Related Work 

Too the best of our knowledge, there is littl e systematic evaluation of document re-
trievall  as pre-fetching for question answering. This is somewhat surprising con-
sideringg the number of QA systems employing document retrieval in one form or 
another.. The earliest work focusing on this issue is (Llopis et alv 2002), where the 
impactt of passage-based retrieval vs. full document retrieval as pre-fetching is in-
vestigated. . 

Robertss (2002) also compared passage-based retrieval to full-document retrieval 
ass a pre-fetch for question answering. In addition, he evaluated the impact of pas-
sagee length on the overall performance of the University of Sheffield question an-
sweringg system (Scott and Gaizauskas, 2000). He reports a slight increase in docu-
mentss that contain an answer (+2.8%) when using two-paragraph passsages instead 
off  full-document retrieval. 

Tellexx (2003); Tellex et al. (2003) compare the impact of several passage-based 
retrievall  strategies that were used by TREC participants. The different approaches 
aree compared with respect to the overall performance of a version of the MIT ques-
tionn answering system (Tellex, 2003). Within their approach, only different passage-
basedd retrieval systems were compared to each other, but they were not compared 
too other document retrieval strategies, in particular full-document retrieval. 

Clarkee and Terra (2003) compare their own passage-based retrieval approach 
too full-document retrieval using an implementation of the OKAPI retrieval system 
(Robertsonn ett al., 1998; Robertson and Walker, 1999). Their results indicate that full-
documentt retrieval returns more documents that contain a correct answer, but that 
passage-basedd retrieval might still be useful in the context of question answering 
ass it returns shorter excerpts that might ease the process of identifying an actual 
answer. . 

Moldovann et al. (2002, 2003), which is more remotely related to our work, gives 
aa detailed failure analysis of their question answering system, showing that 37.8% 
off  the errors are due to the retrieval module. Their retrieval module consists of 
severall  smaller modules contributing differently to this error rate: Keyword selec-
tionn (8.9%), keyword expansion (25.7%), actual retrieval (1.6%), and passage post 
filteringg (1.6%). The reason that keyword expansion has such a strong impact is 
probablyy due to their use of surface forms for indexing, where no form of stemming 
iss applied, and one of the tasks of keyword expansion is to add morphological vari-
ants,, cf. Pasca (2001). The impact of keyword selection is likely to be due to the 
factt that they use a boolean retrieval model which is much more sensitive to query 
formulationn than, for instance, vector space models. Although at first glance the 
impactt of retrieval on the overall effectiveness seems to be rather small for their sys-
temm (1.6%), it shows that other retrieval issues such as stemming, and the choice of 
thee retrieval model, viz. boolean vs. vector space or probabilistic, still have a strong 
impactt on the overall performance of their QA system. 

Summingg up, although most of the literature on question answering discusses 
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thee choices that were made for preferring certain retrieval techniques over others, 
thosee decisions are rarely explicated by comparative experimental findings. 

3.22 Experimental Setup 

Inn this section we introduce the data sets that are used to compare different retrieval 
approachess experimentally. 

3.2.11 Test Data 

Wee used the TREC-9, TREC-10, and TREC-11 data sets consisting of 500 questions 
eachh with 978,952 documents for TREC-9 and TREC-10 from the TIPSTER/TREC 
distributionn and 1,033,461 documents for TREC-11 from the AQUAINT distribution. 
Recalll  from chapter 1 that at TREC-9 and TREC-10, participants were required to 
returnn up to five answer-document-id pairs for each question, where the answer can 
bee any text string containing maximally 50 characters, and the document-id refers 
too the document from which the answer was extracted. At TREC-11, participants 
weree required to return one answer-document-id pair for each question, where the 
answerr had to be the exact answer. 

Inn addition, we used the judgment files which were provided by NIST as a result 
off  their evaluation.2 A judgment file, which is comparable to a qrel fil e in ad-hoc re-
trieval,, indicates for each submitted answer-document-id pair, whether the answer 
iss correct and whether the document supports, i.e., justifies, the answer. The justi-
fyingg documents form the set of relevant documents against which we evaluate the 
differentt document retrieval approaches for pre-fetching. If none of the participants 
returnedd a supported answer, that topic was discarded from our evaluation. This 
alsoo included questions that did not have an answer in the collection, which can be 
thee case since TREC-10. 

Thee final evaluation sets consist of 480,433, and 455 topics for TREC-9, TREC-10, 
andd TREC-11, respectively. The original question set for TREC-9 actually contained 
6933 questions where 193 questions were syntactic variants of 54 of the remaining 
5000 questions. Here, we did not use the variants, but if a relevant document for a 
variantt was included in the judgment file, it was added to the set of relevant docu-
mentss of the original question. Variants were removed to avoid repetition of topics, 
whichh could bias the overall evaluation. We also included 10 topics of the TREC-11 
questionn set, where, although none of the participants found a relevant document, 
NISTT assessors *coincidentally' recognized a document containing an answer dur-
ingg their evaluation. 

Thiss way of building the qrel sets is known as pooling (Sparck Jones and van 
Rijsbergen,, 1975), where for each query the top n documents (usually n = 100) 
off  each submitted run are added to the pool and manually assessed for relevance. 

2Thee judgment files are available from the TREC web site: http: / / t r ee. n is t. gov. 
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Documentss that were judged irrelevant and all documents that were not in the pool 
aree considered not relevant. Of course, the resulting evaluation sets are not flawless, 
becausee there might still be a number of documents in the collection that contain 
ann answer to a question, but are not listed in the qrel file. This is a well-known 
uncertaintyy in information retrieval on large document collections, where manual 
constructionn of the qrels is infeasible. 

AA particular problem in the current setting is the pool depth, which is 5 for 
TREC-99 and TREC-10 and only 1 for TREC-11. It is not clear to what extent this 
affectss evaluation, although Zobel (1998) reports that moving from a pool depth of 
1000 to a depth of 10 changed the relative performances of only a few systems, and 
Keenann et al. (2001) conclude that systems that are likely to be effective at larger 
pooll  depths wil l also distinguish themselves at lower pool depths. 

Anotherr issue is whether the resulting evaluation sets are biased towards a par-
ticularr retrieval system which contributed to the pool. NIST made available the 
topp 1000 documents that were retrieved by the SMART retrieval system (Buckley 
andd Walz, 1999) for TREC-9 and the Prise retrieval system (Prise) for TREC-10 and 
TREC-11.. Participating groups were allowed to use these top sets instead of rely-
ingg on their own retrieval system. If the majority of the participating groups use the 
providedd top documents, the resulting qrel sets could be biased towards the SMART 
orr Prise retrieval system. We consulted the TREC proceedings3 to see how many of 
thee systems used the top sets provided by NIST. Table 3.1 shows the results. For 
instance,, at TREC-9, 6 of the 28 participating systems used the top sets, 15 another 
retrievall  system, which can be their own system or an off-the-shelf system, such as 
SMARTT or MG (Witten et al., 1999), 2 participating groups used a combination of 
both,, and for 5 systems it is unclear because they did not provide any documenta-
tion. . 

Itt can be seen from table 3.1 that only a rather moderate portion of participants 
usedd the documents rankings provided by NIST. Nevertheless, when compared to 
thee number of relevant documents that were found by all participants together, the 
SMARTT system found 96.8% (TREC-9) of them, and the PRISE system 91.4% (TREC-
10)) and 88.2% (TREC-11). If one compares these numbers to the percentages of 
relevantt documents that were found by the best performing systems in the TREC-7 
andd TREC-8 ad hoc retrieval tracks, which are 71.7% and 70.7% respectively, they do 

3Availablee from http: / / t r ee .n i s t. gov. 
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indeedd seem rather high. On the other hand, it was possible to submit manual runs 
too the TREC ad hoc tracks, i.e., runs where the queries were manually constructed 
andd interactively adapted by a human inquirer, which was not possible for the TREC 
QAA tracks. For both TREC-7 and TREC-8,24% of the relevant documents originated 
fromm manual runs only, cf. Voorhees and Harman (1998,1999). In addition, it is not 
unusuall  in ad hoc retrieval evaluation efforts that a single system finds almost all 
relevantt documents. For instance, at the CLEF 2001 monolingual task for French, 
onee (automatic) system found 97.8% of all relevant documents, and for German, 
onee system found 96.2%, cf. Peters et al. (2002, appendix). 

Onee of the traits of the question answering data sets, compared to earlier ad 
hocc retrieval data sets, is the much smaller number of relevant or supporting doc-
uments.. Figure 3.1 displays the statistical distribution of relevant documents over 
severall  data sets. As wil l be seen later on, this property does affect retrieval per-
formance.. The reason for the small number of relevant documents per topic can be 

Figuree 3.1: Number of relevant documents for different TREC data sets 

(a)) show s the Box-and-whisker s plot s of the numbe r of relevan t document s per topi c for ad hoc 
retrieva ll  (ah) and questio n answerin g (qa) data sets , (b) display s the median numbe r of relevan t 
document ss and the correspondin g median absolut e deviatio n (mad). 

(a) ) 

TREC-77 ah TREC-8 ah TREC-9 qa 

(b) ) 

deltaa set 
TREC-44 ah 
TREC-77 ah 
TREC-88 ah 
TREC-99 qa 
TREC-lOqa a 
TREC-111 qa 

median n 
74.0 0 
55.0 0 
68.5 5 
7.0 0 
5.0 0 
3.0 0 

mad d 
89.2 2 
62.8 8 
60.1 1 
8.9 9 
6.6 6 
3.0 0 

twofold.. The information needs of question answering are more specific than for ad 
hocc retrieval, and the number of top documents that contribute to the pool is much 
smaller. . 

Voorheess (2000b) shows that relative system performance in the ad hoc retrieval 
taskk is quite immune to alternations in the qrel set, as long as the number of topics 
iss large enough, and the documents that are marked as relevant are representative 
forr all relevant documents and are not selected with respect to a certain property, 
e.g.,, highly relevant vs. relevant in general (Voorhees, 2001a). Unfortunately, topics 
withh few relevant documents are problematic for a different reason. Buckley and 
Voorheess (2000) show that evaluation measures become unstable and small changes 
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inn the document ranking can result in large changes in the evaluation score if the 
topicss have only a few relevant documents. This instability makes it harder to reli-
ablyy conclude that two systems differ significantly in their performance. But Buck-
leyy and Voorhees (2000) also indicate that increasing the number of topics can sta-
bilizee evaluation, and it is probably fair to assume that the topic sets in the current 
setting,, which contain 480, 433, and 455 topics for TREC-9, TREC-10, and TREC-
11,, respectively, are large enough to compensate for the instability due to the small 
numberr of relevant documents. Voorhees (2003) estimates the stability of the evalu-
ationn scheme that was used at the TREC-11 QA track. Her results show that using a 
topicc set of size 450, absolute differences in average precision between 0.07 and 0.08 
resultt in an error rate of 5%, which is slightly larger than for ad hoc retrieval using 
500 topics, where a difference of 0.051 results in an error rate of 5%. An error rate 
off  5% for a topic set of size n, means that if one compares two systems 100 times 
usingg different topic sets of size n, then on average we can expect 95 of those 100 
setss to favor one system, and the remaining 5 to favor the other. For further details 
onn the impact of the topic set size on the evaluation stability of document retrieval, 
thee reader is referred to (Voorhees and Buckley, 2002). 

3.2.22 Document Retrieval Approaches 

Inn this subsection we introduce some techniques which are known to have a positive 
impactt on the effectiveness of stand-alone document retrieval, and which have also 
beenn used by participants in TREC's question answering tracks. Of course, this 
iss only a selection of retrieval techniques that can and have been applied to pre-
fetching,, and even the techniques we do discuss cannot be analyzed in full-depth 
ass this is beyond the scope of this chapter. Nevertheless, we aim to discuss some 
techniquess that are commonly used. 

Alll  retrieval techniques discussed in the remainder of this thesis use the FlexIR 
retrievall  system (Monz and de Rijke, 2001b, 2002), which was developed at the Uni-
versityy of Amsterdam. Flexl R is a vector-space retrieval system with several features 
includingg positional indexing, blind feedback, and structured querying. 

Stemming g 

AA stemmer removes morphological information from a word, e.g., electing, election, 
elected,elected, are all reduced to elect. Stemming has a long tradition in document retrieval, 
andd a variety of stemmers are available, see Hull (1996) for an overview. Here, we 
usee the Porter stemmer (Porter, 1980), which is probably the most commonly used 
stemmer.. Since the Porter stemmer is purely rule-based, it sometimes fails to rec-
ognizee variants, e.g. irregular verbs such as thought, which is stemmed as thought. 
Therefore,, we decided to also use a lexical-based stemmer, or lemmatizer (Schmid, 
1994).. Each word is assigned its syntactic root through lexical look-up. Mainly num-
ber,, case, and tense information is removed, leaving other morphological deriva-
tionss such as nominalization intact, e.g., the noun election is not normalized to its 



Chapterr 3. Document Retrieval as Pre-Fetching 

underlyingg verb elect. 

Somee QA systems do not use stemming to avoid compromising early precision 
(Clarkee et al., 2000a), while others use a hybrid approach where the index contains 
bothh the original word and its stem, and matching the stem contributes less to the 
documentt similarity score than matching the original word. 

Blin dd Relevance Feedback 

AA retrieval system using relevance feedback allows the user to mark each of the top 
nn (usually 5 < n < 10) documents as either relevant or non-relevant. This informa-
tionn is used to formulate a new retrieval query, adding terms from the documents 
thatt were marked relevant, and excluding terms coming from documents that were 
markedd as non-relevant. 

Iff  no actual user information is available, relevance feedback can be imitated 
byy simply assuming that all of the top n documents are relevant. This approach is 
calledd blind relevance feedback. 

Blindd relevance feedback also analyzes the top n (again, usually 5 < n < 10) 
documentss from a preliminary retrieval run to add new terms, and to re-weight 
termss that were part of the original query. Blind feedback has become a standard 
techniquee in document retrieval because of its consistent and strong positive im-
pactt on retrieval effectiveness, cf. (Mitra et al., 1998; Robertson and Walker, 1999). 
Onn the other hand it is not used in the context of question answering, which might 
bee because there is only a small number of relevant documents, see fig. 3.1, and 
itt is known that blind feedback performs rather poorly under those circumstances. 
Nevertheless,, we wanted to confirm this empirically in the context of question an-
swering. . 

Ourr blind relevance feedback approach uses the top 10 documents and term 
weightss were recomputed by using the standard Rocchio method. We allowed at 
mostt 20 terms to be added to the original query. 

Passage-Basedd Retrieval 

Passage-basedd retrieval splits a document into several passages, where passages can 
bee of fixed length or vary in length, start at any position or at fixed positions, and 
overlapp to a certain degree, see Kaszkiel and Zobel (1997,2001) for a comprehensive 
overview.. Passage-based retrieval has proved particularly useful for document col-
lectionss that contain longer documents, such as the Federal Register sub-collection 
off  TREC. Using passages instead of whole documents emphasizes that the informa-
tionn sought by a user can be expressed very locally. This probably also explains its 
appeall  to question answering, where answers tend to be found in a sentence or two, 
andd it is not surprising that many QA systems use passage-based retrieval instead 
off  document retrieval, cf. Chu-Carroll et al. (2002); Clarke et al. (2002a); Greenwood 
ett al. (2002); Vicedo et al. (2002); Xu and Zhang (2002). 
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Fromm the broad spectrum of available passage-based retrieval techniques, we 
usedd the approach described in (Callan, 1994), because it is fairly standard and yet 
flexiblee enough to model a number of ways to realize passage-based retrieval. In 
Callan'ss approach, all passages are of fixed length and each passage starts at the 
middlee of the previous one. The first passage of a document starts with the first 
occurrencee of a matching term. Given a query q and a document d which is split 
intoo passages pass\,.. .,pass^, the similarity between q and d (sim(q, d)) is defined 
ass max\<i<nsim(q,pas$ld). This mapping of passages to their original documents is 
mainlyy for evaluation purposes, as the NIST judgments are based on document ids. 
Whenn using a passage-based retrieval system in the context of an actual QA sys-
temm one would probably like to return passages instead, as this allows the answer 
selectionn procedure to analyze smaller and more focused text segments. 

3.2.33 Evaluation Measures 

Theree are a number of evaluation measures that can be used to compare the per-
formancee of the different retrieval techniques discussed above. Each measure high-
lightss a different aspect and using several measures to describe the performance of 
aa system is more revealing than using a single measure. On the other hand, when 
comparingg systems, it is often more convenient to use a single measure and the 
choicee depends on the purpose of the retrieval system and the context in which it is 
usedd (Sparck Jones, 2001). For instance, it is common to use non-interpolated aver-
agee precision, also referred to as mean average precision (MAP), in ad hoc retrieval, 
andd p@n in web retrieval. Given a query q, its set of relevant documents REL̂  and a 
rankingg of documents (rankq : D — IN) resulting from the retrieval process, average 
precisionn of an individual query is defined as: 

,, , IdeREL, I K e REmrank(d') < rank(d)}|/rank(rf) 

avg_prec(4)) = |REL |̂ 

Thee mean average precision is then simply the mean of all individual average pre-
cisions. . 

Att first glance, the obvious way to compare the performance of different docu-
mentt retrieval approaches that are used for pre-fetching by some QA system, is to 
rankk them with respect to the effectiveness of the complete QA system. If document 
retrievall  approach x leads to a better performance of the QA system than retrieval 
approachh y, then x should be ranked higher than y. Although this is a legitimate 
wayy to proceed, it does not allow one to generalize to situations where a different 
QAA system is used, or the original QA system has been modified. 

Att TREC-11, 34 groups participated in the question answering track, each with 
theirr own system. Although many of the techniques that were used at least par-
tiallyy overlap with each other, there is a considerably broad spectrum. For instance, 
iff  a system uses rather strict pattern matching for selecting answers, it is more sus-
ceptiblee to generating false negatives (not finding an answer, although it is in the 
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document)) than false positives (selecting an incorrect answer), and therefore doc-
umentt pre-fetching should opt for high recall. Since answers can be expressed in 
aa variety of ways, finding as many relevant documents as possible, increases the 
probabilityy that one of them is matched by the answer selection process. On the 
otherr hand, if a system makes extensive use of lexical relations, such as synonymy 
orr more opaque semantic relations, it becomes more susceptible to generating false 
positives,, and pre-fetching should opt for high precision. One could say that the 
wayy in which answer selection reacts to a variety of pre-fetching approaches, also 
revealss some characteristics of the answer selection process. 

Thiss leads us to consider the following two evaluation measures, where Rq is the 
sett of documents that contain an answer to question q. 

p@n:p@n: \{d e Rq | rank(rf) < n}\/n. The number of found relevant documents up to 
rankk n divided by n. 

r@n:r@n: \{d e Rq | rank(rf) < »}|/|J?,|. The number of found relevant documents up 
too rank n divided by the number of all relevant document for that question. 

p@np@n measures the precision of a given retrieval system at rank n, whereas r@n mea-
suress the recall. Note that the internal order of the ranks up to rank n does not affect 
eitherr of the two scores. Often, it is convenient to neglect the exact precision and 
recalll  scores and simply measure whether a system returns a relevant document: 
a@n:: 1 if \{d e Rq | rank(d) < n}\ > 1, and 0 otherwise. 

Anotherr reason for using a@n is that it is the measure used by Llopis et al. (2002), 
andd it wil l allow us to compare some of our results to their findings later on. Note 
thatt a@n is also equivalent to the evaluation measure used by (Roberts, 2002), where 
hee refers to it as %ABD (percentage of answer bearing documents). 

Ann alternative way of selecting an appropriate evaluation measure is to com-
paree the rankings of all individual measures to identify evaluation measures that 
rankk different retrieval approaches similarly to many other evaluation measures. 
Thiss way, evaluation measures can be identified that are more representative than 
others,, see (Voorhees and Harman, 1998). From the measures generated by our eval-
uationn script (which can be considered an extension of the t rec .eval program4), 25 
measuress have been selected for further analysis: p@n, r@n, a@n, (n € {5, 10, 20, 
50,, 100, 200, 500, 1000}), and mean average precision. In total, we compared 14 
runss for each of the TREC collections, see section 3.3 for a more detailed description 
off  the runs. For a given collection all runs were ranked by each of the 25 measures 
andd each ranking was compared to all other rankings. Two given rankings were 
comparedd by computing the correlation between them using Kendall's T (Kendall, 
1938).. Kendall's T computes the distance between two rankings as the minimum 
numberr of pairwise adjacent swaps to turn one ranking into the other. The distance 
iss normalized by the number of items being ranked such that two identical rankings 
producee a correlation of 1, the correlation between a ranking and its inverse is - 1 , 
andd the expected correlation of two rankings chosen at random is 0. 

l trec.evall  is available from f tp: / / f tp. cs.cornell.edu/pub/smart/. 

http://cs.cornell.edu/pub/smart/


3.22 Experimental Setup 

Forr a particular collection the T score of a selected measure was computed by 
averagingg over the T scores between the ranking resulting from the selected mea-
suree and the rankings resulting from all other measures. Finally, we averaged the T 
scoress of each measure over the three collections. 

Thee rationale behind using the average correlation between a particular mea-
suree and the remaining measures, was to investigate how representative a single 
measuree is. The final ranking of all measures and their corresponding T scores are 
displayedd in table 3.2. It is notable that evaluating at lower cut-offs is more represen-

Tablee 3.2: Kendall's T 
rankk meas. r 

1.. p@50 0.435 
2.. p@20 0.434 
3.. MAP 0.433 
4.. a@20 0.432 
5.. r@10 0.420 
6.. r@5 0.418 
7.. r@20 0.411 

correlationn between the 
rank k 

8. . 
9. . 

10. . 
11. . 
12. . 
13. . 
14. . 

meas.. T 
a@1000 0.399 
a@500 0.376 

r@5000 0.372 
a@100 0.369 
a@55 0.361 

p@100 0.361 
a@2000 0.354 

jifferen n 

15. . 
16. . 
17. . 
18. . 
19. . 
20. . 
21. . 

evaluationn measures 
meas.. r 
r@500 0.348 
p@55 0.341 

p@5000 0.334 
a@5000 0.333 
r@2000 0.328 
p@2000 0.315 
r@1000 0.313 

rank k 
22. . 
23. . 
24. . 
25. . 

meas.. T 
p@1000 0.298 
r@10000 0.143 
p@10000 0.137 
a@10000 0.097 

tativee than using higher cut-offs. Also, mean average precision is ranked relatively 
high. . 

Inn the remainder of this chapter, a@n (n e {5,10, 20, 50}) is the principal eval-
uationn measure, because it indicates the immediate effects on answer selection: A 
QAA system using the top n documents of a retrieval system with an average a@n 
scoree of m wil l necessarily have an error rate of at least 1 — m. In addition, p@n and 
r@nr@n (using the same cut-offs) allow for a more detailed inspection of the changes 
inn precision and recall; motivated by the discussion above. We do not use higher 
cut-offs,, e.g. a@100 or r@500, although they are ranked relatively high in table 3.2, 
becausee most question answering systems seldomly consider more than the top 50 
documentss returned by the retrieval component. Also, we do not select mean aver-
agee precision as principal evaluation measure, despite its high ranking in table 3.2, 
becausee it does not allow one to draw immediate conclusions with respect to the 
performancee of the overall QA system (as opposed to a@n) and it conflates preci-
sionn and recall, which can be helpful for predicting the performance of certain types 
off  answer selection strategies. 

3.2.44 Statistical Significance 

Whenn comparing the effectiveness of two retrieval approaches or methods, the ques-
tionn arises whether it is safe to say that one method is indeed better or more effec-
tivee than the other one. Usually, such a judgment is based on considering a set of 
queries,, where both methods are evaluated with respect to each query, and at the 
end,, the average scores for both systems are compared. Assuming that method m\ 
hass a higher score than method m.2, one might be tempted to say that m\ is more 
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effectivee than m2. The problem is that the higher score of m\ might be due to a few 
extremee instances and it is not clear whether this judgment is indeed valid and wil l 
carryy over to unseen cases. What one is really interested in is whether the difference 
betweenn them is statistically significant and not just caused by chance. 

Significancee testing aims to disprove a null hypothesis H0. If one wants to test 
whetherr method mi is significantly better than method m2, the null hypothesis wil l 
bee that m2 performs at least as good as mi. The underlying idea is to show that 
thee probability that the null hypothesis holds is so small that it is implausible and 
shouldd therefore be rejected. Rejecting HQ leads to accepting the alternative hypoth-
esiss Hi, saying that m\ outperforms m2. The difference in performance between m\ 
andd tri2 is expressed by the mean difference \i over the whole population, where \i 
iss expressed with respect to some evaluation measure, for instance, mean average 
precisionn or p@n. 

HH00 : M < 0 
Hjj  : y. > 0 

Theree are many techniques for drawing statistical inferences, and the paired t-
testt is probably the best-known technique (see, e.g., (Kitchens, 1998)). Many of the 
inferencee techniques make certain assumptions about the data to which they are ap-
plied.. The most common assumption, which also underlies the paired t-test, is that 
thee data is taken from a population which is normally distributed. In the setting of 
retrievall  this means that for a number of queries, the differences between two meth-
odss are normally distributed. Whether this assumption holds for text retrieval has 
beenn frequently doubted in the literature on retrieval evaluation; see e.g., van Rijs-
bergenn (1979, chapter 7). More recently, Savoy (1997) performed several goodness-of-
fitfit  tests, including the x2 and Kolmogorov-Smirnov tests, to further investigate this 
issuee and concluded that in most cases, the assumption of an underlying normal 
distributionn cannot be validated empirically. 

Thesee doubts resulted in a general avoidance of statistical inference in retrieval 
evaluation.. In the early years of information retrieval research, statistical inference 
wass approximated by a rule of thumb, where Sparck Jones (1974) calls absolute 
improvementss of at least 5% significant, and improvements of at least 10% material. 
Later,, weaker statistical inference tests, such as the sign test, the paired Wilcoxon 
testt and the Friedman test, cf. (Conover, 1980; Hollander and Wolfe, 1973; Siegel 
andd Castellan, 1988), were applied to retrieval, see (Hull, 1993). These tests are 
non-parametric,non-parametric, meaning that they do not assume the data to obey some underlying 
mathematicall  model, such as a normal distribution. The paired Wilcoxon test and 
thee Friedman test both use rankings instead of the actual values, and the sign test 
onlyy considers a binary distinction which indicates whether method m\ was better 
thann method m2 or the other way around. 

Moree recently, a powerful non-parametric inference test, the bootstrap method, 
whichh has been developed by Efron (Efron, 1979; Efron and Tibshirani, 1993), has 
beenn applied to retrieval evaluation, see e.g., (Savoy, 1997) and Wilbur (1994). Wilbur 



3.22 Experimental Setup 

(1994)) compared the bootstrap method to the Wilcoxon and Sign tests, and rated 
bootstrappingg as more powerful than the latter two. Bootstrap methods just assume 
thee sample to be i.i.d. (independent and identically distributed), in other words, the 
samplee should be representative of the whole population. Note that a more general 
alternativee would be the randomization test, which does not even require the sam-
plee to be representative, see (Cohen, 1995), but considering that the questions were 
moree or less arbitrarily drawn from query logs, see chapter 1, we can assume the 
samplee to be representative. 

Thee basic idea of the bootstrap is a simulation of the underlying distribution by 
randomlyy drawing (with replacement) a large number of samples of size N from the 
originall  sample of N observations. These new samples are called bootstrap samples. 
Forr each of these samples, an estimator, usually the mean, is calculated. Given this 
sett of means, the standard error can be approximated as follows: 

_JlUe*-9)_JlUe*-9)2 2 

^bootstrap^bootstrap y b — \ 

wheree 0*  is the mean of the ;th bootstrap sample, 0 is the mean of the original sam-
ple,, and b is the number of bootstrap samples. 

Havingg calculated the mean and the standard error of the bootstrap samples al-
lowss us to compute a confidence interval. There are different methods available to 
computee a confidence interval. One of these is the percentile method. Considering 
Hoo and Hi from above, one-tailed significance testing computes a confidence inter-
vall  of 95% using the 5th and 100th percentiles. If the left limi t of the confidence in-
tervall  is greater than zero, we can reject Ho and affirm Hi with a confidence of 95%, 
seee Mooney and Duval (1993); Rietveld and van Hout (1993). Figure 3.2, shows the 
confidencee interval for a normal distribution centered around the estimator 0. 

Figure e 3.2:: Bootstrap confidence interval 

,0 0 

WW M ww ^ 
'a 'a A A 

Distributionn of the bootstrap samples. 
Thee shaded part is the confidence inter-
vall  beginning at a-th percentile, covering 
l-a*100%% of the area of the distribution. 
Thee x-axis ranges over the differences be-
tweenn two methods. 

Forr the experiments in this chapter, we used the boot package from the sta-
tisticall  software R; see Davison and Kuonen (2002) for a short introduction to the 
boott package.5 The number of bootstrap samples was set to 2000, which is higher 
thann the standard size of 1000 samples (see Davison and Hinkley, 1997), but smaller 

Riss freely available at http://www.r-project.org. 

http://www.r-project.org
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numberss of samples failed to yield a normal distribution of the bootstrap estima-
tors.. Figure 3.3 (a) shows the histogram of an actual bootstrap re-sample where the 
mediann lies at approximately 0.08, and figure 3.3 (b) shows the normal probability 
plott (or Q-Q plot) which maps the sample quantiles onto the quantiles of a normal 
distribution,, indicating that the resulting bootstrap sample distribution strongly ap-
proximatess a normal distribution. The distributions shown in figure 3.3 stem from 

Figuree 3.3: Distribution ot the bootstrap re-samples 

(a)) shows the histogram of the bootstrap re-samples, (b) is the normal proba-
bilit yy plot which shows how closely the bootstrap re-sampling approximates 
aa normal distribution (the straight line). 

i i 

(a) ) (b) ) 

aa particular bootstrap re-sample, but are representative for all bootstrap re-samples 
wee wil l encounter later on. 

Inn the sequel, we wil l indicate improvements at a confidence level of 95% with 
A,, and improvements at a confidence level of 99% are marked with A. Analogously, 
decreasess in performance at a confidence level of 95% are marked with v , and de-
creasess at a confidence level of 99% are marked with T. No mark up is used if neither 
ann increase nor decrease in performance is significant at neither a confidence level 
off  95% nor 99%. 

3.33 Experimental Results 

Thiss section reports on the experimental results of the retrieval techniques discussed 
inn section 3.2.2. Before we discuss the results for the different retrieval methods 
inn detail, the first subsection discusses the weighting scheme that is used to com-
putee the similarity between a document (or passage) and the query, and the second 
subsectionn addresses some issues that are relevant for the way the actual retrieval 
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queriess are formulated. 

3.3.11 Document Similarit y 

Alll  experiments in this section use the Lnu.ltc weighting scheme, see (Buckley ett al., 
1995;; Singhal et al., 1996). The Lnu.ltc weighting scheme is based on Salton and 
Buckley'ss weighting scheme, introduced in (Salton and Buckley, 1988). In their ap-
proach,, the weighting scheme that is used to compute the similarity between a doc-
umentt d and a query q is of the form FdCdNd,FqCqNq. The weighting scheme has 
twoo parts: weighting parameters for the document (Fd, Q, and Nd), and weighting 
parameterss for the query (F,, Cq, and Nq). The function of the weighting parameters 
aree as follows: 

FFdd//qq computes the weight of a term based on its frequency in the document/query. 

Q/aa computes the weight of a term based on its frequency in the collection. 

NNdd//qq normalizes the document/query weights. 

Givenn these weighting parameters, the similarity between a query q and a document 
dd is then computed as: 

(3.3)) sim(q,d) = 2, KT~M 
teqndteqnd ™d ' iV l 7 

Thee actual computation of sim(q,d) depends of course on the instantiations of the 
parameterss Fd, Fq, Cd, etc. Using the Lnu.ltc weighting scheme as an instantiation of 
thee weighting parameters has become one of the standard ways to compute docu-
mentt similarity. The definition of the individual instantiations of the parameters is 
givenn below. Here, f reqf d is the frequency of term t in document d, N is the number 
off  documents in the collection, and nt is the number of documents in which the term 
tt occurs. 

FFdd = L: Y+r '+/ **{  —y (The frequency of term t in document d is normalized 
withh respect to the average frequency of all terms in that document.) 

CCdd = n: 1. (The document frequency of term t is not considered for computing the 
weightt of the term with respect to document d.) 

NNdd = u: (1 — si)  pv + si  uwrf. (The term weights in the document are normalized 
byy the number of its unique words with respect to the average number of 
uniquee words of all documents in the collection.) 

FqFq = 1: — re(fr^—. (The frequency of term t in query q is normalized with respect 
too the most frequently occurring term in the query.) 
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CCqq = t: log f — j . (The ratio of documents that contain the term t is used to compute 

itss query weight.) 

NNqq = c: J"Lt'€q(Fq -Cq)
2 (The terms in the query are normalized with respect to the 

squaree root of their squared sums.) 

Thee instantiation (u) of the document normalization parameter (Nd) is more intri-
catee and requires a longer explanation. This form of normalization is known as 
pivotedpivoted document length normalization, was developed to account for the bias of stan-
dardd cosine similarity which tends to prefer shorter documents over longer ones, 
seee (Singhal et al., 1996). The basic idea of pivoted normalization is to use the av-
eragee length of all documents in the collection as a reference point (the pivot), and 
combinee it with the length of individual documents. The normalization of a specific 
documentt is the weighted sum of the pivot, which is constant for all documents in 
thee collection, and the length of the document at hand, where the weight is also 
referredd to as the slope. Whereas the pivot is based on the average length of the doc-
uments,, the slope is not directly linked to any trait of the collection, and has to be 
determinedd experimentally. Based on past experience, we set the slope to 0.2, which 
iss also in line with many experimental settings reported in the literature, see, e.g., 
(Buckleyy et al., 1995). 

Oncee instantiated by the Lnu.ltc weighting scheme, the general similarity com-
putationn in (3.3) looks as follows: 

(3.4)) sim(q,d) = 
l+]og(frequ)) freq̂  / R \ 

yy l+log(avg,,erffreq,,4) max^ f req ,̂  ° \"i  J 

+Si-uw,).^,(=ii^_.iog({|)y y 
Thiss concludes our brief discussion of the computation of document similarity 

inn general, and the Lnu.ltc weighting scheme in particular. For more details on 
similarityy weighting schemes, the reader is referred to (Salton and Buckley, 1988; 
Buckleyy et al., 1995; Singhal et al., 1996; Zobel and Moffat, 1998). 

3.3.22 Query Formulatio n 

Queryy formulation was identical for all methods. We used a stop word list contain-
ingg 70 words to remove uninformative terms such as they, can, the, etc. Questions 
wordss are lemmatized before they are compared to the entries in the stop word list. 
Methodss using stemming, which includes case folding, apply it after stop word re-
movall  in order to avoid notorious errors such as removing the content word US (ab-
breviatingg United States) because it becomes the pronoun us after stemming, which 
iss a stop word. 
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Tablee 3.3: Lemmas vs. porter a@, 

Comparisonn of the ratios of questions with at least one relevant document (a@n) using 
lemmass vs. porter stemming. 

TREC-9 9 
a@nn lemma +porter 

TREC-10 0 
lemmaa +porter 

TREC-11 1 
lemmaa +porter 

a@5 5 
a@10 0 
a@20 0 
a@50 0 

0.6688 0.700 (+4.6%)A 

0.7399 0.785 (+6.1%)* 
0.8044 0.845 (+5.1%)A 

0.8722 0.914 (+4.7%)A 

0.6444 0.649 
0.7299 0.734 
0.7877 0.801 
0.8566 0.875 

(+0.7%) ) 
(+0.6%) ) 
(+1.7%) ) 
(+2.1%) ) 

0.481 1 
0.606 6 
0.665 5 
0.751 1 

0.5233 (+8.6%)A 

0.6266 (+3.2%) 
0.7055 (+5.9%)A 

0.7955 (+5.8%)A 

Inn question answering, it is common practice to categorize the questions. E.g., 
questionn (3.5) might be categorized as a location-question, (3.6) as a find-abbre-
viationn question, and (3.7) as a date-question. 

(3.5)) In what country did the game of croquet originate? (topic id: 1394) 

(3.6)) What is the abbreviation for the London stock exchange? (topic id: 1667) 

(3.7)) What year did California become a territory? (topic id: 1694) 

Often,, questions contain words that are distinctive for a particular category, but in 
manyy cases, these words are not helpful in distinguishing the answer documents. 
Forr instance, France is the answer to question (3.5), but it is common knowledge 
thatt France is a country and therefore most of the time not explicated in the answer 
document.. The same holds for question (3.7) where the context in the answer docu-
mentss makes it clear that 1848 is a year. Sometimes it can even be harmful to include 
certainn words, as in question (3.6), where abbreviation helps to clarify the informa-
tionn need, but many answer documents express this information in a different way, 
e.g.,, by having the phrase London stock exchange followed by the parenthetical word 
(LSE).(LSE). Since abbreviation is infrequent, and therefore has a relatively high idf-score, 
includingg it can steer retrieval in the wrong direction. 

Forr these reasons, it seems sensible to have a category dependent stop word list 
inn addition to a general one. Nevertheless, we did not use category dependent stop 
wordd removal, because the quality of this process can influence the quality of the 
retrievall  methods, and it is the latter we want to focus on in this chapter. 

3.3.33 Stemming 

Thee first retrieval technique we investigated was stemming. In the literature stem-
mingg is sometimes described as recall-enhancing, e.g., Kraaij and Pohlmann (1996), 
andd the question was whether retrieval as a pre-fetch to a question answering sys-
temm can benefit from stemming; in particular, since pre-fetching should opt for early 
precision.. Table 3.3 shows the a@n scores for lower cut-offs, and table 3.4 shows the 
correspondingg p@n scores. 
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Tablee 3.4: Lemmas vs. porter p@i 

Comparisonn of the precision at n (p@n) scores using lemmas vs. porter stemming. 
TREC-99 TREC-10 TREC-11 

p@nn lemma +porter lemma +porter lemma +porter 
p@5 5 

p@10 0 
p@20 0 
p@50 0 

0.2900 0.310 (+7.0%)A 

0.2211 0.238 (+7.6%)A 

0.1611 0.171 (+6.6%)A 

0.0966 0.102 (+6.5%)A 

0.2666 0.270 (+1.5%) 
0.2055 0.212 (+3.7%)A 

0.1499 0.154 (+3.4%)A 

0.0866 0.088 (+3.0%)A 

0.1600 0.167 (+4.6%)A 

0.1200 0.123 (+3.0%) 
0.0799 0.084 (+5.7%)A 

0.0444 0.047 (+6.5%)A 

Thee use of stemming exhibits consistent improvements for all collections and all 
cut-offf  values. One can notice that the improvements for TREC-10 are much lower 
thann for the other two collections. This could be due to the much larger portion of 
definitionn questions in the TREC-10 question set. Questions asking for a definition 
oftenn contain foreign or technical terms, see (3.8), or proper names, see (3.9), where 
inn both cases morphological normalization does not apply very well, if at all. 

(3.8)) What is amitriptyline? 

(3.9)) Who was Abraham Lincoln? 

(topicc id: 936) 

(topicc id: 959) 

Ass could be expected, applying stemming also improves recall, see table 3.5. 

Comparisonn of the recall at n (r@n) scores using lemmas vs. porter stemming. 
TREC-99 TREC-10 TREC-11 

t@nt@n lemma +porter lemma +porter lemma +porter 
r@5 5 

r@10 0 
r@20 0 
r@50 0 

0.2133 0.234 (+9.5%)A 

0.2922 0.326 (+11.7%)A 

0.3866 0.417 (+8.0%)A 

0.5088 0.541 (+6.5%)A 

0.2255 0.233 (+3.3%) 
0.3088 0.329 (+6.5%)A 

0.4000 0.423 (+5.6%)A 

0.5322 0.552 (+3.7%)A 

0.2211 0.227 (+2.3%) 
0.3166 0.317 (+0.3%) 
0.3877 0.407 (+5.2%)A 

0.4988 0.536 (+7.7%)A 

Here,, TREC-11 shows smaller improvements in recall at lower cut-offs (r@5 and 
r@10),, than TREC-9 and TREC-10. This can be explained by the smaller average 
numberr of relevant documents for TREC-11, see figure 3.1. 

Summingg up, we have noticed that applying stemming consistently improves 
precisionn and recall, although the extent depends on the question type (e.g., defini-
tionn questions show lower improvements) and the specificity of the question, i.e., if 
theree is only a small number of documents containing an answer. For these reasons, 
andd because stemming has become a standard technique in document retrieval, 
stemmingg is applied to all experiments discussed below, including the Lnu.ltc base-
linee run. 
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3.3.44 Blin d Relevance Feedback 

Thee experimental results for blind feedback compared to plain retrieval are shown 
inn table 3.6. 

Tablee 3.6: One-pass retrieval vs. blind feedback a@» scores (top 10) 
Comparingg simple and blind feedback retrieval. 

TREC-99 TREC-10 TREC-11 
a@nn Lnu.ltc +feedback Lnu.ltc -(-feedback Lnu.ltc +feedback 

a@5 5 
a@10 0 
a@20 0 
a@50 0 

0.7000 0.612 (-12%)T 

0.7855 0.712 (-9%)T 

0.8466 0.783 (-7%)T 

0.9155 0.860 (-6%)T 

0.6499 0.528 (-18%)T 

0.7299 0.602 (-17%)T 

0.7877 0.706 (-10%)T 

0.8566 0.819 (-4%)T 

0.5233 0.400 (-24%)T 

0.6266 0.492 (-21%)T 

0.7055 0.582 (-17%)T 

0.7955 0.707 (-11%)T 

Thesee results confirm our suspicion that blind feedback is not appropriate in the 
contextt of question answering. Al l runs dramatically decrease in performance. Mea-
suringg p@« and r@n shows similar decreases. One might suspect that the bad per-
formancee of feedback is most likely due to the small number of relevant documents 
perr topic. This could also explain why the results decrease from TREC-9 to TREC-
11,, as the average number of relevant documents also decreases, see figure 3.1. One 
wayy of adapting blind feedback retrieval to a situation where the average number 
off  relevant documents is small, is to use a smaller number of top documents from 
thee initial run to reformulate the query. Table 3.7 shows the results for using the 
topp 5 documents. But using the top 5 instead of the top 10 documents decreases the 
performancee even further. 

Tablee 3.7: One-pass retrieval vs. blind feedback a@» scores (top 5) 
Comparingg simple and blind feedback retrieval for top 5 docs. 

TREC-99 TREC-10 TREC-11 
a@MM Lnu.ltc +feedback Lnu.ltc +feedback Lnu.ltc +feedback 

a@5 5 
a@10 0 
a@20 0 
a@50 0 

0.7000 0.531 (-24%)T 

0.7855 0.648 (-17%)T 

0.8466 0.723 (-14%)T 

0.9155 0.827 (-9%)T 

0.6499 0.527 (-19%)T 

0.7299 0.610 (-16%)T 

0.7877 0.688 (-13%)T 

0.8566 0.783 (-9%)T 

0.5233 0.333 (~36%)T 

0.6266 0.447 (-29%)T 

0.7055 0.548 (-22%)T 

0.7955 0.672 (-16%)T 

Too further analyze the relationship between the number of relevant documents 
perr topic and the change in performance when applying blind relevance feedback, 
wee computed Kendall's T correlation between the two variables. We looked at a 
numberr of evaluation measures, but the results are more or less the same for all of 
them,, namely that there is no statistical correlation between the number of relevant 
documentss and retrieval performance. For instance, considering the mean average 
precision,, the correlation with the number of relevant documents is 0.003 for the 
TREC-99 data, -0.046 for the TREC-10 data, and -0.021 for the TREC-11 data, which 
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clearlyy indicates that within the respective data sets there is no correlation at all. 
Onn the other hand, the same blind feedback method is effective for the TREC-

77 and TREC-8 ad-hoc retrieval task. Table 3.8 shows the results for both data sets, 
usingg the title field only (T) and using the title and description field (TD) of the topic 
too build the query. 

Tablee 3.8: Feedback for ad-hoc retrieval 
Comparingg simple and blind feedback retrieval. 

topicc fields Lnu.ltc 
TREC-7 7 

+feedback k 
T T 

T+D D 
0.155 5 
0.179 9 

0.155 5 
0.197 7 

(  0.0%) 
(+10.1%) ) 

Lnu.ltc c 
0.195 5 
0.221 1 

TREC-8 8 
+feedback k 

0.1900 (-2.63%) 
0.2277 (+2.71%) 

Usingg the title field only does not result in any improvement; on the contrary, for 
thee TREC-8 data set there is even a slight decrease in performance. Using the title 
andd description field, results for both data sets improve, although both improve-
mentss are not statistically significant.6 The difference between the title only and 
titl ee plus description runs suggests that query length might have an impact on the 
effectivenesss of applying blind feedback. Returning to the question answering data 
sets,, we computed Kendall's T correlation between question length and the change 
inn effectiveness when using blind feedback. The correlation for the TREC-9 data set 
iss -0.038, for TREC-10 it is -0.003, and for TREC-11 it is -0.024, again strongly 
indicatingg that they are not correlated. 

Anotherr reason for the ineffectiveness of blind feedback for question answering 
pre-fetchingg lies in the fact that in many answer documents the information that 
allowss one to answer the question is expressed very locally, e.g., in a sentence or 
two,, and the rest of the document is often rather remotely related to the question. 
Inn document retrieval, on the other hand, highly relevant documents are on a whole 
predominantlyy on the information need expressed by the query. In particular, the 
probabilityy that blind feedback will add terms from the answer seems to be rather 
low,, because the initial retrieval run does not accomplish early high precision: At a 
cut-offf  level of 5 or 10 there are only one or two relevant documents, which is not 
enoughh to conclude that terms occurring in them are relevant for the next retrieval 
loop,, unless they also occur in some of the other documents that do not contain an 
answerr to the question. 

Too sum up, it is not clear what causes the strong decrease in performance of 
blindd feedback retrieval for question answering pre-fetching. Obviously, it is due to 
thee fact that the information needs are very different, but this difference cannot be 
furtherr explained in terms of query length or the number of relevant documents per 
topic. . 

6Improvementss for the TREC-7 data set are weakly significant at a confidence level of 90%. 
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3.3.55 Passage-Based Retrieval 

Passage-basedd retrieval is widely used in QA systems and is therefore worth ana-
lyzingg in more detail. As mentioned in section 3.2.3, we chose to define passages 
inn terms of windows, where each window is of fixed length and has a 50% over-
lapss with the previous one. Defining windows this way, exhibited rather consistent 
improvementss in earlier work on ad-hoc retrieval Callan (1994). We experimented 
withh 11 different window sizes: 10, 20, 30, 50, 70, 100, 150, 200, 250, 350, and 500 
words.. In all cases, the overlap ratio of 50% remained fixed. 

Thee similarity between a query and passage was computed with the Lnx.ltc 
weightingg scheme, which is similar to the Lnu.ltc weighting scheme except that 
documentt length normalization is not applied. Normalization was left out because 
alll  passages are of fixed length and therefore normalization is expected to make littl e 
difference. . 

Figuree 3.4, shows the a@n scores for the three TREC collections, with n e {5,10, 
20,, 50}. In addition to the passage-based runs, the results for the base runs, using 
full-documentt retrieval, are shown. 

Contraryy to what one might expect, all runs using passage-based retrieval per-
formm worse than the respective full-document retrieval run, at any cut-off. In none 
off  the cases, passage-based retrieval provides more questions with at least one rel-
evantt document than full-document retrieval. We expected passage-based retrieval 
too improve early precision by preferring documents that contain matching terms 
closerr to each other and rank lower documents that do contain query terms but 
thee terms are more distributed over the document. To analyze whether precision 
increased,, we measured the p@n score and some of the findings are shown in ta-
blee 3.9. As the results for other passages sizes do not yield additional insights, we 
chosee not to include them. We did, however, make sure to select some window sizes 
thatt show the overall characteristics. 

Althoughh precision does increase in a few cases, in general, also precision scores 
dropp when applying passage-based retrieval. However, an increase in precision 
doess not mean that more questions are provided with relevant documents, as can 
bee seen in figure 3.4, but that for some questions more relevant documents are found 
byy passage-based retrieval than by full-document retrieval. 

Itt is not obvious why passage-based retrieval performs worse than document 
retrieval.. Especially since Llopis et al. (2002) report significant improvements for 
passage-basedd retrieval when used for question answering: a@5 +11.26%, a@10 
+14.28%,, a@20 +13.75% and a@50 +9.34%. These improvements are with respect 
too the results of AT&T's version of SMART on the TREC-9 data set. It is hard to 
comparee their results directly to ours for two reasons: First, the AT&T run is signif-
icantlyy worse than our baseline, and, secondly, it is not clear how they dealt with 
questionn variants, as discussed in section 3.2.1. 

Inn the approach by Llopis et al., documents are split into passages of n sentences 
(n(n E {5,10,15,20}), and each passage starts at the second sentence of the previous 
passage.. Their improvements are probably not so much due to the fact that they use 
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Figuree 3.4: Passage-based retrieval vs. baseline a@n scores 
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sentencess instead of words to identify passage boundaries, but the fact that their 
passagess have a much larger overlap ratio than the passages used here. Their best 
resultss are reported for passages containing 20 sentences, yielding an overlap ratio 
off  approx. 95%—approximately, because sentences can differ in length—compared to 
ann overlap of 50% used in our experiments. 

Combiningg our results with the findings of Llopis et a l, it can be concluded that 
passage-basedd retrieval can yield better results for document pre-fetching, but that 
passagess should significantly overlap with each other. One way to proceed is to 
carryy out more extensive experimentation to establish optimal parameter settings 
forr passage length and overlap, see also (Monz, 2003). Another way is to apply 
retrievall  techniques that are more flexible in using locality, which is the topic of the 
nextt chapter. 
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Tablee 3.9: Precision for passage-based retrieval 1 
p@«« scores tor different passage sizes compared to full-document retrieval. Scores set in 
boldfacee indicate an improvement over the baseline. 
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p@5 5 
p@10 0 
p@20 0 
p@50 0 
p@5 5 

p@10 0 
p@20 0 
p@50 0 
p@5 5 

p@10 0 
p@20 0 
p@50 0 

0.310 0 
0.238 8 
0.171 1 
0.102 2 
0.271 1 
0.213 3 
0.154 4 
0.088 8 
0.167 7 
0.123 3 
0.084 4 
0.047 7 

0.2722 (-12.3%)' 
0.2088 (-12.7%)' 
0.1611 (-5.8%)v 

0.1022 (-0.2%) 
0.2266 (-16.5%)' 
0.1844 (-13.4%)' 
0.1399 (-9.9%)' 
0.0855 (-3.4%) 
0.1411 (-15.5%)' 
0.1066 (-13.6%)' 
0.0800 (-5.0%) 
0.0499 (+3.3%) 

0.2755 (-11.4%)' 
0.2211 (-7.5%)' 
0.1644 (-4.2%)v 

0.1022 ) 
0.2411 (-10.9%)' 
0.1899 (-11.4%)' 
0.1388 (-10.1%)' 
0.0855 (-3.9%)v 

0.1455 (-13.3%)' 
0.1088 (-12.2%)' 
0.0788 (-6.7%)v 

0.0488 (+2.5%) 

0.2766 (-10.8%)' 
0.2199 (-8.0%)' 
0.1633 (-4.6%)' 
0.1033 (+0.6%) 
0.2488 (-8.4%)' 
0.1888 (-11.6%)' 
0.1455 (-5.9%)' 
0.0855 (-4.1%)v 

0.1500 (-9.9%)' 
0.1144 (-7.2%)' 
0.0799 (-6.3%)v 

0.0477 (+0.4%) 

0.2755 (-11.4%)' 
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0.0788 (-6.8%)' 
0.0466 (-1.4%) 

3.44 Conclusions 

Inn this chapter, we investigated three standard retrieval techniques and evaluated 
theirr performance in the context of question answering. Evaluation was done on the 
basiss of a system's ability to return documents that contain an answer to a question. 
Al ll  experiments used questions and document collections from the TREC question 
answeringg track. 

Applyingg stemming did result in statistically significant improvements in re-
turningg at least one relevant document at several cut-offs. Also with respect to 
precisionn and recall the application of stemming showed statistically significant im-
provementss at several cut-offs. 

Usingg blind relevance feedback to expand queries resulted in dramatic decreases 
inn performance. The bad performance of feedback is most likely due to the small 
numberr of relevant documents per topic. Another reason could be the fact that in 
manyy answer documents the information that allows one to answer the question 
iss expressed very locally, but our blind feedback approach used full documents to 
identifyy terms that are used for query expansion. One way to address the issue of 
localityy is to use a local feedback approach such as local context analysis (Xu and 
Croft,, 1996). Ittycheriah et al. (2001) have applied local context analysis to document 
retrievall  for question answering, and report some interesting observations, but un-
fortunatelyy they did not properly evaluate the impact of local context analysis. 

Passage-basedd retrieval did not live up to the expected improvements. In fact, 
ourr approach resulted in minor improvements in precision in a few cases only, and 
overalll  performed worse than the baseline. This is in contrast to some other results 
inn the literature and shows that the way passages are formed is an important issue. 




