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Minima ll  Span Weighting 

Forr most questions, answers are expressed very locally, covering only a few 
sentencess of a document. Taking into account the proximity between ques-
tionn terms is helpful in determining whether a document contains an an-
swerr to a question. In this chapter, we propose a new proximity-based 
approachh to document retrieval, which combines full-document retrieval 
withh proximity information. Experimental results show that it leads to sig-
nificantt improvements when compared to full document retrieval. Our ap-
proachh also proves to be useful for extracting short text segments from a 
document,, which contain an answer to the question asked. This allows 
answerr selection to be focused on smaller segments instead of full docu-
ments. . 

OOnee of the reasons passage-based retrieval is widely used as a pre-fetch in 
currentt question answering systems, is the intuition that the answers to 
mostt questions can be found in rather short text segments, occupying only 

aa sentence or two. Of course, this depends on the type of question, as some types, 
e.g.,, procedural questions such as How do I make spaghetti alia carbonara?, require 
moree extensive answers. The fact that most answers are expressed rather locally 
inn a document has two consequences for retrieval as a pre-fetch to a question an-
sweringg system. First, the retrieval method should take into account the proximity 
betweenn query terms and rank documents where query terms occur close to each 
otherr higher than documents where this is not the case. Second, the retrieval method 
shouldd return segments of the document which exhibit a high proximity between 
thee query terms instead of full documents. 

Bothh requirements are met by passage-based retrieval. However, the experi-
mentss discussed in the previous chapter did not show significant improvements of 
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passage-basedd retrieval over full-document retrieval when used as a pre-fetch to a 
QAA system. On the contrary, in most cases it lead to a significant decrease in perfor-
mance.. This was in sharp contrast to the findings of Llopis et al. (2002), who report 
largee improvements using passage-based retrieval. For a more detailed discussion 
off  what might explain these differences, the reader is referred to section 3.3.5. Al-
thoughh we are reluctant to say that passage-based retrieval is indeed harmful in 
thee context of question answering, it can be concluded that the parameters control-
lingg passage-based retrieval, such as passage size, degree of overlap between pas-
sages,, fixed length vs. variable length, etc., have to be carefully chosen, and might 
bee highly collection and query dependent. 

Ann alternative to passage-based retrieval that meets the two requirements men-
tionedd above, is proximity-based retrieval. Other than for passage-based retrieval, 
parameterss such as passage size, degree of overlap between passages, etc., do not 
needd to be fixed. In passage-based retrieval, the proximity between a number of 
termss is determined by checking whether they occur in the same passage, which 
off  course, depends on the size into which passages are split. In proximity-based 
retrieval,, proximity is expressed as the distance between terms, i.e., the number of 
wordss occurring between them. Defining the proximity between two terms is triv-
ial,, but several approaches are possible if more than two words are involved. 

Thee remainder of this chapter is organized as follows: The next section reviews 
previouss approaches to proximity-based retrieval, some of which have also been 
appliedd in the context of question answering. Section 4.2 introduces our approach to 
proximity-basedd retrieval, and section 4.3 discusses the experimental results of our 
approachh when used to identify relevant documents with respect to the different 
TRECC question answering data sets. Section 4.4 reviews how useful our approach 
iss when it returns text segments instead of full documents for further processing in 
aa question answering system. Finally, section 4.5 provides some conclusions. 

4.11 Related Work 

Numerouss approaches to proximity-based retrieval have been proposed in the liter-
ature.. The intuition that the proximity between query terms in a document affects 
relevancee dates back to 1958, when Luhn (1958) wrote: 

Itt is here proposed that the frequency of word occurrences in an article 
furnishess a useful measurement of word significance. It is further pro-
posedd that the relative position within a sentence of words having given 
valuess of significance furnishes a useful measurement for determining 
thee significance of sentences. The significance factor of a sentence wil l 
thereforee be based on a combination of these two measurements. 

Thee first criterion, the within-document frequency of a term, has received a lot of at-
tention,, resulting in several weighting schemes, see e.g., Salton and Buckley (1988) 
andd Buckley et al. (1995). The second criterion, considering the relative positions of 
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queryy terms, has more recently attracted some systematic investigation. Two prob-
lemss motivate this interest. First, if the documents in a collection vary in length by 
severall  orders of magnitude, the matching terms in a long document can be widely 
spreadd and occur semantically unrelated to each other. Normalizing the similarity 
scoree by the document length is often used as a countermeasure. On the other hand, 
documentt length normalization has some unpleasant side effects, such as preferring 
shorterr documents over longer ones, cf. (Singhal et al., 1996), and there is no clear 
consensuss on how normalization should be carried out in a general way. Second, ex-
perimentall  research on the seeking behavior of human searchers using a web search 
enginee (Jansen et al., 2000), has shown that most users only consider the top ten 
resultss neglecting everything else further down the ranked list of documents (links 
too web sites). This observation suggests that web retrieval systems should opt for 
earlyy high precision, and proximity-based retrieval seems to be a natural way to 
accomplishh this, cf., (Clarke et al., 2000b). 

Keenn (1992) was one of the first discussions where proximity-based retrieval ap-
proachess were evaluated in an experimental setting. The distances between all ad-
jacentt matching terms are computed and several ways of combining the distances 
too compute a similarity score are compared. According to his experiments, which 
usee the LISA test collection,1 the best method is to use the inverse of the sum of all 
distances.. Further experiments which also considered the distances between terms 
fromm different sentences did not differ from experiments where only distances be-
tweenn terms from the same sentence are used. Using all pairs of terms instead of 
onlyy adjacent terms did result in a small decrease in performance. 

Hawkingg and Thistlewaite (1995, 1996) do not consider the distances between 
individuall  pairs of matching terms, but the minimal distance between all matching 
termss in a document. Terms are mapped into a concept space, where synonyms 
andd morphological variants are represented by the same concept. In order to deal 
withh partial spans, i.e., documents that do not contain all terms (concepts) from the 
query,, a span is assigned a degree, indicating how many query terms are missing. 
E.g.,, a degree of 0 indicates that all terms from the query are in the span, a degree of 
11 indicates that one term is missing, etc. Using this degree, a form of coordination 
levell  matching is implemented, where a span of degree n + 1 always receives a 
lowerr score than a span of degree n, no matter what the sizes of the respective spans 
are.. In all cases, the effect of the span size is dampened by taking its square root to 
sloww down the decay with increasing sizes. 

Dee Kretser and Moffat (1999a,b) propose a very different approach to proximity-
basedd retrieval. Proximity is not expressed as the size of a span covering all query 
termss in a document, but as a complex function of the distances between all query 
termss in the document. Each occurrence of a query terms has a certain weight de-
pendingg on the idf-score of that term, and this weight is distributed over the terms 
inn its proximity, decaying as one moves away from the original term. The final 
relevancee score of a document is computed by considering all occurrences of all 

Availablee from http://www.dcs.gla.ac.uk/idom/ir_resources/test_collections/. 

http://www.dcs.gla.ac.uk/idom/ir_resources/test_collections/
http://gla.ac.uk/idom/ir_resources/test_collections/.
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queryy terms, where each occurrence adds the weight which is determined by its 
ownn weight (idf-score) but also by weights spread out from other terms occurring 
inn its proximity. The appeal of this approach is the ability to account for different 
distributionss of terms. For example, consider the following distribution of query 
terms,, where f, is an occurrence of a query term, and * is an occurrence of a non-
queryy term: 

t\t\ * * * *  tj * * * * f3 
t\t\ * tj * * * * * * * £3 

Notee that span-based approaches such as Hawking and Thistlewaite (1996) cannot 
distinguishh between the two distributions, because both cover the same span, al-
thoughh they do differ internally. In the approach of de Kretser and Moffat (1999a,b), 
onn the other hand, the different distributions would result in a different similarity 
score. . 

Whereass the approaches described above applied proximity-based retrieval in 
thee context of ad hoc document retrieval, Clarke et al. (2000a); Clarke and Cormack 
(2000)) and Clarke et al. (2002a) used it as a method for pre-fetching and excerpt ex-
tractionn in question answering. The main difference to the approach by Hawking 
andd Thistlewaite (1996) is the use of all spans in a document. If a document con-
tainss n query terms, Hawking and Thistlewaite (1996) only considered spans that 
alsoo contain n query terms, whereas Clarke et al. (2000a) also consider all spans that 
containn m < n terms. Since proximity-based retrieval is used to identify text ex-
cerptss that are likely to contain answer to a question, the retrieval system returns a 
rankedd list of spans instead of documents. 

Kwokk et al. (2000) also used proximity-based retrieval as a pre-fetch in their 
questionn answering system, but applied it only if all terms from the question did 
occurr in a document, i.e., partial spans where not considered. This is a very strong 
restriction,, and it requires the retrieval query to be formulated very carefully. 

Rasolofoo and Savoy (2003), apply proximity-based retrieval to collections of web 
pages.. As mentioned above, web retrieval requires early high precision and proximity-
basedd retrieval appears to be a natural way to accomplish this. Similar to Keen 
(1992),, distances between pairs of terms are computed, without imposing the re-
strictionn of adjacency. The most interesting aspect of Rasolofo and Savoy (2003)'s 
approachh is the combination of regular similarity computation based on the whole 
documentt using the Okapi similarity measure (Robertson et al., 1998) and proximity-
basedd retrieval, which is much in the spirit of Luhn (1958)'s take on proximity-based 
retrieval,, as cited above. 

Althoughh proximity-based retrieval is integrated into some question answering 
systems,, e.g., Clarke et al. (2002a); Kwok et al. (2000), there is no experimental evalu-
ationn of its effectiveness as a pre-fetch for question answering. Cormack et al. (1999) 
usedd a proximity-based retrieval system as the question answering system for their 
participationn in the TREC-8 250-byte task. They did not apply any question analysis, 
answerr selection. Nevertheless, their top five responses contained a correct answer 
forr 63% of the questions. To some extent this can be considered as an evaluation of 
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aa proximity-based retrieval system, but the problem is the reliability of the TREC-
88 data set. As mentioned in chapter 1, the questions in the TREC-8 data set were 
mostlyy back-formulations of sentences in the document collection which contained 
aa correct answer (Voorhees, 2001c). This resulted in an unnaturally large word over-
lapp between questions and answer sentences, which distorts many findings based 
onn this data set. 

4.22 Minima l Span Weighting 

Inn this section, we introduce a new proximity-based approach to document retrieval, 
whichh is based on the minimal size of a text excerpt that covers all terms that are 
commonn between the document and the query, the number of common terms vs. 
thee number of query terms, and the global similarity between the document and 
thee query. The advantage of this approach over previous approaches to proximity-
basedd retrieval, lies in the number of aspects that are taken into account, namely 
full-documentt similarity, ratio of matching terms, and the proximity of matching 
terms,, and the parametrized way in which the different aspects are combined to 
computee the final document similarity score. 

4.2.11 Definitio n of Minima l Span Weighting 

Minimall  span weighting takes the positions of matching terms into account, but 
doess so in a more flexible way than passage-based retrieval. Intuitively, a minimal 
matchingg span is the smallest text excerpt from a document that contains all terms 
whichh occur in the query and the document. More formally: 

Definitio nn 41 (Matching span) Given a query q and a document d, where the func-
tionn term_at.poSrf(p) returns the term occurring at position p in d. A matching span 
(ms)) is a set of positions that contains at least one position of each matching term, 
i-e-- Upemst e r m-a t-Po sd(p) =aC\d.

Definitionn 42 (Minima l matching span) Given a matching span ms, let bd (the be-
ginningg of the excerpt) be the minimal value in ms, i.e., bd — min(ms), and ed (the 
endd of the excerpt) be the maximal value in ms, i.e., ed = max(ms). A match-
ingg span ms is a minimal matching span (mms) if there is no other matching span 
ms'' with b'd — min(ms'), e'd — max(ms'), such that bd ^ b'd or ed  ̂ e'd, and 
bdbd < b'd < e'd < ed. M 

Thee next step is to use minimal matching spans to compute the similarity between 
aa query and a document. Minimal span weighting depends on three factors. 

1.. document similarity: The document similarity is computed using the Lnu.ltc 
weightingg scheme, see Buckley et al. (1995), for the whole document; i.e., po-
sitionall  information is not taken into account. Similarity scores are normalized 
withh respect to the maximal similarity score for a query. 
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2.. span size ratio: The span size ratio is the number of unique matching terms in 
thee span over the total number of tokens in the span. 

3.. matching term ratio: The matching term ratio is the number of unique matching 
termss over the number of unique terms in the query, after stop word removal. 

Thee msw score is the sum of two weighted components: The normalized original 
retrievall  status value (RSV), which measures global similarity and the spanning factor 
whichh measures local similarity. Given a query q, the original retrieval status values 
aree normalized with respect to the highest retrieval status value for that query: 

peww / ^ Rsv(q,d) 
maxjRSVmaxjRSV (q,d) 

Thee spanning factor itself is the product of two components: The span size ratio, 
whichh is weighted by a, and the matching term ratio, which is weighted by /3. 
Globall  and local similarity are weight by A. The optimal values of the three vari-
abless A, a, and (3 were determined empirically, leading to the following instantia-
tions:: A = 0.4, a = 1/8, and j3 = 1. Parameter estimation was done using the 
TREC-99 data collection only, but it turned out to be the best parameter setting for all 
collections. . 

Thee final retrieval status value (RSV) based on minimal span weighting is de-
finedd as follows, where |  | is the number of elements in a set: 

Definitio nn 43 (Minima l span weighting) If \q n d\ > 1 (that is, if the document and 
thee query have more than one term in common), then 

RSV-(,.rf)) = A RSV„(,.rf ) + (1 -A) ( - . "  . , X (liM ) 
\ 11 + max(wms) — mm(mms) J \ \q\ J 

U\qnd\U\qnd\ = 1 then RSV'(q,d) = RSV,,{q,d).

Notee that minimal span weighting only exploits minmal matching spans for doc-
umentss containing more than one matching term, as proximity between terms is 
nott defined for documents containing only one matching term. Therefore, the re-
trievall  status value for documents containing only one matching term is equeal to 
thee documents normalized retrieval status value as defined by its global document 
similarity. . 

Att this point it might be helpful to further illustrate the definition by considering 
thee following question: 

(4.1)) Who is Tom Cruise married to? (topic id: 1395) 

Afterr stop word removal and applying morphological normalization, the query 
q-{cruiseq-{cruisett marri, torn}. Assume that there is a document d with terms matching 
att the following positions: posfaruise) - {20, 35, 70}, postman!) - {38, 80}, and 
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posrf(tom)) = 0. Then, the minimal matching span (mms) = {35, 38}, the span size 
ratioo is 2/(1 + 38 — 35) = 0.5, and the matching term ratio is 2/3. Taking the latter 
twoo and the proper instantiations of a and /3, the spanning factor is 0.51'8  2/3 = 
0.611.. If the global (normalized) similarity between q and d is n (0 < n < 1), 
forr instance n — 0.8, and A = 0.4, the final msw-score for q and d (RSV(q,d)) is 
0.4-0.8++ 0.6-0.611 = 0.6866. 

Too illustrate the behavior of the spanning factor, figure 4.1 plots the values of 
thee spanning factor for all possible combinations of span size ratio and matching 
termm ratio. One can see that, initially, the spanning factor decreases slowly as the 

Figuree 4.1: The spanning factor 

3DD plot of the spanning factor function, which is 
(spann size ratio)1/8- (matching term ratio). 

spann size ratio decreases, but then it drops sharply as the span size ratio falls below 
aa certain threshold, approx. 0.05. Along the other dimension, the spanning factor 
decreasess linearly with the matching term ratio. 

4.2.22 Computing Minima l Matchin g Spans 

Thee algorithm for computing the minimal matching spans is sketched in figure 4.2. 
Thee function compute_mms is applied to the sorted array match.posit ions which 
containss the positions at which a query term occurs in the document. Each position 
iss added to a temporary buffer span which is implemented as a queue. Every time a 
positionn has been appended to the right of span (line 3) it is checked whether span 
iss a matching span (line 4), see definition 4.1. If this is the case and it is the first 
timee a matching span has been found or it is shorter than the shortest span found 
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Figuree 4.2: The minimal matching span algorithm 
compute_mmss computes the minimal matching span for a document, given a 
sortedd array (match_positions) of positions at which query terms occur. 

i++)) { 
compute_mmss { 

for ( i=0;; i<length(match_posit ions); 
push(span,match_posit ions[ i]]  ) ; 
i ff  (matching_span(span)) { 

if(undef(min_span_length) ) 
III  last(span)-f i rst(span)+l<min_span_length) { 
min_span_length=last(span)-f i rst(span)+1; ; 
min_span=span; ; 

} } 
sh i f t ( span); ; 

}}  e lse { 
i f ( terra_at_pos(f i rst(span))==term_at_pos( last(span)) ) 

kkkk length(span)>l) { 
sh i ftt (span); 

} } 

} } 

} } 
re tu rnn min_span; 

} } 

where: : 
lengthh (a) returns the length of array a 
f i r s tt (a) returns the first element of array a, i.e., a [0] 
l a stt (a) returns the last element of array a, i.e., a [length (a)-1] 

pushh (a, e) adds element e as last element to array a 

sh i ftt (a) removes the first element of array a 

term_at_pos(p)) returns the term occurring at position p 
matching_span(a)) returns 1 if the positions in a cover all terms occurring 
inn the query and the document, and 0 otherwise. 

soo far, the current span becomes the new minimal matching span (line 5-8). Once a 
matchingg span has been stored in span, the first element of the queue is removed, 
turningg span into an incomplete span, i.e., a span not containing positions for all 
queryy terms (line 10). If span was not a matching span (line 11), and the position 
thatt just has been appended to span (line 3) is an occurrence of the same term that 
occurss at the left-most position of span (line 12), the first element of span is removed 
(linee 14), because any span with the current occurrence of that term wil l be shorter. 
Whenn all positions have been considered, the function compute_mms returns an array 
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off  positions containing the minimal matching span (line 18). 
Inn order to compute minimal matching spans it is obviously required that the 

retrievall  system keeps track of the positions of terms in the documents. The FlexIR 
systemm stores this information in the inverted index. Term-ordered retrieval systems 
(Kaszkiell  and Zobel, 1998), consider each query term at a time, accessing the list of 
documentss in which the term in question occurs at least once (the posting list). The 
entriess in the posting list contain the term's within-document frequency and a list of 
itss positions. Given the term's within-document frequency, its idf-score, and a num-
berr of other parameters, the matching score for this particular term and document is 
computedd and added to a container (accumulator) which stores the similarity score 
off  this document. In the course of processing the query, a document's accumulator 
increasess if several query terms occur in this document. In minimal span match-
ingg it is also necessary that the document's accumulator says which query terms 
matchedd the document and what their respective positions in the document are. 
Whenn all terms in the document have been processed, each accumulator is normal-
izedd with respect to document and query length according to the Lnu.ltc weighting 
scheme.. At this point, the accumulators contain the retrieval status value (RSV) as 
usedd above. 

Upp to now, all steps in the retrieval process, except storing positional infor-
mation,, are standard and part of most retrieval system architectures, cf. Harman 
(1992);; Witten et al. (1999). In a regular retrieval system the documents are sorted 
withh respect to their retrieval status value and returned to the user. In our minimal 
spann weighting system, each document accumulator is considered again in order to 
computee the document's minimal matching span, but this time the matching query 
termss and their positions are used. Before we can apply computejnms, two pre-
processingg steps have to be carried out. Given a query q and a document d, we 
buildd an ordered list of positions at which a query term occurs: 

match_positionss = sort( M posrf(f)) 
t€qCid t€qCid 

Att the same time, the mapping term_at_pos is instantiated, storing the information 
whichh term occurs at which given position. Now, compute jams can be applied to 
returnn the minimal matching span of document d. Once this has been done for all 
accumulators,, minimal span weighting proceeds as described in definition 4.3. The 
onlyy thing that remains to be done is to sort the accumulators with respect to the 
finall  retrieval status value RSV'. 

Thee complexity of the compute_mms function depends on the implementation of 
thee matching^span function which checks whether a span contains all n query terms 
thatt occur in the document. This can be done by using balanced binary trees whose 
complexityy is never worse than O (log n), cf. (Musser and Saini, 1996). Complete-
nesss is checked for each matching term position, and therefore the complexity of 
compute_mmss is 0(n log n). Note that using hash tables instead of trees would not 
makee a difference, because one of the preprocessing steps is to build an ordered 
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listt of positions, which requires sorting, and this causes the overall procedure to 
havee complexity 0(n log n) anyway. The current implementation of minimal span 
weightingg in the FlexIR system takes 0.5 CPU seconds on average to compute all 
minimall  matching spans for a query, and this includes ranking the final retrieval 
statuss values. 

4.33 Experimental Results 

Thee experimental setting for evaluating the effectiveness of minimal span weighting 
iss identical to the setting for our comparison of standard retrieval approaches in the 
previouss chapter. 

Recalll  from our discussion in chapter 3 that the results of using passage-based 
retrievall  as a pre-fetch for question answering were somewhat inconclusive. More 
generally,, this raises the question to what extent considering proximity does im-
provee retrieval? The minimal span weighting (msw) approach offers a flexible way 
off  integrating positional information into the weighting scheme. Figure 4.3 com-
paress the results of minimal span weighting to the Lnu.ltc baseline and the top-
rankedd documents provided by NIST. The minimal span weighting scheme outper-
formss both, Lnu.ltc weighting and the NIST rankings. In particular at lower cut-off 
levels,, minimal span weighting performs much better. One can also see that Lnu.ltc 
weightingg is a well-performing and representative baseline, as it performs better 
thann AT&T' s SMART version for the TREC-9 data set and roughly identical to the 
PRISEE system for the TREC-10 and TREC-11 data sets; both systems being stan-
dardd modern retrieval systems. Table 4.1 provides more details on the differences in 
performancee between minimal span weighting and the Lnu.ltc baseline. The msw 

Tablee 4.1: Comparison of the a@n scores of msw retrieval runs to baseline runs 

a@n a@n 
a@5 5 

a@10 0 
a@20 0 
a@50 0 

TREC-99 TREC-10 TREC-11 
Lnu.ltcc msw Lnu.ltc msw Lnu.ltc msw 

0.7000 0.789 (+12.8%)A 

0.7855 0.860 (+9.5%)A 

0.8455 0.918 (+8.6%)A 

0.9144 0.939 (+2.7%)A 

0.6499 0.736 (+13.5%)A 

0.7344 0.829 (+12.9%)A 

0.8011 0.873 (+8.9%)A 

0.8755 0.903 (+3.1%)A 

0.5233 0.630 (+20.5%)A 

0.6266 0.729 (+16.4%)A 

0.7055 0.800 (+13.4%)A 

0.7955 0.868 (+9.1%)A 

approachh significantly improves retrieval for all three collections compared to the 
baseline.. Improvements are especially high at lower cut-offs. 

Takingg a closer look at the precision at a given cut-off level n (p@n) reveals even 
higherr improvements, see table 4.2. The drop in absolute precision at n for the 
TREC-111 data set (as compared to the TREC-9 and TREC-10 data sets), at all cut-
offf  levels, is probably due to the fact that the questions were more difficult than 
questionss of the TREC-9 and TREC-10 data sets, and, which is more likely, to the 
smallerr average number of relevant documents. 

Tablee 4.3 shows the recall for different cut-off levels. Whereas the a@n and p@n 
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Figuree 4.3: Comparison of msw to Lnu.ltc weighting and NIST rankings 
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Comparisonn of the percentages 
off  questions that have at least 
onee relevant document when con-
sideringg the top-n ranks (a@n), 
forr  msw runs, baseline runs and 
runss provided by NIST, where 
nn 6 {5,10,20,50,100,200,500}. 

Tablee 4.2: Comparison of p@n scores of msw retrieval runs to baseline runs 
TREC-99 TREC-10 TREC-11 

p@nn Lnu.lt c msw Lnu.lt c msw Lnu.lt c msw 
p@5 5 

p@10 0 
p@20 0 
p@50 0 

0.3100 0.377 (+21.5%)* 
0.2388 0.293 (+22.9%)* 
0.1711 0.214 (+25.1%)* 
0.1022 0.124 (+21.9%)* 

0.2700 0.322 (+19.1%)* 
0.2122 0.255 (+20.0%)* 
0.1544 0.186 (+20.6%)* 
0.0888 0.105 (+19.1%)* 

0.1677 0.226 (+34.8%)* 
0.1233 0.167 (+35.2%)* 
0.0844 0.114 (+35.1%)* 
0.0477 0.060 (+26.3%)* 

Tablee 4.3: Comparison of the r@n scores of msw retrieval runs to baseline runs 
TREC-99 TREC-10 TREC-11 

r@nr@n Lnu.lt c msw Lnu.lt c msw Lnu.lt c msw 
r@5 5 

r@10 0 
r@20 0 
r@50 0 

0.2344 0.297 (+27.0%)* 
0.3266 0.401 (+22.8%)* 
0.4177 0.517 (+23.9%)* 
0.5411 0.639 (+18.0%)* 

0.2333 0.302 (+29.5%)* 
0.3299 0.412 (+25.4%)* 
0.4233 0.525 (+24.2%)* 
0.5522 0.647 (+17.1%)* 

0.2277 0.309 (+36.4%)* 
0.3177 0.424 (+33.5%)* 
0.4077 0.532 (+30.6%)* 
0.5366 0.655 (+22.1%)* 

scoress for the TREC-11 data set are lower than for the other data sets, recall remains 
roughlyy the same. Al l improvements of using minimal span weighting instead of 
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Lnu.ltcc weighting are significant at a confidence level of 99%. 
Itt should be pointed out that the improvements in p@n and r@n are not only 

causedd by the larger number of questions for which the msw run succeeded to re-
turnn at least one relevant document. For instance, extrapolating the baseline's p@5 
scoree for TREC-9 by adding 12.8% (which is msw's improvement for a@5), yields a 
p@55 score of 0.3489, compared to which the msw run is still 8.05% better. 

Finally,, we measured mean average precision, which combines precision and re-
calll  for all cut-offs, and the results are shown in table 4.4. As could be expected from 

Tablee 4.4: Comp 

MA P P 
Lnu.ltc c 

0.280 0 

arisonn of mean average precisions (MAP) of msw retrieval runs to baseline runs 
TREC-9 9 
msw w 
0.3666 (+30.8%)A 

Lnu.lt c c 
0.279 9 

TREC-10 0 
msw w 
0.3588 (+28.3%)* 

Lnu.ltc c 
0.214 4 

TREC-11 1 
msw w 
0.2966 (+37.7%)A 

thee previous results, msw improves significantly compared to the Lnu.ltc baseline 
run. . 

4.3.11 Individua l Query Performance 

Despitee the significant improvements of the minimal span weighting scheme over 
Lnu.ltcc weighting, it does not improve for all queries. Figure 4.4 shows the his-
togramss for the respective TREC collections, measuring the absolute difference in 
averagee precision between the Lnu.ltc baseline and minimal span weighting for 
eachh query. 



4.33 Experimental Results 

Al ll  three data sets exhibit a similar distribution of increases and decreases in 
effectivenesss of minimal span weighting for individual queries. In most cases, the 
retrievall  performances of the individual queries are affected positively, but for some 
queriess msw performs slightly worse, and for a few queries performance drops dra-
matically.. In order to see whether the impact of minimal span weighting depends 
onn some characteristic of the query, we looked at the individual queries. If one could 
findd such a characteristic, the A factor in the msw scheme (see definition 4.3) could 
bee easily instantiated in such a way that the effect of span matching is controlled ap-
propriately.. Unfortunately, it is very hard to find such a characteristic, and it might 
bee possible that such a trait simply does not exist. Earlier work on predicting the 
hardnesss of an information need (Voorhees and Harman, 1997), which is loosely re-
latedd to the current problem, has shown the difficulties in finding features in the 
topicc that predict the behavior of a retrieval system. 

Here,, we only looked at one factor that could affect the performance of minimal 
spann weighting: query length. We assume that the longer the query is, the harder 
itt is to find a short span. To compute the correlation between query length and 
averagee precision, we used Kendall's r measure, which resulted in a correlation of 
-0.056,, strongly suggesting that query length and average precision are randomly 
related. . 

Justt looking at the questions and their respective average precisions unfortu-
natelyy did not suggest any prevalent characteristics of the question that might be 
indicativee for predicting the retrieval system's performance. On the other hand, 
theree are many more aspects of a question than its length that might play a role for 
thee effectiveness of minimal span weighting, but a thorough investigation of these 
aspectss is a very involved enterprise and remains an issue for future research. 

4.3.22 The Effect of Coordination Level Matchin g 

Ass stated in definition 4.3, the minimal span weighting scheme depends on three 
weightedd factors, the document similarity, the span size ratio, and the matching 
termm ratio. In the experiments discussed in this chapter, the span size ratio is taken 
too the power of 1/8, in order to dampen the effect of differences in span size when 
thee span size ratio is large, i.e., the matching query terms occur close to each other 
inn a document. On the other hand, the matching term ratio is taken to the power of 
1,, i.e., left unchanged. Since the weight of the span size ratio is much smaller than 
thee weight of the matching term ratio, the question arises whether considering the 
spann length has a significant effect at all, or whether the improvement of the msw 
schemee are mainly due to the matching term ratio? Or to put it differently, how 
doess the retrieval performance change, if the span size ratio is neglected, i.e., a in 
definitionn 4.3 is set to 0? If the improvements of the msw schema over the Lnu.ltc 
baselinee are only marginally due to the span size ratio, this has important practical 
implications:: Neglecting span size means that one does not have to keep track of the 
positionss of a term in a document, which severely reduces the size of the inverted 
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index,, and increases the efficiency of the retrieval system. 
Iff  the span size ratio factor is removed from the msw scheme, document simi-

larityy only depends on two factors: global document similarity, which is computed 
usingg the Lnu.ltc weighting scheme, and the matching term ratio. The technique 
off  using the matching term ratio to compute document similarity is also referred to 
ass coordination level matching or ranking, cf. (Saltan and McGill , 1983). Coordination 
levell  matching ranks documents in such a way such that all documents containing 
nn + 1 query terms are ranked higher than documents containing n query terms. 

Inn order to see whether the span size ratio does make a significant contribution 
too the performance of the msw scheme, we conducted experiments where the span 
sizee ratio factor was neglected, i.e., a was set to 0. Another parameter that needs to 
bee fixed is the weight of the document similarity factor (A). If A = 0, documents are 
rankedd by coordination level matching only. Having experimented with different 
instantiationss of A, ranging from 0 to 0.8, a value of 0.6 turned out to give the best 
resultss for all three TREC data sets. Table 4.5 compares the msw weighting scheme 
withh the following instantiations A = 0.6, a = 0, and /3 = 1 to the Lnu.ltc baseline. 
Retrievall  results improve significantly for all data sets at almost all cut-off levels, 

Tablee 4.5: Comparison of the a@n scores of elm retrieval runs to baseline runs 
TREC-99 TREC-10 TREC-11 

a@nn Lnu.lt c elm Lnu.lt c elm Lnu.lt c elm 
a@5 5 

a@10 0 
a@20 0 
a@50 0 

0.7000 0.733 (+4.7%)A 

0.7855 0.827 (+5.4%)A 

0.8455 0.879 (+4.0%)A 

0.9144 0.921 (+0.1%) 

0.6499 0.688 (+6.0%)A 

0.7344 0.769 (+4.8%)A 

0.8011 0.834 (+4.1%)* 
0.8755 0.887 (+1.4%) 

0.5233 0.569 (+8.8%)A 

0.6266 0.686 (+9.6%)A 

0.7055 0.750 (+6.4%)A 

0.7955 0.826 (+3.9%)A 

confirmingg the reputation of coordinate level matching to have a positive impact on 
earlyy high precision. The impact of coordination level matching becomes particu-
larlyy apparent for questions such as (4.2). 

(4.2)) When did Hawaii become a state? (topicc id: 898) 

Here,, the corresponding idf-scores are Hawaii (7.73), become (2.54), and state (1.55). 
Clearly,, Haivaii is dominant in any retrieval approach which is mainly based on idf-
scores,, such as Lnu.ltc weighting. But in the context of question answering also the 
moree frequent terms become and state are essential for finding an answer, because 
thee fact that a document just contains the term Hawaii is not very indicative as to 
whetherr it contains an answer to question (4.2). Coordination level matching treats 
alll  query terms in the same way, regardless of their respective idf-scores, and in 
combinationn with Lnu.ltc weighting the dominance of query terms with a high idf-
scoree can be dampened. 

However,, the results for coordination level matchingare still worse than the re-
sultss obtained by the original minimal span weighting scheme. In order to test 
whetherr including the span size ratio yields further significant improvements, we 
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Tablee 4.6: Comparison of the a@n scores of msw retrieval runs to elm runs 

a@nn elm 
a@5 5 

a@10 0 
a@20 0 
a@50 0 

0.733 3 
0.827 7 
0.879 9 
0.921 1 

TREC-99 TREC-10 
msww elm msw elm 
0.7899 (+6.7%)A 

0.8600 (+4.0%)A 

0.9188 (+4.4%)A 

0.9399 (+2.0%)A 

0.6888 0.736 (+7.0%)A 

0.7699 0.829 (+7.8%)A 

0.8344 0.873 (+4.7%)A 

0.8877 0.903 (+1.8%)" 

0.569 9 
0.686 6 
0.750 0 
0.826 6 

TREC-11 1 
msw w 
0.6300 (+10.7%)A 

0.7299 (+6.3%)A 

0.8000 (+6.6%)A 

0.8688 (+5.1%)A 

comparedd the elm retrieval results to the original msw results, see figure 4.6. In all 
cases,, including the span size ratio does indeed result in significant improvements 
overr the runs that did not use it. 

Wilkinsonn et al. (1995) compared weighted coordination level matching (wclm) 
too regular coordination level matching, as discussed above, and their results show 
thatt weighted coordination level matching performs slightly better. Weighted co-
ordinationn level matching considers the idf score of the matching query terms as is 
definedd as 

ItegnglofoW/fft) ) 
l,^ogl,^og22(N/df(N/dftt) ) 

wclm(rf,, q) 

wheree N is the number of documents in the collection, and dft is the number of 
documentss in which term f occurs. We found that the results for using weighted 
coordinationn level matching are almost identical to those for using unweighted co-
ordinationn level matching, and therefore we are dispensing with further details on 
thee individual scores for the different data sets . 

Summingg up, the span size ratio makes a significant contribution to the improve-
mentss of the minimal span weighting scheme. But also using coordination level 
matchingg only in combination with global document similarity results in a signifi-
cantlyy better performance than the Lnu.ltc baseline. This technique might be more 
appealingg if efficiency or disk space issues are dominant factors in choosing a re-
trievall  method for question answering pre-fetching. 

4.44 Spans and Answerhood 

Passage-basedd retrieval is widely used as a pre-fetch for question answering for 
twoo reasons. First, the answer to a question is normally expressed very locally, and 
usingg passages instead of whole documents takes the aspect of locality better into 
account.. Whether passage-based retrieval is indeed more effective than document-
basedd retrieval remains questionable as our experimental results in section 3.3.5 did 
nott show any improvements. Second, returning passages instead of documents, 
allowss later components of the QA system, such as answer extraction, to work on 
smallerr and more focused text excerpts, thus reducing computational costs. 

Similarr to passage-based retrieval, minimal span weighting computes a text ex-
cerptt (a minimal matching span) which is used to re-weight the document it was 
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extractedd from. In addition, it is also possible to return the minimal matching span 
insteadd of the document and have later components process the minimal span. The 
questionn is how useful is the minimal matching span for answer extraction, or to 
putt it differently, how often does it contain a correct answer to a question? 

Definitionn 4.2 of a minimal matching span, simply uses the positions of terms in 
aa document, neglecting any kind of textual structure, such as sentence or paragraph 
boundaries.. When using minimal span weighting for document retrieval this is in-
deedd irrelevant, but when using the minimal matching spans for further processing 
onee would like to have them obey at least sentence boundaries, which increases 
readabilityy and enables them to be analyzed by a full parser. Additionally, it may 
happenn that the answer is just to the left or right boundary of the minimal matching 
span,, and the returned span would not include the answer, although the answer is 
inn the same sentence as one of the span boundaries. In order to accomplish this, 
wee extend each minimal matching span such that the left boundary is moved to the 
firstt word of the sentence in which it occurred, and the right boundary is moved to 
thee last word of the sentence in which it occurred. Such an extended span is called 
aa minimal sentential span, and it is formally defined as follows: 

Definitio nn 4.4 (Minima l matching sentential span) Let Fd be the set of positions of 
aa first words of a sentence in document rf, Ld be the set of positions of a last words of 
aa sentence in document d and mmSqj is the minimal matching span in d for a query 
q,q, with the left boundary b — min(mms^), and right boundary c = max(mms^). 
Thee minimal matching sentential span is (mmsq(j — {b, e)) U {b', e'}, where b' e Fd and 
theree is no b" G Fd such that b" < b and b" > b', and where e' e Ld and there is no 
e"e" e Ld such that e" > e and e" <e'. • 

Inn practice, the extraction of a minimal matching sentential span also depends on the 
accuracyy of the identification of sentence boundaries. A number of sentence splitters 
aree available, see e.g., Palmer and Hearst (1994) and Reynar and Ratnaparkhi (1997). 
Here,, we use our own sentence splitter, which uses the TreeTagger (Schmid, 1994) 
part-of-speechh tagger to annotate the document. TreeTagger's tag set includes a 
sentencee boundary tag, but in some cases sentence boundary tagging is incorrect 
andd a number of manually constructed rules have been applied to correct this. 

Returningg to the use of minimal matching spans in the context of question an
swering,, we reconsider the experiments discussed above, where minimal matching 
spanss were used to rank documents, see section 4.3. For each of the top documents 
wee know what the minimal matching span is and given that information, we com
putedd the respective minimal matching sentential span. Before turning to the issue 
too what extent the minimal matching sentential spans contain answers to questions, 
theirr average lengths should be considered, because if the spans tend to be very 
long,, the argument that they allow for a more focused analysis would be severely 
weakened.. Table 4.7 shows the average and median number of words and bytes 
(characters)) of the minimal matching sentential spans for different cut-off levels. 

Thee first thing that jumps out is the large difference between average and me-
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Tablee 4.7: Minimal matching sentential span lengths 
Thee average (avg) and median (med) minimal matching sentential span lengths tor the different 
TRECC collections at cut-off levels 5, 10, 20, and 50, counted in words and bytes (characters). 

TREC-99 TREC-10 TREC-11 
wordss bytes words bytes words bytes 

avgg med avg med avg med avg med avg me< 
Z55  ̂ öEZ TTETT ^A 5i TJ^ TÜTl 77 ^Q 

avgg med avg med 

@5 5 
@10 0 
@20 0 
@50 0 

65 5 
71 1 
72 2 
77 77 

366 396 225 
377 427 230 
388 435 233 
399 464 238 

56 6 
59 9 
62 2 
69 9 

344 345 215 
355 362 220 
366 378 221 
366 420 223 

77 77 
79 79 
84 4 
93 3 

39 9 
39 9 
40 0 
41 1 

467 7 
480 0 
506 6 
561 1 

236 6 
240 0 
247 7 
254 4 

diann lengths; the former being roughly twice as large as the latter. This is due to 
aa number of outliers with extremely long spans. Nevertheless, both average and 
mediann lengths are rather small and hence do allow for a focused analysis. Note 
thatt the numbers in table 4.7 roughly correspond to an average span length of 2-4 
sentencess and a median span length of 1 sentence. 

Thee next question is to check how often the minimal matching sentential span 
doess contain a correct answer. In order to evaluate this, one has to look at each 
spann and decide whether this is the case. Obviously, this is a very laborious pro-
cesss and practically almost impossible, if done manually. One way to automatize 
thiss is to collect the known correct answers and simply apply pattern matching to 
seee whether the minimal matching sentential span does match one of the correct 
answers.. NIST provided a set of regular expressions that characterize the correct 
answerss for the TREC-9 data set and Ken Litkowski did the same for the TREC-10 
andd TREC-11 data sets.2 Table 4.8 lists some patterns from TREC-11. Some ques-
tionss have simple string patterns (e.g., topic 1395) whereas some patterns are more 
complexx (e.g., topic 1471). Many questions require a number of patterns allowing 
forr small semantic differences (e.g., topic 1433) but other questions can also have a 
numberr of completely different answers (e.g., topic 1516). 

Unfortunately,, using these patterns to decide whether a minimal matching sen-
tentiall  span contains an answer is certainly not infallible. The span might contain 
ann answer but not allow one to draw the conclusion that this is indeed a correct an-
swer.. For instance, consider question (4.3): Both minimal matching sentential spans, 
(4.4.a)) and (4.4.b), contain the correct answer, but only (4.4.b) justifies it. 

(4.3)) Who is Tom Cruise married to? 

(4.4)) a 

(topicc id: 1395) 

b. . 

Thiss is the late Stanley Kubrick's swan song, but it'l l be remembered as 
thee film in which Nicole Kidman and Tom Cruise appear nude as married 
therapistss pushing the envelope of sexual obsession. 

Marriedd actors Tom Cruise and Nicole Kidman play a loving, upscale mar-
riedd couple in Manhattan who are troubled by carnal temptations. 

2Thee sets of answer patterns are available from the TREC web site: ht tp: / / t r ee. n is t. gov. 
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Tablee 4.8 
topicc id 

1395 5 

1404 4 

1433 3 

1454 4 

1471 1 

1504 4 

1516 6 

Answerr patterns for TREC-11 
answerss patterns 

Whoo is Tom Cruise married to? 
Nicolee Kidman 
Howw many chromosomes does a human zygote have? 
(461233 pairs) 
Whatt is the height of the tallest redwood? 
(367V5I3677 1/2) 
370\s?- \s?ff  oo t ( - t a l l )? 
Howw much money does the U.S. supreme court make? 
\$\s*175,400 0 
175,400(( U\.?S\.?)? do l la rs? 
Howw fast does a cheetah run? 
1055 k i lomet(er I re)s? per hour 
600 (m\ .?p\ .?h\ .? |mi les? per hour) 
Wheree is the Salton Sea? 
Califf  ( \ s? \ . | o rn ia) 
Whatt does CPR stand for? 
cardio\s?-?\s?pulm(oI i )naryy resusc i ta t ion 
Contraceptivee Prevalence Rate 

Automaticallyy evaluating whether a text snippet contains a correct answer is a no-
toriouss problem in building a reusable data collection for question answering, see, 
e.g.,, Breek et al. (2000); Maybury (2002); Voorhees and Tice (2000a). Voorhees (2000a) 
comparedd the ranking of QA systems at TREC-9 based on applying pattern match-
ingg with the official ranking that was based on human assessments and found a 
correlation,, expressed as Kendall's T, of 0.94 for the 250-byte runs and only 0.89 for 
thee 50-byte runs. Nevertheless, at the current stage and in the current setting, using 
patternss to decide whether a text excerpt contains an answer to a question is the best 
approximationn in automated evaluation. 

Inn order to evaluate minimal matching sentential span extraction, two aspects 
havee to be considered: First, does the span originate from a relevant document, and 
second,, does the span contain a correct answer? The set of relevant documents for a 
questionn is defined as in section 3.2, and the set of spans containing a correct answer 
iss identified by pattern matching. Given a cut-off level of n (n e {5,10,20,50}), R+ 

(R~)) refers to the total number of relevant (non-relevant) documents for all ques-
tions,, and S+ (S~) refers to the total number of spans containing (not containing) a 
correctt answer. R+ S+ / R+ is the number of relevant documents where the extracted 
spann contains a correct answers divided by the total number of relevant documents. 
R+ S+ / R++ indicates the ability of the span extraction to identify a text excerpt con-
tainingg a correct answer, given a document that is known to contain a correct an-
swer.. On the other hand, R~S+/R~ is the ratio of spans from non-relevant docu-
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mentss that contain a correct answer. Table 4.9 shows the R+S+/R+ and R S+ /R 
numberss for the different TREC collection at different cut-off levels. Al l in all, the 

Tablee 4.9: Minimal matching sentential spans containing a correct answer 

Percentagee of minimal matching sentential spans from relevant documents (R^S+ /RT) 
andd non-relevant documents (R"S+ /R~) containing a correct answer for different TREC 
dataa sets measured at cut-off levels 5,10, 20, and 50. 

TREC-99 TREC-10 TREC-11 
R+S+/R++ R - S + / R - R+S+/R+ R~S + /R - R+S+/R+ R~S+ /R~ 

@5 5 
@10 0 
@20 0 
@50 0 

70.0%% 5.9% 
68.5%% 6.5% 
70.2%% 6.8% 
71.8%% 7.5% 

65.3%% 6.4% 
65.6%% 8.1% 
68.0%% 8.3% 
68.9%% 8.7% 

64.1%% 9.3% 
67.4%% 9.1% 
67.1%% 8.9% 
68.8%% 7.9% 

minimall  matching sentential span is a relatively good starting point for answer ex-
traction,, because it contains the correct answer in 64.1-71.8% of the cases, but of 
coursee we hasten to add that this is still far from perfect. One can also see that in 
5.9-9.3%% of the cases, a span from a document which was not judged relevant does 
matchh a correct answer, but this number is hard to interpret: It could be that a doc-
umentt does contain a correct answer, but was simply not judged during the TREC 
evaluations,, but it could also be the case that a document contains a string matching 
ann answer without allowing one to draw the conclusion that it is indeed an answer 
too the question, as the text excerpt (4.4.a) exemplifies. 

Inn the discussion above, we evaluated to what extent the minimal matching sen-
tentiall  spans contain a correct answer with respect to all relevant documents. The 
nextt issue is to see for how many of the questions the spans allow an answer selec-
tionn procedure to find at least one correct answer. Assuming that answer selection 
iss perfect, i.e., if a minimal matching sentential span contains a correct answer, then 
thee selection procedure wil l find it, it allows one to determine an upper bound for 
thee usefulness of the spans for question answering. Table 4.10 gives the percent-
agess of questions where at least one minimal matching sentential span, which was 
extractedd from a relevant document, contains a correct answer. In addition to the 
percentagess also the mean reciprocal rank (MRR) is given. The reciprocal rank of a 
questionn is 1 divided by the highest rank at which a span from a relevant document 
containedd a correct answer, and the MRR is the average of the questions' individual 
reciprocall  ranks, cf. Voorhees (2000a). Here, we impose another constraint on the 
spans,, namely that they are not longer than 250 or 500 bytes (characters). We re-
strictt the span lengths, because the role of a minimal matching sentential span is to 
functionn as a 'hotspot' for answer selection which requires more expansive analysis, 
includingg parsing, named entity extraction, etc. If the span size is large, the property 
off  being a 'hotspot' is lost. The numbers in table 4.10 show that a question answer-
ingg system that would be based purely on minimal matching sentential spans is far 
fromm perfect, even when, as we are assuming here, the answer selection component 
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Tablee 4.10: Limited minimal matching sentential spans containing a correct answer 

Percentagee of questions, where at least one minimal matching sentential spans (not 
longerr than 250/500 bytes) stems from a relevant document and contains a correct answer 
measuredd at cut-off levels 5, 10, 20, and 50. 

TREC-99 TREC-10 TREC-11 
2500 bytes 500 bytes 250 bytes 500 bytes 250 bytes 500 bytes 

@5 5 
@10 0 
@20 0 
@50 0 

MRR R 

52.1%% 60.0% 
60.9%% 67.6% 
65.3%% 74.1% 
68.2%% 77.5% 

0.399 0.44 

46.9%% 53.1% 
56.6%% 63.5% 
61.7%% 68.6% 
64.0%% 72.3% 

0.344 0.37 

32.0%% 38.1% 
40.1%% 48.2% 
45.7%% 53.6% 
46.9%% 57.7% 

0.233 0.27 

iss flawless. Despite this, these results are roughly in the same ballpark as most of 
thee better performing current QA systems, see Voorhees (2000a, 2001b, 2002). 

Tablee 4.10 also exhibits a continuous drop in performance from TREC-9 to TREC-
11.. This drop can be expected as it is in line with the retrieval results described in 
thiss and the previous chapter, where performance also drops from TREC-9 to TREC-
11.. As mentioned earlier, the decrease in performance is mainly due to the fact that 
thee questions used for the different TREC editions were getting more complex over 
thee years. 

Inn order to approximate the setting of the TREC-9 250-byte question answer-
ingg track, we evaluated the minimal matching sentential span extraction against 
thee original TREC-9 data set, which includes question variants, and also questions 
wheree none of the participating systems found a correct answer. Under this setting, 
thee span extraction receives an MRR score of 0.37, where for 48% of the questions, 
nonee of the top 5 spans contained a correct answer. This would place the span 
extractionn in the top ten of participating systems, see Voorhees (2000a), which is 
remarkablee because minimal matching sentential span extraction does not use any 
answerr finding strategies, nor does it carry out any question analysis. 

4.55 Conclusions 

Consideringg proximity between query terms when retrieving documents requires 
thee indexation of positional information, which increases the size of the inverted 
indexx and results in a slight overhead in efficiency. On the other hand, the results in 
sectionn 4.3 indicate that proximity-based retrieval exhibits significant improvements 
inn effectiveness compared to regular Lnu.ltc retrieval. 

Despitee the significant improvements of the minimal span weighting scheme 
overr Lnu.ltc weighting, it does not improve for all queries. In section 4.3.1, we 
lookedd into a few aspects that could cause the differences, but we were unable to 
extractt features of a question that might predict to what extent a particular question 
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cann benefit from minimal span weighting. 
Althoughh the minimal span weighting scheme, which is our implementation of 

proximity-basedd retrieval, also incorporates aspects of coordination level matching, 
itt is the combination of both, proximity and coordination level matching, which 
yieldss the highest improvements. Disregarding positional information and relying 
onn coordination level matching only also leads to significant improvements over 
thee baseline, see section 4.3.2, but the effectiveness is still significantly lower than 
thee performance of a combined approach. If disk space is an issue, or positional 
informationn cannot be integrated for some other reason, retrieval methods do ben-
efitt from coordination level matching alone, but not to the same degree as from the 
combinationn of term proximity and coordination level matching. 

Ourr minimal span weighting approach also allows the retrieval system to iden-
tifyy small text segments that can function as starting points for further processing 
steps,, such as answer selection. In section 4.4, it was shown that the minimal match-
ingg spans contain a correct answer in 64.1-71.8% of the cases, where the document 
iss known to contain a correct answer. 

Summingg up, proximity-based retrieval does significantly improve document 
retrievall  as a pre-fetch to a question answering system, and it is useful for finding 
shortt text segments in a document that are likely to contain a correct answer. 

Inn this chapter, we did not address the issue to what extent minimal span weight-
ingg has an impact on the retrieval performance in tasks other than document re-
trievall  as a pre-fetch to a question answering system. One might suspect that it 
shouldd have a positive impact on any retrieval task where the information need is 
ratherr specific, or where early high precision is required. During our experimen-
tationn we have also applied minimal span weighting to the TREC-11 named page 
findingg task, where a retrieval system is supposed to find a unique web page, given 
aa topic which describes it by name, cf. (Craswell and Hawking, 2002). Using min-
imall  span weighting for this task resulted in an MRR score of 0.513, whereas the 
Lnu.ltcc baseline MRR score was 0.359, which is an improvement of 43%, and is sig-
nificantt at a 99% confidence level. Applying minimal span weighting to other tasks 
andd evaluating its effectiveness remains to be done. 




