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Learningg Query Term Selection 

Thee formulation of queries that are used for retrieving documents that con-
tainn answers to a question has a strong impact on the effectiveness of the re-
trievall  component. In this chapter, we focus on the selection of terms from 
thee original question. We use model tree machine learning techniques in or-
derr to assign weights to query terms according to their usefulness of iden-
tifyingg documents that contain an answer. The resulting model trees also 
providee futher information on the underlying regularities that determine 
thee weights of query terms. The learning of query term weights is inte-
gratedd into our computation of document similarity and evaluated against 
thee TREC data sets. 

T hee way queries are formulated has a severe impact on retrieval effectiveness. 
Inn particular, boolean retrieval is very sensitive to query formulation. Using 
certainn words from the question in the actual retrieval query can steer the 

retrievall  process in a wrong direction. For instance, consider question (5.1). 

(5.1)) What is the abbreviation for the London stock exchange? (topic id: 1667) 

Shouldd the word abbreviation be included in a retrieval query? If included, it wil l be 
thee most dominant term in the query, because it is much less frequent than the other 
termss in the question, and wil l therefore receive a high term weight.1 However, 
mostt documents that contain an answer to question (5.1), express it in the form of 
\\ .. London Stock Exchange (LSE)...,' not using the term abbreviation or one of its 

morphologicall  variants at all. Hence, in boolean retrieval, a query such as (5.2.a) 
mightt be too strict and result in an empty set of retrieved documents. 

Thee term frequencies were computed on the TREC document collections. 



Chapterr 5. Learning Query Term Selection 

(5.2)) a. abbrevi AND london AND stock AND exchang 

b.. abbrevi london stock exchang 

Inn vector-space retrieval, a query such as (5.2.b) wil l rank documents containing the 
termm abbrevi higher than documents that do not contain it, although, as discussed 
above,, most documents providing an answer to question (5.1) do not contain it. 

Inn addition to selecting query terms from the original question, in many cases, 
retrievall  effectiveness can benefit from adding terms which are not mentioned in 
thee question. For instance, for question (5.3) 

(5.3)) What is the temperature at the center of the earth? (topic id: 927) 

mostt documents that contain an answer refer to the core of the earth instead of the 
centercenter of the earth. Including the term core wil l help finding those documents. Re-
searchh on expanding queries with semantically related terms has a long tradition 
withinn information retrieval. Numerous approaches have evolved ranging from us-
ingg static global resources, such as thesauri (Voorhees, 1994) and co-occurrence lists 
(Peatt and Willett, 1991), to using local strategies, such as blind relevance feedback 
(Buckleyy et al., 1994) and local context analysis (Xu and Croft, 1996). In this chapter, 
wee want to focus on selecting terms from the question, but we wil l return to the 
issuee of expanding queries—albeit in a very restricted way—in the next chapter. 

Inn general, there are two ways to choose terms to formulate a query. One way 
iss to select terms from the original question, and the other way is to expand the 
originall  question with terms. In this chapter, we wil l focus on term selection. The 
issuee of term expansion is discussed in the next chapter. 

Thee remainder of this chapter is organized as follows: The next section reviews 
somee of the previous approaches to query formulation in document retrieval as a 
prefetchh to a question answering system, and earlier work on learning query term 
weightss for ad hoc document retrieval. Section 5.2 discusses the impact optimal 
queryy formulation can have on retrieval as a pre-fetch to question answering. Sec-
tionn 5.3 discusses how query term weights can be computed using previous TREC 
dataa sets for training. In section 5.4, we discuss the way question words can be rep-
resentedd by sets of features, so as to abstract from the actual words themselves. Sec-
tionn 5.5 briefly introduces some state-of-the-art machine learning approaches and 
motivatess our choice for using model tree learning. Experimental results are dis-
cussedd in section 5.6. Finally, section 5.7 provides a discussion of the results and 
generall  conclusions. 

5.11 Related Work 

Previouss work on query formulation for question answering has mainly been done 
forr web question answering. Kwok et al. (2001a) and Brill et al. (2002) focus on 
formulatingg query strings that approximate the way an answer is likely to be ex-
pressed.. In particular this involves automated syntactical transformation, mapping 
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thee syntax of an interrogative to the syntax of a declarative sentence. They did not 
investigatee the issue of term selection. For instance, the A S K M SR system (Bril l et al., 
2002)) generates for the question (5.4.a) the queries in (5.4.b). 

(5.4)) a. Where is the Louvre Museum located? 

b..  ''th e Louvr e Museu m i s located' ' 

''th ee Louvr e Museu m i s in' ' 

''th ee Louvr e Museu m i s near' ' 

''th ee Louvr e Museu m is' ' 

Louvr ee AND Museu m AND nea r 

Documentss are required to strictly match one of the strings or the boolean query, 
butt the issue whether, e.g., Museum is actually a good query term is not addressed. 

Pa§caa (2001) does address the issue of term selection and term relevance. His 
workk is closely related to the work presented in this chapter. For query formulation, 
hee distinguishes between three type of terms: high-relevance, medium-relevance, 
andd low-relevance query terms. Deciding to which class a given term belongs is 
basedd on a number of rules, some of which are also integrated in our approach. 

Too the best of our knowledge, machine learning techniques have not been ap-
pliedd before to query formulation in the context of question answering, but they 
havee been applied in the context of ad hoc retrieval. Cooper et al. (1993) use logistic 
regressionn to assign weights to matching clues, such as the number of times a query 
termm occurs in the query, the number of times a query term occurs in a document, 
thee idf score of a matching term, and the number of distinct terms common to both 
queryy and document. In addition, they assigned weights to query terms in case 
somee relevance information is available, as document routing or feedback retrieval. 
Chenn et al. (1998) applied machine learning techniques for selecting query terms in 
thee context of relevance feedback retrieval. 

5.22 Optimal Query Term Selection 

Inn this section we estimate the effect query formulation, in the form of term selec-
tion,, can have on retrieval performance, by using the TREC data sets. In order to 
computee the optimal term selection for each question, we compare all possible ways 
off  selecting terms from a question. I.e., given a question q in which the set of terms 
TT occurs, we consider all possible subsets of T, and evaluate the respective perfor-
mances.. More formally, the set of term selection variants is defined as: 

tsv(q)tsv(q) = POW{T) - {0} 

wheree POW(T) is the power set, i.e., the set of all subsets, of the set T. For obvious 
reasons,, the empty subset is disregarded. Consider question (5.5.a), which contains 
thee (stemmed) terms in (5.5.b). 

(5.5)) a. What is the chemical formula for sulphur dioxide? (topic id: 1442) 
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b.. T = {chemie, dioxid, formula, sulphur} 

Sincee \T\ = 4, there are 24 — 1 =15 term selection variants. For each of the query 
variantss a retrieval process is carried out, and the average precision is computed. 

Inn the actual retrieval queries, all terms are required to be present in a document. 
E.g.,, the retrieval query corresponding to (5.5.b) is 

chemiee AND dioxid AND formula AND sulphur 

Tablee 5.1, lists all possible selection variants for question (5.5.a) sorted by their re-
spectivee average precision. The query variants can be evaluated with respect to 

Tablee 5.1: Performances of term selection variants 
rank k 

1 1 
2 2 
3 3 
4 4 
5 5 
6 6 
7 7 
8 8 
9 9 

10 0 
11 1 
12 2 
13 3 
14 4 
15 5 

avg.. prec. 
0.0285 5 
0.0196 6 
0.0180 0 
0.0086 6 
0.0078 8 
0.0032 2 
0 0 
0 0 
0 0 
0 0 
0 0 
0 0 
0 0 
0 0 
0 0 

dioxid, , 
chemie, , 
sulphur r 
chemie, , 
dioxid d 
chemie, , 
chemie, , 
chemie, , 
chemie, , 
dioxid, , 
formula a 
formula a 
chemie e 
dioxid, , 
chemie, , 

queryy variant 
sulphur r 
d ioxid,, sulphur 

dioxid d 

sulphur r 
formula a 
formula,, sulphur 
dioxid,, formula, sulphur 
formula a 

,, sulphur 

formula,, sulphur 
dioxid,, formula 

aa number of evaluation measures. Here, we used average precision, because it is 
widelyy used and combines precision and recall. Given a query q, its set of relevant 
documentss REL<j and a ranking of documents {rankq : D —> IN) resulting from the 
retrievall  process, average precision of an individual query is defined as: 

avg_prec(q) ) 
Xde e REL, , irank(d) irank(d) 

II  REU 

Here,, p@rank(d) is defined as p@n, where n = rank(d). Note, that we do not use the 
a@na@n measure to rank query variants for two reasons. First, given some instantiation 
off  n, the a@n measure is less discriminative than average precision, because for a 
givenn query variant, the a@n will always either take the values 0 or 1. Second, the 
weightt of a query variant would strongly depend on the choice of n, and it is hard 
too estimate which instantiation of n would be the most appropriate. 
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Thee total number of query variants for all queries of the three data sets are 7587 
(TREC-9),, 6975 (TREC-10), and 11957 (TREC-11). For each query in the three data 
sets,, we determined the query variant with the highest average precision. Table 5.2 
showss the performance gains that can be achieved if all retrieval queries are formu-
latedd optimally. As one could expect, query formulation has a significant impact 

Tablee 5.2: Comparison of the a@n scores of optimal retrieval queries to baseline runs 
""  TREC-9 TREC-10 TREC-11 

a@nn Lnu.lt c opt Lnu.lt c opt Lnu.lt c opt 
a@5 5 

a@10 0 
a@20 0 
a@50 0 

0.7000 0.823 (+17.6%)A 

0.7855 0.890 (+13.4%)A 

0.8455 0.921 (+9.0%)A 

0.9144 0.956 (+4.6%)* 

0.6499 0.749 (+15.4%)A 

0.7344 0.815 (+11.0%)A 

0.8011 0.887 (+10.7%)A 

0.8755 0.924 (+5.6%)A 

0.5233 0.690 (+31.9%)A 

0.6266 0.767 (+22.5%)A 

0.7055 0.824 (+16.9%)A 

0.7955 0.881 (+10.8%)A 

onn the overall performance of a retrieval system, even if query formulation is just 
basedd on term selection without expanding the queries with semantically related 
terms.. The figures in table 5.2 refer to results that were achieved by determining 
thee optimal query formulation in hindsight, and the problem of identifying an op-
timall  query without having any relevance assessments remains to be solved. In the 
remainderr of this chapter we explore ways leading to optimal formulation. 

5.33 Computing Query Term Weights 

Ourr approach is to use the different query variants of a question to determine terms 
thatt are more helpful for retrieving relevant documents, and terms that harm the 
retrievall  effectiveness for that particular question. 

Inn the previous section, we considered only one single best-performing query 
variant,, but in many cases there are several almost equally well-performing query 
variants.. A look at the ranked queries variants, shows that some terms occur more 
frequentlyy in higher-ranked query variants than other terms. Consider for instance 
tablee 5.1, where the terms dioxid and sulphur occur more often than the term chemie 
inn high ranked variants, and the terra formula only occurs in variants that did not 
retrievee any relevant documents. 

Ann analysis of the distribution of query terms over the ranked query variants 
allowss one to assign a weight to the query terms: If a term occurs mainly in query 
variantss that have a high average precision it should receive a high weight, whereas 
aa term that occurs mainly in query variants that have a low average precision should 
receivee a low weight. Thus, the weight of a query term depends on two factors: 
Thee average precisions of the query variants in which the term occurs (its presence 
weight:: w+(t)), and the average precisions of the query variants in which the term 
doess not occur (its absence weight: »-({)) . Both, the presence and the absence 
weightt are normalized by the sum of the average precisions of all query variants, so 
thee weights wil l range between 0 and 1. 
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Definitio nn 5.1 (Term presence and absence weights) Given a question q and all its 
queryy variants tsv(q), the presence weight of term t (u>+(f)) is computed as: 

II  avg_prec(<7') 
lfetstl(q)Ateq' lfetstl(q)Ateq' 

ww++ (t)(t) = 
II  avg_prec(Y) 

q'etsv{q) q'etsv{q) 

Analogously,, the absence weight of term t (u>- (f)) is computed as: 

II  avg_prec(Y) 
w _(f )) = ^ W " * * ' 

II  avg_prec((j') 
q'etsv(q)q'etsv(q) p 

Thee presence and the absence weight of a term f, can be combined into a single 
weightt by subtracting the absence weight from the presence weight, which we call 
thee gain of term t: gain{t) = w+(t) - W-(t). If a query term has a positive gain 
itt should be included in the query, but if its gain is negative, inclusion wil l hurt 
retrieval.. Note, that the gain of term f always lies in the interval [-1,1]. 

Lett us return to question (5.5.a) and its query variants in table 5.1. The presence 
andd the absence weight, as well as the gain of each term, are shown in table 5.3. 
Thee gains of the query terms confirm the observation made earlier that sulphur and 

Tablee 5.3: Example term weights 
t t 

sulphur r 
dioxid d 
chemie e 
formula a 

w+(t) w+(t) 
0.808 8 
0.752 2 
0.367 7 
0.000 0 

«M0 0 
0.192 2 
0.248 8 
0.633 3 
1.000 0 

gain(t) gain(t) 
0.616 6 
0.506 6 

-0.266 6 
-1.000 0 

dioxiddioxid are better query terms than chemie and formula. 
Thiss approach of computing term weights is based on the assumption that the 

termss in a question occur independently of each other and therefore the weight of a 
termm can be computed without considering other terms in the question. Of course, 
thiss assumption does not hold in practice, but it allows us to keep the computation 
off  term weights simple. The issue of term (in)dependence is a recurring issue in 
informationn retrieval, see, e.g., (Robertson, 1977; Robertson and Sparck Jones, 1976; 
Saltann et a l, 1982; Cooper, 1995). 

5.44 Representing Terms by Sets of Features 

Inn the previous subsection, the computation of the term weights was based on the 
distributionn of the terms themselves over the query variants. This is problematic 
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forr two reasons. First, the same term can have a high gain in one query, and a low 
gainn in another. Second, if the learning algorithm is based on the surface terms 
themselves,, it cannot assign weights to terms that did not occur in the training data. 
Thee first problem is a direct consequence of the term independence assumption. 
Thiss problem could be solved by conditioning the weight of a term on a number of 
termss that also occur in the question, but then the second problem—how to assign 
weightss to unseen data—becomes even more severe. 

Onee way to address both problems is to represent terms and their contexts in a 
moree abstract manner. Here, we use a set of features that represent certain character-
isticss of a query term and its role in a question. The list of features contains informa-
tionn about the term's part-of-speech, whether it semantically includes other terms 
inn the question, the type of question it occurs in, etc. As mentioned above, some of 
thee features capture aspects inherent to a term, such as part-of-speech, while others 
capturee contextual aspects, such as semantic inclusion. Table 5.4 lists all features 
withh a short specification of their respective values. 

Wee wil l now discuss the features in more detail. Some of these features can also 
bee found elsewhere in the literature, see, e.g., (Pa§ca, 2001). In particular, the specifi-
cationn of the features question focus, superlative, quoted, number of leaves, modified noun, 
andd person name is based on (Pa§ca, 2001). Al l features are motivated by inspecting 
thee TREC data, where we considered questions and documents that contain an an-
swer.. This does not imply that using different or more features wil l not be beneficial 
forr selecting query terms. 

Part-of-Speech.. The part-of-speech feature can take values such as NNP (proper 
name,, singular), J JS (superlative adjective), VBZ (verb in present tense, third person 
singular),, etc. These are the standard part-of-speech texts from the Perm Treebank 
(Santorini,, 1990). 

Part-of-speechh tagging is accomplished by using TREETAGGER (Schmid, 1994), 
aa decision-tree-based tagger. The general parameter setting of TREETAGGER, which 
iss based a newspaper training set, turned out to be inappropriate for tagging ques-
tions.. This is due to the difference in word order between interrogative and declara-
tivee sentences. In order to improve the performance of TREETAGGER for questions, 
wee trained it on 700 questions, 328 of which were taken from the Perm Treebank cor-
pus,22 and the remaining 482 were questions from the TREC-9 data set. Whereas the 
Permm Treebank questions were already manually part-of-speech tagged, we had to 
tagg the questions from the TREC-9 data set ourselves. Although we did not evalu-
atee the increase in performance of the tagger, inspecting randomly chosen questions 
indicatedd a clear improvement in tagging accuracy. 

Thee actual values of the part-of-speech feature are a slight simplification of 
thee Perm Treebank tags. For example, we do not make a distinction between singu-
larr and plural nouns, i.e., NNP and NNPS are mapped onto NNP, and NN and NNS are 

distributedd by the Linguistic Data Consortium: http://www.ldc.upenn.edu/. 

http://www.ldc.upenn.edu/
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Tablee 5.4: List of features for question words 
Feature e 

part-of-speech h 

questionn focus 

superlative e 

questionn class 
multiplee occurrences 

quoted d 

no.. leaves 

termm ratio 

classifyingg word 

location n 

abbreviation n 

upperr case 

modifiedd noun 

personn name 

honorific c 

no.. incoming edges 

hypernym m 

relativee idf 

Values s 
AA fixed list of part-of-speech tags from the Perm Treebank 
tagg set 
AA value between 0 and 1 indicating whether the word is 
partt of the question focus 
AA boolean value indicating whether the question contains 
aa superlative adjective 
AA fixed list of question classes 
AA boolean value indicating whether the word occurs more 
thann one in the question 
AA boolean value indicating whether the word occurs be-
tweenn quotation marks 
Thee number n (n > 0) of hypernyms of the word in the 
WordNett hierarchy that do not have any further hyponyms 
themselves s 
1/m,1/m, where m is the number of unique terms in the ques-
tion n 
AA boolean value indicating whether the word was used to 
classifyy the question 
AA boolean value indicating whether the word is part of a 
locationn name 
AA boolean value indicating whether the word is an abbre-
viation n 
AA boolean value indicating whether the word starts with an 
uppercasee letter 
AA boolean value indicating whether the word is a noun that 
iss preceded (modified) by another noun 
AA fixed set of values indicating what part of a person's 
namee the word is, if applicable 
AA boolean value indicating whether the word is a honorific 
term m 
AA natural number indicating the number of edges pointing 
too a word in the dependency parse graph of the question 
AA boolean value indicating whether the word is a hyper-
nymm of another word in the question 
AA real value indicating the relative frequency of the word 
inn the document collection compared to the frequencies of 
thee other words in the question 

mappedd onto NN. Also, the different inflections of a verb are disregarded, and all 
verbb forms are represented by a single tag V. 
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Questionn Focus. The focus of a question is a phrase describing a type of which the 
answerr is an instance. For example, in question (5.6), the focus is country, in (5.7), it 
iss peninsula, and in (5.8), it is college. 

(5.6)) In what country did the game of croquet originate? (topic id: 1394) 

(5.7)) What is a peninsula in the Philippines? (topic id: 1423) 

(5.8)) What college did Magic Johnson attend? (topic id: 1449) 

Thee answer to question (5.6), which is France, is an instance of country, i.e., France is 
aa country; analogously for the other two examples. 

Whetherr a word is part of the question focus has consequences for the query 
formulation,, because many documents containing an answer to the question do not 
explicatee the instance relation. For instance, the fact that France is a country is taken 
too be common knowledge and therefore seldomly stated explicitly in a document. 
Hencee requiring a document to contain words from the question focus can harm 
retrieval. . 

Notee that the term question focus in the way it has been used in the literature on 
questionn answering does not necessarily coincide with its definition in the linguistic 
literature.. In question answering, the question focus is sometimes also referred to 
ass answer type term. 

Thee question focus feature can take three values: 0, 0.5, and 1. If a word is not 
partt of the question focus, the feature is set to 0. If a word is part of the question 
focuss and the semantic head of a noun phrase, it is set to 1. For words that are part 
off  the question focus, but are not the semantic head of a noun phrase, the feature 
iss set to 0.5. For instance in question (5.9), the focus feature is set to 1 for the noun 
explorer,explorer, which is the semantic head of the noun phrase Spanish explorer, and the 
focuss feature is set to 0.5 for the modifying adjective Spanish. 

(5.9)) What Spanish explorer discovered the Mississippi River? (topic id: 1411) 

(5.10)) What mythical Scottish town appears for one day every 100 years? 
(topicc id: 1399) 

Forr question (5.10), the focus feature is set to 0.5 for both modifying adjectives myth-
icalical and Scottish. We do not make a distinction whether a modifying word imme-
diatelyy precedes the head or whether there are more words between them. The 
semanticc head is simply identified as the rightmost word of the noun phrase in the 
questionn focus, cf. (Williams, 1981). 

Inn order to determine the focus of a question we used MINI PAR (Lin, 1998), a de-
pendencyy parser. MINIPA R is a robust full parser which is able to cover about 87% of 
thee dependency relationships in the SUSANNE evaluation corpus (Sampson, 1995) 
withh about 89% precision, cf. (Lin and Pantel, 2001). A directed arc in a dependency 
graphh going from node x to node y means that node x modifies node y. The arcs in 
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thee dependency graph carry labels that indicate the type of modification. To deter-
minee the question focus, we use only a small portion of the dependency graph of 
aa question. In particular, we focus on the outgoing arcs of nodes representing the 
wh-wordss what and which, because they modify the question focus. In figure 5.1, the 
dependencyy graphs that are generated by MlNlPAR for question (5.6) and (5.7)? The 

dependencyy graph in figure 5.1.a, illustrates a trivial situation, where the wh-word 
whatwhat modifies the noun country as a determiner. In question (5.7), focus determi-
nationn is slightly more complicated. In the corresponding dependency graph, see 
figuree 5.1.b, the wh-word what modifies the noun peninsula as a subject. Note, that 
inn the MlNlPAR representations, the subj (subject) arcs refer to the logical subject, 
andd not to the syntactic subject. Two kind of modifier relations are used to identify 
thee question focus: det (determiner), and subj (subject). 

Superlative.. Despite our earlier comments, under certain circumstances, words 
fromm the question focus can be relevant for query formulation. In particular, if the 

3Thee graphs were constructed using AT&T's Graphviz graph displaying tool: http://www. 
research.att.com/sw/tools/graphviz/. . 

http://www
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questionn contains a superlative. In question (5.11), the focus island, and in question 
(5.12),, the focus lake are modified by a superlative adjective. 

(5.11)) What is the world's second largest island? (topic id: 1503) 

(5.12)) What is the deepest lake in America? (topic id: 1540) 

Inn these cases, the instance relation, viz. that New Guinea is an island and that Crater 
iss a lake, is likely to be expressed explicitly in the document containing an answer, 
e.g.,, ... Crater Lake is America's deepest lake. In order to be able to make this distinc-
tionn the feature super la t ive indicates whether the question contains a superlative 
adjective. . 

Detectingg whether a question contains a superlative adjective relies on the out-
putt of the part-of-speech tagger. If there is at least one word which is tagged as J JS, 
whichh is the Perm Treebank tag for superlative adjective, the super la t ive is set to 
1,, and 0 otherwise. 

Questionn Class. The decision to select a term for query formulation is to some ex-
tentt also based on the type of question. Question classes, or question types, specify 
thee kind of answer the question is asking for. Question types include categories 
suchh as date (when did something happen?), location (where is something?), agent 
(whoo did something?), etc. For example, consider questions (5.13) and (5.14). 

(5.13)) Who started the Protestant reformation? (topic id: 1563) 

(5.14)) When did the Black Panther party start in California? (topic id: 1567) 

Bothh questions contain the term start, but question (5.13) is of type agent, and ques-
tionn (5.14) is of type date. It turns out that including the term start is more important 
inn formulating the retrieval query for question (5.13), where the gain for start is 1.0, 
thann for question (5.14), where the gain for start is 0.094. This might be due to the 
factt that starting dates can be expressed in several ways. 

Too identify the question class, often also referred to as the question target, pattern 
matchingg is applied to assign one of 33 categories to the question. In total, a set 
off  102 patterns is used to accomplish this. Some of the patterns used are shown 
inn Table 5.5; see also chapter 1 for some more examples. The patterns are applied 
inn an ordered manner so that more specific patterns match first. These patterns 
weree generated manually by inspecting a sample of the TREC questions. Also, the 
answerr selection component described in the next subsection obeys the order in 
whichh questions were categorized to find answers for more specific targets first. 

Multipl ee Occurrences. As mentioned above, if a word occurs in the question fo-
cus,, including it in the query may harm retrieval performance. For instance, the 
queryy for question (5.15) should not contain the term state. 

(5.15)) Which U.S. state is the leading corn producer? (topicc id: 1450) 
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Tablee 5.5: Types 

Ques t ionn target 
name e 

p e r s - d ef f 
t h i n g - d ef f 

p e r s - i d e nt t 
t h i n g - i d e nt t 

number r 
expand -abbr r 
f i n d - a b br r 
agent t 
o b j e ct t 
known- for r 
aka a 

n a m e - i n s t a n ce e 

l o c a t i on n 
d a te e 
r e a s on n 
wha t -np p 
unknown n 

orr question classification 

Examplee pat terns 
/ [Ww]hat(( wal i | \ ' ) s t he name/ 
/[Ww]ho(( wal i | \ ' ) s [A -Z ] [ a - z ]+ / 

/ [Ww]hat(( wa| i | \ ' ) s an? / , / (was I i s 1 a re I were) a k ind of wha t/ 
/[Ww]ho(( wal i | \ ' ) s t h e/ 
/ [ W w ] ( h a t | h i c h )(( wa| i | \ ' ) s t he / 

/ [Hh]oww (much I many) / 

/ s t a n d ( s )?? f o r ( w h a t ) ? \ s * ? / , / t he a b b r e v i a t i on .+ mean \s *?/ 
/ [Ww]hat(( i | \ ' ) s ( t he Ian) ( a c r o n y m | a b b r e v i a t i o n) f o r 
/[Ww]hoo /, / by w h o m [ \ . \ ? ]/ 
/ [Ww]hatt ( d id Idol does) / 
/[Ww]hyy .+ f amous/ / [Ww] hat made .+ famous/ 

/ [Ww]hat(( i | \ ' ) s (ano ther 1 d i f f e r e n t) name / 
/Namee (a I one I some I an) / 

/ [ W w ] h e r e ( V s )?? / , / i s n e ar what / 
/[Ww]henn / , / [Ww] (hat Ih ich) year / 
/[Ww]hyy / 

(5.16)) What state is the geographic center of the lower 48 states? (topic id: 1053) 

Onn the other hand, if a word occurs in the question focus and also outside of it, 
excludingg that term from the query may harm the results. In question (5.16), the 
termm state occurs twice. Note, that although the second occurrence is the plural form 
off  state, after morphological normalization, such as stemming, both occurrences are 
mappedd to the same term. Whether a word occurs more than once is captured by 
thee boolean feature mul t ip le occurrences. 

Quoted.. Words that occur between quotation marks require special consideration. 
Quotedd phrases often refer to titles of movies or theater plays, nicknames, etc. Many 
wordss that do not bear much content, and therefore are not very helpful for retrieval, 
aree critical for retrieval if they occur in a quotation. For instance, in question (5.17), 
thee words gone, with, and the, are highly frequent terms. 

(5.17)) What is the name of the heroine in "Gone with the Wind"? (topic id: 1478) 

However,, not selecting them for query formulation would only leave the word wind 
ass a description of the movie title, which is certainly insufficient. In order to distin-
guishh between words that occur in a quotation and those that do not, the boolean 
featuree quoted is set to 1 if a word is quoted and 0 otherwise. 
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Numberr  of Leaves. As discussed above, including words that appear in the ques-
tionn focus often harms retrieval. But the extent to which including question focus 
wordss harms retrieval, also depends on the generality of the word. For instance, 
inn question (5.18), the question focus is person, which is a very general term, and 
includingg it into the query is likely to harm retrieval. 

(5.18)) What person developed COBOL? (topic id: 1595) 

(5.19)) What Spanish explorer discovered the Mississippi River? (topic id: 1411) 

Inn question (5.19), the term explorer is rather specific and it is likely that the answer 
documentt makes the fact explicit that Hernando de Soto (the correct answer to the 
question),, is an explorer. Whereas it is rather unlikely that a document containing 
thee answer to question (5.18) explicitly states that Grace Hopper (the correct answer) 
iss a person. 

Theree are several ways to measure the generality of a term. Here, we use Word-
Nett to count the number of concepts that are hyponyms of the question focus and 
thatt do not have any hyponyms themselves. A concept x is a hyponym of concept 
y,, if x is a y. If the question focus is ambiguous, i.e., it belongs to several concepts, 
wee take the sum of all hyponyms of all concepts the word belongs to. The feature 
no.. leaves provides the number of hyponyms. 

Forr instance, the term person occurs in three concepts in WordNet, which in to-
tall  have 5765 leaves, whereas the term explorer occurs in one concept, which has 3 
leaves.. One can conclude that the term person is much more general than the term 
explorer,explorer, and hence less likely to occur explicitly in an answer document. 

Termm Ratio. A more general aspect of query formulation is the length of the orig-
inall  question. If a question contains many words, leaving one out in formulating 
thee query has less of an impact on the effectiveness of the retrieval process than for 
questionss that contain only two or three terms. The feature term r a t io expresses 
thee length of the original question (after removing general stop words), as its recip-
rocal:: 1/m, where m is the number of question words. 

Classifyingg Word. Certain words are good indicators for classifying a question. 
Forr instance, in question (5.20), the word abbreviation in combination with the word 
meanmean indicates that the question is of type expand-abbreviation. 

(5.20)) What does the abbreviation WASP mean? (topic id: 1727) 

(5.21)) What is the height of the tallest redwood? (topic id: 1433) 

(5.22)) What province is Calgary located in? (topic id: 1845) 

Similarly,, the word height in question (5.21) indicates that the question is of type 
height,, and the word located that question (5.22) is of type locat ion. However, 
wordss that are good indicators for question classification, are infrequent in the way 



Chapterr 5. Learning Query Term Selection 

answerss are expressed in documents. For instance, it is very unlikely that the word 
locatedlocated is used in a declarative sentence that answers question (5.22). 

Whetherr a word is a classifying word depends also on the question category of 
thee question at hand. If the question category is expand-abbr, the words stand, ab-
breviation,breviation, and mean are classifying words, but if the question category is known-f or, 
thee words famous and made are classifying words, see table 5.5. The classifying 
wordss are extracted from the patterns that are used for question classification. 

Location.. The location feature indicates whether a word is part of a location name. 
Forr many questions, it is essential to include into the query words that are part of 
aa location name, in order to find an answer. For instance, in question (5.23), the 
locationn words San, Antonio, and TX are relevant terms as the question refers to the 
temperaturee of that particular location. 

(5.23)) What is the highest recorded temperature in San Antonio, TX? 
(topicc id: 1770) 

(5.24)) When was the Buckingham Palace built in London, England? 
(topicc id: 1809) 

Onn the other hand, in question (5.24), the location words London and England seem to 
bee superfluous as it is relatively well-known that Buckingham Palace is in London, 
andd it is common knowledge that London is a city in England. 

Inn order to recognize locations, we use the CLR gazetteer4, which is a large list 
off  locations, including cities, counties, harbors, countries, etc., containing 162,853 
entriess in total. 

Abbreviation .. If the word is an abbreviation, the value of this feature is set to 1, 
andd 0 otherwise. If a question asks for the definition of an abbreviation, such as 
questionn (5.25), the abbreviated term obviously has to be included in the query. 

(5.25)) What does HTML stand for? (topic id: 1774) 

(5.26)) When is Fashion week in NYC? (topic id: 1756) 

(5.27)) What TV series did Pierce Brosnan play in? (topic id: 1768) 

Thiss is less the case for questions that do not ask for the full form of an abbreviation. 
Inn question (5.26), the word NYC, and in question (5.27) the word TV are abbre-
viations.. Documents containing an answer do not necessarily have to contain the 
abbreviatedd word—in contrast to answer documents for question (5.25)—but they 
mightt as well contain the full form, i.e., Nezv York City, and television, respectively. 

Abbreviationss are recognized by applying simple pattern matching. If a word 
consistss of a series of capitalized letters, where each might be followed by a period, 

'Availablee from ht tp: / / cr 1. nmsu. edu/Resources/clr. htm/. 
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orr a series of letters, where each is followed by a period, or occurs in a list of known 
abbreviations,, the word is classified as an abbreviation. Maintaining a list of known 
abbreviationss is necessary to recognize words as mph as an abbreviation. 

Upperr  Case. Words starting with a capital letter are normally part of a proper 
name,, even when the word itself is not a noun. 

(5.28)) Who was Woodrow Wilson's First Lady? (topic id: 1622) 

(5.29)) What group sang the song "Happy Together"? (topic id: 1675) 

Inn question (5.28), the adjective First, is part of the proper name First Lady, and in 
questionn (5.29), the adjective Happy and the adverb Together are part of the proper 
namee Happy Together. Proper names are particularly important query terms and 
andd for recognizing them as such, it is not sufficient to rely on part-of-speech tags. 
Whetherr the fact that a part-of-speech tagger (TREETAGGER in our case) tags the 
wordd First as adjective and not as proper name has to be considered a mistake or 
nott is difficult to say. From a syntactic point of view, First is clearly an adjective, and 
itt is by convention that it is used a a proper noun in this specific context. Anyway, 
usingg the upper case feature allows us to recognize proper names that are not part-
of-speechh tagged as such. 

Modifiedd Noun. The information content of modified nouns is higher than the 
contentt of single nouns, because the modifier imposes additional restrictions. In 
questionn (5.30), the noun performer is modified by the noun child, and in question 
(5.31)) the noun range is modified by the nouns blood and sugar. 

(5.30)) Who holds the record as the highest paid child performer? (topic id: 1602) 

(5.31)) What is the normal blood sugar range for people? (topic id: 1607) 

Inn contrast, in question (5.30), the noun record, and in question (5.31), the noun people 
aree unmodified. 

AA noun is marked as modified by inspecting the part-of-speech tagged question. 
Iff  a noun is preceded by an adjective, noun, or possessive, the modified noun fea-
turee is set to yes, and otherwise it is set to no. If the word is not tagged as a noun, 
thee feature is set to na (not applicable). (5.32.b) is the part-of-speech tagged output 
off  TREETAGGER when applied to question (5.32.a). Here, blood, sugar, and range are 
alll  preceded by either an adjective or a noun. Hence, the modified noun feature is 
sett to yes for the three words, people is preceded by a preposition, and therefore the 
modifiedd noun feature is set to no. For all other words in the question, the feature 
iss set to na. 

(5.32)a.. What is the normal blood sugar range for people? (topic id: 1421) 

b.. What is the normal blood sugar range for people ? 
WRBB VBZ DT JJ NN NN NN IN NN SENT 
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Notee that our definition of modification is rather simple and does not take any 
internall  phrase structure into account. We pursue a simple linear approach to mod-
ification,, which seems sufficient as we are not interested in the exact phrase that 
modifiess a noun, but simply have to decide whether a noun is modified or not. This 
alsoo allows us to circumvent the problem of phrase structure ambiguity. 

Personn Name. Words that are part of a person name are a special instance of words 
thatt are part of a proper name. Person names deserve special attention, because they 
cann be further subdivided into first, middle, and last names. 

(5.33)) What is Francis Scott Key best known for? (topic id: 207) 

(5.34)) When did George W. Bush get elected as the governor of Texas? 
(topicc id: 1584) 

Inn question (5.33), Francis is the first name, Scott, the middle name, and Key, the 
lastt name. Often, the middle name is abbreviated by using the first letter only, as 
inn question (5.34), where the W. stands for Walker. The distinction between the dif-
ferentt parts is important, because in many documents, the full name of a person is 
onlyy used the first time the name occurs, and then later on referred to by using the 
lastt name only. Hence, last names are more important for finding an answer. 

Too identify person names, we use part of the U.S. Census resource,5 which con-
tainss a list of first and last names. The list of first names contains 4,275 female and 
1,2199 male first names, and 101,865 last names. 

Honorific .. Honorific expressions include words such as Mr., Mrs., Dr., etc. These 
termss do not bear much information and are therefore not essential for formulating 
aa query. 

(5.35)) Where did Dr. King give his speech in Washington? (topic id: 1559) 

Inn question (5.35), insisting on the presence of the honorific word Dr. in a potential 
answerr document is too restrictive, as many documents refer to Martin Luther King 
withoutt using an honorific expression. 

Numberr  of incoming edges. The number of incoming edges refers to the depen-
dencyy parse graph of the question which is generated by MlNlPAR. If a word has 
aa larger number of incoming edges, several words in the question are in a modifier 
orr argument relationship with this word, and therefore it is more likely to play a 
centrall  role in the question. Figure 5.2 shows the dependency graph for question 
(5.36). . 

(5.36)) What mythical Scottish town appears for one day every 100 years? 
(topicc id: 1399) 
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Thee verb appear has two incoming edges, and the noun town has three. Nodes in the 
graphh which are not associated with a word in the question, such as the fin node, 
aree not considered. 

Hypernym.. Sometimes questions contain words that explicitly give the type of 
otherr words in the question. For instance, in question (5.37), croquet is classified by 
thee word game. 

(5.37)) In what country did the game of croquet originate? (topic id: 1394) 

(5.38)) What is the name of the volcano that destroyed the ancient city of Pompeii? 
(topicc id: 1396) 

Similarly,, in question (5.38), the word city explicates that Pompeii is indeed a city. 
Moree technically speaking, the word game is a hypernym of croquet, and the word 
citycity is a hypernym of Pompeii. Often, this kind of information is common knowledge 
andd not explicitly mentioned in documents containing an answer. Hence, including 

Availablee from h t t p: //www. census . gov/genealogy/names/. 
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thesee words in the queries might harm retrieval effectiveness. This is similar to the 
situationn of words that appear in the question focus, as discussed above. 

Wee use W O R D N ET to find words or phrases that are hypernyms of other words 
orr phrases in the question. 

Relativee idf score. Another indicator of the importance of a term is its frequency 
inn the document collection. As discussed in the previous chapters, it is common to 
measuree importance as the inverted document frequency (idf). Here, we are more 
interestedd in the relative importance of a term with respect to the other terms in the 
question.. The relative idf score of term t in question c\ is defined as 

n d f ( M ) -- ' " f c C W ' ) 
Ir 6„ log 2(N/rf / ; ) ) 

wheree N is the number of documents in the collection, and dft is the number of 
documentss in which term t occurs. 

Att this point, after having discussed the individual features in some detail, it 
mightt be helpful to consider some example questions. Table 5.6 provides the com-
pletee feature instantiations for a number of questions.6 When comparing the feature 
representationss of the words, a number of things can be noticed. For instance, three 
off  the questions have words in the question focus: country in question 1394, year in 
questionn 1546, and first and satellite in question 1557. Although all four terms oc-
curr in the focus of the respective question, there is a clear difference with respect to 
theirr generality. The word country has 300 leaves as hyponyms, the word year has 
211 leaves as hyponyms, first has 7 and satellite has 20 leaves as hyponyms. There-
fore,, country is less likely to be helpful for retrieving answer documents than, for 
instance,, satellite, as motivated above. On the other hand, year has only 7 leaves as 
hyponyms,, indicating that it is a rather specific term, which is certainly not the case. 
Thiss is due to the fact that WordNet does not list all possible years as hyponyms of 
thee concept year. One way to distinguish between truly specific focus words such 
ass satellite and words such as year is the feature c lass i fy ing word, which is set to 1 
forr year, and 0 for satellite. 

Inn question 1643, the phrase Rhode Island was correctly identified as a location, 
andd the locat ion feature was set to 1 for both words. 

Inn question 1470, Herbert Hoover was recognized as a name and for Herbert the 
personn name feature was set to f i r s t and for Hoover it was set to last. If a noun was 
nott recognized as part of a name the feature is set to no, and for part-of-speech tags 
otherr than nouns, the feature is set to na (not applicable). 

Questionn 1557 contains a superlative adjective, viz. first, and the super la t ive 
featuree is therefore set to 1. 

6Inn table 5.6, some of the question classes had to be shortened to make the table fit on the page. The 
classs l o c a t i on was shortened to loca t ., da te -o f -dea th to death, and th i ng - i dent to t h - i d. 
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Tablee 5.6: Example questions and their feature instantiations 

word d 

countri i 
game e 
croquet t 
origin n 

presid d 
herbert t 
hoover r 
die e 

year r 
movi i 
ol l 
yeller r 
make e 

first t 
satellit t 
space e 

found d 
rhode e 
island d 

InIn what country did the game of croquet originate? 
NNN 1 0 locat. 0 0 300 0.25 1 
NNN 0 0 locat. 0 0 195 0.25 0 
NNN 0 0 locat. 0 0 0 0.25 0 
VBB 0 0 locat. 0 0 0 0.25 0 
WhenWhen did president Herbert Hoover die? 
NNN 0 0 death 0 0 2 0.25 0 
NNPP 0 0 death 0 0 0 0.25 0 
NNPP 0 0 death 0 0 0 0.25 0 
VBB 0 0 death 0 0 4 0.25 1 
WhatWhat year was the movie "Ole Yeller" made? 
NNN 1 0 date 0 0 21 0.20 1 
NNN 0 0 date 0 0 15 0.20 0 
NNPP 0 0 date 0 1 0 0.20 0 
NNPP 0 0 date 0 1 0 0.20 0 
VV 0 0 date 0 0 2 0.20 0 
WhatWhat was the first satellite in space? 
JJSS 1 1 th-id 0 0 7 0.33 0 
NNN 1 1 th-id 0 0 20 0.33 0 
NNN 0 1 th-id 0 0 103 0.33 0 
WhoWho founded Rhode Island? 
VV 0 0 agent 0 0 0 0.33 0 
NNPP 0 0 agent 0 0 0 0.33 0 
NNPP 0 0 agent 0 0 0 0.33 0 

0 0 
0 0 
0 0 
0 0 

0 0 
0 0 
0 0 
0 0 

0 0 
0 0 
0 0 
0 0 
0 0 

0 0 
0 0 
0 0 

0 0 
1 1 
1 1 

0 0 
0 0 
0 0 
0 0 

0 0 
0 0 
0 0 
0 0 

0 0 
0 0 
0 0 
0 0 
0 0 

0 0 
0 0 
0 0 

0 0 
0 0 
0 0 

0 0 
0 0 
0 0 
0 0 

0 0 
1 1 
1 1 
0 0 

0 0 
0 0 
1 1 
1 1 
0 0 

0 0 
0 0 
0 0 

0 0 
1 1 
1 1 

no o 
no o 
no o 
na a 

no o 
no o 
no o 
na a 

no o 
no o 
no o 
no o 
na a 

na a 
yes s 
no o 

na a 
no o 
no o 

no o 
no o 
no o 
na a 

no o 
first t 
last t 
na a 

no o 
no o 
no o 
no o 
na a 

na a 
no o 
no o 

na a 
no o 
no o 

(topicc id: 1394) 
00 1 0 0.07 
00 2 1 0.13 
00 0 0 0.58 
00 1 0 0.20 

(topicc id: 1470) 
00 1 0 0.08 
00 0 0 0.34 
00 1 0 0.42 
00 1 0 0.16 

(topicc id: 1546) 
00 1 0 0.03 
00 0 0 0.16 
00 0 0 0.29 
00 4 0 0.48 
00 0 0 0.04 

(topicc id: 1557) 
00 0 0 0.12 
00 4 0 0.49 
00 0 0 0.40 

(topicc id: 1643) 
00 2 0 0.31 
00 0 0 0.43 
00 1 0 0.26 

Inn order to learn term weights, each of the feature vectors is adorned with its 
termm weight, as described in section 5.3. The weighted feature vector is an instance 
forr the machine learning algorithm. Figure 5.3 shows the actual inputt to the machine 
learningg algorithm. Note that in the feature representations, there is no reference to 
thee term itself, or the query from which the term is taken. Also, the instances (lines) 
inn figure 5.3 are completely independent of each other. 

5.55 Machine Learning Approaches 

Theree are numerous machine learning approaches that can be used for learning 
queryy formulation, including neural networks (Hertz et al., 1991), decision trees 
(Quinlan,, 1993), naive Bayes (Duda and Hart, 1973), and linear regression (Press 
ett al., 1988). For the purpose of learning query formulation, the machine learning 
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Figuree 5.3: Input data for the machine learning algorithm 
Featuree representation of the questions In what country did the ga 
(liness 1-4) and When did president Herbert Hoover die? (lines 5-8). 

NN, , 

NN, , 
NN, , 

V, , 
NN, , 

NNP P 
NNP P 

V, , 

1,, 0, l oca t i on, 0 
0,, 0, l oca t i on, 0 
0,, 0, l oca t i on, 0 

0,, 0, l oca t i on, 0, 
0,, 0, da te -dea th, 

,, 0, 0, da te-death 
,, 0, 0, da te-death 

o, , 
0, , 

0, , 
0, , 

0, , 

o, , 
0, , 

0,, 0, da te -dea th, 0, C 

300,, 0.25, 
195,, 0.25, 
0,, 0 .25, 0 

0,, 0 .25, 0, 
0,, 2, 0.25, 
0,, 0, 0.25 
0,, 0, 0.25 

,, 4, 0 .25, 

1,, 0, 0, 0, yes, 
0,, 0, 0, 0, yes, 
0,, 0, 0, yes, nc 

0,, 0, 0, na, na, 
0,, 0, 0, 0, yes, 
0,, 0, 0, 1, yes 
0,, 0, 0, 1, yes 

no,, 0, 
no,, 0, 
),, 0, 0 

meme of croquet 

l , , 

2, , 
0 0 

0,, 1, 0, ( 
no,, 0, 
f i r s t t 
l a s t, , 

L,, 0, 0, 0, na, na, 0, 1 

1, , 
0 0 

o, , 
0 0 

0,, 0.07, 
1,, 0 .13, 
0.58,, 1 

D.20,, - 1 . 
0,, 0 .08, 
0,, 0, 0 

1,, 0, 0. 
0.16,, 0 

originate? originate? 

-1 .0 0 
0 .0 0 

.0 0 
D D 
-0.017 7 

.34,, 0.307 
42,, 0.969 
.133 3 

algorithmm should satisfy two desiderata: 

1.. The class labels should indicate a degree of the query term's usefulness for 
queryy formulation. 

2.. The resulting classification rules should be interpretable. 

Thee first desideratum is based on the intuition that simple binary nominal classifi-
cationn might be too strict. Given the query term weights the way they are described 
above,, binary classification could be accomplished by distinguishing between terms 
withh a positive and negative (or zero) weight. Ordinal classification, on the other 
hand,, imposes an order on the classes. For instance, Pa§ca (2001) distinguishes be-
tweenn high-relevance, medium-relevance, and low-relevance query terms, which 
aree obviously ordered. Hence, misclassifying a high-relevance query term as a 
medium-relevancee one is less harmful than misclassifying it as low-relevance term. 
Thiss kind of ordering cannot be captured by nominal classification. Assuming real-
valuedd query term weights, as introduced above, ordinal classification requires them 
too be discretized. Although there are standard techniques for discretization, see 
e.g.,, (Fayyad and Irani, 1993) and (Kohavi and Sahami, 1996), it is doubtful whether 
thesee classes wil l correspond to an intuitive interpretation, such as high-relevance, 
medium-relevancee or low-relevance term. Additionally, there is very limited off-
the-shelff  machine learning software available that supports ordinal classification, 
seee e.g., (Frank and Hall, 2001). 

Thiss brings us to the third kind of classification: interval classification. Here, 
classess are real numbers, and the aim of the machine learning algorithm is to assign 
aa real number to an unseen instance that is as close as possible to the 'actual' real 
valuee of that instance. The advantage of interval classification is that it does not 
involvee discretization of the classes, which might be too crude a method, and several 
off-the-shelff  machine learning programs support interval classification. 

Thee second desideratum states that the resulting classification rules should be 
interpretable.. This is mainly to gain some insight into question interpretation. Some 
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machinee learning approaches, such as neural networks—although being extremely 
powerful—generatee classification rules that are completely opaque, unless used for 
triviall  tasks. 

Decisionn trees, naive Bayes, and linear regression, all allow for interval classifi-
cationn and generate transparent classification rules. Linear regression might be too 
limitedd because it assumes that the distribution of weights over the set of features 
cann be approximated by a linear function. Naive Bayes classification is known to 
bee well-performing for nominal classification (Domingos and Pazzani, 1997), but it 
iss performing rather badly for interval classification, see (Frank et al., 2000). This 
leavess us with decision tree learning. Probably the best-known algorithm for de-
cisionn tree learning is Quinlan's C4.5 (Quinlan, 1993), but C4.5 cannot deal with 
continuouss classes. But M5 (Quinlan, 1992), which is an extension of C4.5, does 
alloww for continuous classification. 

Thee M5 algorithm builds model trees combining conventional decision tree learn-
ingg with the possibility of linear regression models at the leaves of the tree. The re-
sultingg representation is relatively transparent because the decision structure is clear 
andd the regression models are normally easily interpretable. The idea of model trees 
iss largely based on the concept of regression trees, which are adopted by the well-
knownn CART system (Breimann et al., 1984). The advantage of M5 over CART is that 
modell  trees are generally much smaller than regression trees and have proved to be 
moree accurate in a number of tasks, cf. (Quinlan, 1992). 

Thee learning algorithm we use here, is M5' (Wang and Witten, 1997), which is a 
reconstructionn of Quinlan's original M5 algorithm, for which only very few details 
aree readily available. M5' is also reported to perform somewhat better than the 
originall  algorithm on the standard datasets for which results have been published, 
seee (Eibe et a l, 1998). M5' is part of the WEKA machine learning software package 
(Wittenn and Frank, 1999)7 

Figuree 5.4 shows an example model tree generated by M5', for the CPU perfor-
mancee dataset8, a standard machine learning dataset from the UCI Repository. The 
purposee of the CPU dataset is to learn predicting the CPU performance of a com-
puter,, given a number of hardware specifications. The tree structure of the model 
treee in figure 5.4 is very simple, just containing one single branching (decision), 
whichh checks whether the maximum main memory (MMAX) is greater than 14,000 
kilobytes,, or not. The leaves of these two branches each hold a linear model: LM1 
andd LM2, which are further specified in the lower part of the output. The number in 
frontt of each attribute represents its weight. For instance, in model LM1, the cache 
memoryy (CACH) is multiplied by 0.552. Because multiplication cannot be directly 
appliedd to nominal attributes, different subsets of the possible values are treated 
separatelyy as binary (0/1) attributes. Both models involve one nominal attribute, 
calledd vendor. The expression vendor=adviser, sperry, amdahl is interpreted as 
follows:: if vendor is either adviser, sperry, or amdahl, then substitute it by 1, and 

7Freelyy available at h t t p: //www. cs. waikato. ac. nz/~ml/. 
8Availablee ath t tp : / /www. ics .uc i .edu/~mlearn/MLReposi tory .h tml. 

http://www.ics.uci.edu/~mlearn/MLRepository.html
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MMAXX <« 14000 : LM1 
MMAXX > 14000 : LM2 

Modelss at the leaves (smoothed): 
LM1:: c lass = 4.15 

-- 2.05vendor=honeywell, ipl, ibm,cdc,ncr,basf, 
gould,, Siemens,nas,adviser,sperry,amdahl 

++ 5.43vendor=adviser,sperry,amdahl 
-- 5.78vendor=amdahl 
++ 0.00638MYCT + 0.00158MMIN + 0.00345MMAX 
++ 0.552CACH + 1.14CHMIN + 0.0945CHMAX 

LM2:: c lass = -113 
-- 56. lvendor=honeywell , ipl , ibm,cdc,ncr,basf, 

gould,Siemens,nas,adviser,sperry,amdahl l 
++ 10.2vendor=adviser,sperry,amdahl 
-- 10.9vendor=amdahl 
++ 0.012MYCT + 0.0145MMIN + 0.0089MMAX 
++ 0.808CACH + 1.29CHMAX 

otherwisee substitute it by 0. 

5.66 Experimental Results 

Inn this section, we describe the results of applying the M5' model tree learning algo-
rithmm to learning query term weights, as described in the previous sections. There 
aree two kinds of results: First, the learned model tree itself and the extent to which it 
providess further insights into understanding questions and the roles of the words in 
aa question. Second, the effectiveness of the learned query term weights when used 
forr document retrieval as a pre-fetch to a question answering system. 

5.6.11 Model Tree Generation 

Thee structure of a model tree depends on the set of instances on which M5' is 
trained.. In order to generate the most general model tree that is possible in the 
currentt setting, we applied M5' to all data sets together, i.e., TREC-9, TREC-10, and 
TREC-11.. This results in 4395 instances or feature representations of question words. 
Figuree 5.5 shows the model tree that has been generated by M5'. Since the model 
treee is rather complex, we wil l not describe it in full detail, but discuss some of its 
moree prevalent aspects. 
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LMl l 

)dell tree for questions from TREC-9. TREC-10 and TREC-11 

personname=first,no.las tt  < = 0. 5 : 
relid ff  < = 0.33 2 : 

noleave ss  < = 2. 5 : 
tag=JJ,LS,CD,JJS,NN,PRP,F,NNP,NN,NN PP < = 0. 5 
tag=JJ,LS,CD,JJS,NN,PRP,F,NNP,NN,NN PP >  0. 5 

qtype=number- tt  ime-period,date-of-death,number-length , 
objj  ect,agent,number-much,thing-ident.name-instance , 
pers-ident,location,number-time-age,number-temperature , , 
number-distance,number-many-people,reason,currency , , 
pers-def.capital,thing-de ff  < = 0. 5 : 
||  uppercase= l  < = 0. 5 : 
||  |  tag=LS,CD,JJS,NN,PRP,F,NNP,NN,NN P < = 0. 5 :  LM2 
||  |  tag^S.CD.JJS.NN.PRP.F.NNP.NN.NN P >  0. 5 :  LM3 
II  uppercase= l  >  0. 5 :  LM4 
qtype=number- tt  ime-period,date-of-death,number-length , 
objj  ect,agent,number-much,thing-ident,name-ins t  ance , 
pers-ident,location,number-time-age.number-temperature , , 
number-distance.number-many-people,reason,currency , , 
pers-def.capital,thing-de ff  >  0. 5 :  LM5 

noleave ss  >  2. 5 :  LM6 
relid ff  >  0.33 2 :  LM7 

personname=first.no,las tt  >  0. 5 : 
relid ff  < = 0.28 9 : 

noleave ss  < = 13. 5 : 
relid ff  < = 0.18 2 :  LM8 
relid ff  >  0.18 2 : 

noleave ss  < = 0. 5 : 
noincomingedge ss  < = 0. 5 :  LM9 
noincomingedge ss  >  0. 5 : 
II  wordrati o < = 0.22 5 :  LM10 
II  wordrati o >  0.22 5 :  LM11 

noleave ss  >  0. 5 : 
qtype=agent.number-much,thing-ident.name-instance , , 
pers-ident,location,number-time-age.number-temperature , , 
number-distance,number-many-people.reason,currency , , 
pers-def.capital,thing-de ff  < = 0. 5 :  LM12 
qtype=agent,number-much,thing-ident.name-instance , , 
pers-ident.location,number-time-age.number-temperature , , 
number-distance,number-many-people,reason,currency , , 
pers-def.capital,thing-de ff  >  0. 5 :  LM13 
13. 55 :  LM14 noleave s s 

relid ff  >  0.28 9 : 
wordrati oo < = 0.41 5 : 
wordrati oo >  0.41 5 : 
II  relid f  < -  0.73 9 
II  relid f  >  0.73 9 

LM15 5 

LH16 6 
LM17 7 

Thee highest branching of the model tree in figure 5.5, checks whether the word at 

http://irst.no
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handd is a first name, last name or other noun. If this is not the case (i.e., personname 
== f i r s t ,no, l a st <= 0.5), further analysis descends down the left branch—roughly 
thee upper half of figure 5.5—and otherwise it descends down the right branch. On 
thee next level, branching depends on the relative idf value, making a case distinc-
tionn in each subtree, viz. whether the relative idf value is smaller or equal to 0.332, 
orr whether it is smaller or equal to 0.289, respectively. 

Mostt branchings in the tree are related to the frequency of the term, viz. re l idf, 
itss generality noleaves, and the question type (qtype) of the question from which 
thee word was taken. 

Thee model tree has 17 leaves. To each leave a linear regression model is at-
tachedd (LM1-LM17). These linear models are quite complex and it is impossible to 
displayy them here in full detail, nevertheless, we want to discuss some of their as-
pects.. In figure 5.6, an abbreviated version of model LM1 is displayed. This model 
confirmss some of the intuitions for query term selection as discussed above. If the 
wordd occurs in the question focus, this has a negative impact on the term weight (-
0.00816focus).. Also, if the question does not contain a superlative adjective, the 
queryy term weight is lowered {- 0.00135superlative=0). Words that are not used 
too classify the question receive a higher term weight (+ 0.0084usedtoclassif y=0), 
ass do question words that are not abbreviations (+ 1.03abbreviation=0). If a word 
iss not a hypernym of one of the other words in the same questions, the weight is 
raisedd (+ 0 .00218hypernym=0). Also the fact that a word is recognized as a person's 
lastt name increases the term weight (+ 0.00131personname=last). 

Figuree 5.6: An excerpt of a linear model of the model tree 
Featuree representation of the questions In what country did the game of croquet originate? 
(liness 1-4) and When did president Herbert Hoover die? (lines 5-8). 

LM1:: c lass = -1.12 + 0.00243tag=R,V,JJ,LS,CD,JJS.NN.PRP.FjNNP.NN.NNP 
++ 0. 0169tag=J J, LS, CD, J JS, NN, PRP, F, NNP, NN, MP 
++ 0.0055tag=LS,CD,JJS,NN,PRP,F,NNP,NN,NNP 
-- 0.00132tag=JJS,NN,PRP,F,NNP,NN,NNP - 0.00172tag=NNP 
-- 0.00816focus - 0.00135superlative=0 

++ 0.0084usedtoclassify=0 + 1.03abbreviation=0 
++ 0.03uppercase=l + 0.0181personname=na,f irst,no, last 
++ 0.00178personname=no,last + 0.00131personname=last 
++ 0.00218hypernym=0 + 0.0112relidf 

Beforee we evaluate the effectiveness of using the model tree to predict term 
weightss for retrieval purposes, we discuss the accuracy of the learned model tree 
itself.. Table 5.7 provides some of the figures that are generated by the WEKA ma-
chinee learning package for the model tree learning algorithm. Evaluation has been 
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Tablee 5.7: Accuracy of the model tree learning algorithm 
Correlationn coefficient 
Meann absolute error 
Relativee absolute error 

0.5018 8 
0.3783 3 
82.1% % 

donee on the training data using ten-fold cross validation. In rc-fold cross validation, 
thee training data is arbitrarily split into n partitions. The model tree learning algo-
rithmm is applied n times to n - 1 partitions, where each time a different partition is 
heldd out for evaluating. Overall evaluation scores are obtained by averaging over 
thee n individual evaluation scores. The correlation coefficient indicates the degree 
too which the predicted value and the original vales, as provided by the test data, 
correlate.. A value of 1 (-1) indicates perfect (inverse) correlation, and a value of 0 
indicatess no correlation at all. Here, a correlation coefficient of 0.5 means that the 
predictedd and original values are weakly correlated. The mean absolute error is the 
meann absolute difference between the predicted value (term weight) and the orig-
inall  value. The relative absolute error is the mean relative difference between the 
predictedd value and the original value expressed in percents. A relative absolute 
errorr of 100% corresponds to the error that would have been obtained by always 
takingg the mean value of all training instances for prediction. In our experiments, 
thee relative absolute error is 82.1%, which is rather high, but still substantially better 
thann choosing the mean training value for prediction. 

Inn addition to evaluating the accuracy of the whole model tree, it is also inter-
estingg to estimate the importance of a single feature or attribute for learning the 
queryy term weight. This can be done by computing the attribute's information gain, 
cf.. (Breimann et a l, 1984). Information gain measures the reduction in uncertainty, 
wheree the degree of uncertainty is measured as the entropy. The information gain of 
attributee A with respect to class C is defined as: 

(5.39)) InfoGain(A,C) = H(C) - H(C\A) 

== - X P(c)lo82(P(c)) 
ceC ceC 

- ' I II  P(c,fl)log2(p(c|«)) 
\\ c€CaeA ) 

Notee that the information gain computes the importance of an attribute indepen-
dentlyy of other attributes. 

Thee problem with using information gain in the current context is that a number 
off  attributes and the learned class, the query term weight, have to be discretized. 
Discretizationn is a non-trivial process in itself, and the way discretization is carried 
outt has an impact on the estimation of the information gain. Hence, we used a 
different,, and less commonly used measure, viz. regression relief, which is a measure 
forr estimating the importance of an attribute for learning the query term weight, 
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andd which can easily deal with continuous attributes and classes. 
Robnik-Sikonjaa and Kononenko (1997, 2003) introduce the regression relief algo-

rithmm (RReliefF) to estimate the weight of an attribute. The key idea of the RReliefF 
algorithmm is to estimate the quality of an attribute according to how well it discrim-
inatess between instances (feature vectors of query terms) that are near to each other. 
Forr this purpose, an instance R is selected randomly. Then, the k nearest instances, 
withh respect to the class value, are selected, and the difference between the value 
off  an attribute A of R and the value of the same attribute for one of the k instances 
iss compared with respect to the difference of their class values. This process is re-
peatedd for a number of instances, potentially all, which finally leads to a weight 
forr each attribute. The weight can range between - 1 and 1. The full details of the 
RReliefFF algorithm can be found in (Robnik-Sikonja and Kononenko, 1997, 2003). 

Tablee 5.8 shows the RReliefF estimates for the 18 attributes or features that were 
usedd to learn query term weights. The classes (the term weights themselves) were 
determinedd by applying the model tree that was generated from the TREC-9, TREC-
10,, and TREC-11 datasets. For computing the RReliefF estimates, we used the WEKA 
system,, which provides and implementation of the RReliefF algorithm. 

Tablee 5.8: RReliefF estimates of features 
Rank k 

1 1 
2 2 
3 3 
4 4 
5 5 
6 6 
7 7 
8 8 
9 9 

10 0 
11 1 
12 2 
13 3 
14 4 
15 5 
16 6 
17 7 
18 8 

Feature e 
abbreviation n 
qrype e 
noleaves s 
relidf f 
tag g 
focus s 
wordratio o 
hypernym m 
superlative e 
twice e 
quotes s 
honorific c 
usedtoclassify y 
uppercase e 
noincomingedges s 
modifiednoun n 
location n 
personname e 

RReliefFF Value 
0.006088 8 
0.004000 0 
0.003909 9 
0.003655 5 
0.003272 2 
0.003058 8 
0.002637 7 
0.001847 7 
0.001492 2 
0.000966 6 
0.000502 2 
0.000229 9 
0.000163 3 
0.000109 9 
0.000006 6 

-0.000030 0 
-0.000454 4 
-0.001028 8 

Thee ranking of the features reveals a number of interesting aspects. First, the 
personnamee feature is ranked lowest according to the RReliefF estimation, but it is 
thee highest branching feature in the model tree in figure 5.5. One explanation for 
thiss discrepancy is the fact that personname is apparently too general a feature to 
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predictt query term weights by itself. The abbreviat ion feature receives the highest 
RReliefFF estimate, although it does not appear in the model tree in figure 5.5. The 
highh rank of the abbreviat ion feature is probably due to the fact that it occurs in 
alll  of the linear models LM1-LM17 with a relatively high regression coefficient, at the 
leavess of the model tree. The same holds for the qtype feature. The re l idf and 
noleavess features, which are also ranked high by RReliefF, also occur high in the 
modell  tree, but are apparently more helpful for predicting the term weights than the 
personnamee feature, because they also occur in all linear models with coefficients 
thatt are higher than the coefficients of the personname feature. 

Unfortunately,, it is hard to distillate an explanation for each of the features' RRe-
liefFF estimate from the model tree. Nevertheless the RReliefF estimate does provide 
somee insight into the importance of a feature independent of other features, that can 
bee used for query term selection or weighting. 

5.6.22 Retrieval Effectiveness of Learned Term Weights 

Abovee we discussed some aspects of the model tree that might shed some light 
onn understanding a question, and the way words from the question are useful for 
retrievingg a document that contains an answer to it. 

Inn the retrieval approaches that were discussed in the previous chapters, the 
weightt of a query term was dependent on two factors: The frequency of a term in 
aa document, and the collection frequency, i.e., the number of documents containing 
thatt term. If we want to integrate the learned term weights, as described above, 
thee computation of the retrieval status value (RS V) has to be adapted appropriately. 
Here,, we use the learned query term weights in combination with the original re-
trievall  status value that resulted from computing the similarity between a query q 
andd a document d according to the Lnu.ltc weighting scheme, which results in the 
neww retrieval status value: RSVi, which is defined as follows: 

RSVRSVLL(q,d)(q,d) = X RSV(q,d)-weiëht(fr(t,q))-idf(t) 
teqnd teqnd 

HeTe,fr(t,q)HeTe,fr(t,q) is the feature representation of term t in query q, and weight(fr(t,q)) 
iss the learned weight, which results from applying the M5' model tree to that fea-
turee vector. RSV(q, d) is the document similarity according to the Lnu.ltc weighting 
scheme,, and idf (t) is the idf value of term t, i.e., \og2(N/dft). 

Thee model tree described in the previous subsection was generated by using all 
threee data sets. Obviously, this model tree should not be used to evaluate the effec-
tivenesss of RSVL on the different TREC data sets, as it is completely based on seen 
instances.. Therefore we generated three different model trees, one for each of the 
TRECC data sets. The model tree for the TREC-9 data set used feature representations 
off  words from TREC-10 and TREC-11 (2854 instances), the model tree for the TREC-
100 data set used feature representations of words from TREC-9 and TREC-11 (3167 
instances),, and the model tree for the TREC-11 data set used feature representations 
off  words from TREC-9 and TREC-10 (2769 instances). 
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First,, we considered the performance with respect to the answer-at-n (a@n) mea-
sure.. Table 5.9 shows the results of using learned query terms weights in contrast to 
thee Lnu.ltc base line. Unfortunately, the improvements are rather modest, although 

Tablee 5.9: Comparison of the a@n scores of learned-weights retrieval runs to baseline runs 
TREC-99 TREC-10 TREC-11 

a@na@n Lnu.ltc msw Lnu.ltc msw Lnu.ltc msw 
a@5 5 

a@10 0 
a@20 0 
a@50 0 

0.7000 0.727 (+3.7%)A 

0.7855 0.806 (+2.7%)-
0.8455 0.863 (+2.1%) 
0.9144 0.908 (-0.1%) 

0.6499 0.654 (+0.1%) 
0.7344 0.730 (-0.1%) 
0.8011 0.804 ) 
0.8755 0.859 (-1.8%) 

0.5233 0.547 (+4.6%) 
0.6266 0.637 (+1.8%) 
0.7055 0.732 (+3.8%)-
0.7955 0.815 (+2.5%) 

stilll  statistically significant in some cases. In a few cases, retrieval effectiveness even 
dropss slightly. Next, we consider the performance with respect to mean average 
precisionn and the results are displayed in table 5.10. Compared to the Lnu.ltc base 

Tablee 5.10: Comparison of MAP of learned-weights retrieval runs to baseline runs 
TREC-9 9 

Lnu.ltcc msw 
TREC-10 0 

Lnu.ltcc msw 
TREC-11 1 

Lnu.ltcc msw 
MA P P 0.2800 0.328 (+17.1%)A 0.279 0.296 (+6.1%)*  0.214 0.242 (+13.1%)A 

line,, the improvements are clearly statistically significant. One explanation for the 
differencee in relative improvement over the base line between measuring a@n and 
meann average precision could be the fact that query term weights used for training 
weree computed with respect to the queries average precision, see section 5.3. 

5.77 Conclusions 

Inn this chapter we investigated to what extent it is possible to learn query term 
weightss for better query formulation. As we have seen in section 5.2, keyword se-
lectionn has a strong impact on the performance of the retrieval component. 

Inn order to learn query term weights, we considered all possible ways of se-
lectingg terms from the original question for query formulation, and we used the 
performancee results of each possible formulation in order to determine individual 
queryy term weights. 

Queryy terms are represented as sets of features on which the M5' model tree 
learningg algorithm is trained. The resulting model tree confirms some of the heuris-
ticss and intuitions for keyword selection than can be found in the literature, see, e.g., 
(Pa§ca,, 2001). We have evaluated the retrieval with learned query weights and com-
paredd the performance to the Lnu.ltc base line. Unfortunately, the improvements 
aree rather modest, staying far behind the potential improvements optimal query 
selectionn can yield, see section 5.2. The fact that improvements are rather modest 
couldd have two reasons: First, our approach to learning query term weights con-
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tainss too many errors, and, second, our way of integrating the learned weights into 
thee computation of the retrieval status value is imperfect. 

Obviously,, it is hard to estimate whether the set of features we used to represent 
queryy terms is appropriate and whether it indeed captures the aspects that are in-
dicativee for predicting the importance of a query term. One important aspect that 
iss surely missing is any representation of the answer documents in which the terms 
occur.. In some cases the issue whether a term is helpful for retrieving answer doc-
umentss simply depends on some idiosyncrasies of the documents that contain an 
answer.. On the other hand, our training sets were of considerable size and reason-
ablyy varied, in order to abstract away from those idiosyncrasies. 

Anotherr way to improve the learning algorithm is to use an ensemble of ma-
chinee learners, instead of a single one, see, e.g., (Dietterich, 1997; Breimann, 1996; 
Freundd and Schapire, 1995,1996). Using ensembles has been shown to be rather ef-
fectivee for many standard machine learning data sets, and it might also be effective 
inn the current setting. Using an ensemble of machine learners to predict query term 
weightss remains part of our future work. 

Thee second question, whether the learned query weights are properly integrated 
intoo our similarity measure, is also difficult to answer, since there are many ways to 
definee document similarity and a more comprehensive investigation of this issue 
remainss a task to be carried out in future work. 




