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Queryy Expansion for  Specific 
Questionn Classes 

Expandingg queries with terms that are semantically related to query terms, 
orr frequently co-occur with them, has a long tradition in document re-
trieval.. In this chapter, we investigate the expansion of queries with terms 
thatt are likely to occur in a correct answer, which is particularly applicable 
too questions asking for measurements, such as height, length, etc. Query 
expansionn is accomplished by using structured queries, where the expan-
sionn terms are grouped together by a special operator. In order to work 
withh structured queries, minimal span weighting has to be adapted appro-
priately.. The experimental results on the TREC data sets show that query 
expansionn yields substantial improvements over an unexpanded baseline. 

W henn asking a question, one often has certain expectations about the an-
swer,, whether it should be a person's name, a date, a city, etc. Although 
thee actual answer is not known to the questioner, he or she expects it to 

bee of a certain type. In question answering systems, these expectations or type con-
straintss are reflected by the question classification component, which controls the 
processs of identifying elements in the document collection that are of the appropri-
atee type. 

Forr some types of questions, we have even more concrete information about 
whatt certain parts of an answer look like. Questions where this is typically the case 
aree questions asking for measurements, such as the height, age, costs, or tempera-
turee of something. Here, answers have the form of a number followed by an appro-
priatee measurement unit, such as feet as a unit for measuring height, and dollars as 
aa unit for measuring prices. For common measures, including the aforementioned 
ones,, the set of measurement units that are used to express the degree of a certain 
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propertyy is rather small. E.g., length can be measured in inches, feet, yards, miles, me-
ters,ters, kilometers, and a number of additional units, but nevertheless, the set remains 
relativelyy small. 

Thee fact that the number of measurement units is restricted eases the process of 
identifyingg phrases of the appropriate type. But it also has some consequences for 
retrievingg documents that are likely to contain an answer to a question asking for a 
certainn measure. When asking a question about a particular measure, we know that 
ann answer document is very likely to contain one of the corresponding measurement 
units,, and this can be exploited in the context of retrieval as a pre-fetch to a QA 
system.. Consider question (6.1.a) which asks for the location of the Eiffel Tower. 

(6.1)) a. Where is the Eiffel Tower? {topic id: 1205) 

b.. e i f f el AND tower 

(6.2)) a. How tall is the Eiffel Tower in France? (topic id: 1692) 

b.. e i f f el AND tower AND france AND (foot OR meter OR inch) 

Thee only constraint on the answer phrase is that it has to be the name of a location, 
suchh as a city or country name; Paris or France in this case. Beyond this, there are 
noo further clues what the answer might look like. Of course, one could consider 
forr instance words such as in and near as indicators for locations, but these words 
aree so frequent that it is questionable whether they are discriminative enough to 
bee useful for identifying documents that are likely to contain an answer. Including 
eachh possible location into the query used for pre-fetching is absolutely infeasible, 
andd therefore (6.1.b) seems to be the most appropriate query for question (6.1.a). 
Questionn (6.2.b) asks for the height of the Eiffel Tower. Although at this stage, we 
doo not know what correct answers exactly look like, we do know that they have to 
containn a measurement unit such as feet or meters. Given this additional information, 
wee can formulate the more restrictive query (6.2.b). 

Thee remainder of this chapter is organized as follows: The next section provides 
aa brief overview of related work on query expansion in the context of question an-
swering.. Section 6.2 discusses the types of queries that eligible for expansion in 
thee current setting, as well as terms that are used for expansion. In section 6.3 we 
explainn how structured querying is used to deal with query expansion. Section 6.4 
providess the experimental results for comparing expanded querying to unexpanded 
retrieval.. Finally, section 6.5 gives a few concluding remarks, and an outlook on 
somee remaining issues. 

6.11 Related Work 

Theree are a number of approaches to query formulation in the context of question 
answering,, some of which have already been discussed in the previous chapter. 
Mostt of the work on query expansions for question answering focuses on extending 
thee queries with semantically related terms, such as synonyms. 
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Magninii  and Prevete (2000) describe an approach where they take the terms 
fromm the original question and add to the query morphological variants and syn-
onymss of the original terms and the morphological variants. Their experiments 
weree carried out for Italian questions, and synonyms were identified by consulting 
thee ItalWordNet database (Roventini et al., 2000), which is an extension of the Italian 
partt of EuroWordNet (Vossen, 1998). The resulting boolean queries are rather com-
plex,, and different strategies are discussed to integrate the morphological and se-
manticc variants. Magnini and Prevete (2000) report substantial improvements when 
usingg query expansion. One shortcoming of their implementation is that word sense 
disambiguationn is done manually, which is a significant simplification of the actual 
task,, where this has to be done automatically. In the context of ad hoc retrieval, 
Sandersonn (2000) shows that the quality of automatic word sense disambiguation 
hass a very strong impact on retrieval performance. 

Agichteinn et al. (2001, to appear) use the World Wide Web to find answers to 
naturall  language questions. A number of keywords from the original question are 
usedd to form queries, which are expanded with phrases that are likely to occur in a 
declarativee sentence that contains an answer. For instance, the question What is a bin-
turong?turong? is transformed into the queries: binturong ' re fe rs t o ', binturong ' i s 
a ',, and binturong ' i s usua l ly ', which are then posted to a web search engine 
suchh as ALTAVIST A or GOOGLE. In their experiments, they focused on four ques-
tionn types: person definition questions (who is/was), procedural question (how 
do/cann I), location questions (where is, where can I), and definition questions (what 
is/are).. By evaluating their expansion approach on a set of questions of these types, 
theyy report substantial improvements in comparison to the underlying web search 
engines. . 

Yangg and Chua (2002); Yang et al, (2003) use the World Wide Web in combination 
withh WordNet to find additional terms to expand the query. In the first step, they use 
thee original terms from the question to pose a query to a web search engine. From 
thee returned web pages, terms are extracted that frequently occur in the proximity 
off  question terms. If a term occurs more frequently than could be expected by its a 
priorii  distribution, it is added to a list of expansion terms. In the second step, also 
termss from the WordNet glosses of the original question terms are added to the list 
off  expansion terms. For example, the final query for question (6.3.a) looks like query 
(6.3.b) ) 

(6.3)) a. What Spanish explorer discovered the Mississippi River? 
(topicc id: 1411) 

b.. Mississippi AND (French OR Spanish) AND Hernando AND Soto 
ANDD De AND 1541 AND Explorer AND ( f i r s t OR European OR River) 

Notee that the actual answer Hernando De Soto is also part of the expansion. This is a 
side-effectt of consulting web pages and adding terms that frequently co-occur with 
thee original question terms. 
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(Pragerr et al., 1999, 2000) introduce an approach, called predictive annotation, 
wheree they do not expand queries with actual terms, but with the answer type of 
thee corresponding question. For example, the query for the question When did the 
ChallengerChallenger explode? is OSYN(DATES, TIMES) Challenger explode, where QSYN is an 
alternativee operator, similar to the boolean OR.1 Their approach requires the docu-
mentss of the collection to be annotated with the respective question types. All occur-
rencess of phrases in the document collection that belong to one of the answer types 
aree indexed as such, along with the individual terms that comprise that phrase. 
Unfortunately,, they do not provide any comparison between expanded and unex-
pandedd pre-fetching that allows one to determine the effectiveness of expanding 
queriess with the corresponding answer types. One problem of their approach could 
liee in the frequency of certain answer types, such as PERSONS, NUMBERS or NAMES, 
whichh are so frequent that they might be rather useless for boosting text segments 
thatt actually contain an answer. For some of these categories, a division into further 
subtypess might be helpful. For example, NUMBERS might be further subdivided into 
SPEEDS,, TEMPERATURES, etc. 

6.22 Query Expansion 

Mostt approaches to query expansion for question answering either use global ex-
pansion,, where knowledge resources, such as WordNet, are used to identify terms 
thatt can be added to the query, or local expansion, where additional terms are taken 
fromm documents that were retrieved by an initial query that is built from the original 
questionss terms, much like blind feedback or local context analysis. Often both ap-
proachess also use the World Wide Web to provide enough data to make frequency 
basedd decisions feasible. Here, we use a somewhat different approach, which lies in 
betweenn global expansion and predictive annotation. 

Ass discussed above, for a number of questions, we already know some words 
thatt are likely to be part of an answer. This applies in particular to measurement 
questions,, such as questions asking for the height, length, or age of something. 

Tablee 6.1 lists the types of questions that are eligible for this type of expansion. Of 
course,, there is no standard on the types of questions, and most question answer-
ingg systems use different question types, see, e.g., (Hovy et al., 2001; Ferret et al., 
2000),, but it is fair to say that the question types used here are compatible with most 
classificationn schemes. These lists of expansion terms are based on a number of pi-
lott experiments and they turned out to be the most appropriate ones. The different 
expansionn terms for a given question type are added as alternatives to the query 
whichh contains the words of the original question. Note that the expansion lists are 
listss of words and not phrases. This limitation is due to the complications that arise 
inn our retrieval system FLEXIR for computing similarity scores when queries con-
tainn alternatives. This issue is discussed in more detail below. For some question 

1AA $ sign is attached to the answer type name in order to distinguish it from naturally occurring 
termss that are identical to them. 
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Tablee 6.1: Question types and their corresponding expansion terms 
questionn type 

number-many-people e 
number-money y 
number-length h 
number-speed d 
number-height t 
number-temperature e 
number-time-period d 
number-time-age e 
number-time-distance e 
number-size e 
number-weight t 
number-ratio o 
number-frequency y 
number-depth h 

expansions s 
people,, citizen, inhabitant, population, live 
dollar,, pound, $, usd, cent 
meter,, mile, kilometer, foot, yard 
mph,, per, kmh, speed, fast, mile, kilometer 
meter,, inch, foot, centimeter 
degree,, fahrenheit, Celsius 
hour,, day, week, month, year, decade 
year,, month, old, age 
anniversary,, ago 
square,, acre, size, large 
kg,, kilogram, pound, ton, lb, kiloton 
percent,, half, third, fourth, quarter, fifth 
time,, often 
meter,, inch, foot, centimeter 

types,, such as number-speed, it seems natural to expand the query with multi-word 
phrasess such as miles per hour and kilometers per hour, but unfortunately, this is not 
possiblee at the current stage, 2 and one has to make a decision which of the terms of 
suchh a phrase are appropriate to be added to the query. 

Altoughh some of the expansion terms are ambiguous, e.g., the term foot can refer 
too the measurement unit or the body part, they tend to be disambiuated properly 
byy minimal span weighting which takes into account the proximity between the 
differentt words of the query. 

Forr some question types, a more fine-grained type of classification might be 
evenn more appropriate. E.g., the type number-height covers questions asking for 
thee height of persons, buildings, mountains, etc. But sometimes, the height of a 
buildingg is measured in floors or stories. Hence, retrieval might benefit from an 
additionall  type such as number-height-building. At the current stage, we did not 
furtherr investigate the issue of a more fine-grained classification scheme, and its 
impactt on retrieval performance. 

Questionss (6.4-6.6) give some examples of queries that result from query expan-

(6.4)) How high is Mount Kinabalu? 
Questionn type: number-height 
Query:: mount kinabalu a l t (meter , inch, foot ,cent imet) 

(topicc id: 1420) 

(6.5)) How much are tickets to Disney World? (topicc id: 1487) 

2Thee reason for not being able to expand queries with multi-word phrases is purely caused by 
engineeringg issues. 
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Questionn type: number-money 
Query:: t i c ket d isnei world a l t (do l la r ,pound,$ ,usd,cent) 

(6.6)) How far away from the sun is Saturn? (topic id: 1644) 
Questionn type: number-length 
Query:: sun saturn a lt (meter,mi le,k i lomet, foot.yard) 

Notee that the queries contain the stemmed terms of the original question and the 
expansionn list of table 6.1. 

Thee expanded queries in examples (6.4-6.6) are not simple vectors of terms any-
more,, but contain an additional operator, viz. a l t. When computing the similarity 
betweenn the query and a document, only one of the terms in the scope of the a lt 
operatorr is used for computing the retrieval status value. The terms in the scope of 
thee a lt operator are truly interpreted as alternatives, meaning that if more than one 
alternativee matches it does not further contribute to the retrieval status value of the 
document.. If a query contains an alt-operator, we call it a structured query. 

Movingg from simple query vectors to structured queries is necessary in order 
too avoid rewarding documents that contain many alternative terms. As mentioned 
above,, alternative terms are just different ways to express the same or similar infor-
mation.. Note that representing an expanded query as a simple (unstructured) vec-
tor,, it can happen that documents containing many measurement terms are ranked 
higherr than documents containing many of the terms from the unexpanded query 
andd only a few measurement terms. 

6.33 Structured Querying 

Manyy approaches to query expansion with terms conveying similar information use 
booleann retrieval, where these terms are connected by the boolean OR operator. Since 
thee FLEXIR retrieval system, which we use throughout this thesis, is based on the 
vector-spacee model, which does not support the functionality of the boolean OR, a 
feww extensions are required. The main extension is to move to structured queries, 
includingg the a lt operator. 

Usingg structured queries instead of simple term vector queries requires some 
modificationss of the weighting scheme that is used to compute the similarity score 
betweenn a structured query and a document. In particular, two issues have to be 
addressed.. First, what weighting scheme is appropriate to compute the global sim-
ilarityy between a structured query and a document? Second, given the significant 
improvementss in effectiveness of minimal span weighting, we would also like to use 
itt for structured queries, but in order to do that some modifications of the minimal 
spann weighting algorithm are required. 
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6.3.11 Global Document Similarit y 

Inn the experiments described in the previous chapters, we used the Lnu.ltc weight-
ingg scheme, which is commonly used in vector space retrieval. However, when 
usingg structured queries instead of query vectors, two problems arise. Two illus-
tratee the problems, consider the Lnu.ltc weighting scheme, which was discussed in 
moree detail in section 3.3.1: 

(6.7)) sim(q,d) 

I I 
l+log(freqM M 

l+log(avg,,eiJfreqt,JJ max^freq,, ,, logg t 

teqnd teqnd ((ii - si) .pv+si- uwd ) . ^  ( m a x ; ; ; ^  iog (%) ) 
Thee gray shaded factor in the nominator corresponds to the weight of the within-

queryy frequency of term t, and the gray area in the denominator corresponds to the 
cosinee normalization of the query term vector. 

Inn the current implementation, query expansion is based purely on the question 
typee and not on the terms in the original question. For instance, consider question 
(6.8.a)) and the corresponding expanded query (6.8.b). 

(6.8)) a. What is the population of Maryland? (topic id: 1425) 

b.. popul maryland a l t ( peop l , c i t i zen , i nhab i t , popu l , l i ve) 

Inn this example, the term popul (the stem of population) occurs twice in the query. 
Onee time it comes from the original question, and the other time it is part of the list 
off  expansion terms for questions of the type number-population. Using the within-
queryy frequency weighting mentioned above, the weight of popul is considerably 
raised,, because it occurs twice as often in the query as all the other terms. But the 
increasee in frequency is just an artifact of the query expansion, and not a character-
isticc of the original question. The solution we propose is to remove terms from the 
queryy that also occur in the list of query expansion terms. 

Att this point, we also have to discuss the way in which alternative terms con-
tributee to the similarity measure between a document and a query. Given a query 
containingg an alternative operator a l t ( t i , t 2 , t3 ) , and a document d, we associate 
withh each term a contribution weight (cw(t, d)): 

(6.9)) (̂M) = 1+1 ^ l+log(avg,,6lJfreqtV)) b \nt 

Thee contribution weight depends on the normalized frequency of the term t in the 
document,, which corresponds to the L option in the Lnu.ltc weighting scheme, and 
thee idf score of term t, which corresponds to the t option in the Lnu.ltc weighting 
scheme.. The contribution weight allows one to order the alternative terms match-
ingg a document. For example, if a document A contains the terms t\ and tlr  and 
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cio{t\,d)cio{t\,d) > cw(t2,d), only term fj is used for computing the overall similarity be-
tweenn the query q and the document d. This way only the term with the highest 
contributionn weight is used, and documents containing several alternative terms 
aree not preferred over documents containing only one alternative term. 

Thee other issue is the cosine normalization of the query term vector, which is 
indicatedd by the gray area in the denominator of the similarity weighting equation 
(6.7).. By applying cosine normalization to the query vector, all weights of the terms 
inn the vector are normalized with respect to the square root of the sum of the squared 
originall  weights. The effect is that term weights are relativized with respect to the 
weightss of the other terms in the query. If we use structured query expansion, the 
questionn is whether the terms in the expansion list should be used for normalization, 
since,, as mentioned above, these terms have a different status, where documents 
matchingg many expansion terms are not to be preferred over documents that match 
onlyy one expansion term. 

Thee query normalization factor in equation (6.7) remains the same for all docu-
ments.. But in the case of queries containing alternative terms, the terms that are ac-
tuallyy used can change for each document, depending on which is the term with the 
highestt contribution weight. How this fact can be reconciled with applying query 
normalizationn is unclear to us, and we therefore decided to simply drop query co-
sinee normalization, as it is known not to have a strong influence on document simi-
larity,, see (Salton and Buckley, 1988). 

Thiss leads us to the final definition of global similarity between a query q and a 
documentt d: 

l+logtfreq, )̂) l o e / w ^ 

(6.10)) sim(q,d)= I 1 +yyi ' . V 

l+log(freq,l()) . /  ̂ \ 
^^ maX^q„^ 1+l og(avgt,( : i f reqt<|<)-  'Og (Jï) 

((11 -sl)  pv + sl  uw(() 

Inn equation (6.9), regular query terms and terms that occur in the scope of an al-
ternativee operator require a different treatment. We distinguish between two sets 
off  query terms. The set q' contains the terms from the original question (after stop 
wordd removal) that do not occur in the list of expansion terms of the corresponding 
questionn type. The other set qtl contains the alternative or expansion terms. In the 
currentt context, we assume that a query contains at most one alternative operator, 
butt the weighting scheme in (6.10), can easily be generalized to situations, where 
queriess contain more than one alternative operator. 

6.3.22 Minima l Span Weighting for  Structured Queries 

Ass we showed in chapter 4, minimal span weighting significantly improves retrieval 
effectivenesss in the context of question answering. In order to combine minimal 
spann weighting with structured querying, a few minor changes have to be made. 
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Recalll  that the minimal span weighting scheme consists of two factors: the global 
documentt similarity and the spanning factor, see section 4.2 for more details. When 
usingg structured queries, the global document similarity is computed as described 
inn the previous subsection. Given a list of alternative terms, only the term with the 
highestt contribution weights is used for computing the document similarity. How-
ever,, when computing the minimal matching span of a document, we might also 
wantt to consider other occurrences of alternative terms, even if they have a lower 
contributionn weight, but do occur in closer proximity to other matching query terms 
inn the document. 

Consideringg occurrences of alternative terms require a modification of defini-
tionn 4.1 of matching spans. The main difference is that occurrences of different 
alternativee terms are considered occurrences of semantically similar terms. If an 
alternativee terms occurs in the document, it is sufficient, if the matching span con-
tainss occurrences of one of the alternative terms. Hence, we consider each alterna-
tivee term separately, when determining matching spans. For instance, occurrences 
off  the words feet and emphmeters are both considered as alterantive ways to mea-
suree length and including an occurrence of either one of them in the matching span 
iss sufficient. More formally, matching spans for structured queries are defined as 
follows: : 

Definitionn 6J. (Matching span for  structured queries) Given a query q and a doc-
umentt d,q'Cq is the set of terms that do not occur in the scope of an a lt operator, 
andd qa C q is the set of alternative terms. The function term_at-posd(p) returns the 
termm occurring at position p in d. A matching span for structured queries (mss) is a set 
off  positions that contains at least one position of each matching term from q' and one 
positionn of a matching term from qa, i.e. U^ems, term_at_posrf(p) e {{q' U {f} ) D d \ 
teqteqaa}.}.

Oncee the definition of a minimal span has been adapted for structured queries, the 
definitionn of a minimal matching span, see definition 4.2, can remain unchanged. 

Finally,, the definition of minimal span weighting, see definition 4.3, has to be 
slightlyy adapted as well. The main difference between minimal span weighting 
forr structured queries and the original minimal span weighting scheme concerns 
thee way the number of terms in the query and the number of matching terms are 
determined.. As discussed above, the terms in the scope of an alt-operator are 
viewedd as different ways to express the same thing. Hence, when counting the 
numberr of (matching) query terms, the set of alternative query terms (qn) as a whole 
countss as one query term. The number of matching query terms is computed as 
\q'\q' n d\ + ne{qa T\ d), where q' D d is the number of query terms that occur in the doc-
ument,, but are not in the scope of an alt-operator, and qa D d is the set of alternative 
termss that occur in the document. The ne(-) function checks whether the set qa D d 
iss non-empty. If \qa C\d\ > 0, ne{q„ D d) returns 1, and 0 otherwise. The definition of 
minimall  span weighting for structured queries is shown in definition 6.2. 
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Definitionn 62 (Minima l span weighting for  structured queries) 

Iff  \q' Dd\+ ne(qa n d) > 1, then 

RSV'(q,d)) = 

AA RSV n(q,d) + (1 - A) (- | t ? / n/ l + 

li\q'nd\li\q'nd\ +ne(qaDd) = 1 then RSV'(q, d) = RSVn{q,d).

Forr more details on minimal span weighting see definition 4.3, where all the factors 
involvedd in minimal span weighting are discussed. 

Althoughh definition 6.1 and definition 6.2 assume the query to contain at most 
onee alt-operator, it is easy to generalize the definitions to overcome this restriction. 

6.44 Experimental Results 

Inn the previous section, we showed how the minimal span weighting scheme can 
bee adapted in order to handle structured queries, in particular to queries containing 
aa list of alternative terms. In this section we evaluate the effectiveness of expanding 
queriess with measurement units, see section 6.2, in combination with minimal span 
weighting. . 

Ass before, we used the TREC data sets for experimental evaluation. But, since 
queryy expansion is only done for a number of question types, viz. questions ask-
ingg for certain measures, we will focus on questions of the appropriate type and 
disregardd questions of a different type. Table 6.2 lists the question types and their 
respectivee frequencies (in the TREC data sets) which are used for evaluating query 
expansion.. Although the individual question types are rather infrequent, the set of 
alll  measurement questions constitutes a fairly substantial portion of all questions 
inn the TREC data sets. With respect to our classification scheme, only 4-6 ques-
tionn types, such as date and location, are more frequent than the combined set of 
measurementt questions. 

Inn order to evaluate the effectiveness of expanding queries for measurement 
questionss with unit measurement terms, we focus on the subsets of measurement 
questionss from the TREC data sets. For estimating the impact of expanding queries, 
wee compare it to a baseline run using unexpanded queries. In the previous chapters, 
wee used the Lnu.ltc weighting scheme as a baseline, but, since our query expansion 
approachh also involves minimal span weighting, we use the minimal span weight-
ingg run (without any expansions) as baseline, in order to focus purely on the impact 
off  query expansion. Table 6.3 shows the results for the different TREC data sets, 
usingg the a@n evaluation measure. 

Thee first thing one can notice is that the minimal span weighting baseline scores 
aree much lower for measurement questions than the average minimal span weight-
ingg scores for all queries, see table 4.1, page 76. Apparently, retrieving answer doc-

\q'\q' nd\ +ne(qand) 
\q'\\q'\ +ne{qa) 
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Tablee 6.2: Measurement questions and their frequency in the TREC data sets 1 
questionn type 

number-many-people e 
number-money y 
number-length h 
number-speed d 
number-height t 
number-temperature e 
number-time-period d 
number-time-age e 
number-distance e 
number-size e 
number-time-distance e 
number-ratio o 
number-frequency y 
number-depth h 
total l 

TREC-9 9 
111 (2.2%) 
22 (0.4%) 
33 (0.6%) 
22 (0.4%) 
22 (0.4%) 
22 (0.4%) 
33 (0.6%) 
11 (0.2%) 
11 (0.2%) 
44 (0.8%) 
11 (0.2%) 
00 (0.0%) 
00 (0.0%) 
00 (0.0%) 

322 (6.4%) 

TREC-10 0 
6 6 
0 0 
5 5 
5 5 
2 2 
4 4 
2 2 
4 4 
6 6 
0 0 
0 0 
0 0 
1 1 
0 0 

33 3 

(1.2%) ) 
(0.0%) ) 
(1.0%) ) 
(1.0%) ) 
(0.4%) ) 
(0.8%) ) 
(0.4%) ) 
(0.8%) ) 
(1.2%) ) 
(0.0%) ) 
(0.0%) ) 
(0.0%) ) 
(0.2%) ) 
(0.0%) ) 
(6.6%) ) 

4 4 
5 5 
3 3 
2 2 

10 0 
2 2 
3 3 
6 6 
7 7 
4 4 
1 1 
5 5 
1 1 
1 1 

53 3 

TREC-11 1 
(0.8%) ) 
(1.0%) ) 
(0.6%) ) 
(0.4%) ) 
(2.0%) ) 
(0.4%) ) 
(0.6%) ) 
(1.2%) ) 
(1.4%) ) 
(0.8%) ) 
(0.2%) ) 
(1.0%) ) 
(0.2%) ) 
(0.2%) ) 

(11.4%) ) 

Tablee 6.3: Comparison of the a@n scores of expanded retrieval runs to baseline msw runs 

a@5 5 
a@10 0 
a@20 0 
a@50 0 

0.400 0 
0.633 3 
0.667 7 
0.733 3 

TREC-9 9 
a@HH msw +exp 

0.500 0 
0.567 7 
0.700 0 
0.733 3 

TREC-1C C 
+exp p 

TREC-11 1 
msww +exp 

(+25.0%) ) 
(-10.4%) ) 
(+4.9%) ) 

) ) 

0.517 7 
0.690 0 
0.759 9 
0.799 9 

0.724 4 
0.793 3 
0.828 8 
0.966 6 

(+40.0%)A A 

(+14.9%) ) 
(+9.1%) ) 
(+8.4%)A A 

0.500 0 
0.639 9 
0.833 3 
0.861 1 

0.5833 (+16.6%) 
0.6688 (+4.5%) 
0.7500 (-10.0%) 
0.8066 (-6.5%) 

umentss for measurement questions is much harder than for all question types on 
average,, but it is hard to determine why this is the case. 

Inn most cases, query expansion outperforms the minimal span weighting base-
line,, but only in a few cases the improvements are statistically significant. In some 
cases,, even large relative improvements, such as +25.0% or +16.6%, are not statis-
ticallyy significant. One reason is the fact that the sample size, i.e., the number of 
queries,, is much smaller than the sample size of the previous experiments, viz., the 
wholee data sets, consisting of approximately 450 queries. Because getting statisti-
callyy significant differences is more difficult for smaller samples, it is not too surpris-
ingg that this only holds for a few of the cases in table 6.3, cf. (Siegel and Castellan, 
1988). . 

Anotherr observation coming from table 6.3 is that the largest improvements 
mainlyy occur at lower cut-off values, i.e., lower instantiations of n. This indicates 
thatt query expansion is particularly beneficial for question answering systems that 
requiree early high precision. 

Sincee the results in table 6.3 are somewhat inconclusive with respect to statis-
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ticallyy significant improvements, we also consider additional evaluation measures. 
Tablee 6.4 shows the precision scores for several cut-off levels. Again, although the 

Tablee 6.4: Comparison of the p@n scores of expanded retrieval runs to baseline msw runs 

p@«« msw 
p@5 5 

p@10 0 
p@20 0 
p@50 0 

0.100 0 
0.127 7 
0.098 8 
0.060 0 

TREC-9 9 
+expp msw 
0.1800 (+80.0%)-'-
0.1400 (+10.2%) 
0.1088 (+10.2%) 
0.0600 ) 

0.166 6 
0.145 5 
0.119 9 
0.071 1 

TREC-100 TREC-11 
+expp msw +exp 
0.2766 (+66.3%)* 
0.2144 (+47.6%)* 
0.1455 (+21.9%)* 
0.0899 (+25.3%)* 

0.1788 0.189 (+6.2%) 
0.1111 0.128 (+15.3%) 
0.0900 0.083 (-7.8%) 
0.0488 0.044 (-8.3%) 

usee of query expansion generally outperforms non-expanded minimal span weight-
ing,, most of the improvements are not statistically significant. Similar to the results 
inn table 6.3, where we used the a@« evaluation measures, the p@n evaluation shows 
thatt the highest improvements are gained at lower cut-off levels. 

Next,, we compare query expansion to the baseline with respect to recall at a 
numberr of cut-off levels, as shown in table 6.5. Recall increases tremendously when 

Tablee 6.5: Comparison of the r@n scores of expanded retrieval runs to baseline msw runs 

r@nn msw 
r@5 5 

r@10 0 
r@20 0 
r@50 0 

0.099 9 
0.214 4 
0.340 0 
0.465 5 

TREC-9 9 
+expp msw 
0.1655 (+66.7%) 
0.2811 (+31.2%) 
0.3822 (+12.6%) 
0.4788 (+2.8%) 

0.195 5 
0.273 3 
0.443 3 
0.602 2 

TREC-100 TREC-11 
+expp msw +exp 
0.3577 (+31.8%)* 
0.4811 (+76.2%)* 
0.5755 (+29.8%)* 
0.7700 (+27.9%)* 

0.2399 0.275 (+15.1%) 
0.3299 0.377 (+14.6%) 
0.5155 0.483 (-6.2%) 
0.6222 0.568 (-8.7%) 

usingg query expansion, but only the runs on the TREC-10 data set show strong 
statisticallyy significant improvements. Nevertheless, query expansion appears to 
havee a strong positive effect on retrieval effectiveness, only decreasing with respect 
too the baseline for the TREC-11 data set at the higher cut-off levels of 20 and 50. 

Finally,, we evaluate query expansion with respect to mean average precision 
(MAP),, which combines precision and recall for all recall levels, and the results are 
shownn in table 6.6. Mean average precision increases for all three data sets, and the 

Tablee 6.6: Comparison of the MAP scores of expanded retrieval to msw retrieval 
TREC-9 9 

msww +exp 
TREC-10 0 

msww +exp 
TREC-11 1 

msww +exp 
MA PP 0.135 0.196 (+45.2%)*  0.314 0.363 (+15.6%)*  0.215 0.242 (+12.6%) 

improvementss for the TREC-9 and TREC-10 data sets are both statistically signifi-
cant. . 

Summingg up, query expansion does increase the retrieval effectiveness for mea-
surementt questions. Unfortunately, the results were not statistically significant in 
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manyy cases, sometimes even if the relative improvements were quite large, exceed-
ingg 60%. This might be due to the relatively small size of the sample, which makes 
provingg statistically significant differences more difficult. Nevertheless, when con-
sideringg all results for the different evaluation measures, it seems safe to say that 
retrievall  in the context of question answering can benefit from query expansion for 
measurementt questions. 

Ass a final experiment, for the a@n, p@n, and r@« evaluation measure, we put 
togetherr the individual results for the TREC-9, TREC-10, and TREC-11 datasets, to 
seee whether statistically significant differences can be observed on such a larger 
dataset.. Note that this is purely motivated by our suspicion that the small sizes 
off  datasets used above had a strong impact on failing to exhibit statistically signifi-
cantt differences. Table 6.7 shows the results for the three evaluation measures, on all 
threee datasets put together. Using the larger dataset, we do see that expanding mea-

Tablee 6.7: Comparing expanded retrieval to msw for all TREC datasets put together 

nn msw 
5 5 

10 0 
20 0 
50 0 

0.474 4 
0.653 3 
0.758 8 
0.821 1 

a@n n 
+expp msw 
0.6000 (+26.6%)A 

0.6744 (+3.2%) 
0.7588 ) 
0.8322 (+1.3%) 

0.150 0 
0.126 6 
0.102 2 
0.059 9 

p@n n 
+expp msw 
0.2133 (+42.0%)A 

0.1588 (+25.4%)A 

0.1100 (+7.8%) 
0.0633 (+6.8%) 

0.181 1 
0.275 5 
0.438 8 
0.566 6 

r@« « 
+exp p 
0.2655 (+46.4%)A 

0.3788 (+37.5%)A 

0.4799 (+9.4%) 
0.6011 (+6.2%) 

surementt questions leads to improvements in all but one case, where effectiveness 
remainss unchanged. We can also see that expansion has a statistically significant 
impactt at lower cut-offs. The trend that expansion mostly affects lower cut-offs was 
alreadyy observed in the discussion above, but in most cases, these improvements 
weree not significant. 

6.55 Conclusions 

Inn this chapter, we have investigated the effects of expanding queries for certain 
questionn types, in particular for questions that ask for measurements such as height, 
length,, age, etc. These types of questions are especially suited for simple query ex-
pansionn because their answers are required to contain terms indicating the measure-
mentt unit, and the number of measurement units is rather limited in general. 

Inn our query expansion approach we did not simply add all expansion terms to a 
query,, but allowed queries to be structured, where all expansion terms are grouped 
togetherr as alternative terms of each other. I.e., it suffices if a document contains 
onee of the expansion terms, and matching several of them does not give an addi-
tionall  boost to document similarity score. Moving from unstructured to structured 
queriess requires the minimal weighting scheme to be adapted appropriately, and 
sectionn 6.3 provides the adapted definitions of the original definitions for minimal 
spann weighting as introduced in section 4.2. 
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Inn order to evaluate the effectiveness of query expansion we focused on subsets 
off  the TREC data sets, that contained only questions of the types that are eligible 
forr query expansion, i.e., questions that ask for measurements. In the experiments 
twoo types of approaches are compared, minimal span weighting (as baseline) and 
minimall  span weighting of expanded, structured queries. In general, query expan-
sionn shows large relative improvements over the baseline, especially at lower cut-off 
level,, but, unfortunately, only a minority of the improvements are statistically sig-
nificant.. This might be due to the rather small sample size, getting statistically sig-
nificantt differences is more difficult. To address the problem of sample size, we put 
togetherr the three TREC datasets, which then indeed showed statistically significant 
improvementss at lower cut-offs for a@;i, p@n, and x@n. 

Itt is also interesting to compare our results on expanding measurement ques-
tionss to our results on blind feedback expansion in chapter 3. Blind feedback expan-
sionn is simply based on co-occurrence information of terms that occur frequently in 
highlyy ranked documents of an initial retrieval run. It resulted in statistically sig-
nificantt decreases in retrieval effectiveness. In contrast, the results in this chapter 
showw that query expansion, if done selectively, can lead to improvements. 

Inn our experiments, we did not look at the performance of individual expansion 
terms,, e.g., whether using celcius led to better results than fahrenheit for retrieving 
documentss for a question ansking for a temperature. It might be interesting to fur-
therr look into this and use this information to assign better term weights to expan-
sionn terms, as in the current system only inverse document frequency is used to 
weightt them. 

Finally,, in this chapter we focused on questions asking for measurements, but it 
mightt be interesting to see how query expansion can be extended to other question 
types.. This can be accomplished by statistically analyzing correct answers and their 
surroundingg words to identify words that frequently co-occur with correct answers, 
andd investigate whether certain words are corellated with a particular question cat-
egory. . 


