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Evaluatingg Retrieval withi n Tequesta 

Inn this chapter, we compare three document retrieval approaches in the con-
textt of the Tequesta question answering system to see to what extent the 
effectivenesss of the retrieval module has an impact on the overall end-to-
endd performance of a particular question answering system. In addition to 
providingg us with an estimate of the impact document retrieval has on the 
wholee question answering process, this comparison should also give us a 
betterr understanding of the strengths and weaknesses of the other modules 
whichh analyze the documents returned by the retrieval module to identify 
correctt answers. 

I nn the previous chapters, we focused on document retrieval as a means to se-
lectt documents that are likely to contain an answer to a question. The main 
taskk of document retrieval in the context of question answering is to restrict 

thee number of documents that have to be analyzed with more sophisticated—and 
thereforee computationally more expensive—techniques to identify an answer from 
thesee documents. 

Thee issue of the overall performance of a question answering system, and the 
impactt document retrieval has on it, has been deliberately neglected in the previ-
ouss chapters, in order to get a clearer picture of the different retrieval approaches 
themselvess without having the other component of a question answering system 
influencee the overall performance. In this chapter, we compare three retrieval ap-
proachess in the context of a specific question answering system. This allows us to 
investigatee how the performance of a retrieval approach affects the overall perfor-
mancee of a question answering system. To this end, we call on our own question 
answeringg system Tequesta (Monz and de Rijke, 2001a; Monz et al., 2002), where 
wee use three of the retrieval approaches discussed in the previous chapters and 
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evaluatee their impact with respect to the system's ability to return a correct answer. 
Thee question answering systems described in the literature vary widely in the way 
inn which they identify answers in the documents (or passages) returned by the re-
trievall  component. Hence, in order to get a stable indication of the effect which dif-
ferentt retrieval approaches have on the overall effectiveness of question answering, 
thee retrieval approaches had to be integrated in a number of question answering 
systemss and then compared with respect to the average changes in performance. 
Obviously,, this is very difficult to realize, as it requires access to a number of ques-
tionn answering systems plus the ability to integrate different retrieval approaches 
intoo each of them. 

Thee remainder of this chapter is organized as follows: The next section reviews 
somee previous work on the evaluation of retrieval in the context of a specific ques-
tionn answering system. Section 7.2 provides a brief overview of the architecture of 
thee Tequesta question answering system, that is used for the experiments discussed 
inn this chapter. Section 7.3 describes the experiments that were conducted and dis-
cussess the experimental results. Finally, section 7.4 provides some conclusions and 
discussionn on open issues. 

7.11 Related Work 

Upp to now, there is very littl e work on analyzing the impact of document retrieval 
ass a pre-fetch for question answering. 

Tellexx (2003); Tellex et al. (2003) compare the impact of eight passage-based and 
locality-basedd retrieval strategies that were used by TREC participants. The differ-
entt approaches are compared with respect to the overall performance of a version of 
thee MIT question answering system, see (Tellex, 2003). Tellex et al. (2003) show that 
thee choice of the retrieval approach that is used for pre-fetching does have a signif-
icantt impact on the overall performance of a question answering system. In their 
evaluation,, algorithms that take the proximity between terms into account perform 
best. . 

Moldovann et al. (2002, 2003) provide an in-depth error analysis of their question 
answeringg system. For each component of their system they evaluate in how many 
casess this particular component is responsible for the system's failure to return a 
correctt answer. One of these components is the document retrieval component. 
Althoughh they evaluated in how many cases later components failed because of the 
retrievall  component's failure, they did not compare several retrieval strategies, and 
theirr respective impact on the system's overall performance. 

7.22 Architectur e of the Tequesta System 

Inn this section we describe the architecture of our TExtual QUESTion Answering 
systemm (Tequesta). Tequesta follows the general architecture as described in chapter 
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1,, containing four main components: question analysis, document retrieval (pre-
fetching),, document analysis, and answer selection. The general functionality of 
eachh of these components has already been discussed in chapter 1, and in this sec-
tionn we wil l focus on the specific way each of the components is realized in Tequesta. 

7,2.11 Question Analysis 

Ass explained in chapter 1, the first step during question analysis is to determine the 
classs of the question. This is accomplished by applying pattern matching, where 
eachh question class is associated with a number of patterns, see table 1.1 for some 
instancess of the question classes that are used by Tequesta, and table 1.2 for a num-
berr of example patterns that are used to map a question to a class. Although pattern 
matchingg is a simple approach, it is rather accurate. From the 500 TREC-11 ques-
tions,, only 23 (4.6%) where misclassified and 10 (2%) could not be assigned to any 
category,, meaning that pattern-based classification classified correctly (93.4%) of the 
questions,, with respect to the set of classes that are used by Tequesta. Of course, 
inn some cases pattern-based question classification falls short to assign the correct 
class.. For instance, consider questions (7.1) and (7.2). 

(7.1)) What is the national anthem in England? (topic id: 1507) 

(7.2)) What is the boiling point of water? (topic id: 1606) 

Bothh questions are categorized as being of type th ing- ident, which is the correct 
classs for question (7.1), but question (7.2) should have been more appropriately clas-
sifiedd as a question of type number-temperature. In order to do so, the classification 
proceduree should know that boiling point is a temperature-designating expression. 
Knowledgee of this kind is to some extent captured by machine readable dictionaries 
andd ontologies, such as W O R D N ET (Miller , 1995). However, using WORDNET to as-
sistt question classification requires the phrases in the question to be disambiguated. 
E.g.,, consider question (7.3). 

(7.3)) What is the southwestern-most tip of England? (topic id: 1550) 

Inn W O R D N E T, the word tip is also listed as a term referring to an amount of money, 
butt obviously, question (7.3) does not ask for an amount of money. Given the com-
plicationss that arise by using W O R D N ET for question classification, not dismissing 
itss potential benefits, we decided to stick to simple pattern matching. 

Ass discussed in section 1.1, the other role of the question analysis component is 
too formulate the retrieval query that is passed to the retrieval component. Query 
formulationn is carried out in a number of steps. First, the words in the question 
aree morphologically normalized. We use TREETAGGER (Schmid, 1994) to assign 
too each word its lexical root, or lemma. Then, stop words are removed from the 
question.. A short list of 133 stop words is used to identify terms that are rather 
meaningless.. Stop words typically include determiners, prepositions, conjunctions, 
andd pronouns. Finally, the lexical roots of the remaining question terms are further 
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morphologicallyy normalized by applying the Porter stemmer (Porter, 1980). This 
unorderedd set of stemmed terms forms the retrieval query. 

7.2.22 Document Retrieval 

Thee document retrieval module uses FlexIR (Monz and de Rijke, 2001b, 2002), which 
iss a vector space-based retrieval system. FlexIR allows one to use a wide range of 
retrievall  approaches, some of which were discussed in the previous chapters. In the 
contextt of question answering, the standard setting is minimal span weighting, as 
explainedd in chapter 4. The retrieval component returns a ranked list of the top 1000 
documentt ids and their corresponding minimal matching spans. Not all of the top 
10000 documents are considered by the subsequent modules. The exact number of 
documentss that is further analyzed depends on the specifications of the subsequent 
modules,, in particular the document analysis component, but in general, the top 20 
documentss are used for further analysis. 

7.2.33 Document Analysis 

Givenn the ranked list of documents delivered by the retrieval engine, and the ques-
tionn class, coming from the question analysis module, the document analysis com-
ponentt aims to identify phrases in the top documents that are of the appropriate 
typee to answer the question. Depending on the question class, answer type phrase 
recognitionn is accomplished by applying pattern matching, consulting knowledge 
bases,, such as W O R D N ET and gazetteers, or a combination of both. For a few ques-
tionn classes, table 7.1 shows some of the patterns that are used to identify phrases 
off  the appropriate type. Note that the patterns are a slight simplification of the pat-
ternss that are actually used in the implementation of Tequesta, which is mainly done 
too retain readability. Each phrase that is matched by one of the patterns associated 
withh the question class and that occurs in close proximity to terms from the ques-
tion,, is marked as a candidate answer; see chapter 1 for alternative ways of linking 
aa phrase of the appropriate type to the question. 

Inn the case of questions asking for locations (location) or persons (pers-ident), 
Tequestaa consults large lists of person and location names, also know as gazetteers. 
Forr locations, the CLR gazetteer is used,1 which is a large list of locations, including 
cities,, counties, harbors, countries, etc., containing 162,853 entries in total. To iden-
tifyy person names, we use part of the U.S. Census resource,2 which contains a list 
off  first and last names. The list of first names contains 4,275 female and 1,219 male 
firstt names, and 101,865 last names. If a phrase in a top document matches one of 
thee entries in the relevant database, it is marked as a candidate answer. 

Usingg gazetteers has two shortcomings. Identifying locations by looking them 
upp in a gazetteer tends to result in many false positives, i.e., phrases that match 

Availablee from http : / / c rl .nmsu. edu/Resources/clr. htm/. 
Availablee from ht tp: //www. census.gov/genealogy/names/. 

http://census.gov/genealogy/names/
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Tablee 7.1: Sample patters for question classification used in Tequesta 

Questionn class Examplee patterns 
date e 

date-birth h 

date-death h 

number-height t 

number-length h 

number-money y 

number-speed d 

number-temperature e 

number-time-age e 

number-time-distance e 

/ ( in II  ear ly I l a te I during) l [0-9]{3 }  /, 
/ ( ea r lyy I l a te I during) (1[0-9])? [2 -9 ]0 \ ' ?s/ 
/ (bornn I baptized I bapt ised I b i r t h) in l [0 -9 ] {3} / , 
AA (1 [0-9H3}- l [0-9H3}\ ) 
/ (d iedd I buried I cremated I death) in l [0 -9 ] {3} / , 
/ \ ( l [ 0 -9 ] {3 } - l [ 0 -9 ] {3 } \ ) / / 
/[0-9\.]++ (feet I foot I meter) (tall I high I height)/ 

/[0-9\.]++ (feet I foot I meter I kilometer) long/, 

/lengthh of [0-9\.]+ (feet I foot I meter I kilometer)/ 

/[0-9\.\,]++ (dollars I pound I cents Ibn)/ 

/[0-9\.\,]+// (mph|m\.p\.h\.I miles per hour) 

/[0-9\.]] degrees (Fahrenheit I Celsius I Centigrade)?/ 

/[0-9\.\,]++ (days I weeks I months I years I decades) old /, 

/agee of [0-9\.\,]+ (years)? / 

[0-9\.\,]++ (days I weeks I months I years I decades) ago / 

ann entry in the gazetteer, but do not refer to a location in the context provided by 
thee document. To some extent this problem can be solved by the answer selection 
component,, see below, where the frequency of a candidate answer plays a role in 
selectingg the answers that are eventually returned to the user. Using a gazetteer to 
identifyy a person name has the disadvantage that lists of person names are inher-
entlyy incomplete. For instance, neither the first name Yasser nor the last name Arafat 
aree mentioned in the U.S. Census lists. To overcome this problem, Tequesta also uses 
patternss to identify names. Often, at the beginning of a document, a person is in-
troducedd by a longer description such as Mr. Yasser Arafat or Palestinian leader Yasser 
Arafat.Arafat. These patterns check whether a phrase is preceded by a honorific phrase, 
suchh as Mr., Mrs., or a job title, such as leader, president, or spokesman. Job titles are 
extractedd from W O R D N E T. If such a pattern matches, the phrase is added to the list 
off  person names that are considered for the document at hand. 

Analogouss to the question classes listed in table 7.1, for questions of the type 
locat ionn or pers- ident, candidate answers are linked to the question by proximity. 

Forr the question types agent and object, linking is accomplished in a more 
sophisticatedd way. Here, Tequesta compares the dependency parse of the question 
withh the dependency parse of a sentence containing a phrase of the appropriate type 
(personn name or organization name), and some words from the question. Consider 
thee two dependency graphs displayed in figure 7.1. Both graphs were generated by 
MINIPA RR (Lin, 1998), a robust dependency parser, (a) is the graph for the question 
WhoWho invented baseball? (topic id: 244), and (b) is the graph for a sentence contain-
ingg the correct answer Doubleday. Linking the candidate answer to the question is 
accomplishedd by partial graph matching. Both graphs contain an edge labeled obj, 
goingg from baseball to invent. In the question graph (a), the node of the wh-word 
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whowho designates the slot that has to be filled by the candidate answer. Although (b) 
doess not contain a node that is connected to the invent node by an edge labeled subj 
(thee way who is connected to invent in (a)), it does contain a node pointing to invent 
viaa a by-subj edge, which again is pointed to by the Doubleday node. The example 
displayedd in figure 7.1 shows that it is also possible to match dependency graphs 
iff  they differ in voice (active vs. passive). If the dependency graph of the question 
andd the graph of the answer sentence have the same voice, matching is even more 
trivial . . 

Finally,, we consider questions of the type what-np. Here, documents are scanned 
forr noun phrases that are an instance of the question focus. E.g., a candidate answer 
hass to be an author for question (7.4), a school for question (7.5), and a group for 
questionn (7.6). 
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(7.4)) What author wrote under the pen name "Boz"? (topic id: 1741) 

(7.5)) What school did Emmitt Smith go to? (topic id: 1498) 

(7.6)) What group sang the song "Happy Together"? (topic id: 1675) 

Tequestaa uses two strategies to check whether a phrase is an instance of the question 
focus.. WORDNET lists a number of hypernym relations between senses. Optimally, 
thee question focus and the phrases in the document would be sense-disambiguated, 
butt here, we use a simpler approach. If there is a hypernym relationship between 
onee of the senses of the question focus and one of the senses of the noun phrase 
inn the document, Tequesta considers the latter to be an instance of the former. For 
instance,, W O R D N ET does contain a hypernym relationship between Dickens (the 
correctt answer to question (7.4)) and author. Note that hypernym relations are tran-
sitive,, i.e., if x ISA y, and y ISA z, then x ISA z, and Tequesta also considers transi-
tivit yy when checking for instancehood. 

Althoughh W O R D N ET contains approximately 66,000 hypernym relations between 
sensess of noun phrases, it is inherently incomplete. For example, the correct answer 
too question (7.5) is Escambia High School, but the fact that this is an instance of the 
questionn focus school is not contained in W O R D N E T. AS a fallback strategy, Tequesta 
considerss noun phrases that have the question focus as their rightmost part, and 
modifyy it with additional nouns or adjectives. With respect to question (7.5), the 
nounn phrase Escambia High School has the question focus school as its rightmost part 
(casee differences are disregarded here), and modifies it with Escambia High. 

Inn many cases, neither W O R D N ET nor the fallback can establish a hypernym re-
lationship,, even if it does actually the exist. For instance, to find the correct answer 
too question (7.6), one has to establish that The Turtles are a group, but unfortunately, 
thee only group of musicians listed by WORDNET are The Beatles, disregarding in-
stancess of other meanings of the word groups. There are several approaches to 
extractt some hypernym relations from corpora in an automatic fashion, see, e.g., 
(Hearst,, 1998; Mann, 2002; Fleischman et al., 2003), but this has not yet been inte-
gratedd into Tequesta. 

Similarr to the candidate answer selection procedures for the other question types, 
exceptt agent and object, phrases that are of the appropriate type are linked to the 
questionn by the proximity within which they occur to terms from the question. 

7.2.44 Answer  Selection 

Withinn Tequesta, answer selection is accomplished by considering the frequency 
off  a candidate answer, an approach which is also known as redundancy-based an-
swerswer selection. Most of the procedures that identify candidate answers rely on link-
ingg a candidate to the question by proximity. Hence, all candidate answers are 
weightedd equally. But there are two exceptions. First, if the question is of type 
agentt or object, and the candidate answer could be linked to the question by par-
tiallyy matching the dependency graph of the question, and the graph of the sentence 
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containingg the candidate answer, this candidate receives a higher score. Second, if 
thee question is of type what-np, candidate answers that are in a W O R D N ET hyper-
nymm relationship with the question focus receive a higher weight than candidate 
answerss that are identified by means of the fallback strategy. In the second case, the 
weightt of the candidate answer is actually not based on the confidence with which it 
iss linked to the question, but it is based on the confidence that this phrase is indeed 
ann instance of the question focus. 

7.33 Experimental Results 

Inn this section we compare three of the retrieval approaches that were discussed in 
thee previous chapters with respect to their impact on the overall performance of the 
Tequestaa question answering system. In particular, we compare Lnu.ltc weighting, 
minimall  span weighting, and expanded minimal span weighting for measurement 
questions. . 

7.3.11 Evaluation Criteri a 

Inn the previous chapters, the performance of the retrieval component was measured 
withh metrics based on the criterion of retrieving documents that contain a correct 
answerr to a question. At this point, we are interested in the ability of the Tequesta 
questionn answering system to return a correct answer. In chapter 1, we have dis-
cussedd the way question answering systems are evaluated in TREC's question an-
sweringg track. Here, we wil l use the mean reciprocal rank (MRR) as the main eval-
uationn measure, and the ranked list of returned answers is limited to five answers. 

Evaluatingg a question answering system manually is a tedious process, and 
thereforee we use the answer patterns provided by NIST for evaluation. Although 
usingg pattern matching to see whether an answer is correct is not as reliable as 
manuall  inspection, it still gives a reasonable approximation of the effectiveness of a 
questionn answering system, cf. {Voorhees and Tice, 2000a). 

Wee also distinguish between two forms of evaluation. One way is to simply use 
patternss without checking whether the document from which the answer was ex-
tractedd is a document that actually contains a correct and supported answer. We 
wil ll  refer to this as lenient evaluation. The other way is to check whether a pattern 
matchess the answer, and whether the document is marked as a document that con-
tainss a correct and supported answer. We wil l refer to this as strict evaluation. Note 
thatt this way of carrying out strict evaluation is an approximation of strict evalu-
ationn as it is carried out by the human assessors in the TREC question answering 
track.. This difference is mainly due to the fact that it is beyond the current state-of-
the-artt to assess automatically whether a document supports a certain answer. 

Throughoutt this section, we limi t ourselves to questions that were answered by 
att least one of the TREC participants, and therefore are provided with a pattern that 
allowss us to identify correct answers. Also, we disregard questions that were known 
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nott to have a correct answer in the respective TREC data set, as the Tequesta system 
doess not try to answer those questions by saying that there is no correct answer in 
thee document collection. 

7.3.22 Minima l Span Weighting withi n Tequesta 

Ass we have seen in chapter 4, minimal span weighting greatly outperforms retrieval 
basedd on the Lnu.ltc weighting scheme. Now, the question is to what extent the 
Tequestaa system benefits from the improved retrieval component. In order to focus 
onn the impact of the similarity weighting scheme itself, and not on the text units 
thatt are returned by the retrieval component, we had both approaches return the 
samee unit, viz. the minimal matching sentential span, see definition 4.4. Although 
minimall  matching spans were also computed for the Lnu.ltc weighting scheme, they 
weree not used for computing document similarity. The Lnu.ltc weighting scheme 
iss just like the minimal span weighting scheme, see definition 4.3, where only the 
globall  similarity is used to compute the retrieval status value, i.e., A is set to 1. 

Tablee 7.2 shows the percentages of questions that were correctly answered at 
thee respective top-5 ranks, and the MRR score, for the three TREC data sets. As 

Tablee 7.2: Lenient evaluation of Tequesta using Lnu.ltc vs. msw retrieval 
TREC-99 TREC-10 TREC-11 

rankk Lnu.ltc msw Lnu.ltc msw Lnu.ltc msw 
1 1 
2 2 
3 3 
4 4 
5 5 

MRR R 

16.7%% 21.0% (+25.8%) 
20.6%% 26.9% (+30.6%) 
22.9%% 29.0% (+26.6%) 
25.1%% 30.0% (+19.5%) 
26.5%% 31.4% (+18.5%) 
0.2033 0.252 (+24.1%)A 

17.1%% 21.5% 
21.3%% 26.3% 
23.1%% 28.6% 
24.5%% 30.0% 
25.4%% 31.0% 
0.2033 0.252 

(+25.7%) ) 
(+23.5%) ) 
(+23.8%) ) 
(+22.5%) ) 
(+22.1%) ) 

(+24.1%)A A 

16.2%% 18.2% 
20.3%% 23.2% 
23.2%% 26.1% 
25.9%% 28.4% 
28.2%% 30.6% 

0.2044 0.227 

(+12.4%) ) 
(+14.3%) ) 
(+12.5%) ) 
(+9.7%) ) 
(+8.5%) ) 

(+11.3%)A A 

onee can see, using minimal span weighting instead of Lnu.ltc weighting also has a 
substantiall  positive effect on the overall performance of the Tequesta system. For 
alll  three data sets, the improvements are statistically significant, with a confidence 
off  99% for TREC-9 and TREC-10, and a confidence of 95% for TREC-11. 

Next,, we compare both retrieval approaches by using strict evaluation. Table 7.3 
showss the results. Again, minimal span weighting clearly outperforms Lnu.ltc weight-
ing,, and the improvements are statistically significant for all three TREC data sets. 

Unfortunately,, the absolute evaluation scores of the Tequesta system are rather 
low,, compared to many other systems participating in TREC over the years. This is 
mainlyy due to the fact that for most question classes candidate answers are linked to 
thee question by simply considering proximity, which is too simplistic an approach 
inn many cases. 

Too get a better understanding of the performance changes brought about by us-
ingg minimal span weighting for retrieving documents, we take a closer look at the 
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Tablee 7.3: Strict evaluation of Tequesta using Lnu.ltc vs. msw retrieval 
TREC-99 TREC-10 TREC-11 

rankk Lnu.ltc msw 
1 1 
2 2 
3 3 
4 4 
5 5 

MRR R 

12.3%% 15.9% 
15.1%% 21.6% 
16.5%% 23.3% 
19.2%% 24.9% 
21.0%% 26.3% 
0.1522 0.200 

Lnu.ltcc msw 
(+29.3%) ) 
(+43.1%) ) 
(+41.2%) ) 
(+29.7%) ) 
(+25.2%) ) 
(+31.6%)A A 

13.2%% 16.2% 
16.9%% 21.0% 
18.9%% 23.3% 
19.6%% 23.8% 
20.3%% 24.9% 
0.1600 0.197 

Lnu.ltcc msw 
(+22.7%) ) 
(+24.3%) ) 
(+23.3%) ) 
(+21.4%) ) 
(+22.7%) ) 
(+23.1%)A A 

9.9%% 11.7% 
11.5%% 15.1% 
13.3%% 17.6% 
16.2%% 19.4% 
16.9%% 20.5% 
0.1222 0.149 

(+18.2%) ) 
(+31.3%) ) 
(+32.3%) ) 
(+19.8%) ) 
(+21.3%) ) 
(+22.1%)A A 

tenn most frequent question classes—according to Tequesta's classification scheme— 
forr each of the three TREC data sets. Table 7.4 shows the changes for the TREC-9 
dataa set with respect to the ten most frequent question classes in that data set. Some 

Tablee 7.4: Lnu.ltc vs. msw MRR scores for TREC-9 per question class 

Lnu.ltc c 
lenient t 
msw w 

0.214 4 
0.203 3 
0.184 4 
0.049 9 
0.348 8 
0.286 6 
0.337 7 
0.341 1 
0.337 7 
0.212 2 

0.295 5 
0.301 1 
0.207 7 
0.052 2 
0.401 1 
0.286 6 
0.478 8 
0.364 4 
0.413 3 
0.272 2 

(+37.9%) ) 
(+48.3%) ) 
(+12.5%) ) 
(+6.1%) ) 

(+15.2%) ) 
) ) 

(+41.8%) ) 
(+6.7%) ) 

(+22.6%) ) 
(+28.3%) ) 

Lnu.ltc c 
strict t 

msw w 
0.147 7 
0.196 6 
0.104 4 
0.004 4 
0.269 9 
0.214 4 
0.302 2 
0.296 6 
0.214 4 
0.212 2 

0.246 6 
0.249 9 
0.113 3 
0.007 7 
0.302 2 
0.214 4 
0.443 3 
0.273 3 
0.367 7 
0.272 2 

(+67.5%) ) 
(+27.0%) ) 
(+8.7%) ) 

(+75.0%) ) 
(+12.3%) ) 

) ) 
(+46.7%) ) 

(-7.8%) ) 
(+71.5%) ) 
(+28.3%) ) 

off  the question classes have really low MRR scores, e.g., th ing- ident and what-np, 
andd it becomes evident that simple proximity-based linking does not work for these 
classes.. However, when looking at the classes for which Tequesta is better perform-
ing,, such as date, pers-def, and pers- ident, one can also see that using minimal 
spann weighting instead of Lnu.ltc weighting results in substantial improvements in 
effectiveness.. The only question class for which Tequesta's performance decreases 
byy using minimal span weighting is number-many, and only when using strict eval-
uation. . 

Tablee 7.5 shows the results for the ten most frequent question classes in the 
TREC-100 data set. For some of the question classes the improvement are extremely 
high,, in particular th ing- ident, but this is due to their low absolute MRR score. But 
evenn for question classes where the absolute MRR scores are higher, e.g., locat ion, 
andd date, using minimal span weighting still results in a much better performance 
off  the question answering system. 

Finally,, table 7.6 shows the MRR scores for the ten most frequent question classes 
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Tablee 7.5: Lnu.ltc vs. msw MRR scores for TREC-10 per question class 

questionn type 
thing-def f 
thing-ident t 
what-np p 
location n 
date e 
agent t 
pers-ident t 
expand-abbr r 
also-known-as s 
date-of-birth h 

freq. . 
105 5 
58 8 
46 6 
43 3 
33 3 
20 0 
20 0 
12 2 
11 1 
8 8 

Lnu.ltc c 
0.195 5 
0.034 4 
0.221 1 
0.338 8 
0.493 3 
0.287 7 
0.200 0 
0.250 0 
0.000 0 
0.125 5 

lenient t 
msw w 
0.205 5 
0.087 7 
0.307 7 
0.432 2 
0.523 3 
0.433 3 
0.300 0 
0.250 0 
0.109 9 
0.186 6 

(+5.1%) ) 
(+155.9%) ) 
(+38.9%) ) 
(+27.8%) ) 
(+6.1%) ) 

(+50.9%) ) 
(+50.0%) ) 

) ) 
undef. . 

(+48.8%) ) 

Lnu.ltc c 
0.193 3 
0.016 6 
0.183 3 
0.244 4 
0.357 7 
0.177 7 
0.150 0 
0.083 3 
0.000 0 
0.125 5 

strict t 
msw w 
0.2022 (+4.7%) 
0.0355 (+118.6%) 
0.2511 (+37.2%) 
0.2711 (+37.2%) 
0.3944 (+10.4%) 
0.3588 (+102.3%) 
0.2000 (+33.3%) 
0.1677 (+101.2%) 
0.1099 undef. 
0.1888 (+50.4%) 

inn the TREC-11 data set. Similar to the other two data sets, Tequesta benefits from 

Tablee 7.6: Lnu.ltc vs. msw MRR scores for TREC-11 per 

questionn type 
date e 
thing-ident t 
location n 
what-np p 
agent t 
name e 
pers-ident t 
also-known-as s 
date-of-birth h 
number-height t 

freq. . 
81 1 
72 2 
66 6 
59 9 
24 4 
22 2 
21 1 
13 3 
9 9 
8 8 

Lnu.ltc c 
0.401 1 
0.031 1 
0.286 6 
0.187 7 
0.113 3 
0.220 0 
0.147 7 
0.015 5 
0.222 2 
0.292 2 

lenient t 
msw w 
0.436 6 
0.049 9 
0.356 6 
0.161 1 
0.160 0 
0.189 9 
0.111 1 
0.026 6 
0.333 3 
0.375 5 

(+8.7%) ) 
(+58.1%) ) 
(+2.5%) ) 
(-13.9%) ) 
(+42.0%) ) 
(-14.1%) ) 
(-24.5%) ) 

(+73.3%) ) 
(+50.0%) ) 
(+28.4%) ) 

questionn class 

Lnu.ltc c 
0.261 1 
0.010 0 
0.136 6 
0.088 8 
0.063 3 
0.072 2 
0.075 5 
0.000 0 
0.222 2 
0.250 0 

strict t 
msw w 
0.315 5 
0.021 1 
0.243 3 
0.045 5 
0.097 7 
0.061 1 
0.111 1 
0.026 6 
0.333 3 
0.375 5 

(+20.7%) ) 
(+110.0%) ) 
(+78.7%) ) 
(-48.9%) ) 
(+54.0%) ) 
(-15.3%) ) 
(+48.0%) ) 

undef. . 
(+50.0%) ) 
(+50.0%) ) 

usingg minimal span weighting instead of Lnu.ltc weighting. 
Thee experimental results discussed above confirm that the component-based 

evaluationn of the retrieval module described in chapter 4 gives a good indication 
off  the impact of the retrieval module on a question answering system as a whole. 

7.3.33 Expanding Measurement Questions withi n Tequesta 

Inn chapter 6, we proposed to expand queries for measurement questions, that is 
questionss asking for the height, length, speed, etc. of something or somebody. 
Queriess are expanded with units that are likely to be part of the answer, such as 
foot,foot, meter, and inch. We have shown that expansion results in higher a@n, p@n, and 
r@nr@n scores, in particular at lower cut-offs. 

Here,, we are interested in the impact of expansion on the effectiveness of the 
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overalll  question answering process. Table 7.7 shows the results for measurement 
questionss for the three TREC data sets. Surprisingly, the overall performance of 

Tablee 7.7: Lenient evaluation of Tequesta using expanded retrieval for measurement questions 

rankk  msw 
1 1 
2 2 
3 3 
4 4 
5 5 

MRR R 

15.6% % 
28.1% % 
31.3% % 
31.3% % 
31.3% % 
0.229 9 

TREC-99 TREC-10 TREC-11 
+expp msw +exp 

12.5%% (-19.9%) 
25.0%% (-11.0%) 
25.0%% (-20.1%) 
25.0%% (-20.1%) 
25.0%% (-20.1%) 
0.1888 (-17.9%) 

17.2%% 13.8% 
27.6%% 27.6% 
27.6%% 27.6% 
31.0%% 31.0% 
34.5%% 34.5% 
0.24OO 0.222 

msww +exp 
(-19.8%) ) 

) ) 
) ) 
) ) 
) ) 

(-7.5%) ) 

19.5%% 16.7% 
25.0%% 19.5% 
27.8%% 22.2% 
27.8%% 27.8% 
27.8%% 27.8% 
0.2322 0.204 

(-14.4%) ) 
(-22.0%) ) 
(-20.1%) ) 

) ) 
) ) 

(-12.1%) ) 

Tequestaa drops when using minimal span weighting on expanded queries instead 
off  minimal span weighting without expansion. The decrease in performance is sub-
stantial,, though not statistically significant. As could be expected, Tequesta perfor-
mancee drops also when using strict evaluation. Table 7.8 shows the results for strict 
evaluation.. Again, although substantial, the drop in performance is not statistically 

Tablee 7.8: Strict evaluation of Tequesta using expanded retrieval for measurement questions 

rankk msw 
1 1 
2 2 
3 3 
4 4 
5 5 

MRR R 

15.6% % 
25.0% % 
28.1% % 
28.1% % 
28.1% % 
0.214 4 

TREC-9 9 
+exp p 
9.4% % 

25.0% % 
25.0% % 
25.0% % 
25.0% % 
0.172 2 

(-39.7%) ) 
) ) 

(-11.0%) ) 
(-11.0%) ) 
(-11.0%) ) 
(-19.6%) ) 

TREC-10 0 
msww +exp 
13.8%% 10.4% 
24.1%% 24.1% 
27.6%% 27.6% 
31.0%% 31.0% 
34.5%% 34.5% 
0.2177 0.199 

(-24.6%) ) 
) ) 
) ) 
) ) 
) ) 

(-8.3%) ) 

TREC-11 1 
msww +exp 
16.7%% 11.1% 
22.2%% 11.1% 
27.8%% 13.9% 
27.8%% 19.5% 
27.8%% 19.5% 
0.2133 0.134 

(-33.5%) ) 
(-50.0%) ) 
(-50.0%) ) 
(-29.9%) ) 
(-29.9%) ) 
(-37.1%) ) 

significant.. This could be due to fact that there are not so many measurements ques-
tionss in the respective data sets, which makes it more difficult to show statistically 
significantt differences. In the previous chapter, we put together all three TREC data 
setss and statistical significance testing on this larger data set enabled us to detect 
significantt differences. We did the same for the measurement questions with re-
spectt to the MRR scores, but failed to show that using expansion results in a drop in 
performancee that is statistically significant. 

Inn the previous chapter, we have seen that retrieval with expanded queries for 
measurementt questions outperforms retrieval with unexpanded queries; resulting 
inn higher a@n, p@n, and T@II scores. However, when evaluating retrieval with ex-
pandedd queries in the context of the Tequesta system, the overall performance of the 
questionn answering system drops. Remains the question what causes this difference 
inn effectiveness. Looking at the top ranked documents from which the candidate 
answerss are extracted one can see that most of the top documents stemming from 
expandedd retrieval contain a measurement phrase, but many of them are not a cor-
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reett answer to the question. Since answer selection is mainly based on the frequency 
off  a candidate answer, and expanded retrieval causes more phrases of the appropri-
atee type to be in the top documents, correct answers are sometimes overturned by 
phrasess that are more frequent, but not a correct answer. How answer selection 
shouldd be adapted to prevent this, remains an issue for further experimentation. 

Althoughh the improvements of expanded retrieval over unexpanded retrieval 
forr measurement questions discussed in chapter 5 are not reflected by the overall 
performancee of Tequesta, it sheds some light on the way the different components 
off  the Tequesta system interact. 

7.44 Conclusions 

Inn this chapter we have compared three document retrieval approaches used as a 
pre-fetchh for an actual question answering system. The experiments described in 
chapterr 4 showed that minimal span weighting clearly outperforms Lnu.ltc based 
retrieval,, with respect to the ability to identify documents that contain a correct an-
swer.. In this chapter we have also seen that the overall performance of the Tequesta 
questionn answering system benefits significantly from using minimal span weight-
ingg instead of Lnu.ltc weighting. Hence the effectiveness of a retrieval system does 
havee a strong impact on the performance of the whole process of question answer-
ing. . 

However,, judging a document retrieval approach by its ability to identify doc-
umentss that contain a correct answer is not the only aspect that plays a role in se-
lectingg a retrieval approach in order to improve the overall performance of a ques-
tionn answering system. This was made explicit by comparing the effectiveness of 
usingg expanded queries versus unexpanded queries for measurement questions. 
Althoughh retrieval using expanded queries is more successful in identifying docu-
mentss that contain a correct answer than retrieval using unexpanded queries, see 
chapterr 6, retrieval using expanded queries harmed the overall performance of the 
Tequestaa system, albeit that decreases in performance are not statistically signifi-
cant.. The main reason for the decrease in performance seems to be the fact that re-
trievall  using expanded queries returns more documents that contain a phrase that is 
off  the appropriate type to be an answer, which makes it more difficult for alter mod-
uless to identify the actual correct answers. In other words, retrieval using expanded 
queriess introduced more noise, which makes it harder to discriminate between doc-
umentss that do contain an answer and those that do not. 

Thiss raises the question whether the evaluation measures that are used through-
outt chapter 3-6, viz. a@n, p@n, r@n, are appropriate for comparing document re-
trievall  approaches in the context of question answering. In general, we think that 
theyy are, but of course idiosyncrasies of the document analysis module and the an-
swerr selection module also affect the way document retrieval can function in the 
contextt of a particular question answering system. 




