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Conclusions s 

Thiss final chapter concludes this thesis by reflecting on the three research 
questionss formulated in chapter 1. We discuss which parts of the thesis ad-
dresss these questions, and what general conclusions can be drawn from 
that.. Finally, some open issues are discussed, and we propose ways in 
whichh they could be addressed in future work. 

T hee main motivation for this thesis was to investigate the role of document 
retrievall  in the context of textual question answering. More specifically, we 
wantedd to know what kind of retrieval techniques could be used in order to 

increasee the performance of question answering systems. 
Documentt retrieval is one of the core components of most current textual ques-

tionn answering systems. The retrieval engine's task is to identify documents that are 
likelyy to contain a correct answer to a given question. The documents that are re-
turnedd by the retrieval component are then further analyzed by the subsequent com-
ponentss of the question answering system, such as document analysis and answer 
selection.. The impact of document retrieval becomes particularly obvious when the 
retrievall  component fails to return any documents containing a correct answer. Ob-
viously,, in such a situation, even an optimally performing document analysis and 
answerr selection component, wil l inevitably fail as well in identifying a correct an-
swer.. But the impact of the retrieval component on the overall performance of a 
questionn answering system is not restricted to situations where the retrieval compo-
nentt fails to return any documents that contain a correct answer. Also the number 
off  returned documents containing correct answers and the variety of ways in which 
thee answers are expressed can have an impact on the performance of question an-
sweringg systems. 

Thee retrieval techniques we have considered throughout this thesis included 
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standardd document retrieval techniques, as well as novel retrieval techniques which 
aree more tailored to the task of question answering. 

8.11 Recapitulation 

Inn the introduction to this thesis, we formulated the following three research ques-
tions: : 

1.. Do retrieval techniques that are known to perform well for document retrieval 
performm equally well when searching for documents that contain an answer 
too a question? 

2.. What can be gained from tailoring a document retrieval engine to the task of 
findingg documents that contain an answer to a question? 

3.. To what extent does the retrieval component affect the overall performance of 
aa question answering system? 

Lett us go through these questions one by one. The first question was addressed by 
chapterr 3, where we compared a number of retrieval techniques with respect to their 
abilityy to identify documents that contain a correct answer to a given question, on 
thee basis of the query that was generated from this question. In the different stan-
dardd retrieval approaches we looked at, the issues of morphological normalization, 
passage-basedd retrieval, and query expansion were addressed. We have found that 
moree aggressive morphological normalization, such as rule-based Porter stemming, 
iss more effective than using a machine readable dictionary to determine a word's 
syntacticc root. This is a littl e surprising as rule-based stemming is better known 
forr its ability to enhance recall (Kraaij and Pohlmann, 1996), rather than improving 
earlyy high precision which seems to be more desirable in the context of question 
answering. . 

Blindd feedback has become a standard technique in document retrieval because 
off  its consistent and strong positive impact on retrieval effectiveness, cf. (Mitra et al., 
1998;; Robertson and Walker, 1999). However, we have found it to have a dramatic 
negativee impact on the effectiveness when applied in the context of question an-
swering.. This is likely to be due to the fact that there are much less relevant doc-
umentss in question answering than in ad hoc retrieval, and that the information 
thatt allows one to answer the question is expressed very locally, while our blind 
feedbackk approach used full documents to identify terms that are used for query 
expansion.. One way to address the issue of locality is to use a local feedback ap-
proachh such as local context analysis (Xu and Croft, 1996). 

Passage-basedd retrieval has proved particularly useful for document collections 
thatt contain longer documents. It is also widely used for question answering, as 
itt exploits the fact that answers to a question tend to be found in a sentence or 
two.. We experimented with a large number of different passage sizes, we did not 



8.11 Recapitulation 

findd passage-based retrieval to outperform full document retrieval. Although these 
experimentall  results might appear somewhat counterintuitive, in recent work by 
Clarkee and Terra (2003) similar findings are reported. 

Summingg up our experimental results with respect to the first research question, 
wee can say that document retrieval behaves quite different in the context of question 
answeringg than ad hoc document retrieval: 

 Morphological normalization, which is not known for having a strong impact 
onn ad hoc retrieval effectiveness, has a statistically significant positive impact 
onn retrieval for question answering. 

 Blind relevance feedback, which is known for having a substantial positive 
impactt on ad hoc retrieval, results in dramatic decreases in effectiveness when 
appliedd to retrieval for question answering. 

 Passage-based retrieval, which is used by many question answering systems 
doess not yield better results in identifying documents that contain a correct 
answerr than full document retrieval. 

Fromm these observations one can conclude that retrieval for question answering is 
indeedd substantially different from regular ad hoc retrieval and wil l therefore bene-
fitt from retrieval techniques that are tailored to the task of question answering. 

Thiss brings us to the second research question: What can be gained from tailoring a 
documentdocument retrieval engine to the task of finding documents that contain an answer to a 
question?question? We addressed this question in chapters 4-6. First, in chapter 4, we took 
anotherr look at the assumption that answers tend to be expressed rather locally. 
Ass passage-based retrieval did not result in the expected improvements, a more 
flexiblee approach to retrieval considering locality might be more successful. To in-
vestigatee this, we introduced a new proximity-based approach to retrieval, which 
wee coined minimal span weighting. This approach takes into account the proximity 
withinn which matching terms occur in a document as well as the number of terms 
fromm the question occur in the document. This new weighting scheme resulted in 
substantiall  and statistically significant improvements. 

Nextt to the choice of an appropriate retrieval approach, the issue of selecting 
wordss from the original question has a strong impact on retrieval effectiveness. In 
chapterr 5, we have seen that much can be gained by optimal query term selection. In 
orderr to approximate optimal term selection, we used machine learning techniques 
assigningg weights to the words in the question, where the weight represents how 
usefull  this term is for retrieving documents containing an answer. Unfortunately, 
usingg the learned query term weights for query formulation did not result in signif-
icantt improvements. Nevertheless we believe that the machine learning framework 
wee introduced in chapter 5 offers a good starting point to further investigate this 
issuee in future work. 

Chapterr 5 covers one aspect of query formulation, namely selecting terms from 
thee original question. In chapter 6, we focus on another aspect, namely adding 
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termss to retrieval queries. Query expansion is done for measurement questions, i.e., 
questionss asking for the height, length, age, etc., of something or somebody. The 
experimentall  results show that expanding queries results in statistically significant 
improvements,, in particular at lower cut-offs. 

Summingg up our findings from chapters 4-6, we can say that tailoring document 
retrievall  to the task of question answering leads to significant improvements. Fur-
ther,, document retrieval for question answering can benefit from retrieval strategies 
thatt are tailored to the type of question that is asked, which is illustrated here by the 
improvementss for measurement questions. 

Thee experiments in chapters 3-6 focus on the potential impact that document re-
trievall  can have on the overall performance of a question answering system. While 
conductingg these experiments, we deliberately did not integrate the different re-
trievall  approaches into a specific question answering system and we did not evalu-
atee the changes in effectiveness of the complete system. When evaluating a complete 
questionn answering system the quality of the other components plays an important 
rolee as well, as they may distort our view on the potential impact of different re-
trievall  approaches. However, at the end of the day we were obviously interested in 
answeringg our third main research question: To what extent does the retrieval compo-
nentnent affect the overall performance of a question answering system? 

Chapterr 7 addresses this question by integrating three different document re-
trievall  approaches into our Tequesta question answering system. Experimental re-
sultss show that using minimal span weighting results in a significantly better per-
formancee of Tequesta than using Lnu.ltc based retrieval, which is in line with our 
findingss in chapter 4. On the other hand, using expanded queries for measure-
mentt questions results in a decrease of Tequesta's performance when compared to 
usingg unexpanded queries. This is contrary to our findings described in chapter 
6,, where retrieval with expanded queries outperformed retrieval with unexpanded 
queriess for measurement questions, if only the retrieval component itself is evalu-
ated.. When using expanded queries, many of the documents returned by the re-
trievall  engine contain a phrase that counts as a candidate answer, which makes it 
moree difficult for the answer selection component to choose a correct answer. The 
resultss on query expansion illustrate that QA components other than retrieval (such 
ass document analysis and answer selection) may be sensitive to the kinds of docu-
mentss that are returned by the retrieval component. 

Thee results in chapter 7 illustrate two things: First, evaluating the retrieval com-
ponentt by itself is a reliable indicator of the general overall performance of the 
Tequestaa question answering system, provided that the same kind of information 
needs,, viz. questions, are used. Second, for particular question classes, the impact 
off  the retrieval component on the overall performance depends on the way the other 
componentss of the question answering system are realized. Therefore, optimizing 
thee retrieval component with respect to its stand-alone effectiveness is beneficial for 
questionn answering in general, but idiosyncrasies of the other components still play 
ann important role. 
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Notee that we did not integrate into Tequesta the results of learning term weight-
ing,, described in chapter 5, in order to assess their effect on the overall performance 
off  Tequiesta, as they only led to minor improvements of the retrieval component. 

8.22 Future Directions 

Somee of the issues that were addressed in the previous chapters raise follow-up 
questionss that are beyond the scope of this thesis. In chapter 3, we saw that blind rel-
evancee feedback results in a dramatic decrease in retrieval performance. One of the 
explanationss for this decrease seems to be the fact that terms from the full document 
aree eligible for query expansion. But as we saw in chapter 4, locality is an impor-
tantt aspect for retrieving documents containing an answer and seems worthwhile to 
considerr more sophisticated feedback techniques, such as local context analysis (Xu 
andd Croft, 1996), that consider for expansion only terms in the proximity of match-
ingg terms from the original query. This could be nicely integrated with minimal 
matchingg spans, as described in chapter 4. 

Slightlyy orthogonal to this, but still related to the issue of locality, is the poten-
tiall  use of our minimal matching spans for presenting question answering systems' 
outputt to users. Recently, Lin et al. (2003) conducted a user study that shows that a 
largee majority of users prefers returned answers to be surrounded by some context 
insteadd of isolated exact answers. We have high hopes that our minimal spans pro-
videe a good and highly focused notion of context in which to present systems' out-
putt to users. Further research, based on experiments with end-users, are required 
too confirm this believe. 

Next,, in the question answering research community one can observe an in-
creasedd usage of machine learning methods, for all components in the QA pipeline. 
Forr instance, in the past 18 months various groups have explored the use of ma-
chinee learning techniques for question classification, see e.g., (Li and Roth, 2002; 
Suzukii  et al., 2003; Zhang and Lee, 2003). Obviously, training data is essential if 
theree is to be progress in the application of machine learning methods for QA (in 
thee case of question classification, Li and Roth (2002) built and made available a set 
off  5,500 questions classified by hand). Now, returning to our own machine learning 
experimentss in chapter 5, one particularly interesting question that we would like 
too investigate further is: What is the impact of having more training data available 
whenn using machine learning to assign weights to query terms and use that infor-
mationn to select words from the original question to formulate a retrieval query? 

Anotherr topic for future research is to further investigate the interaction between 
thee different components in a question answering system. For instance, in chapter 
6,, we saw that query expansion does have a substantial positive impact on the re-
trievall  effectiveness, when evaluated in isolation. On the other hand, the overall 
performancee of Tequesta dropped for measurement questions, which requires bet-
terr answer selection criteria to exploit the potential that is offered by retrieval with 
expandedd queries. 
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Moree generally, we saw that one of the main outcomes of the thesis is that docu-
mentt retrieval for question answering has to respond to very different information 
needss than regular document retrieval, and this causes retrieval strategies to be-
havee differently, depending on which of the two task they are applied to. Some of 
thee techniques that have been introduced for retrieval over the years and that have 
failedd to show an increase in effectiveness in, say, mean average precision, for ad hoc 
retrievall  are worth a second look in the context of question answering. In particu-
lar,, it would be interesting to re-consider techniques that are known to boost early 
precision. . 

Inn addition, it seems interesting to investigate whether some of the techniques 
thatt have been developed in this thesis can be applied successfully to tasks other 
thann ad hoc retrieval or question answering. Very recently, we have conducted some 
pilott experiments on using minimal span weighting for identifying web pages in the 
contextt of the named page task of TREC's web track (Craswell and Hawking, 2002), 
andd the results indicate substantial improvements over our baseline. This indicates 
thatt some of the retrieval techniques used for question answering are also applicable 
too other retrieval tasks with more specific information needs. 


