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5F R O M D O C U M E N T I M P O RTA N C E T O T O P I C A L
R E L E VA N C E

Global link evidence is by nature query-independent, and is therefore
no direct indicator of the topical relevance of a document for a given
search request. As a result, link information is usually considered
to be useful to identify the query-independent aspects of relevance
which we refer to as aspects of the importance of documents. Incoming
link evidence can be used as an indicator of authority or popularity.
Outgoing link evidence can be used as an indicator of document length
or ‘hubness’. The direction of the link is assumed to determine the
specific nature of the indicator. Our first conjecture is that global link
evidence is not related to topical relevance but to document importance.

Local link evidence, in contrast, is query-dependent—based on our
definition on page 48—and could in principle be related to topical
relevance. Links are assumed to be a signal that linked documents are
topically related to each other. The textual evidence for the relevance
of a page is assumed to provide evidence for the relevance of its
neighbours as well. Our second conjecture is that local link evidence is
related to topical relevance.

Local link evidence is still derived from the global link structure, and
the local link degree is bounded by the global degree. A page cannot
have a higher local degree than its global degree. At the same time,
pages with many links have a higher a priori probability of having links
in the local set. Therefore, the local degree partly depends on the global
degree and might also reflect the importance of documents.

This leads to our main research question:

• To what extent is link evidence related to the importance of docu-
ments, and to the topical relevance of documents?

We are mainly interested in the relation between link evidence and
topical relevance. The relation between link evidence and document
importance has been extensively studied and successfully exploited for
Web-centric search tasks (see Section 2.3.1.1). The relation between link
evidence and topical relevance has, to our knowledge, not been shown
before and is still poorly understood.

Because local degrees depend on the global link structure, we first
look at this dependence and address the questions:
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106 from document importance to topical relevance

• To what extent are local degrees dependent on global degrees?

• Can we make local link evidence less dependent on the global degree
structure?

We can take both the global and local degrees into account and
look at the fraction of all links that are present in the local set. We are
mainly interested in the relation between link evidence and topical
relevance, but to understand this relation, and because local degrees
are dependent on the global degrees, we need to consider the relation
between link evidence and document importance as well.

Although we cannot test our conjectures directly—we have no direct
way of measuring topical relevance and document importance—they
have several implications that should be observable.

Insofar as local link evidence is related to topical relevance, we
would expect this evidence to be independent of the link direction and
therefore symmetric. In the previous chapter we saw that local incoming
and outgoing link degrees have a similar impact on overall retrieval
performance. We argued that this makes sense if local link evidence
is related to topical relevance. If a link between documents A and B is
an indicator that A and B are topically related to each other, then the
textual evidence of A for a given query also provides evidence for the
relevance of B. But because topical relatedness is a symmetrical relation.
The textual evidence for the relevance of B also provides evidence for
the relevance of A.

We can test several aspects of link evidence for symmetry. First, there
is the degree structure. Incoming and outgoing link degrees are derived
from the same link graph. Perhaps pages with high local in-degree also
have a high local out-degree and vice versa? If the degree structure is
not symmetric, in- and out-degrees promote different documents. This
could mean that if we use the evidence in both directions, essentially
treating links as undirected links, we have more evidence to distinguish
between pages.

Our second set of research questions addresses the relation between
directed and undirected link evidence:

• Is local link evidence symmetric in its degree structure?

• Is global link evidence asymmetric in its degree structure?

• Does the symmetry of the degree structure increase as we make link
evidence more sensitive to the search topic?
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Another aspect of link evidence we can test for symmetry is the
ability to distinguish relevant from non-relevant documents. So far we
have only used link evidence in combination with text evidence. But we
can also evaluate the document rankings of link evidence in isolation.
We can compare incoming and outgoing link evidence in their ability
to distinguish relevant from non-relevant documents. The undirected
link evidence could also possibly further improve the degree-based
ranking as it takes all neighbours into account. This idea was used by
Carrière and Kazman (1997), who ranked Web search results based on
their “connectivity”. If local link evidence is related to topical relevance
and global link evidence is not, we would also expect that local link
evidence is more effective in isolation than global link evidence.

Our third set of questions is:

• Is the ranking based on local link evidence in isolation better than
the ranking based on global link evidence in isolation?

• Is local link evidence symmetric in its ability to distinguish relevant
from non-relevant documents?

• Is global link evidence asymmetric in its ability to distinguish relevant
from non-relevant documents?

Finally, we will consider the possibility that some documents are
more relevant than others. A good retrieval system ranks documents
according to how relevant they are. The relevance judgements of inex

Wikipedia test collections contain detailed information on which parts
of the text of relevant documents are relevant. Relevance assessors have
highlighted those parts of the text that are relevant. This allows us to
study the relation between link evidence, and the amount and fraction
of relevant text in documents. We want to know:

• How are global and local link evidence related to the amount of
relevant text in articles?

• How are global and local link evidence related to the fraction of
relevant text in articles?

In the rest of this chapter, which consists of four parts, we will discuss
how our three hypotheses hold up against our findings. In the first
part (Section 5.1) we discuss how local link evidence can be made
more independent from the global link structure and in the second part
(Section 5.2) we analyse how different degree structures are related to
each other. In the third part (Section 5.3) we compare the different link
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directions and levels of link evidence in a retrieval setting and in part
four (Section 5.4) we study the relation between the degrees and the
amount of relevant text in articles. We draw conclusions in Section 5.5.

5.1 from query-independence to query-dependence

The global degrees affect the local degrees in the sense that they determ-
ine the upper bound for the local degrees.1 A page with n incoming
links in the entire collection can have a maximum local degree of n
for local sets of at least n + 1 pages. The local set is query-dependent
so the resulting link evidence is more focused on the query. However,
the global degrees still play a role for the above mentioned reason.
The local degree to some extent expresses the “local importance” of a
page. Can we make link evidence more independent from the query-
independent link structure? If two pages A and B have the same local
link degree but different global link degrees, are they equally related
to the local context or is one more related than the other? If page A
has a much higher global degree than page B, we expect A to have a
higher local degree as well, purely based on the a priori probability of
having links in the local set. Intuitively, the page with the lower global
link degree yet equal local link degree has stronger evidence of being
related to the search topic. We want to make the a priori probability
of local link evidence more uniform. A simple solution would be to
normalise the local link degree by weighting it down with the global
link degree. This should reduce the query-independent component in
the query-dependent degrees.

Pages with a very high global degree but a low local degree ‘lose’
many of their links in the local graph, which could be interpreted as
a signal that the link evidence of this page is related to document
importance but not to topical relevance. In other words, the few links
present in the local set are less meaningful. On the other hand, pages
that have a low global degree but lose no links in the local set are
supported by all their neighbours. It is highly unlikely that a page
with low global degree has most of its links present in the local set by
accident. Such a page “belongs to” this part of the link graph. If we
weight link evidence by the ratio of local to global degrees, that is, the
fraction of global links present in the local set, we make the evidence
more sensitive to the topic and less sensitive to document importance.

1 Of course, the size of the local set also provides an upper bound. If the global degree
of a page is higher than the number of pages in the local set, the upper bound is the
determined by the local set size. Otherwise, the global degree is the upper bound.
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This can be interpreted as the local specificity or topical specificity of the
link evidence. Formally, the local fraction is calculated as:

fractionloc(d) =

{
deglocal(d)/degglobal(d) if degglobal > 0

0 otherwise

This is radically different from local and global degrees by themselves.
Although query-dependent, the local degree ranking is based on the
amount of local evidence a page has. The page with the most links is
ranked highest. The local fraction is based on the fraction of global
links present in the local set. A page with a global in-degree of 1 and
a local in-degree of 1 gets the maximum score. Pages with more local
links cannot be ranked higher than this document.

The local degree and local fraction thus to reflect two aspects of
topical relevance. The degree corresponds to the degree of relevance
(from, say, marginally to highly relevant) and the fraction corresponds
to how specifically about a topic a document is (from a small fragment
to the whole article). This is related to the notions of exhaustivity and
specificity used in early inex evaluations (Pehcevski and Larsen, 2009).

The local fraction takes no account of the amount of link evidence,
but this seems undesirable. We want to reduce the impact of the global
link structure while retaining the impact of the amount of local links.
We want to combine local importance and local specificity. Similar to the
well-known term-weighting scheme tf·idf, we can use the inverse of
the log of the global degree as an inverted document frequency. The
weighted degree is computed as:

degweighted(d) =

{
deglocal(d)/ log(1 + degglobal(d)) if degglobal > 0

0 otherwise

Pages with an extremely high global degree have a high a priori
probability of a high local degree, which we tone down by dividing
by the log of the global degree. Pages with high local degree are still
promoted above pages with low local degree, but with equal amounts
of local evidence, the page with less global evidence is preferred. We
add one to the log of the global degree to ensure the denominator is
more than zero. This has a minor impact on pages with a high global
degree and tones down the impact of pages with a low global degree.
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Global Local

Degree min. max. med. mean stdev. min. max. med. mean stdev.

In-degree 0 74,937 4 20.63 282.94 0.00 48.83 1.14 3.17 6.65

Out-degree 0 5,098 12 20.63 36.70 0.04 21.01 2.34 3.17 3.37

Union 0 75,072 16 37.65 287.87 0.04 51.11 3.14 5.14 7.19

Intersection 0 1,488 2 3.62 9.10 0.00 14.68 0.44 1.20 2.15

Fraction Weighted

In-degree 0.00 0.67 0.05 0.12 0.03 0.00 12.03 0.14 0.63 4.43

Out-degree 0.00 0.50 0.07 0.10 0.01 0.00 4.63 0.24 0.49 0.80

Union 0.00 0.49 0.07 0.10 0.01 0.00 9.74 0.32 0.73 2.91

Intersection 0.00 0.69 0.04 0.13 0.03 0.00 6.53 0.06 0.39 1.20

Table 20: Link statistics of the Wikipedia collections. Local statistics are
macro averages over 221 topics.

5.2 relation between degrees

In this section we analyse the extent to which degrees are correlated to
each other. Local link evidence is derived from the global link structure,
so how are local and global degrees related to each other? Incoming and
outgoing links are derived from the same graph; how are they related
to each other? We will first discuss statistics of the new types of link
evidence discussed above. After that, we look at the relation between
global and local link evidence and between incoming, outgoing and
undirected link evidence.

5.2.1 Degree statistics

What do the new weighted degree distributions look like? Are they still
power law distributions like the normal degrees?

Incoming and outgoing links are different types of evidence, but
they have a similar impact on retrieval performance. Since they are
different types of evidence, they might be complementary. We also look
at undirected and bidirectional link evidence. The union of the in- and
out-degree is the undirected degree, or the total number of pages that a
page is connected to. The intersection of in- and out-degree is the set of
bidirectional links, where pages A and B link to each other. The graph
contains 12,401,667 undirected links and 1,182,558 bidirectional links
(9.5%). Degree statistics are shown in Table 20.
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Figure 16: Complementary cumulative distribution function of retrieved
documents over the global degrees (left) and over the local
degrees (right).

Globally, the maximum and standard deviation of the in- and out-
degrees differ by an order of magnitude (e.g. 74,937 versus 5,098), while
among the local degrees this difference is smaller (48.83 versus 21.01).

The number of local links is of course smaller than the number
of global links, but the link density is higher. An average of 37.65

undirected links (union) per document in the global set of 659,388

documents means that an average document is connected to 0.0057%
percent of all documents. An average of 5.14 undirected links in a local
set of 100 documents means that an average document is connected
to 5.14% of the local documents. The density thus increases by almost
three orders of magnitude.

The proportion of links that are bidirectional is the fraction of union
that is also in intersection. This proportion is much higher in the local
set (1.20/5.14 = 0.23) than in the global set (3.62/37.65 = 0.10). This
can be partly explained by the higher link density in the local set. Given
that page A links to page B, what is the probability that B links to
A? In the global link graph, this is 20.63/659, 388 = 0.00003, while in
the local link graph, this is 3.14/99 = 0.03. However, the proportion of
bidirectional links in the local set is much higher than 0.10+ 0.03 = 0.13.
The nature of Wikipedia links may also play a role: the Wikipedia
guidelines on linking (Wikipedia, 2009) state that a link to another
document should only be made when it is relevant to the context. Thus,
in a set of documents related to the same query, many documents will
be related to each other and therefore cross-linked. As we will see in the
next chapter (page 140), the proportion of bidirectional links is indeed
higher among linked pages that are semantically related to each other
than among pages that are not.
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Figure 17: Complementary cumulative distribution function of retrieved
documents over the local fractions (left) and the weighted
degrees (right).

Figure 16 shows the ccdf of the global (left) and local degrees (right).
We see that globally, the union degree distribution closely follows the
in-degree distribution at the high degrees. The explanation is that the
maximum out-degree is around 5,000 while the maximum in-degree is
around 75,000. At the high end the union degrees are almost completely
dominated by the contribution of the in-degree. We expect that in the
top of the ranking, the in- and union degrees are strongly correlated.
For the local degrees the pattern is very similar.

Figure 17 shows the ccdf of the local fractions (left), and weighted
degrees (right). Note that the fractions are plotted on a normal scale,
whereas the degrees are plotted on a logarithmic scale. The reason is
that fractions lie between zero and one. Plotting them on a logarithmic
scale between one and two (fraction plus one) results in straight lines,
suggesting the local fractions follow a power law distribution.

With the local fractions we see that the local fraction of incoming links
(in-fraction) distribution closely follows the intersection distribution
and the out-fraction distribution closely follows the union distribution.
With the weighted degrees it is vice versa.

5.2.2 Correlation of degrees

To what extent are local and global degrees related to each other?
And are the local fractions more independent from the global degrees?
We look at the Kendall’s τ rank correlation between global, local and
weighted degrees and local fractions. Many pages have the same degree,
so ranking on degrees leads to many tied ranks. When computing the
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Incoming Outgoing

Degree Global Local Fraction Weighted Global Local Fraction Weighted

Global – 0.46 0.01 0.29 – 0.32 -0.28 0.09

Local – 0.57 0.87 – 0.44 0.84

Fraction – 0.71 – 0.62

Weighted – –

Table 21: Correlation of global, local, fraction and weighted degrees over
the top 100 results

rank correlation we should take this into account. Therefore, we ignore
the pairs that are tied on both variables and compute Kendall’s τ as:

τ =
nc − nd√

(nc + nd + eX)(nc + nd + eY)

where eX is the number of pairs tied on y but not on x and eY is the
number of pairs tied on x but not on y. Pairs tied on both x and y play
no role in the computation of τ. We compute the rank correlation per
topic and report the macro average over all 221 topics.

In Table 21 we see the rank correlations over the top 100 retrieved res-
ults for the global, local and weighted in-degrees (left) and out-degrees
(right). The global and local in-degrees are moderately correlated (0.46).
The global link structure has a significant impact on the local link de-
grees. Local degrees thus reflect both topical relatedness and document
importance to some extent. As expected, the correlation with the global
degrees decreases as we put more emphasis on the local context. The
weighted in-degrees correlate somewhat less (0.29) with the global
in-degrees than the local in-degrees. The local in-fractions appear to be
uncorrelated with the global in-degrees (0.01). For the outgoing links,
the correlations with the global degrees are lower, except for that of
the local out-fractions, which are negatively correlated with the global
out-degrees (−0.28). Recall from the previous chapter that the global
out-degrees are strongly correlated with document length (see Table 12).
This could mean that the out-fractions are also negatively correlated
with document length and thus promote shorter documents that are
very focused on the topic.

The local degrees are moderately correlated with the local fractions,
with a stronger correlation for the in-degrees (0.57) than for the out-
degrees (0.44). Down-weighting by the full global degrees really affects
the ranking. The local degrees are strongly correlated with the weighted
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degrees, both for incoming (0.87) and outgoing links (0.84), so down-
weighting by the log global degrees apparently does not affect the
ranking much. Since the weighted degrees are somewhere in between
the local degrees and the local fractions, their correlations are strong
with both. The log tones down the global degree to such an extent that
the weighted degrees are closer to the local degrees (0.87 and 0.84) than
to the fractions (0.71 and 0.62).

In summary then, to what extent are global, local and weighted
degrees related to each other? As discussed above, global and local
degrees are moderately correlated with each other. The ranking based
on local link degrees is clearly influenced by the global link structure
and possibly signals both topical relevance and document importance.
The fraction of the global links that are present in the local graph is
unrelated to the global degree and is only moderately related to the
local degree. The tf·idf-like weighted degree is very similar to the local
degree but is less dependent upon the global degree, therefore less
related to document importance and more with topical specificity.

5.2.3 Directed and undirected link degrees

In the previous chapter we saw that local in- and out-degrees have a
similar impact on average precision. A simple explanation would be
that they are strongly correlated, as they are derived from the same link
graph. Incoming and outgoing link evidence are necessarily related in
some way: a link between two documents is incoming link evidence
for one document and not the other, and vice versa for outgoing link
evidence.

By combining two different types of evidence, they might lessen
each others impact. Given a link from document A to B, incoming link
evidence will promote document B, outgoing link evidence will pro-
mote document A, whereas the undirected degree makes no distinction
between the two. If documents with a high in-degree tend to have a low
out-degree and vice versa, in union they would cancel each other out.
If, on the other hand, the documents with high in-degree also tend have
a high out-degree, in union they would increase the gap between the
highly connected documents and those with only a few connections.

We will first look at the correlations of global degrees, then proceed
with the local degrees, and the weighted and log weighted degrees.

If we focus on the global degrees and the correlation between the
different link directions over the top 100 results (left side of Table 22), we
see that the in- and out-degree rankings are moderately correlated (0.43).
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Top 100 Top 10

Degree In Out Un. Int. Cont. In Out Un. Int. Cont.

In – 0.43 0.63 0.74 0.02 – 0.31 0.83 0.43 0.04

Out – 0.80 0.50 0.00 0.01 – 0.42 0.05 0.00

Un. – 0.58 0.01 0.58 0.25 – 0.34 0.07

Int. – 0.01 0.45 0.46 0.49 – -0.02

Content – 0.06 0.05 0.06 0.06 –

Table 22: Correlation of global degrees over the retrieved top 100 and
top 10 of the 221 topics.

Recall from Table 12 that their linear dependence (Pearson correlation)
is 0.19. In ranking they are more similar to each other. The in-degrees
are more strongly correlated with the union and intersection degrees
(0.63 and 0.74 respectively) than with the out-degrees, which is to be
expected, given that the in-degree is part of the union and intersection
degrees. The out-degrees are more strongly correlated with the union
(0.80) than the in-degrees (0.63). We also show the rank correlations of
the degrees with the content-based ranking (column 6). Obviously, the
correlations are close to zero because the global degrees are independent
of the content score.

The overall correlations give a broad idea of the relationship between
degrees. Given that most documents have a low in- and out-degree,
the correlation is dominated by these low degrees where the mass of
the distribution is peaking, while we are mostly interested in the other
end with the highest degrees. On the right of Table 22 we see the rank
correlations between the top 10 results of the different degrees. Over the
top 10, the correlation is not symmetrical: the top 10 documents by in-
degree can be different from the top 10 documents by out-degree. That
is, we take the top 10 results ranked by the column (say, in-degree) and
compare their ordering with how the same 10 documents are ranked
by the row (say, out-degree). Because of the asymmetry, we also look
at the top 10 results ranked by out-degree and compare their ordering
with how the in-degree orders them.

Among the top 10 documents according to in-degree, the correlation
is low to moderate with out-degree (0.31) and intersection (0.43), but
strong with union (0.83). In fact, the correlation between in-degree and
union is higher in the top ranked documents than overall (0.63), which
fits with what we saw in the degree distributions (Section 5.2.1). At the
low end of the distribution, the union is more similar to the out-degree
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Degrees Fractions

Degree In Out Un. Int. Cont. In Out Un. Int. Cont.

In – 0.27 0.78 0.40 0.12 – 0.06 0.12 0.28 -0.02

Out 0.10 – 0.46 0.20 0.12 0.10 – 0.52 0.09 0.00

Un. 0.61 0.28 – 0.36 0.12 0.24 0.51 – 0.11 0.06

Int. 0.45 0.46 0.43 – 0.12 0.34 0.11 0.10 – -0.06

Content 0.17 0.19 0.19 0.19 – 0.12 0.13 0.12 0.15 –

Table 23: Correlation of local degrees (left) and local fractions (right)
over the top 10.

while at the high end of the distribution, the union is more similar to
the in-degree. The out-degree top 10 ranking is not correlated (0.01)
with the in-degree ranking of the same documents. This shows where
in- and out-degree are complementary. The out-degree pushes different
documents to the top than the in-degree. The same holds for the out-
degree top 10 and the intersection-based ranking (0.05). Only the union
ranks the top 10 out-degree documents somewhat similarly (0.42). The
documents with high union and intersection degrees get most of their
evidence from the in-degrees. Even in the top of the ranking the degrees
do not correlate with the content-based ranking (column 11).

The local degrees and fractions and the weighted degrees over the
top 100 show roughly the same correlations between incoming and
outgoing degrees and their union and intersection. Because we are
mainly interested in how they compare in the top of the rankings, in
Table 23 we only show the correlations over the top 10 results. We
leave out the numbers of the weighted degrees, as their correlations are
similar to the local degree correlations. The weights have little impact
on the rankings.

We first discuss the correlations between the local degrees (left side
of Table 23). Over the top 10 results, in- and out-degree correlate only
weakly with each other (0.27 and 0.10). Local in- and out-degrees are
not more strongly correlated than global in- and out-degrees. Local link
evidence is thus not more symmetrical in terms of the degree structure
than global link evidence. Local in- and out-degrees promote different
documents. We looked at overlap between the top 10 documents of
the local in- and out-degree and found that, averaged over 221 topics,
the overlap is 4.7; thus each has 5.3 documents in the top 10 that are
not in the top 10 of the other. The correlation with the content-based
ranking is still low (column 6), but higher than for the global degrees.
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The local degrees are related to the topic and thereby, to some extent,
to the content of the documents.

From the local degrees to the local fractions (right side of Table 23),
the main differences are that out-degree and union are more strongly
related (0.52 and 0.51) as reflected by the degree distributions in Fig-
ures 16 and 17. The relation between incoming and outgoing link evid-
ence has almost disappeared (0.06 and 0.10). The correlation between
the fractions and the content-based rankings (column 11) are lower than
those of the local degrees. Local or topical specificity seems unrelated
to the content-based score.

For all the types of link evidence, the correlation with the content-
only ranking is relatively low. Link evidence is thus quite different from
textual evidence.

To what extent are the directed and undirected degrees related to
each other? We found that there is a moderate correlation between
document rankings based on in- and out-degree. However, this correl-
ation is smaller in the tops of both rankings. There is also substantial
difference between documents in the top 10, indicating that in-degree
and out-degree provide information about different documents, which
is reflected in the difference of their precision curves. Since both de-
grees give the same overall performance boost, their union might give a
further boost. Because the out-degree distribution has a smaller spread,
it has a smaller impact on the ranking. When combining it with the
in-degree, that is, using the union of the degrees, it curbs the impact of
the in-degree to some extent. As the union degree shows a very strong
correlation with both degrees, and thus ranks documents similarly, it is
also possible that it leads to only a small further performance boost.

The local degree structure is not more symmetric than the global
degree structure. This is partly due to the moderate correlation between
global and local degrees, but also partly to the fact that incoming and
outgoing link evidence point in opposite directions and apparently
promote different documents. The degree structure does not reveal
to us any difference in symmetry between query-independent and
query-dependent evidence. It also suggests that the relation between
incoming and outgoing links is independent of whether the entire
graph or a subgraph is used. Of course, this could be due to the fact
that we average over a large number of topics, as there might be large
differences between the correlations of individual topics.

We have found different levels of link evidence that range from
completely query-independent to highly query-dependent, and seen
that the similar impact of local incoming and outgoing link evidence
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is not caused by symmetry in the degree structure. We now turn to
investigate the ability of global and local incoming and outgoing link
evidence to distinguish between relevant and non-relevant documents.

5.3 link evidence and relevance ranking

In the previous chapters we looked at the impact of combining link
evidence with the document content evidence. Here, we look at how
documents are ranked by link evidence alone. This allows us to directly
compare query-independent and query-dependent link evidence for
ad hoc retrieval in their ability to rank relevant before non-relevant
documents. If we make link evidence more sensitive to the topical
context, we expect it to become more effective for ad hoc retrieval. How
does global link evidence compare to random ordering? How do local
link evidence and weighted link evidence compare to content-based
retrieval?

Because we only use the top 100 results for the local link degrees,
we evaluate all runs only up to the first 100 results per topic. Because
the full runs have many more results beyond the top 100, some of
which are relevant, the map over the top 100 results is lower than the
map over the full run. We compare the link-only ranking with the text-
based ranking and a random ordering of the results. For the random
ordering, we take the top 100 results of the text-based run and assign a
random score to each document and rank the documents accordingly.
Because two random orderings can have radically different performance
scores, we average the scores of the randomly ordered run over 100

iterations. With 221 topics, this means the overall scores are based on
the individual scores of 22,100 random orderings, giving very stable
and reliable results.

The results are shown in Table 24. The text retrieval baseline (Content)
leads to a much better ranking than the random ordering. We would
expect that the ranking based on link evidence is better than random.
If we look at the global evidence, we notice that in-degree performs
better than random mainly at the early ranks (0.5025 versus 0.3962 for
mrr, 0.2805 versus 0.2191 for P@10), while out-degree has worse mrr

than random ordering (0.3638), perhaps because out-degree correlates
with document length, and is made redundant by the length prior. The
ability of global link evidence to distinguish relevant from non-relevant
is not symmetric. The union of in- and out-degrees is less effective than
in-degree alone.
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Run map mrr P@10 P@30 map mrr P@10 P@30

Random 0.1254 0.3962 0.2191 0.2181 0.1254 0.3962 0.2191 0.2181

Content 0.2679 0.8119 0.4937 0.3621 0.2679 0.8119 0.4937 0.3621

Global Local

Indegree 0.1435 0.5024 0.2805 0.2490 0.2117 0.7259 0.4186 0.3243

Outdegree 0.1315 0.3638 0.2394 0.2377 0.2129 0.6374 0.4127 0.3321

Union 0.1382 0.4688 0.2611 0.2391 0.2206 0.7279 0.4235 0.3395

Intersection 0.1417 0.4811 0.2751 0.2446 0.2139 0.7132 0.4104 0.3205

Fraction Weighted

In-degree 0.1925 0.5067 0.3457 0.3128 0.2294 0.7593 0.4348 0.3407

Out-degree 0.1921 0.5365 0.3543 0.3192 0.2268 0.7334 0.4258 0.3351

Union 0.1927 0.5434 0.3439 0.3103 0.2270 0.6714 0.4213 0.3436

Intersection 0.1999 0.5599 0.3552 0.3119 0.2382 0.7438 0.4394 0.3514

Table 24: Retrieval performance using link evidence alone on the inex

2006–2007 Ad Hoc Track topics.

What is most striking is that all variants of local link evidence perform
much better than the global link evidence. Global link evidence barely
improves upon a random ordering while local link evidence is much
closer in performance to the text-based ranking.

The local in- and out-degree have similar map scores (0.2117 and
0.2129), indicating the symmetry of the evidence. The union is even
better (0.2206), showing that using the evidence in both directions is
beneficial, again supporting the idea of symmetry.

The local fractions have somewhat lower scores than the local degrees.
In other words, the amount of local evidence is more effective than
the fraction of local evidence. Again, in- and out-fractions have similar
map (0.1925 and 0.1921). Here the intersection is better than in- and
out-degrees, perhaps because the smaller spread of the intersection
degrees demotes high-degree pages less.

The weighted degrees are more effective than the local degrees, show-
ing that making the evidence more sensitive to the topic is beneficial
for ad hoc search. However, the fact that the weighted degrees are also
better than the fractions indicates that the influence of the global struc-
ture does have a positive impact. Incoming and outgoing link evidence
have similar map score, and their union is more effective than either by
itself.
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The fact that local link evidence is much more effective than global
link evidence and random ordering is strong support for our conjecture
that local link evidence is related to topical relevance. Putting more
emphasis on the local context by using a tf·idf weighting of local
and global degrees improves the ranking further. Although we cannot
directly observe the relation between local link evidence and topical
relevance, the fact that performance increases as we make link evidence
more sensitive to the topical context, and the similar performance of
local incoming and outgoing link evidence, strongly suggest the relation
with topical relevance. Global link evidence, although nowhere near as
effective, is related to relevance, albeit a query-independent aspect of
relevance.

This concludes our analysis of the ability of link evidence to distin-
guish between relevant and non-relevant documents. The next step is to
zoom in on the relevant documents and investigate how link evidence
affects the internal ordering of relevant documents.

5.4 link evidence and amount of relevant text

Query-dependent link evidence is more useful than query-independent
link evidence for identifying relevant documents. But not all documents
are equally relevant. Some documents might be mostly off-topic and
only mention the topic in a few sentences, while others might be fully
on-topic and cover the topic exhaustively.

This is where the inex Ad Hoc relevance judgements on the Wiki-
pedia collection allow a much deeper analysis than most other ir test
collections. inex studies the effectiveness of focused retrieval techniques,
giving precise information about the location and amount of relevant
text within documents. For the inex Ad Hoc Track, assessors are asked
to highlight all and only relevant text within each pooled document
(Lalmas and Piwowarski, 2006, 2007). The relevance judgements thus
contain not just binary judgements but the size (in number of characters)
and location of the relevant text within relevant documents.

This allows us to study the relation between link evidence and the
amount of relevant text. We make the assumption that documents that
have more relevant text discuss the topic more exhaustively and are
therefore more important to the topic. This assumption is not true
in all cases, as some documents might be verbose and cover only a
small aspect of the search topic in great detail, while others might be
more concise but completely satisfy a user’s information need in a few
sentences or paragraphs. However, in general we expect the amount of
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Figure 18: Example of relevant text highlighted by an assessor of the
inex Ad Hoc Track.

Degree In Out Union Inter

Global 0.12 0.17 0.14 0.14

Local 0.19 0.19 0.21 0.21

Fraction 0.11 0.03 0.05 0.14

Weighted 0.19 0.16 0.19 0.19

Table 25: Rank correlation coefficients between relevant text size and
global degrees, local degrees, local fractions and weighted
degrees.

relevant text to be a reasonable indicator of the utility of a document
for ad hoc search.

To illustrate the detailed relevance information available through the
inex assessments, Figure 18 shows an example relevant document with
some of its text highlighted. Assessors can highlight any of the text,
and select multiple passages of relevant text. The resulting relevance
judgements contain information about the character offset and length
of each relevant passage. For our purposes we only consider the total
amount of relevant text and the fraction of text relevant—the amount
of relevant text divided by the total amount of text—in each article. The
offset information is less useful for our current analysis because we
look at the document level rather than the sub-document level.

In Table 25 we see the rank correlation between the amount of relevant
text in articles and the link degrees. Note that these correlations are over
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Figure 19: The average amount of relevant text at ranks 1 to 10 for
the retrieved relevant documents ranked by content or link
degree.

the relevant articles only. We are interested in the internal ranking of the
retrieved relevant documents, therefore filter all the irrelevant documents
out of the top 100 results. Of the global degrees, the out-degree has
the highest correlation (0.17) with the amount of relevant text. This is
probably due to the strong correlation between global out-degree and
document length. Longer documents can have larger absolute amounts
of relevant text. The local degrees correlate more with the amount of
relevant text (between 0.19 and 0.21) than the global degrees, although
all coefficients are still low. The fractions—especially the out-fractions
(0.03) and union fractions (0.05)—are almost unrelated to the amount
of relevant text in articles. The coefficients of the weighted degrees are
very similar to those of the local degrees.

Again, the overall correlation does not tell us anything about the
most interesting part of the data. What we want to know is whether the
documents with the highest degrees are also the documents with the
most relevant text. The average amount of relevant text over the first
10 retrieved relevant documents when ranked by degree is shown in
Figure 19 (left). At each rank we computed the amount as the average
over the n-th relevant documents over all topics that have at least
n relevant documents in the top 100. We left out the curves for the
weighted degree to keep the figure readable. They fall between the local
degrees and local fraction curves, but closely follow the local degree
curves.

The Text baseline has an average of almost 5,000 relevant characters
in the highest ranked relevant document. This amount quickly drops
to around 4,000 characters in the second and third relevant documents,
and then slowly drops to around 3,500 at the tenth relevant document.
The content-based evidence seems related with the amount of relevance.
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The amount of relevant text in documents gradually drops as the
amount of textual evidence decreases.

The global in-degree shows no relation with the amount of relevant
text. The relevant document with the highest in-degree has around 3,200

highlighted characters, while the tenth relevant document has around
3,400 highlighted characters. In contrast, the out-degree decreases with
the amount of relevant text in documents. The global out-degree is
strongly correlated to the length of documents. We already saw that
document length is related to the probability of relevance, but document
length also controls how much (relevant) text a document can possibly
have. Global out-degree promotes longer documents, and within the
set of relevant documents, the longer documents apparently have more
relevant text. The highest ranked relevant document according to tex-
tual evidence has more relevant text than the highest ranked relevant
document according to global out-degree. However, at ranks two to
ten, the global out-degree finds more relevant text than the text-based
baseline. Global in- and out-degrees are dissimilar in their relationship
with the amount of relevant text.

For the local degrees, the amount of relevant text clearly decreases
with increasing rank. The highest ranked relevant document according
to local in-degree has 5,237 highlighted characters on average, while
the document with highest out-degree has around 6,177 highlighted
characters. At the tenth relevant document, in- and out-degree have
3,757 and 3,926 highlighted characters. The local in- and out-degrees
are thus more related to the amount of relevant text in documents than
the global degrees, and are more similar to each other in terms of the
internal relevance ranking as well. This supports our conjecture that for
the relation with topical relevance, the direction the local links plays no
role; local link evidence is symmetric.

The local in-fractions show no relation with the amount of relevant
text in documents. From rank 1 to 10, the average amount of high-
lighted text stays close to 2,700 characters. The local out-fractions have
an inverse relation with the amount of relevant text in documents. The
average amount of relevant text increases from 1,045 to 2,476 high-
lighted characters from rank 1 to 10. A possible explanation is that the
fraction of outgoing links favours shorter documents with few outgoing
links of which most are in the local graph over longer documents that
have many outgoing links of which many are missing. These shorter
documents have less relevant text in absolute terms, but might have a
larger fraction of the text highlighted.
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Therefore, we also look at the fraction of text highlighted over ranks.
Within the same set of retrieved relevant documents, we look at the av-
erage percentage of text that is highlighted in the right side of Figure 19.
For the Text ranking, the fraction of text highlighted fluctuates between
45% and 50%. Combined with the fact that the highest ranked relevant
documents have more relevant text, this suggests that the content-based
ranking is related with topical relevance.

Both the global in- and out-degrees show an inverse relation with the
fraction of highlighted text in relevant documents. For the in-degree,
the fraction goes up from 19% of the highest ranked relevant document
to 36% of the tenth ranked relevant document. For the out-degree
the percentages go up from 18% to 32%. The global out-degrees are
positively related with the amount of relevant text, but negatively
related with the fraction of relevant text. This shows that the global
out-degree really promotes longer documents that have a larger scope
than the search topic alone, and only as a consequence of this promote
more relevant text. Again, global link evidence is not symmetric in its
relation with the amount and fraction of relevant text in documents.

The local degrees are also negatively correlated to the fraction of
highlighted text, but the percentages are substantially higher, going up
from 34% at rank 1 to 43% at rank 10 for the in-degree and from 34% to
41% for the out-degree. These percentages are lower than for the text-
based ranking. Textual evidence keeps more focus on the topic, but local
link degrees find more relevant text early on. The difference between
the local in- and out-degrees are small, supporting the conjecture that
link evidence for topical relevance is symmetric in identifying and
promoting relevant text.

The local fractions have the strongest relation with the fraction of
highlighted text. At all ranks from 1 to 10, both the in- and out-fractions
rank documents with a larger percentage of relevant text in the top
10 than the Text baseline does. Local specificity is a good indicator
of topical specificity. The first ten relevant documents according to
local out-fraction have more than 51% of their text highlighted. Thus,
although the weighted degrees are less effective for finding documents
with large amounts of relevant text, they keep strong focus on the
search topic and instead first rank relevant documents that are mostly
on-topic.

This shows the relation between the amount of local link evidence
and the amount of relevant text, and between the fraction of link
evidence present in the local graph and the fraction of relevant text.
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Figure 20: The average amount (left) and fraction (right) of relevant text
at ranks 1 to 10 for the retrieved relevant documents ranked
by the combination of content and link degree.
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Figure 21: The average amount (left) and fraction (right) of text that is
relevant at ranks 1 to 10 for the retrieved relevant documents
ranked by the combination of content and union of in- and
out-degree.

Local degrees reflect the exhaustivity dimension while local fractions
reflect the specificity dimension.

In Figure 20 we see the amount (left) and fraction (right) of relevant
text among the relevant documents using link evidence in combination
with the text-based retrieval score. We see that the difference between
incoming and outgoing link evidence is small, but that the level—global,
local or weighted—determines the shape of the curve. Global and local
degrees increase the amount of relevant text in the first 10 relevant
documents, which is barely affected by the local fractions. The fraction
of relevant text is slightly increased by the local fractions, somewhat
decreased by the local degrees and strongly decreased by the global
degrees. The local fractions seem to have little impact on the internal
ranking of relevant documents, but the local degrees seem to improve
the internal ranking.
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In Figure 21 we see the amount (left) and fraction (right) of relevant
text over the first 10 relevant documents for the baseline combined
with the union of in- and out-degrees. The global degrees increase
the amount of text in the first 10 relevant documents but at the price
of a large drop in the fraction of relevant text. The highest ranked
relevant documents are much longer and thus also have relatively more
irrelevant text than the first 10 relevant articles of the baseline. The
local degrees also increase the amount of relevant text but keep a much
better focus on the topic because they introduce a smaller fraction of
irrelevant text. The local fractions have little impact on the amount of
relevant text at each rank but slightly increase the fraction of relevant
text. They help increase the topical focus among the first 10 relevant
documents by promoting documents that are more on-topic. Finally,
the weighted degrees combine the increase in amount of relevant text
from the local degrees with the better focus of the local fractions. The
first 10 relevant documents have almost the same fraction of relevant
text as those of the baseline, but a larger amount of relevant text.

Link evidence for document importance promotes more text and as
a consequence also more relevant text, while link evidence for topical
relevance focuses on relevant text.

To summarise, global link evidence is not symmetric in its relation-
ship with the amount of relevant text and is unable to promote relevant
text without losing focus. This makes sense if global link evidence is
related to document importance but not to topical relevance. Important
documents have a higher a priori probability of being relevant, but link
evidence signalling importance cannot tell us how topically focused a
document is. Local degrees have the strongest relation with the amount
of relevant text. The local degree is a combination of topical specificity
and global connectedness. As a consequence, it keeps more focus on
the search topic than global link evidence and is better than the local
fraction at ranking documents with respect to the amount of relevant
text within them. Although the content-only score is a better indic-
ator of the relevance of a document—it has higher precision scores in
Table 24—the local link evidence seems a better indicator of the amount
of relevant text in documents.

These findings offer further support of our conjectures. Global link
evidence is unable to keep focus on the search topic but can only
promote longer documents that have higher probabilities of being
relevant. Therefore, global link evidence seems to signal document
importance but not topical relevance, and is asymmetric in its relation
to relevance. Local link evidence can keep focus on the search topic
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and at the same time promote documents with more relevant text. If
local link evidence signals topical relevance, it makes sense that the
amount of evidence is related to the amount of relevant text, and that
the fraction of links that is present locally is related to the fraction of
text that is relevant. Local link evidence is also more symmetric in its
relation to the exhaustivity and specificity dimensions of relevance,
which further suggests its relation with topical relevance.

5.5 discussion and conclusions

In this chapter we investigated when and to what extent link evidence
is related to document importance and topical relevance in Wikipedia.
Our conjectures were:

1. Global link evidence is query-independent and therefore not related
to topical relevance, but to document importance.

2. Local link evidence is query-dependent and is related to topical
relevance.

First, we wanted to know how we can make link evidence less
dependent on the global link structure. The local degree is in part
determined by the global degree so the local in-degree might to some
extent reflect the importance of pages. We can reduce the impact of the
global degree by taking both local and global degrees into account. We
introduced a type of evidence that is less related to the global degree
and more related to the specific neighbourhood of the top retrieved
results. If we take the fraction of the global links present in the local set,
we focus on the local or topical specificity of a page, which expresses
how strongly a page belongs to the local part of the global link structure.
If we divide the local degree by the log of the global degree, we reduce
the impact of the global link structure less heavily, and let the degree
score reflect how much link evidence there is for a particular page.

The next part of our analysis addressed how different levels and
directions of link evidence are related to each other. Our first question
was how global, local and weighted degrees are related. The local
degrees are moderately correlated to the global degrees, indicating that,
if global link evidence signals document importance, then local link
evidence might signal it as well, to some extent. The local fractions are
unrelated to the global degrees and promote very different documents,
suggesting they are unrelated to document importance. The weighted
degrees are almost unrelated to the global degrees yet very similar to
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the local degrees, but are slightly more sensitive to the local context.
These four levels of link evidence reflect a gradual change from purely
global to almost purely local.

Our next questions concerned the symmetry of the degree structure
of the global and local links. Because they are derived from the same
link graph, incoming and outgoing link degrees and their union and
intersection are naturally related to each other. We saw that over the top
100 results, the document rankings based on incoming and outgoing
link evidence are moderately correlated, but that this correlation is
much smaller in the top of their rankings. Incoming and outgoing
link evidence promote different documents. These correlations change
little between global and local degrees. Local link evidence is not more
symmetric in its degree structure than global link evidence.

In the third part of our analysis we looked at the ability of link
evidence to distinguish relevant from non-relevant documents. The
difference in performance between global and local link evidence is
big. In isolation, global incoming link evidence provides a better-than-
random ranking of documents based on binary relevance while global
outgoing link evidence is almost ineffective. The direction of the links
matters. Global link evidence seems to signal document importance
but it is not symmetric. Local, query-dependent link evidence is better
able to distinguish between relevant and non-relevant documents and
shows similar impact of incoming and outgoing link evidence. Link
evidence seems to signal topical relevance, as it is symmetric in its
ability to identify relevant documents and is more useful than query-
independent link evidence. However, if we reduce the impact of global
degrees entirely, retrieval performance drops, showing that the global
link structure does contribute useful information to the local evidence.

Finally, we looked at how link evidence is related to the amount
and fraction of relevant text in documents. Global link evidence is
asymmetric in its relation with the amount of relevant text. Out-degrees
promote more relevant text but also more irrelevant text through their
correlation with document length. Global in-degrees seem unrelated to
the amount of relevant text in documents. Local link evidence is more
symmetric in its relation to the amount of relevant text in pages and
keeps more focus on the search topic than global link evidence. The
fraction of links present in the local graph best reflects how specifically
a page is about a topic, as it promotes documents that are mostly on-
topic. However, there seems to be no relation between local fraction
and the amount of relevant text in articles. The weighted degrees keep
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better focus on the topic than the local degrees but are slightly less
effective for promoting larger amounts of relevant text.

In Wikipedia, global outgoing link evidence is useful to rank docu-
ments with a lot of relevant text before documents with less relevant
text, but as it is blind to the search topic, it also introduces more ir-
relevant text early in the ranking. Local link evidence is needed to
find documents that are focused on the search topic. The amount of
local evidence is related to the amount of relevant text, while the frac-
tion is related to the topical focus of a document. There is no obvious
difference between local incoming and outgoing link evidence—in
terms of amount and fraction of relevance—suggesting their relation
with relevance is the same and thus that it is independent of the link
direction.

Our findings support our conjecture that global link evidence can
be used as an indicator of document importance but not of topical
relevance. The link direction determines which aspect of a document is
indicated. Incoming links indicate popularity or authority. Outgoing
links indicate length or ‘hubness’. Local link evidence can be used as an
indicator of topical relevance—regardless of the direction of the links—
where the amount of evidence is related to the amount of relevance
and the specificity of the evidence is related to the specificity of the
relevant documents. The amount of local link evidence is to some extent
dependent on the amount of global link evidence, but we have seen that
query-dependent link evidence is more useful for ad hoc search than
query-independent link evidence. The fact that the amount of local link
evidence is more effective for ad hoc search than the specificity of the
evidence shows that global link evidence still carries useful information.

The positive impact of combining content and query-dependent link
evidence has three factors. First, the ranking of relevant documents
with respect to the non-relevant documents is improved. Second, the
internal ordering of the relevant documents is improved in terms of the
amount of relevant text. Third, the curbing of infiltration ensures the
relevant documents keep a strong focus on the search topic.

The transition from query-independent to query-dependent link
evidence means we zoom in on the local link structure of the top
retrieved results, thereby discarding most of the links in the global
structure, which shows that not all links are equally useful. Only links
between documents related to the search topic seem effective. In the
next chapter we investigate how the semantic nature of links affect their
value as evidence for retrieval.




