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8C O N C L U S I O N S

From a practical perspective, the value of link evidence has been es-
tablished through the success of using PageRank, in-degree or anchor
text and the findings in the Web-centric tasks of the trec Web Tracks.
The main goal of this thesis is clarifying and thereby providing a more
thorough understanding of the relation between link evidence and the
notion of relevance in information retrieval.

The history of scientific benchmarking for Web IR is plagued with
the apparent contradiction between the experiences of Internet search
engines, and the results of experiments at the TREC Web Tracks of
1999–2001 (Hawking and Craswell, 2005). This led to Google’s Larry
Page calling the entire formal evaluation process “irrelevant” during
a heated panel debate at the 2000 Infonortics Search Engine Meeting
(Sherman, 2000). After several years of disappointing results at TREC
Web Tracks, it was surmised that Web structure is simply not effective
for ad hoc search tasks. TREC moved on to Web-centric tasks, where
link topology, anchor text, and URL structure were proven very effective
for navigational search, such as site finding and home page finding.

For a very detailed analysis of the value of link evidence, we focused
on the inex Wikipedia Ad hoc test collection, which has a dense link
structure that is not truncated by crawling limitations, a complex cat-
egory structure and specific information on the location of relevant text
in documents. The ClueWeb09 collection, which approximates the Web
as indexed by Internet Search Engines closer than earlier collections,
allowed us validate our findings in Wikipedia on a large Web collection.
This prompted us to revisit the standing question of the value of link
evidence for information retrieval.

In the first chapter we introduced a number of research questions and
in the other chapters we stated a number of hypotheses. We will first
address the research questions based on the findings of the previous
chapters, then discuss the hypotheses and finally discuss avenues for
future work.
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8.1 research questions

In Chapter 1 we listed four sets of research questions that guided the
work of this thesis. We will discuss each of them in turn.

1. Links for Wikipedia and Web retrieval: We decided to look at value
of link evidence in the inex 2006 Wikipedia collection, becomes it comes
with a high-quality test collection with very detailed relevance judge-
ments, a non-truncated link graph and a complex category structure,
which together allow us a very detailed analysis of the impact of link
evidence on retrieval performance. Because links in Wikipedia might
differ from general Web hyperlinks in certain characteristics, their im-
pact on retrieval might be different. Our first set of research questions
prompted us establish the importance of link evidence in Wikipedia ad
hoc retrieval and whether it differs from its role in Web search.

• Can link information in Wikipedia be used as evidence to improve
the ranking of ad hoc retrieval results?

Finding: Link evidence can be used to improve ad hoc retrieval effect-
iveness if we derive it from the feedback of a text-based retrieval system.
This finding is in direct contrast with the disappointing results of using
link evidence for the Ad Hoc search task of the trec Web Tracks of
1999–2001. This suggests that the value of link evidence Wikipedia is
different than its value in the Web.

Evidence: In Chapter 3 we saw that incoming link degrees in Wikipe-
dia are related to the relevance of retrieval results. Experiments on the
inex 2006 Wikipedia collection showed that global, query-independent
link degrees can improve ad hoc retrieval performance if used carefully,
although the improvements are small. Local, query-dependent link
degrees are made sensitive to the search topic and are more effective
for ad hoc search. The local graph is sparser and leads to a less extreme
degree distribution which needs no toning down.

• Is the value of links in Wikipedia different from their value in the
Web?

Finding: The value of links for retrieval in Wikipedia and the Web
depends to a large extent on the nature of the search task. For naviga-
tional search, link evidence is best derived from the global incoming
link structure while for informational search, link evidence is best de-
rived from the local graph of incoming and outgoing links based on the
feedback of a text retrieval system. However, the heterogeneity of the
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Web puts more emphasis on the role of link evidence as an indicator
of the authority or quality of documents, while the homogeneity of
Wikipedia puts more emphasis on the relation between link evidence
and topical relevance.

Wikipedia is a single homogeneous Web site containing articles writ-
ten in a similar style and for a similar purpose, that is, to be informative.
The Web is a vast collection of Web sites which are highly heterogen-
eous.

In the Web it is important to distinguish between Web-centric search
tasks, such as home page finding, that are navigational in nature, and
the informational search tasks as modelled by the ad hoc task. Locating
home pages is a typical task in the Web, but makes no sense in the
single domain of Wikipedia. Finding the best encyclopedic entry for a
given search topic in Wikipedia resembles navigational search in the
Web. Arguably, the difference between navigational and informational
search is less relevant in Wikipedia.

Wikipedia content is edited by millions of contributors. Arguably,
all Wikipedia pages have similar authority, such that the challenge for
retrieval is to locate topically relevant information. Within the Web,
pages and sites vary considerably in quality, reliability and popularity.
For Web-centric search tasks, these aspects pose an additional challenge
for retrieval.

Popularity and authority are derived mainly from site-external links,
because Web page authors typically have no control over incoming
links from other Web sites. The number of site-external incoming links
is a measure of popularity and authority, which is derived from the
global link graph.

Within a Web site, authors often have control over the site-internal
links and thus over both the incoming and outgoing site-internal links
of a page. In terms of conferring authority, site-internal links are less
meaningful than site-external links. Wikipedia being a single domain
within the larger Web, the links between the encyclopedic articles are
also site-internal links.

Evidence: We saw in Chapter 4 that in Wikipedia, outgoing link de-
grees are structurally similar to incoming link degrees.

In Chapter 4 we looked at the impact of link evidence for Web-centric
search tasks and observed a big difference in the value of link evidence
for ad hoc search in Wikipedia and navigational search in the Web. For
Web-centric search tasks, link evidence is effective when derived from
the global link structure, which reflects the importance of individual
pages, and identifies the right “type” of pages.
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For ad hoc search in Wikipedia (Chapter 3) and the Web (Chapter 7),
link evidence is effective when it is made sensitive to the topical context.
Within the local set, incoming and outgoing links are equally effective.
In the Web, global link evidence is more useful than in Wikipedia. This
is probably related to the fact that Wikipedia is single homogeneous
domain with high-quality pages, while the quality of pages in the Web
varies strongly, which makes evidence of page importance more useful.

We should also make a distinction between the Web as represented
by the collections used for the trec Web Tracks of 1999–2001 and
the Web represented by the collection used for the 2009 Web Track.
Whether the more recent collection is a better representation of the
Web, or whether it reflects a Web structure that has changed with
respect to that of the earlier collections, the impact of link evidence is
different. In the more recent collection, link evidence helps improve ad
hoc retrieval performance, whereas in the 1999-2001 experiments on
the older collections it did not. In Section 7.3.1 we discussed a number
of differences such as the more general topics used in 2009, the higher
density of the link graph and structural changes due to insights in
search engine optimisation.

2. Global and local link evidence: Link information can be derived
from the entire link graph of the collection, or from a subset of query-
dependent retrieval results.

• How is global, query-independent link evidence related to relevance?

Finding: Global link degrees are related to query-independent aspects
of documents. Insofar as global link evidence signals document import-
ance, the direction of the link evidence determines what the evidence
is an indicator of. The in-degree is an indicator of how well-known
or popular a Web page is and how general or common the topic of a
Wikipedia article is. The out-degree is an indicator of document length
in Wikipedia. These aspects are related to query-independent aspects
of relevance. By definition, global link evidence is not related to topical
relevance. It cannot be used to determine whether a document is on
the requested search topic. Within a set of relevant pages, it can pro-
mote pages with more relevant information, but it has no way to keep
focus. Promoted pages often have more relevant information because
they have more information in total, including more irrelevant informa-
tion. Therefore, we conjectured that global link evidence is related to
document importance but not to topical relevance.

For search tasks that demand high-quality, popular Web pages, global
link evidence is best used unrestricted to clearly distinguish the import-
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ant pages from the rest. For search tasks focussing on topical relevance,
global link evidence needs to be curbed so as not to disrupt the content-
based relevance ranking too much.

Evidence: In Chapter 3 we saw that global link evidence, if used
in a logarithmic scale, can improve ad hoc retrieval performance in
Wikipedia, although the improvement is very small. In Chapter 4 we
saw that global incoming link evidence is more effective than global
outgoing link evidence.

For Web-centric search tasks on the .gov collection, it is best to use
global link evidence on a non-logarithmic scale. Both incoming and
outgoing link evidence are effective, but incoming link evidence is more
effective than outgoing link evidence. In the Web, global incoming link
evidence identifies home pages and other important Web pages. Global
outgoing link evidence identifies long pages in Wikipedia but is also
useful for identifying entry pages in the Web, as shown in Chapter 4.

In Chapter 5 we saw that global link evidence provides a better-than-
random ordering if we use incoming link evidence.

In Chapter 7 we saw that for Web ad hoc search, global link evidence
is effective, especially when used on a logarithmic scale.

• How is local, query-dependent link evidence related to relevance?

Finding: Local, query-dependent link evidence is made sensitive to
the search topic and is more subtle in changing the ranking of search
results. Local link degrees are necessarily related to the global link
structure and therefore reflect the importance of documents to a certain
extent. The local degree distribution also has a similar shape as the
global degree distribution. However, local link evidence is related to
topical specificity as well and keeps reasonable focus on the search topic.
Insofar as local link degrees are related to document importance, the
direction of the links determines the value of the evidence. Incoming
links signal authority or popularity, which is one of the key motivations
behind the HITS and SALSA algorithms. Outgoing links weakly signal
document length as well as perhaps accessibility; a page with many
links to other, relevant search results is a good entry point for accessing
information on the search topic. Insofar as local link degrees are related
to topical relevance, the direction of the links is irrelevant. The link
provides the same semantic relatedness information about both the page
from which it originates and the page it points to. Semantic relatedness
is a symmetric relation. Link evidence for topical relevance—which is
by necessity query-dependent—works in both directions. In Wikipedia,
the amount and fraction of local link evidence are related to the notions
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of exhaustivity (the extent to which the search topic is discussed) and
specificity (the extent to which the document is focused on the topic)
of relevance.

Local link evidence can improve the relevance ranking in two ways.
First, it can be used to distinguish relevant from non-relevant docu-
ments. Second, within the set of retrieved relevant documents, it can be
used to rank documents more favourably with respect to the amount
of relevant text they contain, while retaining topical focus.

Evidence: In Chapter 5, we found that, in Wikipedia, local link degrees
are moderately correlated with global degrees, showing that local link
evidence can still reflect query-independent aspects of relevance. We
can make local link evidence less dependent on the global degrees by
looking at the fraction of global links present in the local graph (the
local fraction) or down-weighting the local degree by the log of the
global degree (the weighted degree).

In Section 5.3 we saw that local link evidence in Wikipedia is symmet-
ric in the sense that incoming and outgoing link evidence have the same
impact on average precision and in Section 5.4 that they have a similar
relation with the amount and fraction of relevant text in documents.
In the same section, we saw that the amount of local link evidence is
related to the amount of relevant text and the fraction of local link evid-
ence is related to the fraction of relevant text, reflecting the notions of
exhaustivity and specificity. As we increasingly focus the link evidence
on the local context, pages with less irrelevant text are promoted.

Restricting the link graph to links between the top retrieved docu-
ments for a given query acts as a filter in two ways. First, the local links
connect documents that are more semantically related to each other
than documents in the local set that are not linked (Chapter 6). Second,
the documents are filtered on the search topic, making link evidence
more focused on the search topic.

In the Web, local link evidence is effective for both ad hoc search tasks
and Web-centric search tasks. For ad hoc search local link evidence is
more effective than global link evidence when we leave out Wikipe-
dia (Section 7.3.4), and local incoming and outgoing link evidence are
equally effective. With Wikipedia included, local link evidence is less ef-
fective than global outgoing link evidence because global outgoing link
evidence works as a Wikipedia prior. For Web-centric search, local link
evidence is less effective than global link evidence (Section 4.3.4) and
incoming link evidence is more effective than outgoing link evidence.
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3. Importance and topical relevance: Links can be used as indicators of
popularity or importance of documents, or as indicators of the topical
relevance of linked documents.

• Is link evidence of document importance useful as evidence for
ranking ad hoc retrieval results?

Finding: Document importance is a broad term covering different
aspects, which we here associate with query-independent aspects of
relevance. Importance can be related to the amount of information
in a document, or the popularity or authority of a document or its
author. All these aspects can be useful for relevance. Long documents
have a higher probability of being relevant for ad hoc search because
they have a lot of text, any part of which can be relevant to some
information need. Popular documents have been found worthwhile to
link to by many different people. This is a signal that this document
is a desirable document to return as search result when it matches the
query. Authoritative documents receive many votes of confidence from
different sources, indicating that is has reliable and useful content.

Evidence: Document length priors are very effective for ad hoc search,
as we have seen for Wikipedia in Chapter 4 and for the Web in Chapter 7.
In Wikipedia, pages vary little in quality and authority, making global
link evidence only marginally useful, and only when used with care.
In the Web, where quality and authority of pages and sites varies much
more, indicators of popularity and authority are more effective.

• Is link evidence of topical relevance useful as evidence for ranking
ad hoc retrieval results?

Finding: Our conjecture is that links can provide evidence of topical
relevance when derived from the feedback of a text-based retrieval
model. Because it is based on the ranking of a text-based retrieval
model, it is not obvious that it is complementary to textual evidence.
Although we cannot measure the relation between link evidence and
topical relevance directly, there are certain factors of its impact that we
expect to observe.

If we have content-based evidence that a certain document is relevant
for a given search topic, than we would expect another document with
similar content to be relevant as well. Insofar as links are evidence
that linked documents are similar in content, they are a signal that
the content-based evidence of one document is also evidence for the
documents it is linked to. The content similarity relation is a symmetric
relation, which should mean that this signal is independent of the
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direction of the link. If we have content-based evidence for the relev-
ance of two linked documents, the link between them reinforces the
content-based evidence of both documents. Therefore, we would expect
link evidence for topical relevance to work in both the incoming and
outgoing direction.

This symmetry should have consequences for non-local links as well.
Links between a retrieved document and a non-retrieved document
provide evidence that the non-retrieved document is relevant, but also
that the retrieved document is not relevant.

Another factor which we would expect to observe is that the amount
of link evidence for topical relevance is related to the extent to which a
document is relevant. A small amount of link evidence provides little
support for the relevance of a document and suggests a document
is only marginally relevant. More link evidence for topical relevance
signals that a document is more topically relevant.

Evidence: To find evidence for these expected observations, we used
the detailed relevance assessments of the inex Wikipedia Ad Hoc test
collection, which allow a detailed analysis of the relation between
link evidence and relevance. We saw symmetry in the impact of link
evidence in Wikipedia in Chapter 5 where incoming and outgoing
local link evidence led to similar average precision (page 119) and
showed a similar relation with the amount and fraction of relevant text
in relevant pages (page 122). Although their impact on performance
is symmetric, local incoming and outgoing link evidence do promote
different documents. The shape of their distributions is somewhat
different, which is reflected in differences in their precision curve (see
Table 24 on page 119). Combining incoming and outgoing links leads
to more evidence and better performance. With more evidence, links
are better able to distinguish between documents. The local fractions
of incoming and outgoing links showed an even stronger symmetry.
The symmetry increases as we make link evidence more sensitive to
the topical context.

Links between local documents and non-local documents provide
contrasting evidence for topical relevance, which might explain why
expanding the set of retrieved documents with documents that are
linked to them is not effective for ad hoc search in Wikipedia (see
Section 4.3.7 on page 98). The lack of content-based evidence for the
non-retrieved document signals that the link lacks evidence for topical
relevance.

In Section 5.4 we observed that the local degrees are related to the
amount of relevant text in pages. If we look at the internal ranking
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of relevant documents according to the local degrees, the amount
of relevant text decreases with increasing rank, while the fraction of
relevant text remains stable. We also saw that the fraction of global
links present in the local set is related to the fraction of relevant text in
documents. Relevant documents with a large fraction of global links
in the local set have a large fraction of relevant text. This supports our
conjecture that link evidence based on feedback from a content-based
retrieval model is related to topical relevance.

4. Quantity and semantics: the information conveyed by links is af-
fected by the quantity of links and the semantic relatedness of linked
documents.

• What is the impact of link density or link quantity on the value of
link evidence?

Finding: Link density has little impact on global link evidence. Even
a small amount of links can make link evidence effective for ad hoc
search. In networks where preferential attachment is one of the guiding
principles, the most important (popular, authoritative) pages build up
connections quicker than less important pages. This pattern will quickly
distinguish the important pages even in sparse graphs. However, for
local link evidence, a denser global graph will lead to denser local
graphs. With very few links in the global graph, a small subset of nodes
will have an almost completely unconnected subgraph. Increasing link
density makes local link evidence more effective as long as the links
connect semantically related pages and the density is not so high that
all local pages have the same amount of link evidence.

Evidence: In Chapter 6 we saw that the impact of global link evidence
in Wikipedia remains stable as we randomly filter out links while the
impact of local link evidence gradually decreases as we remove more
links from the graphs. The global link structure is very rich and random
filtering does not affect the order of the high degree pages much. Pages
with many links are robust against random filtering. The local link
graph is much sparser, and removing links reduces the ability of local
link evidence to distinguish between relevant and non-relevant pages.
The impact of filtering is more visible for evaluation measures that use
a larger part of the ranking.

In Section 7.3.2 we saw a similar impact of filtering links in the Web.
With Wikipedia included, randomly filtering links affects the impact
of local link evidence more than the impact of global link evidence.
However, even when we remove 90% of the links in the ClueWeb09 B
collection, performance is improved by link evidence. When we leave
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Wikipedia out of the collection, in Section 7.3.4.2, we saw that the
impact of both global and local link evidence gradually drops to zero
as more links are removed. The impact of local link evidence is still
affected more than the impact of global link evidence.

• How does the semantic relatedness of linked documents affect the
value of link evidence?

Finding: The semantic relatedness of linked documents determines
the effectiveness of link evidence for topical relevance in Wikipedia.
The more semantically related the linked documents are, the more
effective the link. This supports ideas behind relevance propagation.
If a document matches a search query well, this is evidence that the
document is relevant for the information need of the user. In turn, this
is evidence that semantically similar documents are also relevant. Links
that connect semantically similar documents are useful links that are
supported by the content of connected pages.

Global incoming link evidence is unaffected by the semantic related-
ness of linked documents. The semantic nature of global outgoing link
evidence to some extent reflects the topical scope of a document. In
Wikipedia, documents with many outgoing links to topically unrelated
pages are long documents discussing many unrelated topics, while
documents with many outgoing links to topically related pages are
long documents focused on a particular topic, which have a higher
probability of being relevant.

Evidence: In Section 6.4 we saw that the positive impact of link evid-
ence in Wikipedia ad hoc retrieval drops quickly as we remove the links
with the shortest category distance first. When we remove the longest
category distance links first, performance remains stable.

In Section 6.4 on page 141, we saw that the performance of ranking
the top 100 documents by global in-degree remains stable whether we
filter links randomly or based on category distance. Global outgoing
link evidence becomes more effective when we remove links between
semantically unrelated documents.

8.1.1 Main research question

We have analysed how the direction and semantic nature of links and
the nature of the link graph from which link evidence is derived affect
the meaning signalled by links. Our aim was to get Our main research
question was:

• What is the value of link evidence for information retrieval?
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The value of link information for information retrieval depends on
a number of things: the nature of the search task, the semantic nature
and the direction of the links, and the nature of the document set from
which the link information is derived.

In a large collection of documents, the links between those documents
provide us with evidence about the popularity, authority or length
of documents, which are query-independent aspects related to the
relevance of documents. At the collection level, the direction of the
link determines for which aspect it provides evidence. Hyperlinks
are anchored in pieces of text in documents and thus take up space.
Outgoing links therefore provide evidence about document length. as
well as connectedness and “hubness”. Those hyperlinks are pointed
at other pages in the collection, but require the author of the source
document to know about the documents targeted by hyperlinks and
to put in effort to create those links, therefore the incoming links say
something about the popularity and/or authority of those targeted
pages. Because link evidence derived at this level is blind to the topic
of request, it provides no information about the topical relevance of
documents.

When we zoom in on a subset of documents retrieved in response
to a given query and retain only the links between these retrieved
documents, the nature of link evidence changes. The signals about
document length and popularity diminish, and are joined by a signal
that the linked documents are related to other documents retrieved
for the same query, providing evidence for the topical relevance of
the linked documents. This signal forms evidence for both linked
documents in equal measure, therefore is independent of the direction
of the link. The strength of this evidence is determined by the semantic
relation of the linked documents. The evidence is strong when the
linked documents have semantically similar content and weak when the
linked documents have semantically unrelated content. The evidence
for document length and popularity are not affected by the semantic
relatedness of the linked documents.

For ad hoc search, inter-server links are not more valuable than
intra-server links. The main distinction between inter-server and intra-
server links is the control over a page’s incoming links and affects
the flow of authority and popularity. It has no notable impact on
the relation between link evidence and topical relevance. Although
document importance indicators such as authority and popularity
are useful for ad hoc search, link evidence as an indicator of topical
relevance is more useful. The relation between link evidence and topical
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relevance is established by filtering links on the search topic, which
greatly reduces the number of links. The greater quantity of intra-server
links makes them more useful than inter-server links for ad hoc search.

Perhaps the main contribution of this thesis is that it solves the appar-
ent contradiction between the experiences of Internet search engines,
and the results of experiments at TREC. Negative results for ad hoc
informational search using Web structure have tainted the reputation
of reproducible IR evaluation. The positive results in this thesis may
help to set the record straight. This turns the earlier negative results
into something positive in a sense: they aid to our understanding of
when and why link evidence works, and when not.

8.2 hypotheses

Throughout this thesis, we introduced a number of hypotheses and
conjectures. We will discuss the status of each with respect to the
conclusions above.

• In Wikipedia, incoming and outgoing links are similar to each
other (Chapter 4). In Chapter 4 we argued that in contrast to the Web
in general, authors contributing to Wikipedia have control over both
the incoming and outgoing links of a page. The conferral of authority
from source to targets disappears, making incoming and outgoing
link evidence equally important. In Chapter 7 we saw that on the
Web, site-internal links behave very much like the links in Wikipedia.
This is not surprising, given Wikipedia is itself a single Web site
and that the links between its articles are site-internal links. The
control over incoming and outgoing site-internal links is more general
than Wikipedia alone. However, the encyclopedic organisation of
Wikipedia, where each topic has its dedicated article, makes it clear
which related articles to link to. On top of that, the content and links
of Wikipedia are edited by millions of contributors, resulting in a
high-quality link graph where relevant links are preserved, missing
links are added, and irrelevant and redundant links are removed. As
a consequence, the Wikipedia link graph might be more complete in
terms of connections between related pages.

• Links in Wikipedia are similar to links in the World Wide Web
(Chapter 4). Both in Wikipedia and the Web, the link structures show
power law distributions, indicating that both are scale-free networks
which grow according to the principle of preferential attachment—
possibly in combination with other principles such as (dis)assortative
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mixing. For both Wikipedia and the Web, we saw that the shape
of the degree distributions is the same on global and local levels.
That is, within a set of documents retrieved for a given query, the
degree distribution has the same shape as over the whole collection,
which was also observed by Chakrabarti et al. (2002). In Chapter 7

we discovered that the site-internal links in the non-Wikipedia part
of the Web have a similar impact on retrieval as the site-internal links
in Wikipedia.

• Global link evidence is query-independent and is related to docu-
ment importance, but not to topical relevance (Chapter 5). Global
evidence is by definition blind to the topic of the query, therefore
cannot be related to topical relevance. Because relevance is a broad
notion with many different aspects, global evidence can be related
to other aspect of relevance such as document length, authority or
popularity.

• Local link evidence is query-dependent and related to topical rel-
evance (Chapter 5). Local link evidence is a form of relevance feed-
back. The link graph is filtered on the search topic, and thereby made
more semantic. The amount of local link evidence is related to the
exhaustivity dimension of relevance while the fraction of global link
evidence that is present in the local set is related to the specificity
dimension of relevance. Links in the local set have an impact in both
the incoming and outgoing directions, supporting the notion that
local link evidence is related to topical relevance.

• Link evidence for topical relevance is more useful for ad hoc search
than link evidence for document importance (Chapter 5). We have
seen that in Wikipedia, global link evidence results in a ranking that
is only slightly better than random, although removing the global
component from local link evidence hurts performance. Document
importance plays a small role in Wikipedia ad hoc search, but a
role nonetheless. In the TREC 2009 Web Ad Hoc task, the role of
document importance is larger. Removing the global component in
local link evidence seriously hurts performance. The topics for this
task are more general and relevant documents are more abundant.
The challenge of identifying relevant documents is smaller, and as
a consequence, the challenge of identifying the best ones becomes
more important. The role of document importance for ad hoc search
seems related to the generality of the topic.
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• Link evidence for document importance is asymmetric. The direc-
tion of the link determines what the signal means (Chapter 5). In
the Web, where authors are typically not in control of incoming links
from other sites, a site-external link from page A to page B confers
authority from A to B, making B important but not A. In the Web,
a link from page A to page B is a signal that page B contains useful
information. If A and B are pages in different sites, the link confers
authority from A to B. In both cases, the link signals that page B is
important but not page A. At the same time, the link confers inform-
ation about the length of page A, but not of page B. The direction of
the link determines for what aspect of a document the link provides
evidence.

• Link evidence for topical relevance is symmetric. The meaning of
the signal is independent of the link direction (Chapter 5). In a
graph of links between semantically related pages, incoming and
outgoing links behave in a similar way and lead to similar degree
distributions. Insofar as link evidence is related to topical relevance,
it is independent of the link direction. Topical relevance is related to
semantic relatedness and therefore symmetric.

• Links between semantically related pages are more effective than
links between unrelated ones (Chapter 6). The effectiveness of link
evidence depends on the semantic nature of the links. Evidence from
links between semantically unrelated pages has almost no impact on
retrieval, whereas evidence from links between semantically related
pages can improve retrieval effectiveness.

• Global link evidence is more useful for ad hoc retrieval in the Web
than in Wikipedia (Chapter 7). The variation in document quality
and authority, and the amount of spam are much bigger in the Web
at large than in Wikipedia. This puts more emphasis on retrieving
high-quality results in Web ad hoc search, and makes global link
evidence more effective in the Web as a whole than in Wikipedia.

8.2.1 Future Research

Our findings that link evidence is effective for ad hoc retrieval in the
inex Wikipedia and ClueWeb09 B collections is in contrast with the
findings of the 1999–2001 trec Web Tracks, which used earlier crawls
of the Web. We have discussed several factors that might contribute
to this gap. Further analysis could provide a more complete answer
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and might lead to an even better understanding of the value of link
evidence for information retrieval.

First, in Chapters 4 and 7 we discussed the evolutionary phases of
link graphs and how they might affect the value of link evidence for
retrieval. Random filtering of links to control link density showed that,
even in sparsely linked collections, link evidence can improve ad hoc
retrieval. However, randomly removing links from a fully developed
link graph is different from a link graph that is in an earlier evolutionary
stage. Through preferential attachment (Barabási and Albert, 1999),
authority and popularity become visible at an early stage, making
global link evidence useful to find important pages. Only at a later
stage do other pages acquire enough connections to derive topical
relevance information from the graph. An interesting line of future
research would be to look at the impact of graph evolution on the
effectiveness of link evidence for retrieval.

Second, an aspect that is related to this is the nature of the growth
process of link graphs. We have seen that the Web and Wikipedia both
fit the model of scale-free networks, where the degree distribution
adheres to a power law. Other hyperlinked document collections might
grow in a different fashion, without preferential attachment and disas-
sortative mixing. What is the relation between global link evidence and
document importance in such networks? How does the growth process
of document networks affect the value of link structure for information
retrieval?

Third, we also briefly discussed the impact of the crawling policy
on the composition of the resulting crawl. Policies that favour highly
connected pages to be crawled first result ensure that the first part of
the crawl is densely linked and that it contains many important pages.
Other crawling policies result in a different composition of the crawl.
Of course, this depends on the length of the crawl. In theory, if the
crawl is exhaustive, making sure every reachable Web pages is crawled,
the crawling order does not affect the final crawl. When the crawl is
stopped at an earlier stage, the crawling order is important. Similar
to the work by Fetterly et al. (2009a,b), we could measure the impact
of link evidence on retrieval effectiveness using various stages of a
crawl based on different crawling strategies and different sets of seed
documents.

Fourth, the topic generality might play a role in the value of link
evidence. The hits algorithm was designed for broad topics, for which
the search engine retrieves very many relevant pages with high preci-
sion. For these topics, the challenge is to identify the most authoritative
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pages. For more specific (non-navigational) topics, the number of rel-
evant pages is smaller and therefore, possibly the number of useful
links as well. Here, it seems we need to make link evidence sensitive to
the topical context. This suggests that link evidence has to be tailored
to the specificity of the search topic and prompts us to look at how
the value of link evidence is affected by the generality of the search
topic. Another question is whether the link structure of the Web is rich
enough to be effective for very specific topics found in the long tail of
infrequent queries.

Another aspect for future research is the way link evidence is in-
corporated into the retrieval model. In Chapter 3 we have only used
degrees as link evidence priors in combination with a standard lan-
guage model retrieval system. But link evidence and text evidence
could be combined in different ways. The difficulty with obtaining
local, query-dependent link evidence is that it is dependent on the
specific ranking function used to obtain the top retrieved results. The
number of top retrieved results is also important and the optimal num-
ber is dependent on the query and the retrieval model. An alternative
would be to look for ways in which local link evidence could be used
directly in the ranking function, and where the retrieval model itself
determines the size of the local set.

Finally, the positive results in this thesis cast a more optimistic light
on the value of link information for information retrieval and might
bring renewed interest in finding new ways of using link information
for retrieval. In this thesis, we mainly looked at degrees, because we
wanted to understand the nature of links, and only briefly looked at the
impact of the more complex algorithms PageRank and HITS. However,
there are many other ways of deriving meaning from the link structure.
Outgoing links have proven to be a valuable source of link evidence,
but is often ignored. The results in this thesis merit further investigation
of when and how to use outgoing link evidence. Also, our findings
prompt the question whether anchor text is also effective for ad hoc
retrieval, and initial experiments have confirmed that in the ClueWeb09,
anchor text can improve ad hoc retrieval performance (Koolen and
Kamps, 2010), which might stimulate further research into the use of
anchor text.

This thesis sheds more light on the meaning of link information,
broadens the scope of its use for IR tasks and gives a more optimistic
outlook for future research.




