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Chapter 1 

Introduction 

"... If the scientist cannot produce unambiguous and exhaustive 
formulations, and wishes instead to exercise his intuitive judgment as the 
calculation develops, he can arrange for that too. He can instruct the 
machine to present to him the relevant characteristics of the situation, 
continuously or in discrete succession, as the calculation progresses, by 
oscilloscope graphing. He can then intervene whenever he sees fit." 

J. von Neumann, 1946. 

A landmark report commissioned by the US National Science Foundation LI] de
fined scientific visualization as "a tool both for interpreting image data fed into a com
puter, and for generating images from complex multi-dimensional data sets. It studies 
those mechanisms in humans and computers which allow them in concert to perceive, 
use and communicate visual information". The key ideas are the concept of visual 
information and the need for direct interaction between the computer and the user. 

The purpose of scientific visualization is thus to enhance existing scientific meth
ods by increasing the scientist's ability to see data and understand the results of compu
tations, to interrogate and navigate through datasets, and to supervise and dynamically 
control the computational processes. Scientific visualization has a multidisciplinary 
character, intersecting various disciplines in computer science (in particular computer 
graphics and user interfaces) and mathematics (in particular numerical mathematics 
and statistics), and also has connections with research in perception and industrial de
sign. 

Visual information embraces 'real' visual scenes (such as digital images), mapped 
data (weather maps, geographical data), visual presentations of numerical data (plots, 
dynamic graphics, color coded image displays), and visual methods of communication 
between computer and user. For centuries scientists and mathematicians have searched 
for methods of presenting data in ways that communicate essential information and 
lend insight into the underlying scientific or computational process. This need has 
become increasingly urgent since the computer "data explosion". Visualization of data 
is the obvious solution, because of the unique capabilities of the human visual system. 
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Interaction means that the user can control the computational processes generating 
the display, with immediate and direct effect. Direct interaction enhances realism (e.g., 
the user can 'move' through a scene). More importantly, interaction is communication 
in the reverse direction, user to computer. For example, a computational scientist 
builds mathematical models of physical phenomena that describe successive positions 
and interactions of real-world objects. These models compute forces, energies, ve
locities, temperatures and the like as a function of spatial position, and then compute 
new positions for all the objects. With direct interaction, the scientist would be able to 
change properties, positions and interactions of the objects. The goal of direct inter
action would be to allow scientists to pose questions that would be inconceivable in a 
non-interactive computation. 

The assumption is that direct control can improve the scientist's insight in the re
lations between input parameters and output results. There are two reasons why direct 
control is an attractive concept: 

• Efficiency. 

Usually, the scientist will prepare an input file, run the simulation, and use vi
sualization to analyze the output data set. In contrast, with direct interaction the 
user can inspect and interrogate the simulation while it is running. In some cases, 
the simulation can continue with the new parameter settings, in other cases the 
simulation must be restarted. However in both cases the efficiency of the anal
ysis cycle has been increased. The scientist can quickly determine if the input 
parameters were erroneous, or can stop the simulation if, for example, instabili
ties occur. 

• Model exploration. 

With direct interaction, the scientist is able to rapidly explore the parameter 
space of the model. Exploration can be performed manually or semi-automatic 
via agents that guide the scientist to an interesting event in the data. If a simula
tion step can be performed in near real-time, then the scientist can perform sensi
tivity analysis or cause and effect analysis on various scenarios of the model. Ul
timately we can envisage physical processes being controlled by a user through, 
for example, controlling a microscope stage or a biotechnology process. 

Interactive scientific visualization has become technically possible through the 
rapid development of computer hardware: high-resolution image displays, graphics 
hardware, memory devices, workstations, supercomputers and networks. Yet this new 
hardware has stimulated even greater demand for visualization techniques, because 
one can now capture and generate very large datasets. The ability to capture digital 
images and complex signal data, and to perform near-realistic simulations, has ex
panded the horizons of fields such as genetics, fluid dynamics, civil engineering and 
bio-mathematics, and has created new disciplines such as computational chemistry. 
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1.1 Taxonomy of visualization techniques 

There are many 'dimensions' of graphical display information, such as size, shape, 
spatial position, brightness, color, and apparent visual cues such as perspective, tex
ture, stereo, depth of field, and diffuse and specular reflection [2]. Motion and other 
time-varying display effects also greatly enhance three-dimensional depth perception 
and the ability to detect changes. Interactive visualization implies the ability to ma
nipulate these visual images as if they were actual physical systems. Visual displays 
are created by mapping numerical data onto graphical primitives. Figure 1.1 provides 
a framework for these mappings [3]. The horizontal axis is the dimensionality of the 
underlying data, whether it be numerical simulation data or a dataset derived from a 
physical experiment or acquisition device. The vertical axis is the complexity of the 
geometric primitive chosen to represent the data, varying from zero-dimensional points 
to hyper-patches and 3D voxels including visual cues such as color and texture. 
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Figure 1.1: The visualization mapping space. 

A collection of well known mapping techniques is depicted in the figure. For 
example, a user may opt to visualize some aspect of a 3-D dataset with 1 -D lines using 
a vector net mapping technique. Alternatively, one may wish to visualize the same 
aspect using 2-D surfaces by stacking textures. 

The whole point of scientific visualization is to provide a set of mapping techniques 
and guidelines which allow the scientist to pick the best ones that give the most insight 
into the problem that is being solved. 
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1.2 Thesis Outline 

Substantial research has been done to understand the visualization mapping space for 
the presentation of results. When combined with interaction, this will narrow the gap 
between user and visualization system, and increase productivity. In this thesis I will 
address the topics: 

• How and why does the application of interactive visualization result in a more 
effective modeling / computation / analysis cycle. 

• How can the development costs of interactive visualization applications be low
ered. 

Both topics will be addressed in the areas of computational steering, virtual reality and 
information visualization. 

Computational Steering 

Computational steering is a form of scientific visualization which enables users to have 
direct control over the parameters of a simulation and to supervise and dynamically 
control the computational process. As an example, Marshall of the Ohio Supercom
puter Center has applied computational steering to the study of a 3D turbulence model 
of Lake Erie [4]. Their conclusions were: "Interaction with the computational model 
and the resulting graphics display is fundamental in scientific visualization. Steering 
enhances productivity by greatly reducing the time between changes to model param
eters and the viewing of the results." 

Steering has a strong relation with high performance computing and networking 
(HPCN). First, to gain insight in the ever increasing complexity of high performance 
simulations, visualization as a post processing step falls short. More advanced interac
tive visualization methods are needed. Second, high performance computing is needed 
to execute simulations and rendering at interactive speeds. High bandwidth and low 
latency networks are needed to interactively handle the vast amount of data produced 
by HPCN simulations. If interactive speeds cannot be obtained, then most of the merits 
of computational steering will be lost. 

Computational steering is an attractive concept, but its implementation is cum
bersome and time consuming. Software tools for computational steering are more 
demanding than those found in traditional scientific visualization environments. In 
a traditional visualization environment, the scientific end-user must cooperate with a 
specialist in user-interfaces and visualization to develop a tool for the analysis of the 
output of the simulation. When the tool is ready, after some weeks or months, the in
terests of the end user have shifted. Also, the further analysis of the data will introduce 
new research questions, which induce modifications of the tool. A close cooperation 
between end user and the visualization specialist for an extended period is required. 
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The Computational Steering Environment (CSE) is an environment for compu
tational steering which provides a collection of methods, techniques, and tools that 
enable researchers to apply computational steering. The work on the CSE was ini
tiated in 1995 in a joint project between CWI and the Netherlands Energy Research 
Foundation ECN [5]. It was designed to meet the following goals: 

• Provide a steering environment for the easy and rapid integration of existing 
simulations. 

• Provide a research environment which could be extended with new steering mod
ules. 

• Provide an environment which could be executed efficiently on a large range of 
platforms. 

Data management is an important aspect of steering large scale and high perfor
mance simulations. In a computational steering environment, data management would 
be responsible for the bi-directional mapping and storage of data structures used in 
the simulation and those used by the visualization modules. In this thesis we describe 
the development of a distributed data manager for the CSE which has been designed 
to provide flexible and portable capabilities for the storage and remote access of scal
able data sets. Also, the remote access and transport of data sets must be scalable and 
portable. 

Virtual Environments 

A virtual environment (VE) application is a computer synthesized virtual world with 
which a user can interact. Virtual environments differ from other computer-centered 
systems in the extent to which real-time interaction is facilitated, the perceived visual 
space is three-dimensional rather than two-dimensional, the human-machine interface 
is multi-modal, and the user is immersed in the computer generated environment. An 
important question is if scientific visualization can benefit from virtual environments 
and, if so, how? 

The development of virtual environments is a field open to new applications, dif
ferent device configurations, and new techniques for rendering and interaction. These 
developments are most productive when new techniques can be implemented quickly 
and then compared to previous implementations. However, developing even simple 
VE applications with limited or no software support requires considerable amounts of 
expertise and development time. In order to fulfill the real-time requirements posed 
on VR applications, programmers must learn many new and non-standard methods, 
related to the management of multiple I/O data streams, 3D interaction and mappings 
to a wide variety of device configurations. 

To support the rapid development of VE applications, we have developed the 
Portable Virtual Reality (PVR) library and runtime system. We designed PVR to meet 
the following goals: 
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• Provide software support for the creation of simple VE applications for novice 
developers. 

• Provide a framework for extending simple VE applications to include additional 
interaction techniques. 

• Allow applications to be developed independently from the hardware configura
tion used at runtime. 

Support for the rapid development of simple VE applications is critical for al
lowing developers to experiment with the technology and techniques common to VE 
applications. A framework for extensions to the default behavior allows for focused 
experimentation with new techniques in different aspects of the applications; further, it 
allows these new techniques to be easily incorporated into VE applications. One area 
of experimentation is determining, for a particular VE application, the best configura
tion of input devices (such as tracking, glove, and button devices) and output devices 
(such as head-mounted displays, stereoscopic or single-view projection screens, and 
monitors). The PVR design allows a variety of device configurations to be specified 
at runtime by providing a separation between the devices used and the environment 
model, and by defining how the device input affects the model. 

What sets PVR apart from other 3-D rendering systems is that it provides support 
for extensions that can be developed independently and can be easily integrated. In 
addition, PVR allows for a variety of input and output device configurations to be se
lected for a particular application with little or no additional programming. Device 
independence is achieved by using the PVR environment model as the interface be
tween input and output devices and the application. 

Information Visualization 

The term Scientific Visualization is used when data from physical phenomena is pre
sented. Examples of such data can be found in the life sciences, computational chem
istry and meteorology. Data sets from these application areas usually have inherent 
spatial properties, so that the mapping from data to geometry is usually straightfor
ward. In contrast, the term information visualization is used for the presentation of 
abstract data [6]. Examples of abstract data can be found in applications such as dig
ital libraries, complex documents, history profiles, and network topologies. Data sets 
from these applications usually have no obvious spatial properties, and the mapping 
from data to geometry can be defined in a number of ways. The main problem of 
information visualization is the mapping of non-spatial, abstract data onto effective 
visual forms. However, both data and information visualization make use of similar 
underlying techniques for data structuring, data selection, data filtering and rendering. 
The main difference between scientific and information visualization lies in the kind 
of data that is presented. 
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Relational structures, consisting of a set of entities and relationships between en
tities are commonly used to store data in data bases. Such structures are commonly 
modeled as graphs: the entities are modeled as vertices, relationships as edges, and 
additional information is associated with the vertices and edges. A large number of 
graph drawing algorithms have been developed that present the information in a graph 
effectively. 

In order to study issues related to the visualization of large graphs, we have de
veloped GraphSplatting, a technique that transforms a graph into a two-dimensional 
scalar field. The graph is not displayed as graphical representations of vertices and 
edges, but as a continuous field which preserves the main structure conveyed by the 
graph. 

1.3 Evaluating Interactive Visualization Systems 

Many questions arise about design, performance, usability, and cost-effectiveness as 
a system progresses from inspiration to realization. A carefully chosen program of 
evaluation studies, conducted throughout the development and operational life of a 
system, can help provide the answers to such questions, as well as reduce development 
time and minimize the need for expensive design changes. 

There are many reasons why evaluation studies should be conducted: 

• At the outset of development, evaluation studies can be used to refine the re
quirements for a system and to compare design concepts. 

• Once a system design has been chosen, evaluation studies can be used to diag
nose problems and suggest alternative approaches. 

• Finally, when a system has been developed, a summative evaluation can be used 
to measure the capability of the system to fulfill its intended function, to compare 
its performance with that of alternative systems, and to assess its acceptance by 
intended users. 

Design evaluation. The purpose of defining reference models (i.e.,, frameworks) 
for interactive visualization systems is to describe the components that characterize 
a system and to identify the issues that must be addressed. Frameworks provide a 
means to understand and discuss the design decisions and trade-offs made during the 
development of these systems. Frameworks also help to identify the level at which 
interoperability between systems might occur. 

From an application programmer's perspective, the specific visualization system 
issues that a framework should address include the programmer's interface to the sys
tem, the visualization technique definition, the execution model, the data model, and 
how support for program monitoring and debugging is provided. From the perspective 
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of an end user, the issues that a framework should address include the (visual) language 
provided to link visualization modules together, and the user interface to each module. 

Many researchers have used frameworks for comparing interactive visualization 
systems. For example, [7, 8, 9] compare different interactive data visualization system 
designs. [10, 11] are examples of comparing virtual reality system designs. 

Capability evaluation. The creation of interactive visualization systems provides 
research and development challenges to a wide variety of disciplines, including com
puter science, engineering, human factors, cognitive psychology, and sensorimotor 
psychophysics. In each discipline, the requirements associated with creating cost-
effective interactive visualization systems raise new questions that call for evaluation. 
Evaluation studies of interactive visualization systems are needed to help ensure that: 

• The perceptual and cognitive capabilities and limitations of human beings, as 
well as the needs of the specific tasks under consideration, are being used as 
driving criteria for system design. 

This evaluation task consists of measuring the physical characteristics of the 
interactive visualization system and considering how these characteristics are 
related to those of the prospective human user. For example, the characteristics 
of the displays and controls (dynamic ranges, resolutions, time lags, distortions) 
should be measured and compared with the sensorimotor capabilities of humans 
determined from psychophysical studies. 

Another portion of the evaluation effort will focus on analysis of the task to be 
performed and examination of how well the system is designed to perform the 
task. Such an evaluation should take into account the physical fidelity and how 
such fidelity is expected to influence performance on various task components. 

For example, Hinkeley et. al. [12] and Buxton [ 13] survey design issues related 
to 3D input devices and how these design issues can effect human performance. 
Ware [14] and Watson [15] study the effect of lag on task performance in a 
virtual environment. Baker [16] explores human factors issues in using virtual 
environments for the analysis of scientific data. Slater [17] describes a method 
to evaluate the sense of presence in a virtual environment. 

• Hardware and software deliver interactive visualization systems in a cost-effective 
manner. 

Tools to analyze interactive visualization systems can help motivate the designer 
about the functionality and provide insight in price/performance trade-offs for 
system concepts. These tools can provide a quantitative metrics which can be 
used to isolate and compare functions of different systems. 

Specific visualization system issues that would be addressed include the exe
cution model of the visualization system, the effects of system lag, the effects 
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of the network in the case of a distributed system, and the effects of graphics 
hardware on the overall performance.. 

For example, Zyda [18] provides a quantitative discussion on how the design 
and implementation of a networked virtual environments can effect its perfor
mance. Bryson [19] gives a detailed analysis of static distortion of position 
data from 3D trackers. Funkhouser [20] discusses adaptive display algorithms 
for interactive frame rates during visualization of complex virtual environments. 
These adaptive algorithms trade-off display quality in order to obtain a time-
critical performance target. 

Informal evaluation. Despite the clear need for evaluation in interactive visualiza
tion systems, the types and amounts of evaluation currently taking place in this area 
are limited. This is undoubtedly due to the high level of enthusiasm that exists about 
what the technology is likely to be able to accomplish. Accordingly, the informal eval
uations that take place more or less automatically as one is developing a system (i.e.,, 
a system is good or bad according to whether it is used or not) are sufficient. Although 
these forms of informal evaluation are necessary, the cost-effectiveness of the research 
and development is likely to be significantly increased if the task of evaluation is taken 
more seriously. 

Instead of performing rigorous experiments on well defined components of a sys
tem, evaluation - supported only by possibly unrepresentative experiments - is per
formed by real end users. Brooks suggests to define three classes of results - find
ings, observations, and rules-of-fhumb - as a means to report on these type of eval
uations [21]. Findings are those results properly established by soundly-designed 
experiments. Observations report user-behavior. Rules-of-thumb are generalizations, 
even those unsupported by testing. 

Many case studies have reported on how interactive visualization systems have 
significantly improved analysis of application data. For example, Marshall [4] shows 
how computational steering significantly improves insight into complex turbulence 
models. Bryson has shown how interactive visualization can improve the analysis of 
3D unsteady fluid flows [22]. 

The position taken in this dissertation is to informally evaluate the developed sys
tems by judging the effect that the system has on the overall modeling / computation 
/ analysis cycle for the end user. The motivation for taking this position is that the 
formal knowledge regarding the human factors involved in designing interactive visu
alization systems is still minimal and that the existing knowledge is difficult to obtain. 
Some guidelines for system design do exist, but are somewhat fragmented and difficult 
to generalize. 

Chapters 3 and 6 provides some initial quantitative studies by measuring some 
parameters of the CSE and PVR architectures. These studies are limited, since the 
number of relevant parameters needed to study the price/performance of a interactive 
visualization system is very large. 



10 Introduction 

1.4 Road Map 

This thesis is organized in three parts: 
Pail I (Computational Steering) addresses a solution to distributed data manage

ment for computational steering of high performance applications. Chapter 2 describes 
the data storage and transport techniques that have been implemented and integrated in 
the CSE. Chapter 3 is concerned with the implementation of the data storage and trans
port techniques. In Chapter 4, these techniques have been applied to steer a medium 
scale smog simulation. 

Part II (Virtual Reality) addresses a solution for the development of portable vir
tual reality applications. In Chapter 5 the motivation, design and implementation of 
the Portable Virtual Reality (PVR) are discussed. Chapter 6 is concerned with the im
plementation of PVR. Chapter 7 demonstrates the effectiveness of virtual reality for 
the analysis of complex system: PVR is applied to the Fekete problem. This has led to 
a number of new techniques, which have been integrated into PVR. 

Part III (Information Visualization) addresses a solution for the display of large 
graphs. In Chapter 8, the motivation and implementation of GraphSplatting are dis
cussed. In Chapter 9, Graphsplatting is applied to the exploration of high dimensional 
feature spaces. We show how a graph can be used as an intermediate representation of 
the feature space, and discuss the importance of interaction to define the graph. 

1.5 Origins of the Chapters 

Most chapters in this thesis have appeared as a paper in ajournai or in the proceedings 
of an international conference. Only minor changes have been made to each published 
paper. The chapters 2, 4, 5, 7, 9 have appeared in: 

• R. van Liere, J.A. Harkes, and W.C. de Leeuw. 
A Distributed Blackboard Architecture for Interactive Data Visualization. 
IEEE Visualization '98, 1998. 

• R. van Liere and J.J. van Wijk. 
Steering smog prediction. 
HPCN-Euwpe '97, 1997. 

R. van Liere and J.D. Mulder. 
PVR - an Architecture for Portable VR Applications. 
5th Eurographics Workshop on Virtual Environments, 1999. 

R. van Liere, J.D. Mulder, J.E. Frank and J.J.B. de Swart. 
Virtual Fekete Point Configurations: a case study in perturbing complex systems. 
IEEE Virtual Reality 2000, 2000. 
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• R. van Liere, W.C. de Leeuw and F. Waas. 
Interactive Visualization of Multidimensional Feature Spaces. 
ACM New Paradigms for Information Visualization, 2000. 

Chapter 8 is pending publication. 
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