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Chapter 6 

PVR Implementation Issues 

An overview of the PVR architecture was presented in Chapter 5. In this chapter a 
more in depth discussion on the technical issues related to the design and implementa
tion is given. 

6.1 Design 

6.1.1 PVR device independence 

Virtual environments have different display, tracking, and input devices. PVR attempts 
to shield application programmers from the management of the different physical char
acteristics of these devices. For instance, the programmers should not need to set up the 
appropriate projections, view ports, etc. Neither should programmers need to convert 
tracker and input device reports from the device's specific coordinate systems and for
mats into the coordinate system and format as used by the application. In PVR, device 
independence is realized by introducing an Application Workspace (AW), a Standard 
Workspace (SW), and Device Workspaces (DWs). 

• Standard Workspace and Device Workspaces. 

The SW is defined by a right handed local coordinate system. The orientation 
of this coordinate system is defined as the x-axis pointing to the north and the 
z-axis to the east. The units used in this coordinate system are meters. 

Upon startup, a PVR application requires a configuration file that describes the 
mapping between this SW and the DWs; the workspaces used by each display, 
tracker, and input device. The application programmer uses the SW for the 
modeling and rendering of his application. 

Display devices are either statically positioned in the SW (such as a desk top 
monitor or the projection walls of a CAVE) or they are dynamically positioned 
(such as the display screens in a Head Mounted Display system). Statically po
sitioned display devices are defined by their location in the SW, their orientation 
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82 PVR Implementation 

in the SW, their display size in meters, and their display size in pixels. Dynam
ically positioned display devices are linked to an input DW (usually a tracker). 
Therefore, these display systems are defined by their location in the tracker's 
DW, their orientation in the tracker's DW, and their display size in meters and in 
pixels. In addition, it has to be defined to which tracking device the display is 
linked. 

PVR distinguishes two categories of input devices: Spatial input devices (e.g., 
trackers, 6DOF-mouse) and non-spatial input devices (e.g., buttons, keyboards, 
joysticks). Spatial input devices typically provide position and orientation infor
mation in reference to a DW. The location and the orientation of this DW has to 
be mapped into the SW. In addition, different devices can provide that informa
tion in different formats and/or metrics. Therefore the data format and metrics 
used by the device has to be defined as well. Non-spatial input devices do not 
provide any spatial information and therefore are not related to a DW. So, no 
additional information is needed to map the device's information to the SW. 

• Application Workspace and Standard Workspace. 

To incorporate existing applications into PVR, the Application Workspace is 
used which defines a mapping into the SW. This way, extensive rewriting of 
existing applications to be adapted to fit the SW, can be avoided. 

New applications can be developed in the SW. However, it is often more con
venient to use an application specific workspace with an application specific 
position, orientation and scale. In addition, to port existing applications into 
PVR, it would be helpful if the existing application workspace could be used. 
Furthermore, in many applications navigation functionality is required. This can 
be accomplished by moving the application workspace around in the SW. 

The default AW is aligned with the SW. Three routines are provided to translate, 
rotate and scale the AW with respect to the SW. These operations can be per
formed in either AW or SW coordinates. For example, the AW can be rotated 
about one of its own principle axes, or about one of the SW's principle axes. 

Information from spatial input devices is provided in matrix form defining the 
trackers position and orientation in AW, SW, or DW coordinates. In addition, 
utility functions are provided to convert position and orientation vectors from 
one workspace to another. 

Rendering in a PVR application is performed with standard OpenGL. However, 
the programmer must not perform any window or projection commands. These 
are all handled by PVR internally. 
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6.1.2 PVR architecture 

An overview of the PVR architecture was given previously in figure 5.1. The architec
ture consists of one or more processes attached to a bus. Processes communicate by 
a publish and subscribe mechanism. This mechanism is conceptually easy to under
stand: a process subscribes to patterns that describe the events it is interested in. When 
a process publishes an event the PVR bus broadcasts the events to all subscribing pro
cesses. Each process is parameterized with a callback which is invoked whenever the 
event occurs: 

• Events, event filters and data frames. 

Applications can define events to denote any application specific action. PVR 
defines a small number of events for convenience, e.g., the DRAW, MOTION, 
PRESS events. These events are typically used by processes to invoke the ren
dering process or by processes to subscribe to input device state changes. 

Data associated with the event is also stored and carried in the event. For exam
ple, the MOTION event published by a spatial input device will contain informa
tion about the device identification, and the matrix that determines the device's 
position and orientation. The PRESS event will also contain information about 
the device identification and the button value. Specific application defined data 
can also be included in the event. 

Event filters are used by a process to specify only those events the process sub
scribes to. The PVR bus will send only those events included in the filter to the 
process. Filters are implemented by setting a filter mask. 

The simple event mechanism allows a publishing process to send a stream of 
events to a subscribing process. However, when multiple processes operate on 
one data set in parallel, additional mechanisms must be provided to order events. 
For example, when one process computes iso-surfaces and a second process 
computes streamlines in a time dependent data set. Both geometries must be 
rendered in the same frame. PVR provides a data framing mechanism to order 
data from parallel processes. Applications may define a data frame which con
sists of a number of data slots and an output event. Processes may put data in a 
slot. As soon as all slots are filled the bus will distribute the event. This signals 
that the frame is complete. The familiar notion of a barrier can be implemented 
with the framing mechanism. Processes may fill data into a slot at any time and 
in any order. Only when the last slot is filled will the bus invoke the callback of 
those processes that have subscribed to the event. 

• Processes and PVR bus. 

The PVR bus will be configured as one or more render processes, device han
dling processes and zero or more compute processes. Compute processes are 
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responsible for all other required computation; for example the complete sim
ulation itself, or the computation of visualization techniques (streamlines, iso-
surfaces, etc). 

6.1.3 API Example 

The following example gives a flavor of the decoupling of control and processing in 
PVR: 

#include "pvr.h" 

#include "pvr_ut.il. h" 

int renderCB (PVR_EVENT *ev, void *arg) 

{ 
handleRender f); 

return 1; 

} 

int inputCB (PVR_EVENT *ev, void *arg) 

{ 
int idx = *{int *)arg; 

switch (idx) 
{ 
case 0 : 

handleHeadSensor (ev); 
break; 

case 1: 

handleWandSensor (ev); 
break; 

case 2 : 

handleButton (ev); 
break; 

} 
pvr_send_event (PVR_DRAW, NULL, PVR_NOWAIT); 
return 1; 

} 

void 

initR.ender (void *arg) 

{ 

handlelnitRender (); 

pvr_set_proc_cb (renderCB, NULL); 

pvr_set_event_filter (ALL_DEVICES, ALL_INDICES, PVR_DRAW); 

} 

void 

initDevice (void *arg) 

{ 
int idx = *(int *)arg; 

switch (idx) 
{ 
case 0 : 

pvr_attach_device(PVR_SENSOR, PVR_UNIT1, PVR_MOTION); 

pvr_set_event_filter (PVR_SENSOR, PVR_UNIT1, PVR_MOTION); 
break; 

case 1: 

pvr_attach_device(PVR_SENSOR, PVR_UNIT2, PVR_MOTION); 

pvr_set_event_filter <PVR_SENSOR, PVR_UNIT2, PVR_MOTION); 
break; 

http://pvr_ut.il
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case 2 : 
pvr_attach_device (PVR_BUTTON, PVR_UNIT1, PVR_PRESSIPVR_RELEASE); 
pvr_set_event_f ilter ( PVR_BUTTON, PVR_UNIT1 , PVR_PRESSIPVR_RELEASE); 

} 
pvr_set_proc_cb (inputCB, arg); 

) 

»define NDEV 3 

int 
main (int ac, char **av) 
{ 
int i ; 
int a[NDEV]; 

pvr_init (ac, avl; 
pvr_attach_render_process (initRender, NULL); 
for (i = 0; i < NDEV; i++) 
( 
a[i] = 1; 
pvr_attach_process (initDevice, (void *) a[i]); 

> 
pvr_main_loop (); 
return 1; 

} 

In this example, four processes (a render process, two sensor processes, and a 
button process) are attached onto the PVR bus. The call to 

p v r _ a t t a c h _ r e n d e r _ p r o c e s s ( i n i t R e n d e r , NULL) 

attaches the render process. Upon initialization of this process, the callback 
i n i t R e n d e r (NULL) is called. The calls to 

p v r _ a t t a c h _ p r o c e s s ( i n i t D e v i c e , (vo id * ) & a [ i ] ) 

attaches three other processes. Each process is initialized via the callback 
initDevice(a [i]) . 

i n i t R e n d e r first initializes the application specific scene rendering (via 
hand le ln i tRender ( ) ). The routine 

pvr_set_proc_cb ( renderCB, NULL) 

sets the callback routine for this process to renderCB. The routine 

pvr_set_event_f i l t e r (ALLJDEVICES, ALL_INDICES, DRAW) 

specifies that this process subscribes to the event which can come from all devices 
categories and device indices. 

The three calls to i n i t D e v i c e s attach the appropriate input devices to each of 
the three processes. Each process sets the callback inputCB, and sets an event filter. 

inputCB is called each time one of the sensors have changed or if the button 
device is pressed/released. After the device is handled the process will post a DRAW 
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event to the bus to indicate that the scene must be redraw. pvr_pos t_event can 
specify a WAIT or NOWAIT which indicates that the process will wait until the event 
is processed by the subscribed process (i.e., synchronous mode), or will not wait (i.e., 
asynchronous mode) 

renderCB is called each time a DRAW event is received. 

6.2 Implementation 

6.2.1 Portability 

The PVR architecture sketched in the previous section can be implemented in a number 
of ways. The current implementation uses a number of portable supporting software 
packages (see figure 6.1). The implementation relies on POSIX threads for process 
support, the XI1 window system and OpenGL for windowing and rendering support, 
and the University of North Carolina's tracker library for a portable tracking interface. 
Applications may make use of higher level rendering packages can be used on top of 
OpenGL. For example, Inventor, OpenGL Optimizer or OpenGL Volumizer can be 
used within the rendering thread. However, packages like Inventor can only be used in 
configurations with one render thread. 

Application 

PVR 

UNC Xwindows OpenGL 

Operating System 

Figure 6.1 : The layered implementation of the PVR architecture. 

The current implementation supports an Electrohome Retrographics Display and 
the CAVE as output devices. A port to a multi-user Dextrous solution is underway. 
The Electrohome is driven by one render thread, while the CAVE is driven by four 
render threads. 

6.2.2 Metrics 

The PVR architecture was implemented in C. Table 6.1 gives an indication of the 
effort that is needed for the implementation. The table lists the PVR module, lines of 
code and a short description, for the kernel modules and three applications: a simple 
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Kernel Module LoC Description 
BUS 
WS 
SSD 
UTIL 

3156 
4545 
2196 

803 

PVR bus management 
PVR workspace management 
Physical to logical input device mappings 
Generic navigation and interaction techniques 

Applications LoC Description 
dino 
dino 

245 
280 

PVR bus initialization and event handling 
drawing routines 

inventor_viewer 
inventor_viewer 
inventor_viewer 

296 
106 
640 

PVR bus initialization and event handling 
interaction routines 
drawing routines 

fekete 
fekete 
fekete 
fekete 
fekete 

384 
496 
114 

1500 
700 

PVR bus initialization and event handling 
snap dragging routines 
interaction routines 
drawing routines 
simulation code 

Table 6.1 : PVR code metrics 

dinosaur object which the user can drag via generic navigation techniques, an inventor 
viewer which reads standard inventor files and uses generic navigation techniques to 
fly-through the inventor scenes, and the Fekete application discussed in Chapter 7. 

The first part of table 6.1 shows the number of lines of code for the four modules. 
The BUS module implements the PVR bus administration, scheduling, and event han
dling. The WS module implements the workspace management. The SSD module 
implements the server serial devices. The UTIL module implements various naviga
tion techniques. 

The second part of the table shows the amount of code needed for the dino appli
cation, inventor viewer, and fekete application (discussed in Chapter 7). 

A number of observations can be made from these tables: 

• A substantial amount of code (approx. 4.5 KLoC) is needed to implement the 
application, standard and device workspaces. This amount of code would be 
needed if application programmers require a portable input/output device layer. 

• Generic navigation techniques are primitive techniques that are used by most 
applications. 

The amount of code needed for drawing a scene is large. 
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6.3 Performance 

In this section we discuss the performance of PVR when applied to the Fekete applica
tion. Performance measurements are performed on a 4 CPU SGI Onyx2 with Infinite 
reality graphics. 

The PVR bus configuration is shown in figure 6.2. Each PVR process can execute 
on any of the four CPUs. The process sim implements the Fekete solver. After each 
iteration, sim will send a REDRAW event to the bus. The process h e a d - t r a c k e r 
implements the sensor handlers. Each time a new sensor position or orientation is 
received, a REDRAW event will be sent to the bus. In this configuration there are two 
sensors; one that tracks the user's head and one that tracks the input wand. The process 
j o y _ s t i c k implements the wand button handlers. Each time a wand button is used 
(via the push, motion, release sequence) a REDRAW event will be sent to the bus. The 
process r e n d e r will redraw the Fekete point configuration upon each REDRAW event. 
The PVR bus will flush all REDRAW events in r e n d e r ' s event if multiple REDRAW 
events are pending in that queue; i.e. multiple REDRAW events will be collapsed to one 
event. 

Events 

R: RENDER » | „f „ƒ „ | 
B B S S 

Figure 6.2: PVR bus configuration of the Fekete application. The processes sim, 
h e a d _ t r a c k e r , j o y s t i c k and r e n d e r are labeled SIM, HT, JS, and R. 

The Fekete point configuration is stored in shared memory. Process sim will lock 
the memory upon writing a new configuration. Process r e n d e r will lock the memory 
upon reading a configuration. Locking of global data structures may cause additional 
rendering latencies. 

Figures 6.3 shows four performance plots. The upper left plot shows the total 
number of REDRAW events sent to the PVR bus. Performance is measured in number 
of events per second (vertical axis) as a function of time in seconds (horizontal axis). 
The Fekete application was run for 144 seconds. The upper right, lower left and lower 
right plots shows the number of REDRAW events sent by the h e a d - t r a c k e r , the 
j o y _ s t i c k and the sim processes. 

As discussed in Chapter 5, the simulation is idle when the user drags a point to a 
new position. This is reflected in the lower two plots; the process s im is idle when the 
j o y _ s t i c k process is active. The head tracking and joystick sensors are polled at 30 
hertz. 

Figures 6.4 shows two performance plots related to rendering speeds and latencies. 
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Figure 6.3: Number of REDRAW events sent by PVR processes; all REDRAW events 
(upper left), events sent by head tracker (upper right), events sent joy stick events 
(lower left) and events sent by simulation (lower right). 

The left plot shows the frame rate of the r e n d e r process. Performance is measured in 
frames per second (vertical axis) as a function of time (horizontal axis). The right plot 
concerns latency of the r e n d e r process for REDRAW events. Latency is defined as 
the time interval between sending a REDRAW event to the bus and receiving the event 
by the r e n d e r process. The average latency is computed as the sum of all latencies 
divided by the number of REDRAW events. The right plot shows the average latency 
per second (vertical axis) as a function of time (horizontal axis). 

A number of general performance observations related to the PVR architecture can 
be given: 

• The average frame rate in table 6.4 is 58, which is approximately 29 stereo 
frames per second. 

• The frame rate fluctuations of the render process are minimized, due to the de
coupling of render process with other processes. The fluctuations shown in fig
ure 6.4 are due to lack of redraw events sent to the bus during user interaction 
with the joystick. More events can be generated if the joystick would be polled 
more frequently. 

• Device latencies are minimized by allocating a separate PVR process for every 
device. Each device process can continuously poll the device and send an event a 
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Figure 6.4: Frame rate of rendering process (left) and average rendering latencies 
(right). 

bus as soon as a state change occurs. In particular, the head movement latencies 
are minimized, due to the separation of the head sensor handling process. 

The average latency of redraw events in figure 6.4 is 0.01 seconds. 

• Time critical applications can be implemented within the PVR architecture througl 
a scheduler which manages a time budget for each process. An example of a time 
critical PVR application can be found [1]. 

6.4 Retrospective Assessment 

The three aspects that motivated the design of the architecture were: (i) simplification 
of multiple I/O data streams management (ii) 3D interaction with the virtual world, and 
(iii) the large variety of display and input devices with each device having individual 
characteristics and constraints. Each aspect is assessed: 

• Management of multiple I/O data streams. 

PVR is a multi-threaded architecture that allows the rendering process to be 
decoupled from the computation processes. This allows applications to achieve 
the real-time requirements of VR user interfaces, since computations will not 
interfere with rendering. 

Events are used for two purposes: to signal state changes in devices and to carry 
the state of a device. Hence, the behavior of PVR devices are modeled as a 
stream of events. The PVR bus is responsible for the coordination and man
agement of multiple event streams. Decoupling the coordination from the data 
processing of an event stream simplifies the programmer's task of managing and 
synchronizing the data streams. PVR programmers need only to provide a call
back routine which the PVR bus will invoke when the event occurs. 

• 3D interaction. 
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Many navigation techniques can be defined as transformations with respect to 
the standard workspace. For example, a fly-through can be programmed as a 
set of translations and rotations of the eye position of the application workspace 
with respect to the standard workspace. 

Reuse and extension is stimulated by providing a set of basic 3D techniques 
and a modular mechanism for integrating these into an application. Reuse of 
basic 3D interaction and navigation techniques allows for rapid development 
of applications. In addition, the modular mechanism of the PVR architecture 
allows the basic 3D techniques to be combined and extended into higher level 
interaction techniques. 

• Variety of output and input devices. 

Device independence is supported by taking advantage of the mappings between 
application, standard and device workspaces. This allows programmers to de
velop and maintain a single code base spanning a variety of input and output 
device configurations. 

• Usability. 

PVR has been used for the development of other VR applications and VR related 
techniques. Other applications can be found in [2, 3, 4]. Additional techniques 
used to extend PVR can be found in [1,5,6]. 
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