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Chapterr 2 

Reinforcementt Learning 

Inn the previous chapter we described Reinforcement Learning (RL). In this chapter we 
wil ll  give an introduction to RL in which we explain the basic RL concepts necessary 
too understand the remainder of this thesis. For a more complete overview of RL see 
[40][12][71]. . 

Mostt theoretical results on RL apply to systems with discrete state and action spaces. 
Thereforee we will start our introduction based on these systems. First we describe the 
optimall  control task for a deterministic system and present a systematic procedure to 
computee the optimal policy. Then we introduce the Markov Decision Process (MDP) and 
describee the classical solution approaches that use the model of the system. In RL the 
optimizationn is based on the interaction with the system. We will describe two important 
RLL algorithms; Temporal Difference learning and Q-Learning. 

Wee want to use RL for systems as described in the previous chapter, which are systems 
withh continuous state and action spaces. One way of using RL methods in the continuous 
statee and action space task is changing the problem into a discrete state and action problem 
byy quantization of the state and action spaces. Then the original discrete algorithms can 
bee used. The other way is to modify the algorithms so that they can deal with general 
functionn approximators operating in the continuous domain. We will focus on the last. We 
willl  conclude with a discussion in which we refine our problem statement. 

2.11 A Discrete Deterministic Optimal Control Task 

Too introduce the basics of an optimal control task we will restrict ourselves to a determin-
isticc discrete system. 

2.1.11 The problem 

AA discrete deterministic optimal control task consists of:1 

11 We denote the discrete states and actions by s and a to make a clear distinction between the continuous 
statess x and actions u described in chapter 1. 

11 1 
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 A finite set of states {sl. s2. . s"s} 
Thee indices indicate the labels of the states of the system. 

 A set of actions {a1, a2. , an"} 
Thee set of actions can depend on the state, because it is possible that not all actions 
aree possible in all states. 

 A dynamic system 
Thee state transition of the system changes the current state of the system to a possible 
otherr state. To denote the state at a certain time step we wil l use the time as an 
index.. So s& is a particular element from the set of states at time step k. For the 
deterministicc system the state transition maps the present state and action to the 
nextt state. 

 Reinforcements r^ 
Thesee indicate the received reinforcement at time step k. There does not have to be 
aa dependency on time, in general it depends on the state transition and action that 
takess place at time step k. 

 The criterion 
Thee criterion indicates the desired behavior. It describes how all reinforcements at 
differentt time steps are combined to give a scalar indication of the performance. 
Thiss can be the sum over all reinforcements that have to be either minimized or 
maximized,, depending on whether the reinforcements are interpreted as costs or 
rewards.. Another possible criterion is based on the average of reinforcements [67]. 

Ass the state transitions are deterministic, an action taken in one state always results in 
thee same next state. The policy w is the function that maps the states to the action, so 
thatt action a = 7T(S) is taken in state s. Given a policy for a deterministic system, the 
entiree future sequence of states and actions is determined. 

Wee have to specify our criterion before we can solve this optimization task. We take 
ass criterion the minimization of the cost to go to a certain goal state. For a given policy 
ITIT the future is already determined, so we can compute the total costs to the goal state for 
eachh state. We wil l call this the value function2 V™, and Vn(s) is the value of state s 

V-(s)) = 5 > , (2.1) 

wheree s = s  ̂ and N is the final time step when the goal state is reached. So now the 
optimizationn task is to find an optimal policy3 n* for which the values of all states are 
minimal.. Note that the corresponding optimal value function V* — V71" is unique, but the 
optimall  policy does not have to be unique. 

2I ff  the number of discrete states is finite, the value function can be regarded as a vector V* £ HI"" . 
Thenn V™(s) is the element from vector V* corresponding to state s. A function/vector like this is often 
calledd a look-up-table. 

3Wee wil l use * to denote optimal solutions. 
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2.1.22 The solution 
Computingg the optimal value function can help determining the optimal policy. A system-
aticc procedure is to compute the optimal value function backwards, starting in the goal 
state.. For all states that can reach the goal state, store the minimal costs as the value 
off  these states. Store also the actions that lead to these minimal costs, because they wil l 
formm the optimal policy. The policy we get is the optimal policy for going in one step to 
thee goal state. 

Noww we consider all states that can reach the goal state in two steps. For each state 
selectt the action for which the received cost plus the stored value of the next state is 
minimal.. We can store this as the new value for each state, but first we have to check 
whetherr this state already has a value stored. This is when the goal state can also be 
reachedd in one step for this state. Only if the new value is lower that the already stored 
value,, we change the stored value and action. This gives the optimal policy for going in 
twoo steps to the goal state. This procedure can be repeated until each state that can reach 
thee goal state has an optimal action stored. Then we have the optimal policy. 

Thee underlying idea of this procedure is that for the optimal value function, the fol-

lowingg relation should hold: 

V*(s)V*(s) = mm{rk + V*(s')}. (2.2) 

Heree the s is a state for which any s' can be reached in one time step. Here rk represents 
thee cost received at time step k when action a is applied and the state changes from s to 
s'.s'. For all possible actions in state s the left hand side is computed and the action a is 
determinedd for which this is minimal. The minimal value is stored as V*(s). 

Thee procedure described is called Dynamic Programming (DP) [10] and a more general 
formm of (2.2) is called the Bellman equation. It defines optimal actions as actions for which 
thee minimal value of the two successive states only differ in the cost received during that 
timee step. As illustrated by DP, the Bellman equation can also be used to find algorithms 
too derive the optimal actions. 

2.22 The Stochastic Optimization Tasks 

Thee solution to the deterministic optimal control task described before is quite straight-
forward.. But this is just a restricted class of optimal control tasks. A more general class of 
optimizationn task is given by Markov Decision processes (MDP). This wil l be the frame-
workk in which we wil l introduce RL algorithms, but first we wil l describe some model based 
solutions. . 

2.2.11 The Markov Decision Process 

Thee MDP consist of the same elements as the deterministic optimal control task. The 
differencee is that the state transitions and reinforcements no longer have to be deterministic. 
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Thee state transitions of the process are given by all transition probabilities for going from 
somee state s to some other state s' when action a is taken: 

OO = Pr {sk = s' | sk = s. ak = a} . (2.3) 

Al ll  the ns x ns x na probabilities together form the model of the system. The deterministic 
systemm is just a special case of (2.3). for which all values of P°s, are either one or zero. The 
processs described in (2.3) is a Markov process because the state transitions are conditionally 
independentt of the past. This is a necessary property to express the value function as a 
functionn of the current state alone. 

Thee value function for the MDP can be defined similar to (2.1). To take into account 
thee stochastic state transitions according to (2.3) the expectation value has to be taken 
overr the sum: 

V(s)V(s) = E*lt,r i | sk = s\. (2.4) 

Thee subscript 7r of the policy is used to indicate that actions in the future are always 
selectedd according to policy TT. 

Becausee the state transitions are probabilistic, the final time step N (at which the goal 
statee is reached) can vary a lot. This is because one state transition can lead to different 
nextt states. This means that all state transition after that can be different, and that it 
mayy take a different number of time steps to reach the goal state. It is even possible that 
Arr becomes infinite. 

Thee consequence is that the sum in the expectation value of (2.4) can have many 
differentt values, so that the variance of the underlying probability density function is very 
high.. A discount factor 7 G [0.1] can be introduced to weigh future reinforcements. This 
wil ll  reduce the variance and make the value function easier to approximate. So a more 
generall  definition of the value function for a stochastic system becomes: 

yynn(s)(s) = Ejj2y-kr2 \ sk = s\. (2.5) 

Notee that there can be another reason to include a discount factor. This is the situation 
wheree all reinforcements are zero except for the goal state. In this situation (2.4) reduces 
too V^(s) — rN, so that all policies that eventually wil l reach the goal state wil l be equally 
good.. A discount factor 7 < 1 in (2.5) will make states closer to the goal state have higher 
values.. Then the optimal policy is the one that wil l reach the goal state in the smallest 
numberr of steps. 

2.2.22 Model based solutions 

Wee wil l now describe some solution methods that are based on computing the value function 
usingg the model of the system. So all probabilities (2.3) have to be known. If they are not 
known,, these probabilities have to be estimated by interacting with the system. Once the 
modell  is available, the system itself wil l no longer be used to compute the value function. 
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Thee value function is computed to solve the stochastic optimal control task. A solution 
methodd we allready described is DP, that uses backwards induction from a final time step in 
future.. For the stochastic optimization task, a more general form of the Bellman equation 
(2.2)) has to be used: 

v*(s)v*(s) = £*£(* £ + /^V)) . (2-6) 
s' s' 

Thee P**,  is a matrix with state transition probabilities from s to s' when taking actions 
accordingg to the optimal policy ir*.  The vector Rfs, represents the expected reinforcements 
assignedd to the state transitions when the optimal action is taken 

R*lR*l  = E{rk | sk = s, Sjt+i = s', ak = 7r*(sk)} . (2.7) 

Thee main difference between (2.6) and (2.2) is that now all possible next states are 
takenn into account, weighed with the probabilities of their occurrence. So the optimal 
policyy is the policy for which the expected sum of future reinforcements is minimal. 

Wee can define a ns x ns matrix Pn*  with state transition probabilities when policy n* is 
used.. Here the rows indicate all the present states and the columns all the next states. We 
cann also define a vector K"*  with the expected reinforcements for each state. Then (2.6) can 
bee written more compact as V* = F* (Rw*  + 7V*) . The compact notation of the Bellman 
equationn indicates that DP requires that all state transitions with nonzero probabilities 
havee to be taken into account. This makes it a very difficul t and computational expensive 
method. . 

Policyy Iteration 

Thee Bellman equation (2.6) provides a condition that has to hold for the optimal value 
function.. Based on this equation some iterative methods were developed to compute the 
optimall  policy. One of them is Policy Iteration [11][57], which consists of two basic steps. 
Thee first step is the policy evaluation, in which for a given policy the value function is 
computed.. The second step is the policy improvement step in which the new policy is 
computed.. To compute the new policy, the greedy policy is determined. This is the policy 
forr which in each state the action is chosen that wil l result in the next state with the lowest 
value. . 

Thee policy evaluation is an iteration algorithm based on (2.6), with the difference that 
thee action is taken according to the policy that is being evaluated. The expectancy in 
thee iteration can be calculated using the known transition probabilities PS*V and their 
expectedd reinforcements R*^. Here 7rm is the policy at iteration step m, that is being 
evaluated.. Starting with an initial Vo the values for each state are updated according to 

VVi+i+ i{s)i{s) = E C W ; + 7 W , (2.8) 
s' s' 

wheree I indicates the policy evaluation step. Note that one policy evaluation step is com-
pletedd when (2.8) is applied to all states. 
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Similarr to DP, the policy evaluation can be regarded as computing the value function 
backwards.. To see this, take the expected reinforcement at the finite time step N as the 
initiall  Vo. Then (2.8) makes V\ become the expected cost of the final state transition plus 
thee discounted cost at the final state. The V2 becomes the future costs of the last two state 
transitionss and this goes on for every iteration using (2.8). The V)v equals the V* in (2.5). 
soo that the correct value function is found. 

Thee practical problem of the policy evaluation is that Ar can be unknown or infinite. 
Fortunatelyy the difference between Vi+1 and Vj wil l decrease as / increases. The effect is 
thatt after a certain value of / the greedy policy corresponding to the value function in (2.8) 
wil ll  not change. Then the policy evaluation can stop and the policy can be improved by 
takingg the greedy policy. The greedy policy is given by 

iC(s)iC(s) = argmin j ^ P ; s , ( / ^ , + 7 W ) ) }  , (2.9) 

wheree Tc'm is the greedy policy. The V{ in the right hand side of (2.9) indicates that the 
greedyy policy is computed after / evaluation steps. The number of evaluation steps is 
increasedd until n  ̂ no longer changes. Then the policy is improved by taking as new policy 
7r7rm+m+ii  = 7v'm. Because the number of policies is finite, the optimal policy IT* wil l be found 
afterr a final number of policy iteration steps. 

Valuee Iteration 

Thee difference between policy iteration and DP is that policy iteration does not use the 
optimall  action during policy evaluation. I t takes the actions according to the current 
policy.. In DP only the actions that are optimal are considered. A combination of these 
twoo methods is called value iteration. 

Valuee iteration is a one step approach in which the two policy iteration steps are 
combined.. This is done by replacing n(s) in P*},s) and R^f] by the greedy policy of Vm. 
Soo it still takes into account all possible state transitions, but now the policy is changed 
immediatelyy into the greedy policy. Under the same conditions as policy iteration, value 
iterationn can be proven to converge to the optimal policy. 

Notee that there still is a difference with DP. Value Iteration does not use the optimal 
action,, but actions that are assumed to be optimal. This does not have to be true. Espe-
ciallyy in the beginning of value iteration, i t is very unlikely that the approximated value 
functionn is correct. Therefore it is also very likely that the actions used by Value Iteration 
aree not optimal. 

2.2.33 Reinforcement Learning solutions 

Thee model based solution methods only use the model of the system to compute the optimal 
policy.. The system itself is not used once the model is available. This is the main difference 
withh reinforcement learning solutions. The reinforcement learning solution methods use 
interactionsinteractions with the system to optimize the policy. To enable the interaction with the 
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system,, an initial policy has to be available. The system starts in the initial state and the 
interactionn wil l go on until the final time step N. This process can be repeated several 
times. . 

Temporall Difference learning 

Thee policy TT is available and the data obtained by the interaction with the system is 
usedd to evaluate the policy. With the interactions, the value function is only updated for 
thee present state s — sk using only the actual next state s' — sjt+i- Also the received 
reinforcementt rk is used and not the expected reinforcement R*s,. This suggests an update 
accordingg to: 

VVl+1l+1 (8(8kk)=r)=r kk + <yVl{sk+1). (2.10) 

Clearlyy this is not the same as (2.8), because it is based on one state transition that just 
happenss with a certain probability. In (2.8) the value function is updated for all states 
simultaneouslyy using all possible next states. 

Thee interaction with the system can be repeated several times by restarting the exper-
imentt after the goal state is reached. For one particular state, the next state and received 
reinforcementt can be different. So the right hand side of (2.10) can have different values 
inn repeated experiments. Computing the average of these values before updating the value 
functionn in (2.10), wil l result in the same update as (2.8) if the interactions are repeated 
infinit ee times. 

AA drawback of this approach is that all right hand sides of (2.10) for each state have to 
bee stored. It is also possible to incrementally combine the right hand side of (2.10) with 
ann existing approximation of V[. This leads to an update like 

VJ+1(sfc)) = (1 - aWM + ai(rk + -yVt{sk+l)). (2.11) 

Thee Oi{ € [0,1] is the learning rate. For a correct approximation of the value function, 
thee learning rate should decrease. Therefore the learning rate has the index I. If (2.11) is 
rewrittenn to 

VVi+1i+1 {s{skk)) = Vt{sk) + ai{rk + -yVi(sk+l) - V,(sfc))- (2.12) 

wee see that Vi(sk) is changed proportional to the difference between the value of thee current 
statee and what it should be according to the received cost and the value of the next state. 
Thiss difference is called the Temporal Difference (TD) and the update (2.12) is called 
temporall  difference learning [68]. 

Exploration n 

Theree is one problem with approximating the value function based on visited states alone. 
I tt is possible that some states are never visited, so that no value can be computed for 
thesee states. So in spite of repeating the interaction, it is still possible that (2.12) never 
equalss (2.8). To prevent this an additional random trial process is included, that is referred 
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too as the exploration. The exploration has the same function as the excitation in system 
identification,, described in chapter 1. 

Thee exploration means that sometimes a different action is tried than the action ac-
cordingg to the policy. There are different strategies to explore. In [76] a distinction is made 
betweenn directed and undirected exploration. In ease of undirected exploration, the tried 
actionss are truly random and are selected based on a predefined scheme. 

Undirectedd exploration does not take information about the system into account but can 
usee experiences gathered during previous interactions. One popular undirected exploration 
strategyy is given by the 6-greedy policy4 [70]. With a probability 1 — e the action according 
too the greedy policy is taken. With a probability e a non-greedy action is tried. In this 
wayy the parameter e can be used to specify the amount of exploration. Usually the initial 
valuee of c is taken high, so that man)- actions are tried. With each policy improvement 
stepp also the value of e is decreased. The effect is that when the policy becomes better, 
thee exploration focuses more and more around the improved policies. The result is that a 
fewerr number of interactions with the system is required. 

Explorationn can also help to converge faster to the optimal policy. This is when an 
actionn is tried that leads to a state with a lower value, that would not be reached when the 
actionn according to the policy was taken. The consequence is that the value of the state 
wheree the action was tried is decreased. This increases the probability that the improved 
policyy visits that state. This can be seen as finding a shortcut because of the exploration. 

Q-Learning g 

Thee value function for a policy IT can be approximated without a model of the system. 
However,, computing the greedy policy using (2.9) still requires P°s, and R"s>. A model 
freee RL method that does not use P"s, and Ra

ss, was introduced. It was called Q-Learning 
[80]]  [81]. It is based on the idea to estimate the value for each state and action combination. 

Thee Bellman equation in (2.6) uses P^*, and R^*,. so it is only valid if in each state the 
optimall  action ir*{s)  is taken. It is also possible to compute the right hand side of (2.6) 
forr each possible action using Ps

a
s, and R ŝ,. This gives the value for each state and action 

combination,, when all actions in future are optimal. Define 

Q*(s.a)=Y,P:AR"s'Q*(s.a)=Y,P:AR"s' + W*(s)) (2.13) 

ass the optimal Q-function. For the optimal actions this agrees with the Bellman equation. 
Forr all other actions the value wil l be higher, so: 

V*(s)V*(s) = min Q*{s, a). (2.14) 

Forr each state the optimal action is given by: 

7r*(s)) = argminQ*  (s.a). (2.15) 

4Thiss is also known under the name pseudo-stochastic or max random or Utilit y drawn-distribution. 
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Thiss implies that the optimal Q-function alone is sufficient to compute the optimal policy. 
Thee Q-function for policy IT can be defined in the same way as (2.5): 

Q"{s,Q"{s, a) = En Ijr  f~kr i+1 \ sk = s, ak = a\ (2.16) 

Noww temporal difference learning can be used to approximate Q*(s,a). 
Thee temporal difference update in (2.12) uses the value for the present state sk and 

thee next state sk+i. For the Q-function the update should use the present state-action 
combinationn and the next state-action combination. Here we have to be careful, because 
(2.16)) requires that all future actions are taken according to policy n. This means that the 
nextt action ak+\ has to be n(sk+i). The current action can be n($k), but it can also be 
anotherr action that is being explored. So the temporal difference update for the Q-function 
becomes s 

Qi+i(sQi+i(skk,a,akk)) = Qi(sk,ak) + ai(rk + yQl(sk+1,7r(sk+1)) - Qi(sk,ak)). (2.17) 

Thee greedy policy can be determined similar to (2.15) according to 

7r'(s)) = argminQ/(s,a). (2-18) 

Thiss represents one policy iteration step. If the process is repeated, eventually the optimal 
policyy wil l be found. Note that the original Q-learning in [80] was based on value iteration. 

Convergence e 

Iff  the system can be represented by a MDP and for each state the value is estimated sepa-
rately,, the convergence of temporal difference learning can be proven [68] [38] [24] [25]. Also, 
iff  the Q-value for each state-action combination is estimated separately, the convergence of 
Q-learningg can be proven [80] [81]. The guaranteed convergence requires that the learning 
ratee decreases and that the entire state action space is explored sufficiently. 

Thee learning rate a in (2.12) has to decrease in such a way that: 

2> f cc = oo, (2.19) 
fe=0 fe=0 
oo o 

X > SS < oo (2.20) 
fe=0 fe=0 

holds.. The condition (2.20) is required to make sure that the update eventually wil l 
convergee to a fixed solution. The condition (2.19) is required to make sure that the state 
spacee can be explored sufficiently. If a decreases faster then it is possible that not all states 
aree visited often enough, before the update of the value function becomes very small. This 
alsoo requires that sufficient exploration is used, so that in theory all states are visited 
infinitelyy often. 



20 0 CHAPTERR 2. REINFORCEMENT LEARNING 

2.2.44 Advanced topics 

T h ee benefits of RL 

Whyy should RL be used? An obvious reason for using RL would be if there is no model 
off  the system available. However, such a model can be obtained by interaction with the 
systemm and estimating all probabilities. Then all the ns x ns x na probabilities have to be 
estimated.. It is clear that the number of probabilities to estimate grows very fast when ns 

increases. . 

Whenn a model is available and used, all state transition probabilities are considered, so 
thee computational complexity of one evaluation step is quadratic in the number of states 
andd linear in the number of actions. The convergence rate of the iteration also depends 
onn the number of states. There are ri"° possible policies, so this is the maximum number 
off  policy improvement steps required [57]. In general it is unknown how many policy 
evaluationss steps are required. 

Thee reinforcement learning methods can be beneficial when the state space becomes 
large.. This is because updates are made only for the state transitions that actually take 
place.. So the estimated values are primarily based on state transitions that occur with 
aa high probability. The state transitions with low probabilities hardly occur and wil l not 
havee a large influence on the estimated value function. In the worst case however, all states 
shouldd be visited often enough. So in the worst case RL is not beneficial, but on average it 
wil ll  be able to find the optimal solution faster for problems with a large number of states. 

Increasingg the speed 

Althoughh the RL algorithms require on average less computation than classical approaches, 
theyy still need to run the system very often to obtain sufficient data. Different solutions 
weree proposed to speed up the learning algorithms: 

 General iz ing over t ime 
Thee temporal difference update (2.12) changes the value according to the difference 
betweenn the value of the current state and what it should be according to the received 
reinforcementt during the state transition and the value of thee next state. This update 
iss based on one state transition. Since the value represents the sum of future costs, 
thee value can also be updated to agree with previous states and the reinforcements 
receivedd since. 

Thee update (2.12) can be written as Vi+i(sk) = V^s*.) + aiAVk. The change AV* . is 
inn this case the temporal difference. To take also past states into account the update 
cann be based on a sum of previous temporal differences. This is called TD(A) learning 
[68].. where the ''discount factor" A 6 [0,1] weighs the previous updates. The update 
off  the value becomes: 

AVfcc = (r, + -rVi(sk+1) - Vt(sk))r(sk), (2.21) ) 
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wheree r represents the eligibilit y trace. For the present state the eligibilit y is updated 
accordingg to r(sk)  XjT(sk) + l, while for all other states s the eligibilit y is updated 
accordingg to T(S) := XyT(s). There are other possible updates for the eligibilit y 
[62],, but the update in (2.12) always corresponds with TD(0). This can be further 
enhancedd as in Truncated Temporal Difference (TTD) [23], where the updates are 
postponedd until sufficient data is available. For Q-Learning it is also possible to use 
TD(A)) learning, resulting in Q(A) learning [55], Also this can be further enhanced 
byy using fast online Q(A) [84]. 

 Us ing a model 
Althoughh a model is not required for all RL techniques, a model can be used to 
speedd up learning when it is available. If a model is not available it can be estimated 
simultaneouslyy with the RL algorithm. This does not have to be a complete model 
withh estimation of all state transition probabilities. It can also be trajectories stored 
fromm previous runs. 

Thee model can be used to generate simulated experiments [45]. In DYNA [69] a 
similarr approach is taken. Updates of the estimated value function are based on the 
reall  system or based on a simulation of the system. A different approach is to use 
thee model to determine for which states the estimated values should be updated. In 
Prioritizedd Sweeping [49] a priority queue is maintained that indicates how promising 
thee states are. Then the "important" states in the past are also updated based on 
thee present state transition. 

2.2.55 Summary 

Wee introduced reinforcement learning for Markov decision processes with discrete state and 
actionn spaces. The goal is to optimize the mapping from states to control actions, called 
thee policy. Because of the discrete state spaces, the value of the expected sum of future 
reinforcementss can be stored for each state separately. These values can be computed 
off-linee using the model of the system. When RL is used, these values are estimated based 
onn the interaction with the system. 

Thee estimated values for two successive states should agree with the reinforcement that 
iss received during that state transition. Temporal Difference learning is based on this 
observation.. The estimated value of the present states is updated in a way that it wil l 
agreee more with the estimated value of the next state and the received reinforcement. To 
gett a good approximation of the value for all states, all states have to be visited often 
enough.. For this an additional random trial process, called exploration, is included in the 
interactionn with the system. Also the whole interaction process itself should be repeated 
severall  times by restarting the system. 

Oncee all values are estimated correctly the new policy can be determined. For this 
thee actions are selected that have the highest probability of bringing the system in the 
mostt desirable next state. To compute these actions, the model of the system should be 
available.. A different approach is Q-Learning. The expected sum of future reinforcements 
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iss estimated for each state and action combination. Once this Q-function is estimated 
correctlyy the action can be selected based on the estimated values. 

2.33 RL for Continuous State Spaces 

2.3.11 Continuous state space representations 

Thee RL approaches described in the previous section were based on estimating the value 
forr each state or state-action combination. This is only possible if the number of states 
andd possible actions is finite. So these RL approaches can only be used for systems with 
discretee state and action spaces. We want to use RL algorithms to find controllers for 
systemss with continuous state and action spaces. These are the systems as described in 
chapterr 1 with state x E IR"r and control action u 6 IR"". This means that we cannot 
directlyy apply the algorithms to these systems. We wil l give two different approaches to 
applyy RL to optimize the controllers for these systems. 

Statee space quantizat ion 

AA very obvious solution to get from a continuous state space to a discrete one is to quantize 
thee state space. This is a form of state aggregation, where all states in a part of the state 
spacee are grouped to form one discrete state. In [9] the continuous state space of an 
invertedd pendulum was partitioned into a finite number of discrete states. The advantage 
off  this method is that the standard RL algorithms can be used, but there are also some 
drawbacks: : 

 If the continuous state space system is a Markov process, then it is possible that the 
discretizedd system is no longer Markov [50]. This means that the convergence proofs 
thatt apply for the standard RL algorithms no longer have to be valid. 

 The solution found is probably suboptimal. Due to the quantization the set of pos-
siblee policies is reduced considerably. The optimal policy for the continuous state 
spacee problem may not be in the set. In that case the optimal solution found for the 
discretee system may still perform very badly on the continuous system. 

Becausee the choice of the quantization influences the result, algorithms were developed 
thatt use adaptive quantization. There are methods based on unsupervised learning, like 
k-Nearestt Neighbor [28] or self organizing maps [43]. There is a method that uses trian-
gularizationn of the state space based on data [51]. which has been improved in [52]. There 
aree divide and conquer methods, like the Parti-Game Algorithm [49]. where large states 
aree split when necessary. The advantage of these adaptive quantization methods is that 
theyy can result in a more optimal policy than the fixed quantization methods. On the 
otherr hand, when a large state is split the probability of being in one of the smaller states 
becomess smaller. The consequence is that the estimated values for these states become 
lesss reliable. 
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Figuree 2.1. The Actor-Critic Configuration 

Functionn approximations 

Functionn approximators are parameterized representations that can be used to represent a 
function.. Often function approximators are used that can represent any function. In a RL 
contextt function approximators are often used in the actor-critic configuration as shown 
inn figure 2.1. Two function approximators are used, one representing the policy called the 
actorr and one representing the value function called the critic. 

Iff  we look at the critic we see that it has as input the state x and the action u.5 

Thiss indicates that it is forming a Q-function rather than a value function. However, un-
learningg using function approximators is hardly possible. This is because when the critic is 
aa general function approximator, the computation of the action for which the approximated 
Q-functionn is minimal can be very hard. It is unlikely that an analytical function can be 
usedd for this, so the minimum has to be numerically approximated. In the actor-critic 
architecturee the gradient of the critic is used to compute the update of the actor. 

Ass function approximators often feed-forward neural networks were used. This ap-
proachh has been successfully demonstrated in [74] and [75], which resulted in a program 
forr Backgammon that plays at world champion level. Note also that [75] applies to a sys-
temm with a finite number of states. The neural network was only used to generalize over 
thee states. 

Thee applications mentioned in section 1.2 were all based on function approximators. 
Feedd forward neural networks were used in [65] [59] [60] [26]. CMACs were used in [70] [65] [66]. 
Radiall  basis function were used in [1] in combination with a stabilizing controller. 

Inn [14] examples are given where the use of RL with function approximators can fail. 
Inn [70] the same examples were used and the experimental setup was modified to make 
themm work. Proofs of convergence for function approximation only exist for approximators 
linearr in the weight when applied to MDPs [77] [79]. For systems with a continuous state 
spacee there are no proofs when general function approximators are used. Also there are no 
generall  recipes to make the use of function approximators successful. It still might require 

5Notee that it is also possible to have a critic with only state x as input. 
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somee hand tuning in the settings of the experiment. Proofs of convergence for continuous 
state-actionn space problems do exist for the linear quadratic regularization task [82] [17] [44], 
butt then no general function approximator is used but an approximator that is appropriate 
forr this specific task. 

2.3.22 Learning in continuous domains 

Thee networks represent function approximators. We wil l describe how they can be trained. 
Thee critic is the function V(£,w), where £ represents the input of the approximator. This 
cann represent the state when approximating the value function, or it can represent the state 
andd action, so that the approximator represents the Q-function. The w are the parameters 
off  the network. 

Trainingg the Critic 

Differentt methods are possible to train the critic. They are all based on the temporal 
differencee in (2.12) or (2.16). 

•• TD(A) 
Thee TD(A) update was introduced in section 2.2.4 as an extension to the update 
(2.12).. For a function approximator the update is based on the gradient with respect 
too the parameters of the function approximator. This leads to an update like [68] :6 

7 V - 1 1 

ww'' = w + a £ &™k- (2.22) 
fc=0 fc=0 

with h 

AwAwkk = (rk + lV(Zk^w) - V(tk. w)) £ Xk^VwV(^.w). (2.23) 

Thee Q is the learning rate and the A is a weighting factor for past updates. The 
sequencee of past updates indicate the eligibility trace and is used to make the update 
dependd on the trajectory. This can speed up the training of the network. The value 
off 0 < A < 1 for which it trains fastest is not known and depends on the problem. It 
cann only be found empirically by repeating the training for different A. 

•• Minimize the quadratic temporal difference error 
Mostt learning methods for function approximators are based on minimizing the 
summedd squared error between the target value and the network output. In a similar 
wayy the temporal difference can be used to express an error that is minimized by 

6Notee that the term ''temporal difference" was introduced in [68], together with the TD(A) learning 
rulee for function approximators and not for the discrete case as described in section 2.2.4. 
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standardd steepest decent methods [83]. This means the training of the critic becomes 
minimizingg the quadratic temporal difference error. 

EE = \ ËVfc + iV&wM - V(£kt w)f (2.24) 

wheree V represents the critic with weights w and 7 is the discount factor. We see 
herehere that this error does not completely specify the function to approximate. It gives 
thee difference in output for two points in the input. 

Thee steepest decent update rule can now be based on this error: 
J V - l l 

w'w' = w-aVwE = w + Y, &wk, (2.25) 
fc=0 fc=0 

with h 

AwAwkk = (rk + >yV(£k+l,w) - Vfck,ti7))(7V„V(* fc+1,to) - V„V(& , w)). (2.26) 

Iff  the learning rate is small enough convergence to a suboptimal solution can be 
guaranteed.. That this solution can not be guaranteed to be optimal is due to the 
possibilityy that it converges to a local minimum of (2.24). 

•• Residual Algorithms 
Thee temporal difference method described above can be regarded as the residue of 
thee Bellman equation, because if the Bellman equation would hold this error would 
bee zero. The advantage of using steepest descent on the Bellman residual is that it 
cann always be made to converge. This is just a matter of making the learning rate 
smalll enough. Of course there remains the risk of ending in a local minimum. 

Onn the other hand, the learning converges very slowly compared to the TD(A) update 
rule.. This, however, has the disadvantage that the convergence for a function approx
imatorr cannot be guaranteed. Based on this observation Residual Algorithms were 
proposedd [6]. The main idea is to combine TD(A) learning with the minimization of 
thee Bellman residual. 

Trainingg the Actor 

Thee second function approximator is the actor, which represents the policy or feedback 
functionn uk = g(Xk,wa). Here wa represents the weights of the actor. In the discrete 
casee the policy that is greedy with respect to the value function is chosen. Here the critic 
approximatess the value function and the parameters of the actor should be chosen in such 
wayy that it is greedy with respect to the critic. 

Sincee the critic is represented by a function approximator, it can have any form. This 
meanss that the values of the actor cannot be derived directly from the critic. When 
thee actor network is represented by a continuous differential function, a steepest decent 
approachh can be used to adapt the weights. For this there are two possibilities, depending 
onn whether the critic represents a Q-function or a value function: 
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•• Backpropagat ion wi th respect to the critic 
Iff the control action is an input of the critic, the gradient with respect to the action 
cann be computed. This indicates how a change in action influences the output of 
thee critic. The critic can be regarded as an error function that indicates how the 
outputss of the actor should change. So the update of the weights of the actor can be 
performedd according to 

AwAwaa = -Vw„g{x k.wa)S7uQ(xk,uk.w). (2.27) 

Notee that the input uk of this network is the output of the network representing the 
actor.7 7 

•• Backpropagat ion based on temporal difference 
Thee critic can be used to determine the temporal difference. Then the actor can be 
updatedd such that the temporal difference becomes smaller: 

AwAwaa = -Vv,ag(tk.wa){r k +  1V{tk+1.w)-V{£k,w)). (2.28) 

Inn this case the critic and actor are trained based on the same temporal difference. 

Thee backpropagation based on the temporal difference was first used in [9]. Then 
itt was improved in [85] Recently tiiese approaches have gained more interest as solution 
methodss for problem domain that are non-Markov [41] [7] [72]. The actor then represents 
thee probability distribution from which the actions are drawn. The result, is therefore not 
aa deterministic policy. A drawback of these approaches is that they learn very slowly. 

Thee general idea of the actor critic approaches has been formalized in Heuristic Dy
namicc Programming (HDP) [83]. This describes a family of approaches that are based on 
backpropagationn and the actor critic configuration. The HDP and action depended HDP 
cann be regarded as temporal difference learning and Q-learning. An alternative approach 
iss to approximate the gradient of the critic that is used to update the actor. This has been 
extendedd to a more general framework in which the value of the critic and the gradient 
aree trained simultaneously [83] [56]. The main drawback of these approaches is that they 
becomee so complicated that even the implementation of some of these algorithms is not 
triviall [56], 

2.3.33 Summary 

Inn this section we showed that there are two different ways to apply RL algorithms to obtain 
aa feedback function for systems with a continuous state and action space. One solution 
approachh is based on discretizing the state space so that the original RL algorithms can be 
applied.. The other solution is that function approximators are used to estimate the value 
orr Q-function. In this case two approximators are required, one to represent the feedback 
andd one to represent the value or Q-function. 

7Thereforee we could not express this with a single £ as input. 
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2.44 Discussion 

Noww we have described RL and control so we can refine our problem statement. First look 
att what RL and control have in common: 

•• RL is used to solve an optimal control task. This means that an optimal control task 
cann be formulated into a RL problem. 

•• The system identification requires that the system is excited in order to estimate 
thee parameters of the system. The RL algorithms require exploration in order to 
estimatee the parameters of the value function. 

Inn a sense RL can be seen as adaptive control where the parameters are estimated and 
usedd to tune the parameters of the controller. 

Theree are some differences: 

•• Stability plays an important role in control theory, while in RL the set of feasible 
actionss is assumed to be known in advanced. 

•• The state transitions in the model are the actual values of the state, while in the MDP 
frameworkk the state transitions are given by the probabilities. This has influence on 
howw the parameters are estimated. 

Sincee we are interested in controlling systems with continuous state and action spaces, 
wee have to choose one of the two main approaches. The state space quantization results in 
aa feedback function that is not well defined. It is based on many local estimations. For the 
resultingg feedback function is therefore not easy to see what the consequences are when 
thiss feedback is used to control a continuous time system. 

Thee function approximator approaches are better suited for understanding the resulting 
feedback.. This is because the resulting feedback function is already determined by the 
actor.. The main problem with these approaches is that they rely on training two different 
approximators,, so that it is hard to see how well they are trained. Also it is hard to see 
howw the result can be improved. 

Thee only function approximator approach that comes close to our requirements pre
sentedd in section 1.3, is the approach that is applied to the linear quadratic regularizatkm 
task.. The only problem is that it does not apply to nonlinear systems. Still this approach 
willl be a good starting point for our investigation. 
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