
UvA-DARE is a service provided by the library of the University of Amsterdam (https://dare.uva.nl)

UvA-DARE (Digital Academic Repository)

Rules and associations : hidden Markov models and neural networks in the
psychology of learning

Visser, I.

Publication date
2002

Link to publication

Citation for published version (APA):
Visser, I. (2002). Rules and associations : hidden Markov models and neural networks in the
psychology of learning. [Thesis, fully internal, Universiteit van Amsterdam].

General rights
It is not permitted to download or to forward/distribute the text or part of it without the consent of the author(s)
and/or copyright holder(s), other than for strictly personal, individual use, unless the work is under an open
content license (like Creative Commons).

Disclaimer/Complaints regulations
If you believe that digital publication of certain material infringes any of your rights or (privacy) interests, please
let the Library know, stating your reasons. In case of a legitimate complaint, the Library will make the material
inaccessible and/or remove it from the website. Please Ask the Library: https://uba.uva.nl/en/contact, or a letter
to: Library of the University of Amsterdam, Secretariat, Singel 425, 1012 WP Amsterdam, The Netherlands. You
will be contacted as soon as possible.

Download date:24 May 2023

https://dare.uva.nl/personal/pure/en/publications/rules-and-associations--hidden-markov-models-and-neural-networks-in-the-psychology-of-learning(95091759-9bd3-4f3e-bf76-3fc35095c31a).html


44 Confidenc e interval s for hidde n 
Marko vv mode l parameter s 

Abs t ract t 
Threee methods for computing confidence intervals (CIs) of hidden Markov model 
parameterss are compared in the context of 'long' timeseries, T > 100, namely 
likelihoodd profiling, bootstrapping and CIs based on a finite differences approx-
imationn to the Hessian. First it is shown that with 'long' timeseries computing 
thee exact Hessian is not feasible. In simulation studies quadratic and cubic 
interpolationn polynomials for the likelihood profiles are compared. Likelihood 
profilingg and bootstrapping produce similar CIs whereas the CIs from the finite 
differencess approximation of the Hessian are mostly too small. 

4.11 Introductio n 

Recentlyy hidden Markov models have found many fields of application besides 
speechh recognition (Schmidbauer et al., 1993; Chien and Wang, 1997), such as 
physiology,, see e.g. Becker et al. (1994), and human action learning (Yang et al., 
1997).. Hidden Markov models are extensions to Markov models where each observed 
statee is the result of a stochastic process in one of several unobservable states, see 
e.g.. Rabiner (1989). This model is less restrictive then a Markov model because 
inn the hidden Markov model (HMM ) there are two embedded stochastic processes 
involved.. Firstly there is the, unobservable, Markov process and secondly there 
iss the process of producing the observable states or observations, according to a 
probabil i tyy distr ibution that varies from state to state. Formally an HMM consists 
off  the following elements; notat ions are adapted from Rabiner (1989): 

1.. a set of states St, i = 1 , . .. , N 

2.. a set V of observation symbols 14, k = 1 , . .. , M 

3.. a matr ix A of transit ion probabilit ies a^ for moving from state Si to state Sj 

4.. a matr ix B of observation probabilit ies bj(k) of observing symbol Vk while being 
inn state Sj 

5.. a vector n of initial state probabil it ies TTJ corresponding to the probabil ity of 
start ingg in state S{ at t = 1 

Thee equations describing the dynamics of the model are as follows: 

St+iSt+i = ASt + 0 +i 

Ot+iOt+i  — BSf + £t+i, 
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wheree St is the hidden process and Ot is the observed process; Q+1 and £t+i  a re 

zeroo mean martingale increment processes, cf. Elliott et al. (1995. p. 20) for further 
details. . 

Thee set of parameters A = (A, B. TT) can be used to express certain natural 
notionss about HMMs. For example, the HMM can be used to generate a series of 
observationss and given the above parameters it is easy to compute the likelihood 
L{0\\)L{0\\) of such a series by taking the product of the individual probabilities of mov-
ingg from one state to the next and producing the observations Ot.t—\ T. Ot G 
V,V, in those states. More interestingly, given a series of observations, it is possible to 
computee the parameter values of an HMM that optimize this likelihood. Rabiner 
(1989)) describes a version of the EM algorithm to maximize this likelihood L(0\X). 
Thee basic equations in this algorithm wil l be outlined in the next section. 

Nott much attention has been paid to the computation of standard errors and Cls 
forr parameter estimates of hidden Markov models. The usual way to compute Cls 
throughh the exact Hessian, as described in section 4.2.1, is not practical for long 
timeseries,, over 100 datapoints, because of computational problems that wil l be 
outlinedd in section 4.2.2. Next, in section 4.3 the methods of likelihood profiling, see 
e.g.. Venzon and Moolgavkar (1988) and Meeker and Escobar (1995), bootstrapping 
andd finite differences approximation for the Hessian are described. In section 4.4 
simulationss are presented to compare these methods. 

4.22 Hidden Markov models 

Thee likelihood of a timeseries given an HMM *, L(0\ A), has the following expression 
(Rabiner,, 1989, p. 283): 

N N 

L(0\\)L(0\\) = Y,<*TU), (4.1) 
33 = 1 

wheree T is the index of the last observation in the series Ot, t — 1 , . .. , T, Ot € V; 
thee variables Q-TU) in expression 4.1 are the so called forward variables which have 

11 Note that the expression for the likelihood is very different from the canonical expression which 
iss used for latent Markov models (and similar expressions for latent class models). The canonical 
versionn of the likelihood for hidden Markov models is the following (Rabiner, 1989, p. 272): 

L{0\\)L{0\\) — 22, ^i\b<i\  (Oi)aqiQ2bq2{02) QT_iqTbqT(0T), 

wheree qt € S, and q runs over the set of possible sequences of states of length T denoted Q. As can 
bee seen easily the number of summands in this expression is NT which is impractical too compute, 
evenn for moderate N. The product runs over IT probabilities which are generally smaller than 
1,, which quickly leads to problems of underflow, even for T as small as 100. Hence, a different 
methodd for computing the likelihood is necessary (Rabiner, 1989) which in fact results in the 
loglikelihood. . 
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thee following recursive definitions: 

tti(j)tti(j)  =7TJ&J(OI; 

at+iD')) = 

JV V 

y^at(i)oi i 
, i = i i 

*>j{O*>j{O t+t+ i) i) 

(tt = l ) 

( *>1 ) ) 

(4.2) ) 

(4.3) ) 

Thiss means that cni(j) is the likelihood of starting in state Sj and observing symbol 
0\\0\\ ott{j) is the combined likelihood of all the paths through the states of the 
HMMM that arrive in state Sj at time t, having produced the correct observations. 
Fromm the definition of the forward variables in equation 4.1 follows that OLT{J) is the 
combinedd likelihood of all paths leading to Sj and having produced the observations 
andd hence the total likelihood of the data given the model L(0\X) is the sum of 
thesee Q.T{J) over j . For example, for t = 3 and N — 2, as(l) is: 

"3( 00 = SS X^MOO^j  bA°^)a3l 
J = l l 

bi(0bi(033) ) (4.4) ) 

Givenn a certain timeseries 0\,.. -Or the logarithm of the function L(0\X) can 
noww be optimized using a version of the EM algorithm (Rabiner, 1989). Having 
computedd the optimal values for the parameters it is customary to compute their 
CIs,, i.e. how much variation is allowed in the parameters without significant changes 
inn the loglikelihood function? In the next section theoretical results are presented 
thatt are necessary for computing CIs. 

4-2.14-2.1 Hessian and confidence intervals 

Seberr and Wild (1989) show a way of computing CIs for parameters based on the 
covariancee matrix of the parameters; their method is conditional on asymptotic 
normalityy of the maximum likelihood estimators, henceforth m.1. estimators. As-
ymptoticc normality of the m.1. estimates of the parameters around the true values 
iss mentioned in Timmer and Klein (1997) and proven in Baum and Petrie (1966) 
forr HMMs with discrete output probabilities. The covariance matrix in turn is 
computedd using the Hessian matrix, the matrix of second partial derivatives of the 
loglikelihoodd function for the parameters. 

Givenn the Hessian H, the covariance matrix C for the parameters can be com-
putedd in the following way (Huizenga et al., Under revision; Seber and Wild, 1989): 

CC = D D - l l D~D~llK'K' KD~lK' 

withh D = H + K'K 

KD KD - l l 

Heree _1 denotes matrix inverse and an apostrophe denotes matrix transposition; H 
iss the Hessian, K is a c x p matrix, with p the number of parameters, and c the 
numberr of (linear) constraints imposed on them. The parameters of an HMM are 
alll  conditional probabilities and they are therefore not independent. For example: 
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J2J=IJ2J=I
 aij  = 1> that is the transition probabilities of a certain state sum to one. Now 

KK is defined as the Jacobian of the constraints and the parameters, thus it contains 
thee partial derivatives of the constraints to the parameters. For example, one of the 
constraintss is J2f=i aij  - 1 = 0. and so the derivative wil l be g f - Q ^ l i atJ-l) = 1. 
Thee number of parameters is p = n2 +n  m + n and the number c of constraints is 
cc = n + n + l, corresponding to all the rowsums of the transition and observation 
matricess being one and one constraint for the initial probabilities which should also 
summ to one. 

Whenn the number of observations N — DC the confidence region around A now 
consistss of all A*  such that (Huizenga et al.. Under revision): 

(r-xyc-Hy-v^qF^ (r-xyc-Hy-v^qF^ 
Heree F£n_p is the Fisher distribution with q and n -p degrees of freedom and with 
confidencee a; A is the vector of the m.1. estimates of the parameters, p is the number 
off  free parameters, that is p = p - c and q is the number of hypotheses to be tested 
aboutt the parameters and their confidence regions. The values of A*  for which the 
equalityy hold are the boundaries of the confidence region. 

4-2.24-2.2 Computational issues 

Inn order to compute the Hessian matrix we need the second partial derivatives to 
thee likelihood function. These have the following form: 

OBKOBKL[OWL[OW = £fl& t t r( 0 (45) 

Ass can be seen in equations 4.3 and 4.4, the forward variables are computed as 
nestedd sums over products of probabilities. It is easily understood that these 
productss tend to zero exponentially as the number of observations, T, increases. As 
aa consequence these forward variables can not be computed, nor can the likelihood. 
Thereforee we actually optimize the loglikelihood and in the EM algorithm the 
forwardd variables are scaled at every iteration, that is at every time step (Rabiner, 
1989).. This results in the following relation between the scaled and unsealed versions 
off  the forward variables: 

t t 

ottU)ottU) = X\csat{3), (4.6) 
ss = l 

wheree dt (j) are the scaled versions of the forward variables that are actually com-
putedd in optimizing the loglikelihood. The scaling is such that all sums Y,N=i  <* t{j) 
aree 1. When we use the scaled versions of the forward variables for computing 
L(0\X)L(0\X) we get the following: 

TT N 

WIAHEK'ËM OO (4-7) 
3 =11 i = l 
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Rabinerr (1989) shows that this scaling procedure does not affect the m.1. es-
timatee of the parameters. However, when computing the Hessian matrix of the 
loglikelihoodd function, the unsealed versions of the forward variables show up again 
inn the following way: 

dd22 1 d2 

\ogL(0\X)\ogL(0\X) = -——  ——L(0\\) (4.8) d\d\qqd\d\pp
 ö v ' ' L(0\\) dXqdXp 

11 d 

L{o\xyL{o\xy dx, 
L{0\X)L{0\X) (4.9) 

Inn the definition of L(0\X) the unsealed forward variables are needed, which cannot 
bee computed. Because of this, computing the Hessian is not feasible for series 
forr which the likelihood is not computable, as is the case with timeseries of more 
thenn 100 datapoints2. In the next section we present three different methods for 
computingg CIs. 

4.33 Methods 

4-3.14-3.1 Likelihood profiles 

Thee method of likelihood profiling for computing CIs relies on the notion of finding 
aa value of the parameter under consideration that results in a significant change in 
thee loglikelihood, whereby the other parameters are treated as nuisance parameters 
(Meekerr and Escobar, 1995). A likelihood profile is an expansion or plot of the 
likelihoodd function around the optimal value, that is a plot of the function viewed 
ass a univariate function in the parameter under consideration. To get this profile 
thee parameter of interest is fixed on some value, and the other parameters are 
reestimated,, i.e. treated as nuisance parameters (Meeker and Escobar, 1995). 

Inn detail the method of likelihood profile based CIs is as follows. Suppose A is the 
m.1.. estimate for an HMM which yields a certain value L(X) as its likelihood. Then 
fixingg a parameter, say Ap at a value different from its m.1. value, and reestimating 
thee model, yields a new likelihood Lp. Now define the likelihood ratio as follows: 

RRpp = - 2 [log(Lp) - log(L)] (4.10) 

Heree L — L(X). This likelihood ratio Rp follows a x2 distribution with df degrees 
off  freedom, where df is the difference between the degrees of freedom of L and Lp; 
inn this case, because we only fix one parameter, df = 1. We can use this property to 
findd a CI for a parameter. The idea is to find a value of the parameter in which we are 
interestedd such that Rp = 3.841, the significance level corresponding to a = 5 % in a 
XX22 distribution with df — 1. Finding such values on both sides of the m.1. estimator 
off  the parameter then results in a CI. For an outline of computing likelihood profile 
basedd CIs see Meeker and Escobar (1995) and Venzon and Moolgavkar (1988). 

22 Recently a new scaling procedure for the forward variables has been devised (Lystig and 
Hughes,, 2002/in press). This procedure has the advantage that it can be used to compute the 
observedd Hessian using the scaling variables which are used in computing the likelihood. The 
Hessiann can in turn be used for computing confidence intervals and standard errors by the here 
describedd procedures. 
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4-3.24-3.2 Bootstrapping 

Thee second method we used to compute CIs is bootstrapping. The procedure is 
aa parametric (Efron and Tibshirani, 1993) or non-naive (Langeheine et al., 1995) 
bootstrapp : 

1.. generate a new data set (of the same size as the original data sample) using the 
m.1.. estimate of the parameter vector A 

2.. fit a model on this data set, i.e. optimize the model for these data resulting in 
aa new A ,̂ b = 1 , . .. AT, where N is the number of bootstrap samples 

3.. repeat N times 

Forr each parameter A, this results in an empirical distribution around the true 
value,, i.e. the m.1. estimate of the parameter that is used to generate the data set. 
Fromm this distribution we can compute the standard error ë% of the parameter by 
takingg the standard deviation of the resulting distribution. The approximate 95 % 
CII  of the parameter A» is, Efron and Tibshirani (see 1986, 1993, p. 153): 

XiXi  1.96 x êi 

4-3.34-3.3 Finite differences approximation 

Since,, as we saw in section 4.2.2, computing the exact Hessian is not feasible for 
longg timeseries we use a finite differences approximation. The general definition of 
thee finite difference approximation to the derivative of a function ƒ in a; is given by: 

fl(fl(  ̂ r f{x + Ax)-f (x) 
tt (x) = hm - — -— 

vv ' Ax-o |Aar| 
Repeatingg this derivation for the second (partial) derivatives of the loglikelihood 
functionn L(0\X) results in following approximations for the entries of the Hessian 
matrix: : 

dd2 2 

dx~d\~dx~d\~nx) nx) 

LijLij  — Li — Lj + L\X) 

IAA A» A Aj I ' 

L(AA +AAje^ + AAj-ej) 

L(AA + A V 0 

L(AA + AAje,-) 

wheree h  ̂ is the 27-th entry of the Hessian matrix and Az and \j are the i-th and 
j'-thh parameter of the loglikelihood function; L is the loglikelihood function, et is 
thee i-th unit vector (Dennis and Schnabel, 1983). 

Thiss amounts to evaluating the loglikelihood function with parameter i and j 
fixedd on the values Â  + AAi and Aj + AAj respectively and one more evaluation 

U U 
LL3 3 
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withh both these parameters fixed on these values. In these evaluations the other 
parameterss of the loglikelihood function are considered to be nuisance parameters, 
thatt is they are considered to be free parameters. Care should be taken that the 
incrementss AAj are not too small because the terms in the equation might become 
tooo small to compute. Dennis and Schnabel (1983) state that AXi > tfë with 
ee the machine precision wil l prevent this. In practice however the precision of the 
loglikelihoodd function is much bigger than the machine precision and in that case the 
AA tt > v/i should be used with e the maximal precision to which the loglikelihood 
functionn is optimized. 

4.44 Simulation results 

Inn order to test the three methods for computing CIs we generated data with a 
simplee HMM consisting of two hidden states and three observation symbols. The 
parameterss for this model are given in Table 4.1, in the column marked true. Using 
thosee values we generated a data set of 2000 points on which we fitted a 2-state 
HMM.. The resulting parameter values are in Table 4.1, in the column marked rule. 

4-4-14-4-1 Likelihood profile based confidence intervals 

Too be able to apply the method of likelihood profiles to compute CIs one must 
assumee that the likelihood ratio's Rp are \2 distributed as N —*  oo. To check 
whetherr this assumption is adequate simulations were run using the model described 
above,, that is a two-state, three observation symbols model; a total of 100 data sets 
weree generated with the set of parameter values given in Table 4.1. On those 
dataa sets 100 models were fitted with random starting values for the parameters, 
alll  of which converged. To test if the Rp

:s are approximately \2 distributed 
wee transformed them to a standard normal distribution using the formula: z = 
yj2R~pyj2R~p - \/2a - 1, where a — df, the number of degrees of freedom (Abramowitz 
andd Segun, 1964, p. 942). Figure 4.1 shows a plot of the resulting cumulative 
frequencyy distribution of the transformed Rp's. A Kolmogorov-Smirnov test does 
nott provide evidence that the distribution is not standard norma) (2-tailed p > 0.9). 

Givenn a loglikelihood profile in order to calculate the CIs for an individual 
parameterr Ap we need the value of Ap for which Rp =3.841, being the significance 
levell  for df = 1 corresponding with a = 0.05. In particular we need two CI endpoints 
beingg the upper and lower limi t of the interval. To compute these endpoints we can 
usee several interpolation methods which will be presented in the following sections. 

PiecewisePiecewise linear approximation 

Venzonn and Moolgavkar (1988) describe a (modified) Newton-Raphson algorithm 
forr finding the endpoints of CIs. This method is not applicable to HMMs because 
thee gradients of the loglikelihood function are not available, nor are the second 
(partial)) derivatives of the loglikelihood function. Therefore a different method was 
pursuedd using piecewise linear approximations, also called the secant method, see 
forr example Gill et al. (1981). The algorithm consists of the following steps: 
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100 0 

Figuree 4.1: Resulting cumulative frequency distribution after transforma-
tionn of Rp

:s. See the text for details on the transformation. Plotted over 
thiss for comparison is the cumulative normal distribution. 

1.. Find an upper (lower) limi t of the CI by increasing (decreasing) Ap until Rp is 
abovee the desired value. Set this value to be the upper (lower) limit . 

2.. Set the highest value of the parameter which still gives a value lower than the 
desiredd loglikelihood ratio to be the lower (upper) limit ; note that in both cases 
thee m.1. estimate of the parameter is such a value. 

3.. The next estimate of the critical value of Ap is found as follows: 

^target ^target h h *up*up Mow , j-, p \ 
11 "T" ,-, p {^target ^low) 

Thee p-subscript, indexing the number of the specific parameter, is dropped for 
reasonss of clarity. 

4.. The next step is to compute the Rp corresponding to this new Ap and set it 
too be the upper limi t if it is higher than the target value and set it to be the 
lowerr limi t if it is lower than the target value. Repeat these last two steps until 
convergence. . 

Eachh step in this algorithm requires a constrained m.1. estimate of a model, 
wherebyy Ap is fixed and the model is optimized for the other parameters. Naturally 
thee m.1. estimates of the parameters of the unconstrained model are used as starting 
valuess for the EM-algorithm which reduces computation time considerably. Using 
thiss procedure it takes on average 8 model optimizations to get the CI endpoint right 
withinn two digits, that is Rp is correct in two decimal places. It should be noted 
thoughh that the initial increment used for finding an upper or lower limi t of the 
intervall  endpoint strongly influences the number of steps needed until convergence. 
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QuadraticQuadratic approximation 

Thee linear method has as a big advantage that it can be easily fine-tuned to yield 
resultss with arbitrary precision and it is therefore useful for parameters in which 
onee is especially interested. For quicker results a quadratic approximation to the 
loglikelihoodd function is useful, albeit less precise. 

Thee curves in this section and the next are fitted using multiple regression on 
RRpp,, Xp and Xp for the quadratic curves and additionally A^ for the cubic curves. 

Thee result of a simulation with this procedure is shown in figure 4.2. Using 
sixx optimizations, three on each side of the m.1. value of the parameter under 
consideration,, reasonably accurate results are achieved. Also the approximating 
curvee in figure 4.2 can be seen to not exactly match the loglikelihood profile. 
Wheneverr the m.1. estimate of a parameter is close to a boundary, i.e. zero or one, 
thee profile is expected to be skewed (Venzon and Moolgavkar, 1988). A quadratic 
curvee cannot capture this skewness accurately as it always produces symmetric CIs 
aroundd the minimum of the curve. When the real profile is skewed, the minimum of 
thee approximating curve wil l not coincide with the m.1. value of the parameter as can 
bee seen in figure 4.2, resulting in relatively bad approximations for the CI endpoints. 
Too accommodate skewness of the loglikelihood profile, and thus asymmetric CIs, 
wee used cubic polynomials to interpolate the loglikelihood profile. 

CubicCubic approximation 

AA cubic approximation of the loglikelihood profile is shown in figure 4.2. The 
curvee fits better then does the quadratic curve. When using cubic interpolation 
caree should be taken that the interpolation points are beyond the sought for CI 
endpoints,, that is the furthest interpolation points should have an likelihood ratio 
largerr then 3.841. If this is not the case there is a risk that the CI becomes too 
large. . 

Too clarify this, note that the cubic curve in figure 4.2 is skewed to one side, 
resultingg in a skew CI. The continuation of this curve would show that the point of 
inflexionn of the fitted curve is close Lo the latest estimated value. At this point the 
interpolationn of the likelihood profile is no longer accurate and as a consequence 
thee CIs would come out too large, due to underestimation of the likelihood ratio. 

4-4-24-4-2 Bootstrapping results 

Thee CIs resulting from two bootstrappings with 500 and 1000 samples respectively 
aree shown in Table 4.1. For each sample 2000 datapoints were generated using 
thee m.1. estimates of the parameters shown in the third column of Table 4.1. It 
shouldd be noted that, just as with likelihood profile based CIs, bootstrap CI's can 
alsoo be computed separately for the right and left endpoints by using the percentile 
method:: for example, when using 1000 samples the left CI endpoint for a parameter 
iss given by the 25th sample value of that parameter and similarly the 975th sample 
valuee for the right endpoint of the CI (Efron and Tibshirani, 1993, ch. 13). 
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Figuree 4.2: Plots of quadratic and cubic interpolation polynomials of the 
likelihoodd profile of parameter an. As can be seen the cubic polynomial 
fit ss better than the quadratic one. 

4-4-34-4-3 Finite differences approximation 

Too compute the Hessian matrix we used a finite differences approximation as ex-
plainedd in section 4.3.3. Using the same model as described above we computed 
thee approximation for several values of AA^ with similar results, provided that 
A A , << 0.001. The results for A = 0.0001 are shown in Table 4.1. The increment 
AA couldn't be much smaller since the precision of loglikelihood function is at 
mostt 1.0e-15, although this is machine and implementation dependent. Optimizing 
beyondd this precision doesn't result in any changes in either parameter values or 
thee loglikelihood. 

4.55 Comparison 

Tablee 4.1 shows the resulting CIs from likelihood profiling, bootstrapping and the 
finit ee differences approximation. In order to make comparison possible between the 
likelihoodd profile intervals and the others the left and right CIs are averaged in the 
columnn marked prof. The profile likelihood based CIs are the results from cubic 
interpolation. . 

Thee three methods of interpolation of the likelihood profiles give the results 
ass shown in Table 4.2; here only the results of one parameter. Between brackets 
thee distance between the m.1. estimate and the interval endpoint is given. As can 
bee seen the differences in results are marginal. Only the quadratic approximation 
givess a bad result for the upper limit of the CI. This is due to the fact that when 
fittingfitting a quadratic curve, because of its symmetry the curve does not necessarily 
goo through the m.1. estimate of the parameter. It is clear that the CI for this 
parameterr is skewed. Furthermore it should be noted that the results for the linear 
approximationn are somewhat arbitrary because they could be made more precise if 
moree iterations are allowed in the algorithm described in section 4.4.1. 

Inn likelihood profiling the initial estimate is very important for the number of 
optimizationss needed for convergence. This is due to the fact that the gradients are 
nott available, which only leaves guessing as an option for a first approximation. Us-
ingg a quadratic optimization scheme this problem is not as pronounced as it is using 
thee cubic scheme. This is caused, as mentioned before, by the point(s) of inflexion 
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Tablee 4.1: Confidence intervals for parameters. 
par r 
an n 
«12 2 

Ö21 1 

«22 2 

fell fell 
^13 3 

&23 3 

true e 
.9 9 
.1 1 
.3 3 
.7 7 
.6 6 
.4 4 
.3 3 
.7 7 

mle e 
.8843 3 
.1157 7 
.2864 4 
.7136 6 
.6163 3 
.3837 7 
.3102 2 
.6898 8 

prof f 
.0285 5 
.0285 5 
.0492 2 
.0492 2 
.0385 5 
.0385 5 
.0523 3 
.0523 3 

left t 
.0320 .0320 
.0250 .0250 
.0468 8 
.0517 7 
.0370 .0370 
.0400 0 
.0489 9 
.0558 8 

right t 
.0250 0 
.0320 0 
.0517 7 
.0468 8 
.0400 0 
.0370 0 
.0558 8 
.0489 9 

bb (500) 
.0295 5 
.0295 5 
.0486 6 
.0486 6 
.0394 4 
.0394 4 
.0561 1 
.0561 1 

bb (1000) 
.0280 0 
.0280 0 
.0501 1 
.0501 1 
.0379 9 
.0379 9 
.0520 0 
.0520 0 

fdh h 
.0269 9 
.0269 9 
.0690 0 
.0690 0 
.0328 8 
.0328 8 
.0387 7 
.0387 7 

CIss for parameters from likelihood profiles, bootstrapping and finite 
differencess Hessian (the zero parameters are left out). The second column 
givess the true values of the parameters that were used to generate the 
originall  data; the third column contains the maximum likelihood estimates 
off  the model; the next column contains the means of the left and right 
CIss from the likelihood profiles which are in the following two columns; 
afterr that the CIs resulting from the bootstrap with 500 and 1000 samples 
respectively;; the last column contains the intervals from the finite differences 
approximationn to the Hessian. The likelihood profile based intervals and the 
bootstrapp intervals, especially those based on 1000 samples agree agree well 
whereass the finite differences intervals are mostly too small. 

Tablee 4.2: Comparison of linear, quadratic and cubic interpolation. 
method d 
linear r 
quadratic c 
cubic c 

estimate e 
0.895 5 
idem m 
idem m 

lower r 
0.8566 (-0.039) 
0.8566 (-0.039) 
0.8555 (-0.040) 

RRp p 

3.841 1 
3.737 7 
3.700 0 

upper r 
0.9277 (+0.032) 
0.9244 (+0.029) 
0.9266 (+0.031) 

RRp p 

3.830 0 
3.155 5 
3.742 2 

Comparisonn of results for transition parameter an. For both limits of the 
CI,, the corresponding likelihood ratio's are given in the following column. 
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whichh might be near the lowest or highest actually computed optimization, giving 
risee to a deviation in the resulting endpoint of the CI. Quadratic approximation of 
thee loglikelihood profile has as its main disadvantage that its results deviate from 
thee real endpoint proportional to the skewness of the interval: the more skewed the 
interval,, the worse the results. Skewed intervals mainly occur for parameters that 
aree close to their boundary values, i.e. 1.0 or 0.0. Both the piecewise linear and the 
cubicc approximation do not suffer from this deficiency. 

4.66 Conclusion 

Inn this article three methods are presented for calculating confidence intervals for 
hiddenn Markov model parameters when the usual method to do so, through the 
exactt Hessian, fails because of computational problems. This is the case when 
thee timeseries that is to be modeled consists of more than about 100 datapoints. 
Usingg the present approximation of the loglikelihood profile to construct CIs for a 
givenn parameter yields results which are at least asymptotically equivalent to those 
obtainedd using the Hessian method (Meeker and Escobar, 1995). In fact the present 
methodd may be expected to be more accurate. When using the Hessian to compute 
CIss one assumes that the loglikelihood profile is quadratic around the m.1. estimate. 
Inn the case of skewed profiles, which arise especially near the boundary values of 
thee parameters, this assumption does not hold. Although this problem may be 
alleviatedd by parameter transformations (Sprott, 1973), Meeker and Escobar (1995, 
p.. 49) pointed out that "likelihood based confidence regions/intervals are invariant 
too such transformations, and generally do as well or better than the best transfor-
mation.""  We compared three methods of approximating the loglikelihood profiles, 
beingg the piecewise linear approximation and approximations using quadratic and 
cubicc polynomials. 

Ass can be seen in Table 4.1, likelihood profile based CIs and bootstrap based 
CIss are very similar. The CIs based on the finite differences approximation to 
thee Hessian tend to be erratic and mostly too small. This is probably due to the 
factt that the likelihood profile is not quadratic around the m.1. estimate of the 
parameters,, as is shown in figure 4.2. Moreover the finite differences approach is 
inn general very sensitive to truncation and round-off errors, especially when the 
Hessiann is close to being singular which is almost always the case when there are 
dependenciess between parameters. 


