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AA Bayesia n Mode l fo r Lexica l Decisio n 

Abstrac t t 
Wee present a new model for lexical decision, REM-LD, that is based on REM 
theoryy (e.g., Shiffrin & Steyvers, 1997). REM-LD uses a principled (i.e., Bayesian) 
decisionn process that simultaneously considers the diagnosticity of the evidence 
forr the 'WORD' response and the 'NONWORD' response. The model calculates 
thee odds that the presented stimulus is a word by accumulating likelihood ratios 
forr each lexical entry in a small neighborhood of similar words. Experiment 1 
verifiedd the prediction of the model that the frequency of the word stimuli affects 
performancee for nonword stimuli. Experiment 2 was done to study the effects of 
processingg time, nonword lexicality, word frequency, and repetition priming and 
too demonstrate how REM-LD can account for the observed results. 

Itt is generally assumed that the understanding of the skill of reading should 
bee based in part on an understanding of the storage and retrieval of words. These 
processess are often studied through the use of the lexical decision task, requiring 
participantss to distinguish words (e.g., CHAIR, FUME) from nonwords (e.g., 
GREACH,, ANSU). Over the last decades, research in lexical decision has 
producedd an enormous amount of data1 and various empirical regularities have 
beenn established. When accuracy is near ceiling, three of the critical findings seen 
inn the response times are: (1) The nonword lexicality effect (e.g., James, 1975; 
Joordens,, Piercey, & Mohammad, 2000; Stone & Van Orden, 1989, 1993). 
Nonwordss that look like words (i.e., pseudowords such as GREACH) take longer 
too be classified correctly than nonwords that are relatively dissimilar to words 
(e.g.,, unpronounceable letter strings such as EAGRCH). (2) The word frequency 
effectt (e.g., Balota & Chumbley, 1984; Scarborough, Cortese, & Scarborough, 
1977).. Words that occur relatively often in natural language (high frequency or 
HFF words such as CHAIR) are classified correctly faster than words that occur 
relativelyy rarely (low frequency or LF words such as FUME). (3) The repetition 
primingg effect (e.g., Logan, 1988, 1990; Scarborough et al., 1977). The prior 
presentationn of a word in an experiment leads to faster correct classifications for 
thee same word on its second presentation. This increase in performance is 
particularlyy pronounced for LF words (e.g., FUME benefits more from prior 
exposuree than CHAIR, see for instance Scarborough, Gerard, & Cortese, 1984). 

Severall  models of visual word recognition have been proposed in order to 
givee a theoretical account of the empirical effects revealed by the lexical decision 
taskk (for a review see Jacobs & Grainger, 1994). Most of the current models for 
lexicall  decision share a number of basic assumptions, and hence can be 
characterizedd in the following, very general way. The presented stimulus (i.e., a 
letterr string) initially activates the word representations in memory that are 
orthographicallyy and/or phonologically similar to the presented stimulus. In 
casee the stimulus is a word, the positive evidence increases over time. 

[JjThe[JjThe scientific database PubMed (http:llivivw.ncbi.nlm.nih.gov/entrez/query.fcgi) lists 
overover 600 published papers since 1985 that have the ivords "lexical decision" in their 
abstract.abstract. P I 
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AA BAYESIA N MODEL FOR LEXICA L DECISION 

Subsequently,, a 'WORD' response is given when the positive evidence (e.g., the 
increasee in activation due to the presentation of the stimulus) exceeds a criterion 
value.. In many models tor lexical decision, the 'NONWORD' response is a 
defaultt response, because it is brought about by the absence or lack of positive 
information.. In this simplified view, lexical decision is equivalent to lexical 
activation.. We wil l postpone a more detailed discussion of several current lexical 
decisionn models until the General Discussion. 

Inn this paper, we propose a new model for lexical decision, REM-LD 
(standingg for retrieving effectivelv from memory - lexical decision). The 
REM-LDD model is a global familiarity model based on Bavesian principles 
similarr to those used in the REM models for recognition memory (Diller, Nobel, 
&&  Shiffrin, 2001; Nobel & Shiffrin, 2001; Shiffrin & Steyvers,' 1997; see also 
McClellandd & Chappell, 1998), recall (e.g., Diller et al.', 2001; Malmberg & 
Shiffrin,, 2000; Nobel & Shiffrin, 2001), long-term priming in perceptual 
identificationn (Schooler, Shiffrin, & Raaijmakers, 2001), and short-term priming 
inn perceptual identification (Huber, Shiffrin, Lyle, & Ruys, 2001). In REM-LD, the 
responsee is based on the balance between the positive evidence supporting a 
wordd response and the negative evidence supporting a nonword response. We 
aimm to show that the REM-LD model provides a principled and unified account 
off  lexical decision performance. 

Onee of the goals of the present approach toward modeling lexical decision is 
too provide an explicit account of how performance increases with processing 
timee (i.e., the time-course of lexical processing), rather than to focus solely on the 
endd result of the processes involved. To address this issue, we used a 
signal-to-respondd procedure (Antos, 1979; Hintzman & Curran, 1997), forcing 
participantss to respond at specific times. The dependent measure of interest is 
thee probability of correct classification at various times after stimulus onset. This 
proceduree provides more data than the regular, self-paced lexical decision task in 
whichh instructions are given to "respond as fast and accurately as possible". In 
addition,, the increase of correct classification with processing time can be highly 
informativee and can constrain theories for the time course of lexical processing. 

Inn this article we wil l first describe the general characteristics o\ the REM 
models.. Next, we wil l discuss the REM model as applied to lexical decision in 
moree detail, and test one of its predictions (Experiment 1). Then a study 
(Experimentt 2) demonstrated how REM-LD can account for the combined effects 
off  processing time, word frequency, repetition priming, and nonword lexicality. 
Inn the General Discussion, the REM-LD model is compared to several current 
modelss for lexical decision. 

Definin gg characteristic s of th e REM model s 
Thee basic assumptions of REM can be conveniently classified with respect to 

thee following three stages that jointly determine memory performance: (1) the 
storagee of information in memory (2) the retrieval of information from memory, 
andd (3) the decision process. 

Withh respect to storage and representation of information in memory, REM 



assumess that memory traces of higher-order units such as words consist of a 
numberr ot lower-level elements or features (cf. Estes, 1950). Features can encode 
variouss types of information that are convenient to classify into two types: 
propertiess of the higher-order representation itself (i.e., content or item 
informationn including semantic, phonological, and orthographic information), or 
contextuall  information (i.e., properties that correspond to the "physical, 
spatiall  /temporal, environmental, physiological, and/or emotional states in 
whichh the item was experienced", Malmberg & Shiffrin, 2000, p. 6). In the work 
presentedd here, the distinction between content and context information is not of 
centrall  importance. In REM, memory traces are subdivided into episodic traces 
andd lexical/semantic traces. Episodic traces contain incomplete and error-prone 
informationn about one specific encounter with the corresponding stimulus. In 
contrast,, lexical/semantic traces reflect the accumulation of part of the 
informationn from each of the previous encounters with the corresponding 
stimulus,, eventually producing a relatively complete and accurate trace (at least 
forr the commonly occurring features of the encoded stimulus). Therefore, the 
presentationn of a known stimulus such as a word wil l have two effects: (1) the 
formationn of a new episodic trace composed of relatively few features that 
encodee error-prone information both about the item and about the context in 
whichh the item was presented, and (2) the addition and/or updating of 
informationn in the lexical/semantic memory trace that is not already stored. 
Sincee content or item-information is already stored close to perfection, not much 
neww item-information such as meaning wil l be added to the lexical/semantic 
trace.. However, novel information such as the current context and any unique 
fontt for the current presentation can be added to the lexical/semantic trace. 

Forr some memory tasks such as recall (Malmberg & Shiffrin, 2000) and 
recognitionn (Shiffrin & Steyvers, 1997), it is vital that the subject uses the 
experimentall  context to filter items recently presented on a study list (i.e., target 
items)) from items that were not presented on a study list (i.e., toils). In these 
context-dependentt tasks, performance wil l rely to a large extent on the quality 
andd quantity of the stored episodic memory traces. For other memory tasks such 
ass perceptual identification (Huber et al., 2001; Schooler et al., 2001) or lexical 
decision,, performance does not usually depend on one specific past encounter 
withh the presented stimulus. For the time being we wil l make the simplifying 
assumptionn that lexical decision involves only the lexical/semantic traces, and 
nott the very weak and context-dependent episodic traces. Other possibilities wil l 
bee taken up in the Discussion following Experiment 2. With respect to the 
retrievall  of information from memory, REM assumes that a memory probe (e.g., 
thee stimulus combined with current context in lexical decision, or only context 
forr the first retrieval attempt in a free recall task) is matched simultaneously to 
tracess in memory. The matching process is based on a feature-by-feature 
comparisonn between the probe and each memory trace. Both the probe and the 
tracess contain a complete set of features, although not all of these become 
availablee instantly. This comparison process results in a number of matching 
featuress and a number of mismatching features for each separate probe-to-trace 

o o 
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comparison.. In Shiffrin & Stevvers (1997), feature values had different 
probabilities,, corresponding to base rate differences, so that the value of a 
matchingg feature determines the likelihood of that match. For simplicitv we 
assumee in this article that feature values are equiprobable, so the only relevant 
informationn is whether features match or mismatch. A simplified example of the 
feature-comparisonn process is given in Table 1 (for comparison see the episodic 
versionn given in Shiffrin & Stevvers, 1997, Figure 1). 

TableTable 1 
AnAn Example of the Feature-Comparison Process ami the Bayesitvt Decision Proces. See Text for 
Details. Details. 

Stage e 
Probe e Tracee 1 Tracee 2 

Representationn [ 1 3 1 4 ] [2 4 1 5] [1 3 4 4] 

Retrievall  1 match 3 matches 

Decision n 
Likelihood d 
Oddss 37/27=1.37 

2 /27== .074 8/33 = 2.67 

Thee probe is represented as a set (i.e., a vector) of features. Suppose a feature 
cann take on any integer value from one to five, with equal probability. In the 
examplee given in Table 1, a probe is matched against two traces in memory. The 
fourr features representing the probe are compared to the corresponding features 
inn the two memory traces. For Trace 1 in Table 1, onlv the third feature has the 
samee value as the third feature from the probe. Hence, the feature comparison 
processs results in one match, and three mismatches. As can be seen in Table 1, the 
probee is very similar to Trace 2, and the comparison process results in three 
matchess and only one mismatch. One might think that for a trace that actually 
representss the probe, all feature comparisons would be matches, but that is too 
strict,, and we allow for some discrepancies to arise even in such a case. The task 
forr the system at any point in time is to make an optimal decision (i.e., 'WORD' 
orr 'NONWORD') based on the observed number of matches and mismatches 
thatt result from the feature comparison process between the probe and each of 
thee memory traces. The basic theme of the REM approach is the implementation 
off  this idea of optimal or near-optimal decision making in the face of noisy 
informationn (an idea that also underlies the rational approach of ACT-R; e.g., 
Andersonn & Lebiere, 1998). The idea can be illustrated bv continuing our 
examplee from Table 1. Assume the system has compared the probe with each 
memoryy trace, for each obtaining a count of matching and mismatching features. 
Inn order to make an optimal decision, the system needs to estimate two 
probabilities:: (1) the probability that a probe feature wil l match a trace feature, 

IfiT l l 



givenn that the probe corresponds to the memorv trace (i.e., P(match I same)), and 
(2)) the probability that a probe feature wil l match a trace feature, given that the 
probee does not correspond to the memorv trace (i.e., P(match I different)). These 
twoo probabilities determine the diagnosticity of a feature match, and the 
diagnosticityy of a feature mismatch. In the example from Table 1, assume that the 
systemm estimates P(match I same) to be .8 (so P(mismatch I same) = .2), and 
P(matchh I different) to be .4 (so P(mismatch I different) = .6). Thus, the 
probabilityy of a feature match is twice as likely (.8/.4), and of a feature mismatch 
iss three times as unlikely (.2/.6), when the probe is compared to its 
correspondingg memory representation than when it is not. An optimal solution 
multipliess these ratios of 2 (for matches) and 1/3 (for mismatches) for all features 
inn a trace. In our example, Trace 1 has only one matching and three mismatching 
featuress giving a trace likelihood ratio of (2) * (1 /3):' = 2/27. Thus the likelihood 
thatt the probe corresponds to Trace 1 is not very high. In contrast, the likelihood 
off  the probe corresponding to Trace 2 is much higher: (1 /3) * (2)' = 8/3. As shown 
inn Shiffrin & Steyvers (1997), the odds of the probe corresponding to one of the 
memoryy traces is given by the average of the likelihood ratios. Thus, the odds are 
(2/277 + 8/3) / 2 = 37/27 = 1.37. Since the optimal response criterion is set at odds 
off  1, a Bayesian system wil l assume that the probe indeed corresponds to one of 
thee memory traces. If the calculated odds were between 0 and 1, the system 
wouldd have assumed the opposite. The next section wil l give a mathematical 
justificationn of these calculations. 

Th ee REM-LD mode l 
Thiss section describes the assumptions of the REM model as applied to 

lexicall  decision in more detail, and subsequently gives a mathematical analysis 
off  a Bayesian lexical decision process. First, with respect to storage of 
informationn in memory, both the probe and all the memorv traces consist of k = 
300 features. Each of these features can take on v = 10 equiprobable integer values. 
Thesee assumptions are similar to those used in other applications of the REM 
modell  and remain the same throughout the work reported here. Second, we 
assumee that a probe is compared to the n = 10 lexical/semantic traces in 
memoryy that are most similar to the probe orthographicallv. If the probe is a 
word,, it wil l correspond to one of these 10 lexical /semantic traces. If the probe is 
aa nonword, it wil l correspond to none of these lexical/semantic traces. The 
limitationn to 10 traces was made for computational convenience and simplicitv. 
Thee probe-to-trace similarity is indexed by the probability that a given feature 
valuee in the probe matches the corresponding feature value in the lexical/ 
semanticc trace. For the purposes of simulation, for a given probe vector, we 
constructt the ten most similar traces as follows. Let the probe-to-trace similaritv 
forr corresponding (i.e., same) and non-corresponding (i.e., different) 
representationss be indexed bv (31 and (32, respectively. Then, 0 < (32 < (31 < 1. The 
factt that (31 < 1 means that there wil l always be a certain degree of dissimilarity 
betweenn a presented word probe and the corresponding lexical/semantic trace: 
Nott all features from the probe wil l match the features from the corresponding 
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semantic/lexicall  trace even if the comparison process were faultless. This 
discrepancyy can be due to various factors such as encoding variability, fallible 
perceptionn or mismatching contextual information. The fact that (31 > (32 means 
thatt the probe-to-trace similarity is greater for corresponding representations 
thann for non-corresponding representations. Finally, the fact that (32 > 0 means 
thatt even if the lexical/ semantic trace does not correspond to the probe, they can 
stilll  have several features in common. With probabilities l-(3l, and 1 —(32 the trace 
featuress are dissimilar to the probe features. These trace features are given values 
byy sampling from the uniform distribution of feature values, and can therefore 
stilll  match bv chance. The probabilities of chance matching are (I —-(31) /'v, and 
(11 —(32) /v. Thus for the case when the probe and trace encode the same item 
(denotedd by s), the probability oi a feature match is: 

P(match\s)=P(match\s)= P, + —(l — P ^ ;D, , 

v v 
Forr the case when probe and trace encode different items (denoted by d), we 
writee P(match I d) and replace the subscript 1 in Equation 1 with the subscript 2. 

Ass mentioned above, one of our aims is to provide an explicit account of the 
time-coursee of lexical processing as revealed bv the signal-to-respond paradigm. 
Inn order to model the increase in performance with processing time, we assume 
thatt it takes a variable amount of time to activate different probe features and 
comparee them to trace features. For simplicity, the time course of activation of 
probee features and comparison to trace features are combined into a single 
activationn process: The probability of activation of a probe feature, a, increases 
monotonicallyy over time according to 

a(t)=\-e a(t)=\-e -bit-i») -bit-i») 

wheree t equals processing time, b represents the rate oi increase in a with t, and 
t()) represents the starting point of the function, that is, the minimum processing 
timee for correctly activating probe features. Thus, if t < tO, a(t) ----- 0. The specific 
formm oï Equation 2 is motivated primarily bv simplicity; because this is not a 
focuss of the present project we used fixed values of tO = 273 and b = .0025 for all 
simulationss {these values were chosen after a cursory examination of the 
parameterr space). 

Thee probability that exactly r probe features wil l be active at time t since 
stimuluss onset is given by a binomial distribution: 

P{r)P{r) = 
'30' ' 

VV ' ) 

a( / )r ( l -a< f ) )3 0 - /' ' (3) ) 

Equationss 2 and 3 describe how, as processing time increases, more and more 
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CHAPTERR 6 

probee features are activated and become available to be compared to the traces. 
Inn other words, the quantity of information that is available to the comparison 
processs increases with processing time. These equations determine the 
distributionn of the number of probe features involved in comparison at any given 
time,, t. Matches and mismatches with any trace only occur for those features that 
aree presently active. 

Givenn r features are active at time t, the probability of observing exactly m 
matchess and r-m mismatches in comparison with a trace depends on whether the 
tracee encodes the same item as the probe. For the same encoding case, we have: 

P{MP{M =,?*! 5)) = 
m m 

P{matchP{match s)m{\-P{match s)f m (4) ) 

Thee probabilitv P( M=m I d ) of observing m matches given that the probe does 
nott correspond to the lexical/semantic trace can be obtained by replacing 
P(matchh I s) in Equation 4 by P(match I d). The likelihood ratio X of the probe 
correspondingg to a lexical/semantic trace, given that m matches were observed, 
iss given bv multiplying the ratios for each feature: 

xx = 
P(D\s) P(D\s) 

P{D\d) P{D\d) 

P(matchP(match I s) 

P(matchP(match \d\ 

m m 11 — P{ match s) 

1 -- P{match\d) 

rr — m 
(5) ) 

(Equationn 5 is a special case of Equation 3 in Shiffrin & Steyvers, 1997). Putting 
Equationn 5 and Equation 1 together, and adding a subscript j to refer to the j-th 
trace,, we obtain: 

>. .= = 
p,++ 0-P, ) 

v v 

P:+VP: ) ) 

m m 

1 - P , , 
1 - P : : 

\\ /  - m t 

(6) ) 

Thee number of matching and mismatching features (i.e. the exponents in this 
equation)) have a distribution determined by Equations 2, 3 and 4. 

Finally,, we assume that the system makes an optimal decision given by Bayes' 
rule.. According to Baves' rule, the posterior odds tp that the probe is a word can 
bee obtained by multiplying the likelihood ratio and the prior odds: 

cpp = 
P(W\D)P(W\D) _ P(D\W) P(W) 

P(NW\D)P(NW\D) ~ P{D\NW) P(NW) 
(7), , 

wheree P(W I D) and P(NVV I D) indicate the probability that given the observed 
dataa (i.e.. the number of matching and mismatching features), the probe is a 
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wordd or a non word, respectively. An unbiased Bayesian system wil l respond 
'WORD'' when cp > 1, respond 'NONWORD' when (p < 1, and guess when cp = 1. 
Whenn the probe is equally likelv to be a word or a nonword, as is usually the case 
inn lexical decision experiments, the prior odds are one and the posterior odds are 
determinedd by the first ratio in the right side of Equation 7. 

Iff  the probe is a word, then exactly one of the activated traces corresponds to 
(i.e.,, matches) the probe. If the probe is a nonword, then none of the activated 
tracess corresponds to the probe. Given the former case, the probability that a 
givenn trace matches is just 1/n (1/10 if we assume 10 traces in the comparison 
set);; a simple derivation (Shiffrin & Stevvers, 1997, Appendix A) then shows that 
thee posterior odds (pis the average of n likelihoods: 

P(D\W)P(D\W) =L"P(D,\si)=^x <8) 

P(D\NW)P(D\NW) nj^P(Dj\dj) n £f ' 

wheree P(Dj I sj) and P(Dj I dj) denote the probability of observing the data (i.e., 
thee number of matching and mismatching features resulting from a comparison 
betweenn the activated probe features and the features of the memory trace) given 
thatt the probe corresponds to the jth memory trace, and given that the probe does 
nott correspond to the jth memory trace, respectively. In short, REM-LD bases its 
'WORD'' vs. 'NONWORD' decision on the posterior odds that the probe 
correspondss to exactly one of the n lexical/semantic traces. This is equivalent to 
averagingg the n separate likelihood ratio's ?ij that the probe corresponds to 
lexicall  /semantic trace j . 

Prediction ss and genera l implication s of th e REM-LD mode l 
Thee most straightforward predictions of REM-LD follow from the fact that the 

systemm simultaneously evaluates the diagnosticity of the evidence supporting a 
'WORD'' response (i.e., P(W I D)) and the evidence supporting a 'NONWORD' 
responsee (i.e., P(NW I D)). A crucial aspect of REM-LD is that the 'NONWORD' 
responsee is not just a default response. Rather, the 'WORD' and 'NONWORD' 
responsess are two sides of the same coin. This observation follows naturally from 
aa Bavesian analysis of the lexical decision task, such as provided by the REM-LD 
model.. We wil l illustrate this notion with two well-documented phenomena in 
lexicall  decision: (1) the effect of nonword lexicality, and (2) the effect of word 
frequency. . 

Severall  researchers (e.g., James, 1975; Joordens, Piercey, & Mohammad, 2000; 
Stonee & Van Orden, 1989, 1993) have shown that performance for non words that 
aree very similar to words (i.e., pseudowords such as GREACH) is worse than 
performancee for nonwords that are less similar to words (e.g., EAGRCH). 
Moreover,, the similarity of the nonwords to words also affects performance for 
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thee word stimuli: Performance for word stimuli that have to be distinguished 
fromm word-like nonwords is worse than for words that have to be distinguished 
fromm less word-like nonwords. We wil l demonstrate by simulation that REM-LD 
predictss these results. For all simulations reported in this paper, each data point 
reflectss the average of 10,000 binary decisions 

Inn REM-LD the similarity of the nonwords to the lexical/semantic traces in 
memoryy is quantified by the parameter [32 (i.e., the probability of a matching 
featuree given that the probe does not correspond to the lexical/semantic trace). 
Inn other words, the similarities of the ten most similar lexical images to the 
nonwordd test string wil l all tend to be lower the less word-like is the test string. 
Throughoutt this article, we make the simplifying assumption that the similarity 
betweenn a word probe and a non-corresponding lexical/semantic trace is the 
samee as the similarity between a word-like nonword probe and any of the 
lexical/semanticc traces. 

InIn this article we simulate the signal-to-respond procedure used in 
Experimentss 1 and 2. The participant has to respond immediately after hearing a 
tone,, and the dependent variable of interest is the probability of responding 
'WORD'' as a function of processing time (i.e., time after stimulus onset). In all 
exceptt one of the simulations and the experiments reported here, the tone (i.e., 
thee signal-to-respond) could be presented at one of six times after stimulus onset 
(i.e.,, deadlines): 75, 200, 250, 300, 350, and 1000 ms. In accordance with the 
empiricall  results we let the model 'respond' after adding 200 ms to the deadlines. 
Figuree la shows the behavior of the REM-LD model writh the following 
parameterr values: (31 = .8, (32 (word-like nonwords or pseudowords) = .4, and (32 
(lesss word-like nonwords) = .3. 

Itt is assumed that two separate paradigms are modeled: One in which words 
aree paired with nonwords (open symbols), and another in which words are 
pairedd with pseudowords (closed symbols). If it were assumed instead that the 
kindss of foils were mixed, then perhaps the model /system would choose an 
estimatee of (32 somewhere between .4 and .3; in this case the curves for 
pseudowordss and less word-like nonwords would still separate because of the 
differingg number of matches, but the two word curves would not differ from 
eachh other. 

Thee results show a number of effects that match those found in the literature: 
(1)) performance is at chance accuracy at the shortest deadline, and asymptotes to 
near-perfectt performance at the longest deadline (cf. Hintzman & Curran, 1997), 
(2)) performance for word-like nonwords (i.e., pseudowords) is worse than for 
lesss word-like nonwords, and (3) performance is worse for words that have to be 
distinguishedd from word-like nonwords than for words that have to be 
distinguishedd from less word-like nonwords. 

Anotherr well-documented finding in lexical decision is the effect of word 
frequency:: Performance for high-frequency or HF words is better than 
performancee for low-frequency or LF words (e.g., Scarborough et al., 1977). 
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FigureFigure 1. (a) The predicted effect of nonword lexicality in the REM-LD model. Performance for 
wordswords is worse when the nonword stimuli are word-like than when the nonword stimuli are not 
word-like.word-like. P(Word): probability of responding 'WORD', PW: pseudowords (i.e., word-like 
nonwords),nonwords), NW: nonwords (i.e., less word-like nonwords). (b) The predicted effect of nonword 
lexicalitylexicality with respect to the word frequency effect in the REM-LD model. The word frequency 
effecteffect is larger when the nonword stimuli are word-like than when they are not. HF: high 
frequencyfrequency words, LT: hue frequency 'words. See text for details. 
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Inn REM-LD we assume that the probability that a feature of a word probe 
matchess the corresponding feature in its own lexical/semantic trace, pi, is 
higherr for HF word probes than for LF word probes. An increased matching 
probabilityy for HF words over LF words may arise as a result of various 
mechanisms,, for example: (1) HF word traces may match more readily with the 
experimentall  context. This could be due to the fact that HF words (e.g., CHAIR) 
generallyy occur in many different contexts, whereas LF words (e.g., PYRAMID, 
CLEOPATRA)) are often tied to relatively few contexts (e.g., Dennis & 
Humphreys,, 2001; Landauer & Dumais, 1997). (2) More accurate 
content-informationn (i.e., semantic, orthographic or phonological properties, 
suchh as spelling) might be stored in an HF trace than in an LF trace. To our 
knowledge,, present empirical evidence does not allow a choice to be made from 
thee various alternatives. We would like to point out that both suggestions 
mentionedd above are consistent with the account of word frequency provided by 
thee REM model for recognition memory (Shiffrin & Steyvers, 1997). In their 
model,, HF traces on average generate more matches to a presented probe item 
thann LF traces since HF traces presumably contain relatively many common 
featuress that are likely to match the probe by chance (see also Schooler et al., 
2001).:: This reasoning would apply to the present paradigm if there were any 
mismatchess between a word probe and its own trace (i.e., pi < 1), as assumed in 
REM-LD.. A second simulation was therefore carried out to study whether 
REM-LDD could produce the following effects: (1) the word frequency effect, and 
(2)) the finding that the word frequency effect is attenuated when the nonwords 
aree not very word-like. Again two paradigms are modeled, one in which the high 
andd low frequency words are mixed with nonwords, and one in which the high 
andd low frequency words are mixed with word-like nonwords (i.e., 
pseudowords).. The results can be seen in Figure lb. The parameter values are: pi 
(HFF words) = .85, pi (LF words) = .75, p2 (pseudowords) = .45, and P2 
(nonwords)) = .35. Because words of different frequency are mixed in the 
simulatedd paradigm, the estimated value for the overall similarity of a word 
probee to its corresponding memory trace was set at .80 (i.e., the average of the 
b-valuess for HF and LF words). That is the actual values of beta used to 
generatee probe and trace vectors were .85 and .75, but the equations used to 
calculatee likelihood ratios used a common value of .8 for both kinds of words. 
Thee two important results illustrated in Figure lb are: (1) performance for HF 
wordss (circle symbols) is better than performance for LF words (triangle 
symbols)) (i.e., the word frequency effect), and (2) the word frequency effect is 
largerr when the nonwords are very word-like (i.e., pseudowords, filled symbols) 
thenn when they are not (open symbols). 

LrJu't'' believe it is difficult to pinpoint one specific mediauism that ;> related to word 
frequency.frequency. Word frequency is correlated icith many variables such as concrctciicss. age of 
acquisition,acquisition, feature frequency, context frequency, neighborhood density, neighbor 
frequency-frequency- etc Rather than introduce a different parameter for even/ variable that :ce 
knoxcknoxc is related to irord frequency, ice decided to use a more general approach, consistent 
udthudth extant models in ichich ivord frequency matufests itself in better 'resonante'<e.g., Q jQ 
Gordon,Gordon, 1983), or a higher 'resting level of activation' (e.g., McClelland & Rumelhart, 
19S1). 19S1). 
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Upp to this point we have illustrated the behavior of the model bv showing 
howw it accounts tor the finding that nonword characteristics affect performance 
forr the word stimuli. The mirror image of this result, namely that word 
characteristicss affect performance for the nonword stimuli, has also been 
occasionallyy reported (e.g., Joordens et al., 2000; Stone & Van Orden, 1993). More 
specifically,, the aforementioned studies showed that the frequency of the word 
stimulii  affects performance for the nonword stimuli: When all word stimuli are 
oioi high frequency, classification performance for nonword stimuli is facilitated 
relativee to when all word stimuli are of low frequency. From a Bavesian 
perspectivee (cf. Equations 4 and 6) this result is to be expected, since 'lexical 
decisionn performance depends on the discriminabilitv of the words and the 
nonwords.. We begin by presenting an experiment carried out to test the 
predictionn of the REM-LD model using the signal-to-respond paradigm. 

Experimentt I 

Method d 
Participants.Participants. Thirty-five students of the University of Amsterdam 

participatedd for course credit. All participants were native speakers of Dutch and 
reportedd normal or corrected-to-normal vision. 

StimulusStimulus Materials. We used three types of experimental stimuli: (1) 144 HF 
Dutchh words, each occurring more than 25 times per million according to the 
CELEXX lexical database (Baayen, Piepenbroek, & Van Rijn, 1993), (2) 144 LF 
Dutchh words, each occurring one to five times per million, and (3) 288 
pronounceablee nonwords created by replacing one letter of an existing word 
(e.g.,, GREACH derived from PREACH). The stimulus categories were matched 
onn neighborhood structure (i.e., a neighbor is a word differing from another 
wordd in one letter, so TIED is a neighbor of LIED): These categories had roughly 
thee same summed logarithmic word frequency of the neighbors (e.g., Massaro & 
Cohen,, 1994). For each stimulus class (i.e., HF words, LF words and nonwords) 
one-thirdd of the stimuli were four letters long, one-third were five letters long 
andd one-third were six letters long. In addition to the experimental stimuli there 
weree 192 lexical decision practice stimuli, consisting of 48 HF words, 48 LF 
words,, and 96 nonwords. The lexical decision practice stimuli had the same 
generall  characteristics as the experimental stimuli. Finally, the stimuli ">" and "<" 
weree used as stimuli to familiarize the subjects with the signal-to-respond 
procedure. . 

Design.Design. The experiment consisted oi five blocks: (1) a general, non-lexical 
practicee block during which subjects were familiarized with the signal-to-
respondd procedure. To this aim, we required subjects to classify arrows (">" and 
"<") .. Throughout the experiment, subjects were required to respond 
immediatelyy after hearing a tone. The tone could be presented at one of six times 
afterr the onset of the target stimulus (i.e., deadlines): 75, 200, 250, 300, 350, and 
10000 ms. The general practice block consisted oi 96 trials. (2) the first lexical 
decisionn practice block. In this block, subjects had to make 96 lexical decisions. 
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Forr half of the subjects, the practice block contained 48 HF words and 48 
nonwords,, and for the other half of the subjects, the practice block contained 48 
LFF words and 48 nonwords. (3) the first experimental block. This block 
consistedd of 288 trials. The frequency class of the 144 word stimuli was identical 
too that of the previous practice block. (4) the second lexical decision practice 
block,, and (5) the second experimental block. Block four and five were identical 
too block two and three, respectively, except for the fact that new nonwords were 
usedd and the frequency class of the word stimuli was reversed. Only responses 
too experimental stimuli were analyzed. The experimental stimuli were assigned 
too each of the six deadlines in a counterbalanced design. Also, two sets of 144 
experimentall  non word stimuli were assigned either to the block with only HF 
wordd stimuli or to the block with only LF word stimuli using a counterbalanced 
design.. The order of the trials was randomly determined for each subject. All 
wordd and nonword stimuli occurred only once throughout the experiment. 
Participantss were allowed a short break after completing the first experimental 
blockk (block three). 

Procedure.Procedure. Subjects received spoken and written instructions explaining the 
signal-to-respondd lexical decision task. Subjects were instructed to respond 
immediatelyy after hearing a tone (i.e., the signal-to-respond). In addition, 
subjectss wrere informed about the frequency of the word stimuli before the start 
off  each block (i.e., "the words in this block are not encountered very often" for LF 
words,, versus "the words in this block are encountered often" for HF words). 
Eachh trial started with the 1000 ms presentation of a trial marker (##) at the 
centerr of the screen. Next, the trial marker was replaced by the stimulus. In order 
too further encourage timely responding, the stimulus was removed from the 
screenn at the exact moment the signal-to-respond tone was presented. This 32 ms, 
10000 Hz tone could be presented at one of six time intervals after stimulus onset. 
Subjectss gave a 'NONWORD' response bv pressing the 'z' key of the keyboard 
withh the left index finger and a 'WORD' response by pressing the ' ? /' key with 
thee right index finger. When no response was given after 500 ms since the 
presentationn of the tone, the message 'TE LAAT ' (Dutch for 'too late') was 
presentedd for 1500 ms. When the subject anticipated the tone {i.e., responding 
fasterr than 75 ms after presentation of the tone), the message 'TE VROEG' (Dutch 
forr 'too early') was presented for 1500 ms. For all other responses, subjects 
receivedd feedback on both accuracy and timing, presented for 2000 ms. 
Results s 

Thee results of Experiment 1 are presented in Figure 2a and Table 2. Figure 2a 
showss the accuracy data and Table 2 shows the response latencies. ANOVAs 
weree performed on error percentages and on the mean latencies of correct 
responses.. The data of three subjects were excluded from the analysis because of 
excesss error rate and an apparent failure to obey instructions. Of the remaining 
322 subjects, only data falling within a response time window extending from 100 
mss to 350 ms after the onset of the tone were analyzed (cf. Hintzman & Curran, 
1997). . 
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FigureFigure 2. (a) Results from Experiment 1. Nonwords are responded to more accurately when 
presentedpresented in one block with only high-frequency words than with only low-frequency words. 
P(Word):P(Word): probability of responding 'WORD', HF: high frequency words, LF: low frequency words, 
NW:NW: nonwords. (b) The predicted effect of word frequency on performance for nonwords in the 
REM-LDREM-LD model. Performance for nonwords is better when they have to be distinguished from HF 
wordswords than when they have to be distinguished from LF words. 

Thiss resulted in the exclusion of 15.8% of the data. Other methods of analysis 
(e.g.,, b inning the data or using different window-sizes) y ielded similar results. 
A ss can be seen in Figure 2a, HF words were responded to more accurately than 
LFF words, F(l, 31) = 61.7, MSE = 242, p < .001. HF words were also classified 
correctlyy faster than LF words, F(l, 31) = 5.7, MSE = 810, p < .05. The crucial 
f indingg of this exper iment is that nonwords presented in a block with only HF 
wordss were responded to more accurately than nonwords presented in a block 
wit hh only LF words, F(l, 31) = 42.6, MSE = 265, p < .001. No effect of word 
frequencyy on performance for nonwords was apparent from the response 
latencies,, F < 1. For all four st imulus categories, performance increased with pro-
cessingg time, all p 's < .001. 
Discussion n 

Experimentt 1 demonst ra ted that the effect of word frequency on performance 
forr nonwords (e.g., Joordens et al., 2000; Stone & Van Orden, 1993) is also 
consistentlyy obtained in the signal-to-respond parad igm where accuracy rather 
thann response t ime is the dependent variable. The finding that word frequency 
affectss performance for nonwords is predicted by REM-LD. In a simulation 
study,, we tested the predict ion of REM-LD under the condit ions of Experiment 1 
wit hh the following three parameter values: (31 (HF words) = .85, [31 (LF words) = 
.70,, and (32 = .35. Again simulat ions of two parad igms were carried out, one in 
whichh the words were all HF, and one in which the words were all LF. 

QQ Q 



CHAPTERR 6 

TabicTabic 2 
MenuMenu Reaction Time* (in Milliseconds) in Experiment J as a Function of Target Word Status and 
Deadlifie. Deadlifie. 

Deadline e 

Targett 75 200 250 300 350 1000 

HF F 
LF F 
N WW (HF) 
N WW (LF) 

370 0 
377 7 
373 3 
372 2 

453 3 
464 4 
466 6 
462 2 

490 0 
501 1 
502 2 
507 7 

532 2 
538 8 
542 2 
550 0 

572 2 
581 1 
583 3 
592 2 

1207 7 
1205 5 
1208 8 
1172 2 

Mote.Mote. HF: high frequency words, LF: low frequency words, .VW (HF): nonwords presented in one 
blockblock with only HF words, NW (LF): nonwords presented in one block with oidy LF xcords. 

Thee results of this simulation are shown in Figure 2b. The model predicts that 
wordd frequency affects nonword performance because of the centering aspect of 
thee Bayesian decision mechanism (cf. Equations 4 and 6): If classification 
accuracyy for words is enhanced, for instance by using HF words instead of LF 
w7ords,, this wil l in turn make nonwords more discriminable and hence leads to 
ann improvement in classification performance for nonwords. REM-LD predicts 
thee effect of nonword lexicality on performance for words for the same reason: If 
classificationn accuracy for nonwords is enhanced (e.g., by using nonwords that 
aree not very word-like), this wil l lead words to be more discriminable, and hence 
resultt in an increase in classification accuracy for words. As a final note, the 
predictedd functions fail to capture the somewhat S-shaped form of the observed 
data.. Although the form of the signal-to-respond functions is of secondary 
interestt for this article, we note that variation in the time at which information 
accumulationn begins would tend to produce such an S-shaped result. 

Experimentt 2 
Thee objective of Experiment 2 was the study of lexical decision performance 

ass a function of processing time, nonword lexicality, word frequency, and, 
particularly,, repetition priming. Experiment 2 was inspired by the work of 
Hintzmann and Curran (1997, Experiment 2). Hintzman and Curran used a 
signal-to-respondd lexical decision task to track the time course of processing for 
fourr types of stimuli: (1) HF words, (2) LF words, (3) nonwords created by 
changingg one letter from an HF word, and (4) nonwords created by changing one 
letterr from an LF word. In addition, all stimuli were presented twice (see 
Hintzmann & Curran, 1997, Figure 9, for their results). Because the two types of 
nonwordd stimuli did not differ significantly, we collapsed the data over the two 
tvpess of nonwords to avoid clutter and replotted the Hintzman and Curran data 
inn Figure 3c. As can be seen, performance for HF words i^ better than LF words 
(i.e.,, the word frequency effect). Also, performance for repeated words is better 
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thann performance for words that are presented for the first time. This repetition 
primingg effect is more pronounced for LF words than for HF words, thus 
reducingg the word frequency effect (see also Scarborough et al., 1977; 
Scarboroughh et al., 1984). For nonwords, prior presentation led to a decrease in 
performance:: repeated nonwords were more likely than novel nonwords to be 
classifiedd as a word. The inhibitory repetition priming effect for nonwords is of 
considerablee theoretical importance. Logan (1988, 1990) reported substantial 
facilitatoryy repetition priming effects for nonwords (i.e., performance for 
repeatedd nonwords is better than for novel nonwords), and argued that this 
findingg constitutes evidence for a theory based on automatic retrieval of 
episodicc information (i.e., instance theory). We wil l discuss the implications of 
bothh inhibitory and facilitatory effects of prior presentations for nonwords in 
moree detail later. 

Onee of the most important differences between the current experiment and 
thatt of Hintzman and Curran (1997, Experiment 2) is a more powerful 
manipulationn of nonword lexicality. In our experiment, we used two types of 
nonwords:: (1) nonwords such as GREACH created by changing one letter of an 
existingg word, and (2) nonwords such as ANSU that differ in two letters from any 
existingg word. We expected lexical decision performance to be better for the 'two 
letterr replaced' nonwords than for the 'one letter replaced' nonwords. For 
modelingg purposes, we also equated the HF words, LF words, and the 'one 
letterr replaced' nonwords for certain orthographic neighborhood characteristics, 
ass in Experiment 1, using a combined measure for both the number and the 
frequencyy of orthographically similar words (cf. Massaro & Cohen, 1994). 

Metho d d 
Participants.Participants. Thirty-seven students of Indiana University participated for a 

smalll  monetary reward. AH participants were native speakers of English and 
reportedd normal or corrected-to-normal vision. 

StimulusStimulus Materials. We used four types of experimental stimuli: (1) 168 HF 
Englishh words, each occurring more than 30 times per million according to the 
CELEXX lexical database (Baayen, Piepenbroek, & Van Rijn, 1993), (2) 168 LF 
Englishh words, each occurring one or two times per million, (3) 168 
pronounceablee nonwords created by replacing one letter of an existing word 
(e.g.,, CJREACH derived from PREACH), (4) 168 pronounceable nonwords 
differingg bv at least two letters from any word (e.g., ANSU).1 As in Experiment 1, 
thee first three stimulus categories were matched on neighborhood structure, 
havingg roughlv the same summed logarithmic word frequency of the neighbors. 
Al ll  stimuli were four, five, six, or seven letters long, occurring in the respective 
proportionss 2:2:2:1. In addition to the experimental stimuli there were 72 fillers 
andd 72 lexical decision practice stimuli, each group consisting of 18 HF words, 18 
LFF words, 18 'one-letter replaced' nonwords, and 18 'two-letters replaced' 
nonwords.. Both fillers and lexical decision practice stimuli had the same general 

VdjDueVdjDue to a programming error, some nonwords that were created by changing two 
letter*letter* from a 'parent' word only differed In/ one letter from yet another word. Despite this 
inaccuracy,inaccuracy, the data showed substantial differences beticeeu the two types of nonwords. 



characteristicss as the experimental stimuli. Finally, the stimuli ">" and "<" were 
usedd as stimuli to familiarize the subjects with the signal-to-respond procedure. 

Design.Design. The experiment consisted of three phases: (1) a general, non-lexical 
practicee phase during which subjects were familiarized with the signal-to-
respondd procedure. As in Experiment 1, we required subjects to classify arrows 
(">""  and "<"). Throughout the experiment, subjects were required to respond 
immediatelyy after hearing a tone. The tone could be presented at one of six times 
afterr the onset of the target stimulus (i.e., the same deadlines as used in 
Experimentt 1): 75, 200, 250, 300, 350, and 1000 ms. The general practice phase 
consistedd of 300 trials. (2) a lexical decision practice phase. In this phase, subjects 
hadd to make 96 lexical decisions to 11 different stimuli (i.e., one block of 48 new 
stimulii  followed by a block of 24 new stimuli and 24 stimuli from the first block). 
(3)) the experimental phase. This phase consisted of 30 blocks of 48 trials each, 
resultingg in a total of 1440 trials. In each block except the first, half of the stimuli 
weree new, and half of the stimuli had been presented in the previous block (i.e., 
aa blocked design was used). In a blocked design (cf. Hintzman & Curran, 1997, 
Experimentt 2; Logan, 1988, Experiment 3; Smith & Oscar-Berman, 1990), the 
presentationn condition (i.e., 1st or 2nd presentation) of a stimulus and the total 
numberr of trials preceding the stimulus are not confounded. Therefore, any 
changee in performance over the number presentations of a stimulus is due to a 
stimuluss specific repetition effect and can not be ascribed to some general 
practicee effect, skill learning, fatigue, or a criterion-shift due to improvement for 
aa subset of stimuli (for a more detailed discussion see Wagenmakers, Zeelenberg, 
Steyvers,, Shiffrin, & Raaijmakers, 2001). The transition from one block to 
anotherr block was not marked in any way and from the point of view of the 
participantss the experiment consisted of one long sequence of trials. The first 
blockk consisted of 48 filler stimuli. In the final block, the remaining 24 filler 
stimulii  were added to 24 experimental stimuli that had been presented in the 
previouss block. Each block consisted of an equal number of word and nonword 
stimuli,, and each of the six deadlines occurred eight times in one block. Only 
responsess to experimental stimuli were analyzed. The experimental stimuli were 
assignedd to each of the six deadlines in a counterbalanced design. The order of 
thee trials was randomly determined for each subject. Participants were allowed 
twoo short breaks, one after 480 trials in the experimental phase, and one after 960 
trialss in the experimental phase. 

Procedure.Procedure. The procedure was identical to the procedure of Experiment 1, 
withh the exception that the feedback on response latency and accuracy was 
presentedd for 1500 ms instead of 2000 ms, and the stimulus was not presented on 
thee screen while this feedback was presented. In addition, of course, all messages 
(i.e.,, too late, too early) were translated from Dutch to English. 
Results s 

Thee results of Experiment 2 are presented in Figure 3a and Table 3. Figure 3a 
showss the accuracv data and Table 3 shows the response latencies. ANOVAs 
weree performed on the mean latencies of correct responses and on error 
percentages.. The data of 14 subjects were excluded from the analysis, either 

UB UB 
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becausee of evident failure to obey instructions, excess error rate, or poor response 
timingg (i.e., over 30% of the responses outside the response window mentioned 
below).44 Of the remaining 23 subjects, only data falling within a response time 
windoww extending from 100 ms to 350 ms after the onset of the tone were 
analyzedd (cf. Experiment 1). This resulted in the exclusion of 18.8' i of the data. 
Otherr methods of analysis (e.g., binning the data or using different 
window-sizes)) yielded similar results. 

OBSERVED D PREDICTED D 

HF F 

HF12I I 

LF F 

LFF (2) 

NW1 1 

NW11 (2l 

NW2 2 

2000 400 600 800 1000 

Deadlinee (ms) 
2000 400 600 800 

Deadlinee (ms) 

5 5 
LL L 

4000 600 800 1000 1200 

RT T 

4 000 6 00 8 00 1 0 00 

Deadlinee (ms) 

FigureFigure 3. (a) Results from Experiment 2. Repented stimuli are more likely than novel stimuli to be 
classifiedclassified as a word. P(Word): probability of responding 'WORD', HF: high frequency words, LF: 
lowlow frequency words, NW1: 'one letter replaced' uouwords, NW2: 'two-letters replaced' nonwords. 
TheThe digit 2 in brackets indicates the second presentation, (b) Predictions of the REM-LD model for 
thethe conditions from Experiment 2. (c) Re-plotted data from Hintzman & Curran ('1997, 
ExperimentExperiment 2, Figure 9). As is apparent from the figure, prior exposure increases the probability of 
classifyingclassifying a stimulus as a word, for all stimulus categories, (d) Predictions of the REM-LD model 
forfor the conditions front Hintzman and Curran (1997: Experiment 2). 

\AjThe\AjThe difficulty of the signal-to-respond procedure is also witnessed by the fact that 
HintzmanHintzman and Curran (1997, Experiment 2) had to exclude 6 out of their initial 25 
participants,participants, either because of low accuracy or because of bad timing. 

file:///AjThe


CHAPTE RR 6 

Ass is apparent from Figure 3a and Table 3, both response latency and 
responsee accuracy increased with an increase in deadl ine, all p 's < .001. HF 
wordss were responded to more accurately than LF words, F(l, 22) = 224.8, MSE 
== 174, p < .001. HF words were also classified correctly faster than LF words, F(l, 
22)) = 73.5, MSE = 199, p < .001. These word frequency effects for both response 
accuracyy and response latency were at tenuated by a pr ior presentation, F(l, 22) 
== 49.5, MSE = 73, p < .001, and F(l, 22) = 5.3, MSE = 53, p < .05, respectively. 
Nonwordss that differed in two letters from a word were both classified more 
accuratelyy and classified correctly faster than nonwords that differed in only one 
letterr from a word, F(l, 22) = 586.7, MSE = 51, p < .001, and F(l, 22) = 11.4,'MSE 
== 134, p < .01, respectively. 

Facilitatorvv effects of repetition pr iming were observed for both HF stimuli 
andd LF stimuli. More specifically, both HF words and LF words were responded 
too more accurately on their second presentat ion than on their first presentation, 
F(l,, 22) = 17.7, MSE = 57, p < .001, and F(l, 22) = 209.6, MSE - 65, p < .001, 
respectively.. HF words and LF words were also classified correctly faster on their 
secondd presentat ion than on their first presentat ion, F(l, 22) = 11.2, MSE = 84, p 

<< .01, and F(l, 22) = 54.0, MSE = 55, p < .001, respectively. Figure 4a also shows 
thatt for nonwords differing in only one letter from an existing word (i.e., 'one 
letterr replaced' nonwords ), inhibi tory effects of repet i t ion p r im ing were 
observedd with respect to response accuracy. More specifically, 'one letter 
rep laced'' n o n w o r ds were responded to less accurate ly on their second 
presentat ionn than on their first presentation, F(l, 22) = 7.4, MSE = 101, p < .05. In 
addit ion,, 'one letter replaced' nonwords were responded to faster on their 
secondd presentat ion than on their first presentat ion, F(l, 22) = 12.0, MSE = 43, p 

<< .01. With respect to nonwords differing in two letters from any existing word 
(i.e.,, ' two-letters replaced nonwords ' ), the effects of repetit ion pr iming did not 
reachh significance for either response accuracy or response latency, F(l, 22) = 2.2, 
MSEE - 44, p > .15, and F(l, 22) = 2.8, MSE = 42, p > .10, respectively. 

TabicTabic 3 
MeanMean Reaction Times (in Milliseconds) for First Presentations and Second Presentations (After the 
Comma)Comma) in Experiment 2 as a Function of Target Word Status and Deadline. 

Deadlinee (ms) 

Targett 75 200 250 300 350 1000 

HFF 361,360 433,422 465,460 504,501 553,551 1196,1196 
LFF 362,362 442,431 483,476 529,517 568,561 1199,1197 
NVV11 363,361 447,440 487,484 529,527 574,571 1202,1203 
NVV22 361,360 443,446 482,488 521,524 562,563 1200,1197 

Mote.Mote. HF: high frequency words, LF: low frequency words, MW'1: 'one letter replaced' nonwords 
.VIA'2:: 'two letters replaced' nonwords. 
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Discussio n n 
Experimentt 2 showed substantial effects of stimulus type. Performance for 

HFF stimuli was better than performance for LF stimuli (i.e., the word frequency 
effect)) and performance for 'two letter replaced' nonwords was better than for 
'onee letter replaced' nonwords. In addition, prior presentation reduced the word 
frequencyy effect. Also, 'one letter replaced' nonwords showed inhibitory effects 
off  nonword repetition. In a very similar experiment', Wagenmakers et al. (2001, 
Experimentt 4) showed that inhibitory repetition priming for nonwords can be 
obtainedd for the 'two letters replaced' nonwords used in this study, albeit of a 
smallerr magnitude than that observed for 'one letter replaced' nonwords. In 
general,, then, the data from Experiment 2 are consistent with previous findings 
(i.e.,, Hintzman & Curran, 1997; Wagenmakers et al., 2001). 

Howw can REM-LD account for these results, and those of Hintzman and 
Currann (1997)? In the previous sections, we discussed how REM-LD models the 
wordd frequency effect (i.e., an increase in pi for HF words) and the nonword 
lexicalityy effect (i.e., an increase in p2 for word-like nonwords). To model the 
effectt of repetitions for words we assume that study and test of a word adds 
informationn about the current presentation and context to the lexical/semantic 
tracee of the tested word. In the REM framework generally, implicit memory 
effectss are ascribed to such a mechanism (e.g. see Shiffrin & Steyvers, 1997; 
Schoolerr et al., 2001). Further, this assumption is consistent with the assumption 
inn REM that such a mechanism is responsible for the development of 
lexical/semanticc traces through repetitions of a word over developmental time 
(e.g.. Shiffrin & Steyvers, 1997). Finally, we note that the approach in this respect 
iss consistent with the approach to word frequency that is used in most models 
(e.g.,, McClelland & Rumelhart, 1981; Morton, 1969; Wagenmakers, Zeelenberg, & 
Raaijmakers,, 2000; but see Ratcliff & McKoon, 1997). Thus in REM-LD, if the 
probee includes low level physical features like font, and current context features, 
thesee wil l produce better matches to traces that have been augmented by such 
features,, namely those that represent traces of repeated words. Rather than 
implementt this idea in detail, possibly bv distinguishing types of features, we 
simplyy assumed that prior presentation increases the value of [31. This 
simplificationn is quite sufficient for present purposes. 

Itt is somewhat less straightforward to model the repetition priming effect for 
nonwords.. It is assumed in the REM approach that presentation almost always 
producess storage of an incomplete and error prone episodic trace of the study 
event.. Thus one approach would assume that this episodic trace is activated and 
producess the additional matching that is seen as an inhibitory effect in the data. 
However,, this wrould introduce a different mechanism than that used for wrords. 
Thus,, in an attempt to create a model for lexical decision that is both 
conceptuallyy and mathematically transparent, we adopt an approach based on 
thatt used for words: it is assumed that only lexical/semantic traces are matched 
too the presented stimulus. In particular, it is assumed that on the first 

UuExpcrunentUuExpcrunent 4 from Wagenmakers et al. (2001) used the same stimulus materials, but 
adoptedadopted a slightly different 'signai-to-respoud' procedure f i.e., subject* were required to 
respondrespond at an imaginary tone, the 'occurrence' of winch was indicated by a rhythmic 
sequencesequence of three prior tones). Also, Wagenmakers et al. (2001) used different deadlines 
thanthan those used in the present study. 
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presentationn of a nonword (e.g., GREACH), participants wil l retrieve a number 
off  words that are orthographicallv and/or phonologically similar to the test 
string.. We further make the simplifying assumption that on a certain proportion 
off  trials the subjects wil l activate one of the similar words (e.g., PREACH) to a 
highh degreed For instance, after the subject is presented with GREACH, he or she 
mightt think something like "this stimulus looks very similar to PREACH". In 
otherr words, the presentation of a nonword wil l sometimes lead to a 
trace-specificc retrieval of an orthographicallv similar word representation. 
Althoughh this example provides a description of a retrieval event that is 'aware 
andd conscious', it is quite conceivable that such retrieval occurs implicitly , 
withoutt lasting awareness. Whatever the degree of awareness, this retrieval 
eventt could produce storage of current context information in the trace of the 
retrievedd word. When the nonword is tested again, the trace of this similar word 
wil ll  be part of the activated set of ten most similar traces, and wil l contribute 
moree matching due to the additional context features stored. Consequently, the 
retestt wil l lead to a relatively high estimate of familiarity (i.e., posterior odds q>), 
andd bias the system to give a 'WORD' response. We implement this idea in the 
simplestt way possible, by assuming that one of the lexical /semantic traces in the 
activatedd set has a slightly higher value of p2 than on the first presentation. 

Figuree 3d shows how REM-LD handles the data from Hintzman and Curran 
(1997;; Exp. 2, Figure 7; see our Figure 3c). Hintzman and Curran used seven 
deadliness instead of six. In their experiment, the signal-to-respond could be 
presentedd either at 75, 125, 200, 300, 400, 600, or 1000 ms after stimulus onset. 
Again,, we let REM-LD 'respond' after adding 200 ms to these deadlines. The 
parameterr values are: (31 (HF words) = .80, pi (LF words) = .73, the increase in pi 
duee to prior presentation for both HF and LF words = .07, [32 = .37, and the 
increasee in (32 for one lexical/semantic trace due to prior presentation of a 
nonwordd - .08. 

Figuree 3b shows how REM-LD can account for our version of these results 
andd also the additional effect of nonword lexicality, both observed in our 
Experimentt 2 (cf. Figure 3a). The parameter values are: pi (HF words) = .8, pi (LF 
words)) = .7, the increase in pi due to a prior presentation for both HF and LF 
wordss — .05, p2 (word-like nonwords or pseudowords) = .4, P2 (less word-like 
nonwords)) = .37, the increase in P2 for one lexical/semantic trace due prior 
presentationn of a word-like nonword = .08, and the increase in P2 for one 
lexical/semanticc trace due to prior presentation of a less word-like nonword = 
.04. . 

Inn both experiments the materials are mixed across trials for each participant, 
soo in the simulations (Figures 3b and 3d) the different values of pi and the 
differentt values of P2 are used to generate the vector values and hence determine 
thee number of matches and mismatches, but the calculations of the likelihood 
ratioss are based on a single estimate of pi, the arithmetic mean of the four pi 
values,, and a single estimate of P2, the arithmetic mean of the two (Fig. 3d) or 

UuPrcviousUuPrcvious REM-LD simulation* were done using the assumption that all oftlie similar 
lexical/semanticlexical/semantic traces were slightly more accessible after the first presentation of a 
nonironi.nonironi. These simulations yielded similar results to those reported here. 
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fourr (Fig. 3b) |32 values. Although the predictions are onlv qualitative, thev are 
sufficientt to illustrate how the model captures the pattern of results that are 
observed.. \ o te that in both simulations, the attenuation of the word frequency 
effectt due to prior presentation follows from the differential effect that the same 
increasee in (31 has on HF words and LF words. Turning to nonwords, recall that 
wee propose that negative repetition priming for nonwords occurs because 
currentt context information is added to the trace of a similar word, a trace that is 
retrievedd following presentation of the non word. Assuming that such retrieval is 
harderr and less likely for test strings that are less similar to words, the negative 
effectt for such test strings wil l be smaller. This idea was implemented in the 
simulationn bv setting the increase in (32 for one lexical/semantic trace due to 
priorr presentation of a nonword to a lower value for nonwords that are 
dissimilarr to words (i.e., .04) than for nonwords that are relatively similar to 
wordss (i.e., .08). In sum, Figures 3b and 3d show that REM-LD can, at a 
qualitativee level, predict the observed effects on performance of processing time, 
wordd frequenev, repetition priming, and nonword lexicalitv. 

Logann (1988, 1990; see also Wagenmakers et al., 2001) reported substantial 
facilitatoryy effects due to prior presentation of a nonword. That is, in some 
experimentss subjects classify nonwords more accurately on their second 
presentationn than on their first presentation. In its present form, REM-LD 
predictss less accurate nonword performance (basically due to increased 
familiarity).. It should be noted that under speed-stress such as imposed bv the 
signal-to-respondd paradigm, facilitatory nonword repetition priming is usually 
nott observed in lexical decision (Wagenmakers et al., 2001). In a studv that 
providess some insight into these discrepant results, Wagenmakers et al. (2001; 
seee also Smith & Oscar-Berman, 1990) presented empirical evidence that two 
opposingg processes jointly determine performance for repeated nonwords: (1) a 
inhibitoryy familiarity process as for instance implemented bv the REM-LD 
model,, and (2) a facilitatory process that is perhaps based on automatic episodic 
retrievall  of the interpretation associated with the nonword stimulus on its initial 
presentationn (i.e., "1 remember GREACH is a nonword", cf. Logan, 1990; 
Tenpenny,, 1995; but see Bowers, 2000). That is, a particular form of episodic 
retrievall  could in some studies dominate the familiarity factor that we propose 
affectss lexical access. We wil l not carry this point further, because it goes beyond 
thee scope of this article to extend the present model bv adding an episodic 
retrievall  component. 

Genera ll  Discussio n 
Wee have applied the global memory model REM (e.g., Shiffrin & Stevvers, 

1997)) to the lexical decision signal-to-respond paradigm. Our simulations show 
howw the new model, REM-LD, qualitatively accounts for the time-course of 
effectss for word frequency, nonword lexicalitv, repetition priming, the interaction 
off  word frequency with both repetition priming and nonword lexicalitv, the 
effectt of word frequency on nonword classification (cf. Experiment 1), and the 
decreasee in classification performance for repeated nonwords (cf. Experiment 2). 

HD D 
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Wee would like to stress that the performance of the model is not strongly 
dependentt on specific parameter values. Most of the predictions of the REM-LD 
modell  are generated by the Bayesian decision mechanism that is inherent to the 
model.. Consequently the predicted results hold qualitatively across a range of 
parameterr values and are quite general. In order to make this point clear, we 
havee taken some efforts to reduce the number of free parameters to a minimum. 
Inn order to obtain a fit that is quantitativelv closer, we could have let the 
criterionn for responding 'WORD' vary slightly from its optimal value of (p = 1. 
Also,, we could have adjusted parameters tO and b in the function that gives the 
probabilityy of correctly retrieving a trace feature by time t (i.e., Equation 1). In 
addition,, other functions (e.g., a sigmoid retrieval function) than the one given in 
Equationn 1 could possibly have provided an even closer fit to the data. However, 
thee precise shape of the retrieval function is not an inherent property of the 
REM-LDD model, and hence we opted to illustrate the behavior of the model 
usingg the same retrieval function for all simulations reported here. 

Thuss far, we have focused on the REM account of lexical decision. In this 
section,, we begin by discussing an alternative model that makes quantitative 
predictions.. This model, the multiple read-out model (MROM; Grainger & 
Jacobs,, 1996), is arguably the most specific quantitative model of lexical 
decision// In MROM, as in the REM model proposed here, sublexical units 
activatee their corresponding lexical/semantic traces. The precise calculation of 
thee activation values for the lexical/semantic traces is identical to the one used 
byy the interactive activation model (for details see McClelland & Rumelhart, 
1981),, but this is irrelevant for the present discussion. The property of MROM 
thatt is central to the present discussion is the decision mechanism based on the 
calculatedd activation values. MROM assumes that performance in lexical 
decisionn is based on three response criteria: (1) a fixed criterion for the activation 
off  a single lexical/semantic trace or word unit, (2) an adjustable criteria for 
lexicall  activation summed over ail lexical/semantic traces, and (3) an adjustable 
temporall  deadline criterion. When either the single or the summed unit criterion 
forr lexical activation is reached before the temporal deadline, a 'WORD' response 
iss made. When the temporal deadline is reached before either of the two 
activationn criteria, this results in a 'NONWORD' response (for an illustration see 
Graingerr & Jacobs, 1996, Figure 2). The flexible decision process enables MROM 
too handle an impressive amount of data. MROM was applied to effects of 
neighborhoodd density and neighbor frequency, and the model can also handle 
thee frequency blocking effect (e.g., Glanzer & Ehrenreich, 1979; Gordon, 1983; 
Stonee & Van Orden, 1993). With respect to the data presented here, Grainger and 
Jacobss (1996) showed that MROM can account for the effect of non word 
lexicalitvv (Grainger & Jacobs, 1996, p. 529), and for the increase in performance 
forr nonwords when HF word stimuli are used instead of LF stimuli (Grainger & 
Jacobs,, 1996, Figure 27). 

[ZjColthcart,[ZjColthcart, Rattle, Perm, Langdon, & Ziegler (2001) recent!}/ developed a quantitative 
versionversion of their Dual Route Cascaded (DRC) model of visual word recognition and 
readingreading aloud, which is able to account for a variety of phenomena in lexical decision. It 
isis important to note that the decisional mechanisms that DRC uses to account for lexical 
decisiondecision are derived from MROM, and the present discussion therefore applies equally 
zeellzeell to MROM as it'does to DRC. 
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However,, as mentioned in the Introduction, the 'NONWORD' response is a 
defaultt response in MROM. A 'NONWORD' response is given when either of the 
twoo activation criteria are not reached before some time t. It is unclear to us what 
MROMM predicts when the system is forced to respond before any of the three 
criteriaa have been reached. This situation wil l presumably arise when subjects 
aree forced to respond at specific short deadlines after stimulus onset, such as 
thosee imposed by a signal-to-respond procedure. Since the 'NONWORD' 
responsee in MROM is given when the presentation of the stimulus does not lead 
too a criterion amount of lexical activation, one might hypothesize that any time 
thee system is forced to respond and neither of the two activation criteria have 
beenn reached, the system wil l always respond 'NONWORD'. However, this 
hypothesiss predicts that at very short deadlines subjects tend to classify every 
stimuluss as a nonword, whereas the data clearly show that at very short 
deadliness subjects are roughly at chance accuracy for both word and nonword 
stimuli.. A more plausible idea would be to let the system give the response that 
correspondss to the deadline it is closest to. The problem with this solution is that 
itt is somewhat unclear how the system calculates the distances to each of the 
threee criteria, two of which can be adjusted during stimulus processing. In 
addition,, this solution would provide very strong constraints for the placement 
off  the response criteria when almost no information is available to the system 
andd performance has to be at chance accuracy. 

Thee most straightforward way for MROM to model the increase in 
performancee with processing time is to let the system guess randomly between 
thee two response options in case none of the three response criteria has been 
reachedd at the time the system is forced to respond. At this point it is worth 
notingg that MROM can handle the changes in performance due to instructions 
stressingg speed over accuracy (Grainger & Jacobs, 1996, p. 530). In MROM, these 
instructionss lower the criterion for summed lexical activity and decrease the 
temporall  deadline. However, such an adjustment of response criteria cannot 
accountt for the results from a signal-to-respond experiment, since the subject 
doess not know in advance at what specific time he or she is supposed to respond. 
Inn sum, we believe that MROM could possibly handle our results, but at present 
itt is not quite clear how this should be accomplished. In contrast, the Bayesian 
decisionn process inherent in REM-LD provides an account for the data presented 
heree that is both principled and transparent. 

Itt is well beyond the scope of this paper, and in most cases not really possible, 
too discuss in detail how other models for lexical decision can or cannot account 
forr the observed data, in main part because most models are not stated with 
enoughh precision to allow the generation of predictions for the present 
paradigms.. Therefore, we wil l limi t discussion to just a few models of particular 
relevance.. Conceptuallv, REM-LD has much in common with Gordon's 
resonancee model (Gordon, 1983) and Stone and Van Orden's canonical random 
walkk model (Stone & Van Orden, 1993; other random walk models for lexical 
decisionn were recently proposed by Joordens et al., 2000, and by Gomez, Ratcliff, 
&McKoon,, 2001). 

IFT 1 1 



Inn the canonical random walk model, that is "almost identical"{5tone & Van 
Orden,, 1993, p. 765) to Gordon's resonance model, information accumulates over 
time.. Incoming information can either support the 'WORD' response or support 
thee 'NONWORD' response, and a decision is made when the difference in the 
amountt of supportive evidence for the two response options reaches some 
criterionn value. Thus, as in REM-LD, random walk models base their decision on 
ann evaluation of both positive lexical information (i.e., supporting the 'WORD' 
response)) and negative lexical information (i.e., supporting the 'NONWORD' 
response).. Further, Laming (1973) demonstrated that a Bayesian decision process 
iss mathematically related to a random walk decision process. Random walk 
modelss are optimal in the way that they represent"(...) the most efficient way of 
reachingg a decision in the sense of requiring the smallest average size of sample 
forr a given degree of accuracy" (Laming, 1973, p. 186). In addition, both the 
REM-LDD model and random walk models have certain elements in common 
withh signal-detection theory (for details see Laming, 1973, Chapter 10; for an 
illustrationn see Gordon, 1983, Figure 2). 

Thee idea of incorporating a random walk or diffusion process (e.g., Gomez et 
al.,, 2001; Ratcliff, 1978) in a Bayesian framework provides an alternative to the 
presentt model that deserves exploration. Perhaps the simplest such approach 
wouldd take the odds calculated on the basis of asymptotic activation (i.e., all 
availablee probe features), transform the odds into a drift rate (e.g., drift rate = 
odogcp),, and drive a simple random walk with this drift rate; at time of signal, a 
wordd response would be chosen when the position of the random walk is greater 
thann zero, and a nonword response when below zero. The advantage of this or a 
similarr approach would be the replacement of our admittedly arbitrary timing 
assumptionss (i.e., Equations 2 and 3), with a more principled account in line with 
recentt response time modeling efforts. It should be noted that precise accounts of 
timingg were not the aim of the present research, and this fact accounts for our 
reliancee on qualitative rather than quantitative predictions. We intend to extend 
thee present modeling efforts, perhaps along the lines indicated above, in future 
research. . 

Inn sum, we have shown that REM theory, previously applied to recognition 
memoryy (Diller et al., 2001; Nobel & Shiffrin, 2001; Srnffrin & Steyvers, 1997), 
recalll  (Diller et al., 2001; Malmberg & Shiffrin, 2000; Nobel & Shiffrin, 2001), 
long-termm priming in perceptual identification (Schooler, Shiffrin, & Raaijmakers, 
2001),, and short-term priming in perceptual identification (Huber, Shiffrin, Lyle, 
&&  Ruys, 2001), can be extended in a straightforward fashion to account for 
severall  phenomena in lexical decision. Thus the optimality-constraint as 
incorporatedd in the REM models has been shown to provide a very useful 
theoreticallyy motivated perspective on performance in a number of different 
memoryy tasks. Our ultimate goal is to construct a principled model that is able 
too explain various phenomena in different memory/perceptual tasks. We believe 
thatt the recent developments of the REM model, particularly including the 
presentt application to lexical decision, constitute a promising step toward a 
fairlyy comprehensive understanding of human memory. 

in i i 
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