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CHAPTERR 7 

Conceptuall Issues in Model Selection and Model Complexity 

Abstract t 
AA good computational model needs to give an adequate description of the 
to-be-modeledd data. A good model also needs to make new predictions. 
Moreover,, a good model needs to be broadly applicable and simple. The recent 
trendd toward complex models of human cognition warrants a discussion on 
complexityy and model selection. Several conceptual issues related to model 
evaluationn are discussed, together with illustrative examples. 

Inn part I of this thesis, we discussed several quantitative models of 
perceptuall  identification (see Chapter 1). Next, we showed one specific model for 
primingg in implicit memory (i.e., the counter model) to be false (see Chapters 2 
andd 4). In reply to the modification of the original counter model (McKoon & 
Ratcliff,, in press; Ratcliff & McKoon, 2000), we demonstrated that an alternative 
model,, the criterion-shift model, could also handle the crucial findings from 
Chapterr 2 (see Chapter 3). We argued that the criterion-shift model is 
conceptuallyy more related to the original counter model than is the modified 
counterr model. In part II of this thesis, we introduced a new Bayesian model for 
lexicall  decision. This model, REM-LD, was developed to handle recent findings 
obtainedd in a signal-to-respond paradigm (Chapter 6). 

Inn this chapter, we wil l focus on several general conceptual issues that are 
importantt in model testing and model selection.1 Traditionally, models are 
judgedd on the basis of their descriptive accuracy- We believe that descriptive 
accuracyy is required for any satisfactory model. However, models may also be 
judgedd on other dimensions, for instance generalizabilitv (e.g., Busemeyer & 
Wang,, 2000), that is, the ability of a model to make useful a priori predictions for 
neww phenomena. Other important aspects of any model are scope and 
simplicityy (e.g., Cutting, 2000). Since the advent of powerful computers, models 
off  human cognition have become ever more complex. Examples of complex 
modelss include neural network models, propositional models of human problem 
solvingg such as ACT-R (e.g., Anderson & Lebiere, 1998), diffusion models of 
responsee time distributions (e.g., Ratcliff, Van Zandt, & McKoon, 1999), and, one 
mightt argue, Bavesian models of recognition memory (Shiffrin & Stevvers, 1997) 
andd lexical decision (see Chapter 6). As we wil l illustrate throughout this 
chapter,, there is a trade-off between descriptive accuracy and simplicity. Thus, 
onee of the main points of this chapter is that there is more to quantitative 
modelingg than minimizing the deviation between the predictions of the model 
andd the observed data (see also Myung, 2000; Roberts & Pashler, 2000). 

Dependingg on the data to be modeled, and the kind of model used, a good fit 
mayy be accomplished by using many parameters and several assumptions. After 
havingg successfully fit the relevant data, the resulting model might turn out to be 
veryy complex. A disadvantage of complex models is that they are difficult to 

LljForLljFor  reasons of brevity, ice can not -jive an extensive review of the field of statistical 
modelmodel selection. For more background mid details, the hiterested reader is referred to the 
MarchMarch 20(H) special issue of Mathematical Psi/chologi/ containing a highly instructive fTTI 
seriesseries of articles on statistical model selection. 



understandd in terms of their predictions. Complex models are also very flexible, 
inn that thev can potentially account for a myriad of possible data. In sum, 
complexx models are hard to falsify, and consequently do not add much to our 
understandingg of psychological processes. In contrast, simple models make clear 
predictionss and do not use many parameters. Such models are attractive and an 
attemptt to falsify these simple models can contribute much to our knowledge. 

Inn the following section, we wil l list a number of factors related to the 
complexityy of a model. Next, we wil l argue that model selection in psychology 
cannott be accomplished solely by routinely applying standard statistical 
machinery.. The subsequent section wil l illustrate the impact of psychological 
fashionn on model selection. We wil l end by listing some reasons for the current 
trendd toward complex modeling. 

Fourr Factors Influencing Model Complexity 
Ass mentioned above, falsifiabilitv is closely related to model complexity. 

Complexx models have a greater capacity of modeling noise than simple models. 
Thiss is unfortunately a somewhat underestimated concern. On one occasion, I 
saww an internationally renowned researcher present impressive fits of his model 
too data. The data reflected the traditional learning curve, that is the benefits of 
trainingg (i.e., skill learning) decrease as training time increases. However, like all 
empiricall  data, the learning curve was at some points slightly irregular, and 
sometimess subjects actually performed worse than on a previous training 
episode.. As you might have anticipated, the presented model was able to fit the 
dataa very accurately. Moreover, the model could even fit the irregularities in the 
data!!  When a model does a good job fitting noisy or irregular data, this is not an 
enviablee achievement. Rather, it is indicative of a problem in complexity: The 
modell  succeeds in modeling noise, that is, it models uninteresting data (for a 
quantitativee illustration of this point see Myung, 2000). The foregoing example 
illustratess that in order to make an informed choice between competing models 
(orr evaluate the contribution of a single model) it is important to have some 
indicationn of complexity. Model complexity can be estimated on various 
dimensions: : 

(1)) The number of parameters. Obviously, the more parameters a model has, 
thee more complex the model is, and the better the model can fit the data. To be 
specific,, if model A is nested under model B, the discrepancy due to 
approximationn for the simpler model A is always greater than or equal to the 
discrepancyy for the more complex model B (Forster, 2000; Zucchini, 2000). A 
simplee model is sparse and uses as few parameters as possible. 

(2)) The functional form of the model parameters (e.g., Myung & Pitt, 1998; 
Myung,, 2000). Parameters of a high functional complexity have a greater 
capacityy to capture noise than parameters of a low functional complexity. We will 
noww illustrate this point with an example from the field of depth perception. 
ExampleExample 1. 

Inn the Linear Integration Model of depth perception (in Cutting, 2000), 
perceivedd distance D is a simple addition of four sources of depth information: 
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heightt in the visual field H, relative size S, occlusion O, and motion perspective 
P.. The fifth parameter B is a constant and indicates the tendency of the subject to 
givee a nonzero estimation of depth in the absence of all four depth cues. This 
leadss to the simple formula 

DD = H + S - 0 + P ^B (1) 

Inn contrast, the competing Fuzzy Logical Model of Perception (e.g., Massaro, 
1988)) is a multiplicative model: 

DD = H*S*0*P*B / [H*S*0*P* B + (1-Sr(l-H)*(l-0)*(1-P)*(l-B) ] (2) 

Thee two models are nonnested and have the same five parameters/ A 
comparisonn of the two models, LIM and FLMP, based solely on descriptive 
accuracyy is likely to favor the more complex FLMP (Cutting, 2000). 

(3)) A model with opposing effects (i.e., a factor XI increasing some measure Y 
andd a second factor X2 decreasing Y) is often much more complex than models 
withoutt opposing effects. As an example we wil l now consider the mechanisms 
off  word activation in the interactive activation model (McClelland & Rumelhart, 
1981). . 
ExampleExample 2. 

Forr clarity, we wil l briefly present a simplified description of the model. In the 
interactive-activationn model, localized wrord representations take part in the flow 
off  information in the following three ways (a) a bottom-up effect: word 
representationss are activated by their constituent letters (b) a within-level effect: 
simultaneouslyy activated words suppress each other. This mechanism has been 
termedd lateral inhibition (c) a top-down effect: activated word representations 
feedd activation back to their constituent letters. Now consider what the model 
predictss for words that are similar to many other words versus words that are 
similarr to only a few other words (i.e., the neighborhood density effect). From the 
interactive-activationn model, one can argue that the within-level suppression of 
simultaneouslyy activated words leads to a slower activation of words that are 
similarr to many other competing words than that of words that are not similar to 
manyy other competing words (see mechanism b mentioned above). Thus, the 
interactive-activationn model could be held to predict an inhibitory effect of 
neighborhoodd density because of lateral inhibition. However, one can also argue 
thatt the interactive-activation model predicts a facilitatorv effect of 
neighborhoodd density (cf. Andrews, 1989). That is, letters occurring in many 
simultaneouslyy activated words receive a lot of top-down support. This 
top-downn support leads to faster letter activation, which in turn results in a faster 
wordd activation (see mechanism c mentioned above). In interactive-activation 
terminology,, this facilitatorv effect of neighborhood density is known as the 
'gangg effect' (McClelland & Rumelhart, 1981, p. 395, 402). The prediction of the 

22 \ff any of the four sources of depth information are absent, formula 2 should he 
adjusted.adjusted. For instance, if there is no relative size information, S should be replaced In/ 
CIS)CIS) throughout formula 2. 



interactive-activationn model seems to depends on the exact balance of the 
inhibitoryy mechanism of lateral inhibition versus the facilitatory 'gang effect' 
mechanism. . 

Ass this example illustrates, opposing effects often make falsification a 
quantitativee undertaking since any qualitative empirical finding can be verbally 
accountedd for by selectively weighing one of the opposing factors. In other 
words,, opposing effects make it impossible to arrive at a priori and 
parameter-freee predictions that can be tested empirically. 

(4)) A model that needs many assumptions is more complex than a model that 
needss few assumptions. This aspect of model complexity is often 
underestimated.. As an example, consider the counter model discussed in part I 
off  this thesis. 
ExampleExample 3. 

Thee original version of the counter model for implicit memory effects in 
perceptuall  identification made the prediction that prior study did not increase 
thee efficiency with which items were perceived. Rather, prior study was assumed 
too bias the perception of ambiguous information such that studied items would 
bee preferred over nonstudied items. After we showed that prior study did in fact 
increasee the efficiency with which items are processed (see Chapter 2), the 
counterr model had to be adjusted. Ratcliff & McKoon (2000) modified the 
counterr model by letting prior study enhance the rate of feature extraction. It can 
bee argued that this is not a major change of the model, since the modification 
onlyy affects one parameter. Moreover, this parameter was already present in the 
originall  version of the counter model. Although the new counter model does not 
differr much from its predecessor in terms of parameters, it is important that the 
neww counter model has three additional assumptions (see Chapter III) . These 
additionall  assumptions describe under what circumstances the rate of feature 
extractionn should be enhanced (i.e., only for high frequency or studied low 
frequencyy words). Apparently, the additional assumptions are a verbal 
descriptionn of the data. The advantage of using many assumptions to influence 
parameterr estimation is that it is possible to achieve a very accurate description 
off  the data under consideration. The disadvantage is that the model is no more 
thann that, just an accurate description of the data under consideration. In 
generall  then, assumptions regarding parameters increase the probability of 
achievingg a good fit to the data but also increase the complexity of the model. 
Manyy researchers are probably aware of this problem, but seem nevertheless 
reluctantt to rigorously list all assumptions of their model (perhaps because a 
extensivee list of assumptions would lead the reader to doubt whether the 
presentedd fits are a worthwhile achievement). 

Inn sum, several factors can be identified that increase the complexity of a 
model.. When evaluating the contribution of a model, it is desirable to have a 
quantitativee indication of its flexibility . Recently, old techniques for evaluating 
modell  complexity have regained interest, and new techniques have been 
developedd (e.g., Bozdogan, 2000; Browne, 2000; Busemeyer & Wang, 2000; 
Forster,, 2000; Golden, 2000; GrünwaId, 2000; Myung, 2000; Wasserman, 2000; 



Zucchini,, 2000). A detailed discussion of these techniques is bevond the scope of 
thiss chapter, and the interested reader is referred to the aforementioned papers 
forr more information. We would like to argue that although several criteria for 
modell  selection are verv interesting and provide principled means for choosing 
betweenn competing models, these statistical criteria are necessary but not 
sufficientt conditions for a good model. A good model also has to be 
conceptuallyy consistent, and generate testable predictions. Roberts and Pashler 
(2000)) have even argued that a good model should generate testable predictions 
thatt are also implausible, meaning that these predictions cannot be easily 
generatedd by competing models. These conceptual concerns are the topic of the 
nextt sections. 

Statisticss and Model Selection 
Whenn the theoretical interpretations of the various parameters are of 

importance,, a significant difference between two competing models in any 
statisticall  goodness-of-fit measure is not the only concern. A model in which all 
parameterss are psychologically interpretable and plausible is to be preferred over 
aa model in which parameters are less plausible. Thus, a conceptually consistent 
modell  has added value, given that it provides a reasonable fit to the data. In our 
opinion,, this also holds when the inconsistent model has a significant better fit to 
thee data than the consistent model (given that both models fit the data 
reasonablyy well). These situations arise most often when nonnested models are 
inn competition. We wil l illustrate this point with data recently obtained in our 
lab. . 
ExampleExample 4. 

Thee experiment we would like to discuss addressed the question whether 
emotionn influences perception of briefly presented words. Early research in 
sociall  and clinical psychology investigated this issue by letting subjects identify 
brieflyy flashed stimuli in a free response identification task (i.e., "name the word 
thatt was just flashed"). As argued throughout this thesis, such a procedure makes 
itt impossible to disentangle the contributions of discriminability versus response 
bias.. More specifically, subjects might be hesitant to name emotion words, 
perceivee emotion words differently from neutral words, or both. Thus, as in our 
previouss work (see Part I of this thesis), we used a two-alternative forced choice 
perceptuall  identification task. In this task, a stimulus word is presented briefly 
andd is followed immediately by a mask. Next, two response alternatives appear, 
onee of which the 'target' (i.e., the flashed word), and the other the 'foil ' (i.e., a 
wordd that was not flashed). The subject has to recognize and choose the target 
alternative.. With the use of this 2-AFC technique, one can control for response 
biasess if one includes the appropriate conditions. 

Asidee from using the 2-AFC procedure, our experiment differed from much 
previouss research on the perception of emotionally toned words in the following 
ways.. (1) We used neutral words (e.g., DART), negatively valenced words (e.g., 
FAIL) ,, and positively valenced words (e.g., NICE). Three levels of target valence 
(positive,, neutral, and negative) were combined with three levels of foil valence 
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(positive,, neutral, and negative), resulting in a total of nine conditions. Previous 
researchh using the 2-AFC procedure (e.g., Kitavama, 1990, 1991) used 
considerablyy fewer conditions, making it impossible to separatelv assess the 
relativee contribution of both discriminabilitv and response bias. (2) All word 
stimulii  were presented only once throughout the experiment. This prevents 
habituationn to the emotional stimuli, and also makes it less plausible that anv 
observedd effects wil l be item specific. (3) All word stimuli were matched on word 
frequency.. Moreover, the orthographic similaritv between two choice words was 
independentt of the experimental condition. The empirical results can be seen in 
Tablee 1. 

Thee pattern of results is straightforward. There is no effect of foil valance, but 
theree is an effect of target valence. Specifically, identification performance for 
neutrall  targets is worse than for emotionally toned targets. An extended 
discussionn oi these results is beyond the scope of this chapter.' We wil l instead 
focuss on the predictions of two models that have been applied to forced-choice 
perceptuall  identification. Both models are simple accumulator models. In these 
models,, each response alternative is assumed to have a representation that 
collectss evidence consistent with it. The representation or counter that reaches its 
identificationn threshold first is chosen. A more detailed discussion of 
accumulatorr models can be found in Chapter 3. 

Thee first model, model A, simply states that emotionally toned words are 
perceivedd better than neutral words. That is, perceptual evidence that 
distinguishess the target from the foil is detected more often for emotionally toned 
targetss than for neutral targets. This model is simple and provides a close fit to 
thee data. However, the drawback of model A is that it appears to restates the 
data,, rather than to give an explanation for the data. The data show that 
emotionallyy toned targets are identified better than neutral targets, but we want 
too know why. The only commitment Model A makes is that the improvement due 
too emotional valence is due to perception, and does not result from response bias. 
Again,, this assumption is echoed bv the data since there is no effect of foil 
valence.. The identification threshold of Model A is 20. The probability of 
detectingg target diagnostic information per unit time is .0812 for neutral targets, 
andd is increased by .0253 for emotionally toned targets. The mean squared error 
off  the model is 0.0009. 

Thee second model, Model B, is diametrically opposed to model A. Model B 
assumess that the observed effects are not due to differences in perception 
betweenn affective words versus neutral words. Rather, Model B assumes that the 
distancee to the identification threshold is smaller for affective words than for 
neutrall  words. The distance to identification thresholds is traditionally 
consideredd a form of bias (e.g., Broadbent, 1967). Model B further assumes that 
oncee a certain amount of perceptual evidence has been evaluated but neither 
responsee alternative has reached its identification threshold, the subject guesses 
randomlyy between the two alternatives. Thus, Model B is the same as the 

L-JlViL'' would like to add that neighborhood characteristics and bikram frequencies, two 
factorsfactors examined post-hoc, fail to explain the finding that identification performance for 
neutralneutral targets is worse than for emotionaih/ toned targets. Work on this topic is still m 
progress,progress, and details concerning the experiment can be obtained In/ contacting the author. 
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TabicTabic 1. Observed Proportion Lorrectlu Identified Target* and the Prediction* of Two Modeb as a 
FunctionFunction of Target \'alence and Foil \'alence. 

Targett Valence 

Observed d 
Modell  A 
Modell  B 

Observed d 
Modell  A 
Modell  B 

Observed d 
Modell  A 
Modell  B 

Positive e 

.731 1 

.749 9 

.755 5 

.690 0 

.695 5 

.680 0 

.756 6 

.749 9 

.755 5 

Foill  Valence 

Neutral l 

.759 9 

.749 9 

.758 8 

.711 1 

.695 5 

.683 3 

.746 6 

.749 9 

.758 8 

Negative e 

.750 0 

.749 9 

.755 5 

.685 5 

.695 5 

.680 0 

.752 2 

.749 9 

.755 5 

Positive e 

Neutral l 

Negative e 

Slote.Slote. Model A assume* the rate of feature extraction is higher for affective zcords than for neutral 
words.words. Model B is a criterion-shift model and assumes the distance to the identification threshold 
isis lower for affective words than for neutral words. 

criterion-shiftt model introduced in Chapter 3. Model B predicts an advantage for 
representationss that have a small distance to their response boundaries since this 
wil ll  reduce the proportion of trials on which guessing wil l occur. It seems that 
Modell  B makes the incorrect prediction that an emotionally toned foil reduces 
identificationn performance when paired with a neutral target, compared to when 
thee foil is emotionally neutral. However, it turns out that the size of the bias effect 
duee to the emotionality of the foil is negligible. This is because Model B predicts 
mostt errors are due to guessing, and do not occur because the foil counter 
reachess its identification threshold before the target counter. In other words, 
becausee the probability of detecting target diagnostic evidence per unit time is 
veryy substantial in Model B, the head start of an emotionally toned foil over a 
neutrall  target is soon eliminated. The identification threshold of Model B is 20 for 
neutrall  words, and 19 for emotionally toned words. The number of evaluations 
untill  guessing occurs is 30. The probability of detecting target diagnostic 
informationn per unit time is .2136. The mean squared error of the model is 0.0016. 

Evidently,, Model B is more complex than Model A. Moreover, it does not fit 
thee data as well as model A does. Should we conclude model A is the better 
model?? I believe such a conclusion would be premature. First, both model A and 
Modell  B fit the data well. Second, the models are not only nonnested but also 
conceptuallyy in opposition. Third, model B gives a psychologically plausible 
interpretationn of the data: Emotionally toned words need less evidence in their 
favorr to be identified, perhaps because such words are generally more important 
inn communication than neutral words. In contrast, it is not entirely clear what the 



explanationn of model A adds to the data. Rather than to focus on the statistical fit 
too the data obtained in this experiment, a more convincing wav to decide 
betweenn model A and model B would be to conduct another experiment aimed 
att distinguishing between the two models. Consider what the models predict 
withh respect to a manipulation of flash-time. Both models predict that at verv 
shortt flash-times, overall performance wil l be at chance accuracv. However, 
modell  B makes the additional prediction that the effects of foil valence wil l be 
moree pronounced at low flash-times. Thus, when no valid perceptual evidence is 
extractedd from the flash, model B predicts that the increase in performance for 
emotionallyy toned targets should be of the same size as the decrease in 
performancee due to emotionally toned foils. 

Thee main point of this section was to show that statistical model selection 
techniquess are not always sufficient to decide between competing theories. 
Again,, the most convincing strategy to decide between models is to test their 
qualitativee predictions. This is one reason why it is of the utmost importance that 
aa model generates new predictions. Busemeyer and Wang (2000), state that "a 
priorii  predictions to new conditions are the hallmark of a good scientific theory" 
(p.. 171). Further, the predictions from a model should be straightforward and 
clear.. When these predictions are implausible, yet verified by experimentation, 
thiss constitutes considerable support for the model. In sum, we believe that 
conceptuall  criteria for model selection are very important and should be used in 
additionn to statistical criteria for model selection. 

Psychologicall Fashion and Model Selection 
Fashionn plays an important role in model selection. In our opinion, several 

factorss are responsible for this phenomenon. First, when a new and interesting 
modell  is proposed, it attractss a lot of attention (i.e., "novelty preference"). Second, 
olderr models are familiar to the field and hence lose some of their initial appeal 
(i.e.,, "habituation"). Third, older models are often misunderstood, mainly 
becausee the majority of researchers wil l not read the original papers, but obtain 
theirr knowledge from a secondary more recent source. The fourth reason for the 
impactt of fashion on model selection is that after the introduction of a new 
model,, several of its predictions are rigorously tested. Because a model is an 
abstractionn of reality, any model wil l make wrong predictions, or at least 
inaccuratee predictions. Many psychological models that are simple and 
falsifiablee wil l be 'falsified' in time. Often enough, 'falsification' does not mean 
thatt it is impossible for a new version of the model to accommodate the critical 
findings.. Whether a model is modified to account for findings challenging a 
previouss version depends both on the inherent properties of the model and on 
thee tenacity of the researcher doing the modeling. Sometimes, data considered to 
challengee or falsify an old model wil l be considered to be irrelevant for a very 
similarr but new model. 

Wee wil l now illustrate our point on fashion and model selection with help of 
twoo models: Morton's 1969 logogen model and McClelland and Rumelhart's 
19811 interactive activation model. 

IFF! ! 



ExampleExample 5. 
Itt is unfortunately beyond the scope of this chapter to discuss the logogen 

modell  in detail, for which the interested reader is referred to the work of Morton 
(1969,, 1970, 1979, 1982). Morton proposed that the task of word recognition is 
accomplishedd by a set of so-called logogens. A logogen is an abstract, 
context-independentt representation that accumulates information consistent 
withh a particular word response. It is assumed that a logogen exists for every 
wordd (or, more precisely, for every morpheme) in the subject's vocabulary 
(Morton,, 1970). Each logogen has an information threshold and once this 
thresholdd is exceeded the particular word response is available. A logogen can 
accumulatee information from two sources: from the perceptual properties of a 
stimuluss (i.e., auditory or visual), and from the context in which the stimulus 
occurs.. Previous exposure to a word lowers the logogen identification threshold, 
thuss accounting for the phenomena of repetition priming and word frequency. 

Overr the years, the logogen model has been criticized on various accounts 
(forr instance see Besner & Smith, 1992; Ratcliff & McKoon, 1997). Here, we wil l 
focuss on an issue that proved to be particularly difficult for the logogen model to 
handle:: the lack of repetition priming observed when a prime is presented in a 
differentt modality, or more generally in a different context than the target. This 
findingg seems to suggest that repetition priming is context-dependent. However, 
thee logogens are not context-dependent. This problem was the primary reason 
forr Morton to consider the original version of the logogen model 'incorrect' 
(Morton,, 1982, p. 95). To give a more specific example, if the study task entailed 
namingg of pictures such as the picture of a butterfly, subsequent tachistoscopic 
recognitionn of the word BUTTERFLY did not improve relative to a control 
condition.. Prior study of the written word BUTTERFLY did however have a 
facilitatoryy effect (e.g., Morton, 1979). To accommodate this result, Morton (1979) 
subdividedd the logogen system in input logogens and output logogens. Input 
logogenss are supposedly solely concerned with visual word analvsis. Facilitation 
ass a result of prior study can onlv result from the prior activation of input 
logogens,, explaining why study of a written word does lead to facilitation and 
productionn of a word does not. A second subdivision of the logogen model was 
proposedd to account for modality specific priming. Morton (1979) postulated 
modalityy specific input logogens, that is, separate auditory and visual word 
representationss that can be primed by auditory word analysis and visual word 
analysis,, respectively. 

Althoughh the logogen model has been modified several times to handle 
context-dependentt effects of repetition priming, these modifications were not to 
everyone'ss liking. It has been noted that almost any change between the test 
contextt and study context reduces the priming effect (e.g., Tenpennv, 1995; but 
seee Bowers, 2000). McClelland & Rumelhart (1985) argued that the logogen 
modell  would require a proliferation of context-specific logogens to 
accommodatee this result. In sum, the most convincing case against the logogen 
modell  is the existence of context-dependent repetition priming. The logogen 
modell  posits the existence of abstract word representations that are more 

nn n 
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susceptiblee once they have tired, irrespective of the particular context. 
Thee interactive activation model (e.g., McClelland & Rumelhart, 1981) is verv 

similarr to the logogen model. The interactive activation model can be considered 
aa "hierarchical, nonlinear, logogen model with feedback between levels and 
inhibitorvv interactions among logogens at the same level." (McClelland & 
Rumelhart,, 1981, p. 388). As for the logogen model, the interactive activation 
modell  posits context-independent word representations that reach their 
identificationn threshold more easilv after prior exposure. The theoretical 
objectionn against context-independent representations outlined above therefore 
seemss to apply to the logogen model and the interactive activation model alike. 
Nonetheless,, whereas this objection carried much weight in the evaluation of the 
logogenn model, even leading Morton as far as to consider the model falsified, it 
seemedd to carry almost no weight for the evaluation of the interactive activation 
model.. Soon after its introduction, the interactive activation model became one 
off  the most popular and often-cited models o\ word recognition. VVhv is it that 
thee problem of context-dependent priming did affect the logogen model but 
hardlyy affected the interactive activation model?' One might argue that the 
interactivee activation model was originally developed to explain the word-
superiorityy effect (i.e., the phenomenon that letters in words are identified more 
accuratelyy than letters embedded in random letter strings). Although the 
interactivee activation model was later applied to word recognition in general, its 
primaryy focus was to account for a specific phenomenon that has littl e to do with 
thee problem of context-dependent priming. A second reason might be that the 
problemm of context-dependent priming struck researchers as very relevant at 
first,, but became less interesting as time went by. Further, the data on 
context-dependentt priming turned out to be less consistent than originally 
claimedd (e.g., Bowers, 2000). Finally, psychological fashion might be responsible 
forr the popularity of the interactive activation model. Apart from the 
psychologicall  mechanisms related to fashion mentioned at the start of this 
section,, the interactive activation model contains a number of features that many 
researcherss found attractive at the time (e.g., lateral inhibition between 
simultaneouslyy activated words, top-down flow of activation). The interactive 
activationn model is also capable of simulating performance for "real" words from 
anyy experiment using 4-letter English words. These advantages might have led 
manyy researchers to turn a blind eve to the problem of context-dependent 
priming. . 

Inn sum, psychological fashion can influence model selection. We have 
illustratedd this point by showing that whereas an 'old' model (i.e., the logogen 

LLJA1C'C'"<V/// (personal communication, 2000) argues that this comparison between the 
logogenlogogen model and the interactive activation mode! is not justitied since the interactive 
activationactivation approach is applied separateli/ to visual word recognition and auditory word 
recognitionrecognition (i.e., the TRACl. mode! of speech recognition, McClelland & Liman, 19Sö). 
Hence,Hence, the interactive activation approach might he taken to assume modality-dependent 
representations.representations. However, this irould make the interactive activation approach very 
similarsimilar to the modified logogen mode! which also incorporates modality-dependent 
representations.representations. As outlined above, the more general finding of context-dependent 
pruningpruning can lead to a proliferation of context-specific representations, both in the logogen 
modelmodel and in the interactive activation model. 
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model)) was considered to be falsified by the existence of context-dependent 
priming,, a verv similar but new model (i.e., the interactive activation model) 
nonethelesss rose to great popularity. Obviously then, different criteria exist for 
differentt models. 

Whatt is the Reason for Making Complex Models? 
Thuss far, we have mentioned numerous positive features of simple models. 

Simplee models make straightforward predictions that can easily be falsified. 
Simplee models generalize more easily to new situations than complex models. 
Simplee models minimize the probability of capturing irrelevant processes (i.e., 
noise).. Nonetheless, a trend exists toward ever more complex models of human 
cognition.. Why? 

Onee reason for making complex models is because of the diversity ot the 
to-be-modeledd data. An important criterion for current models of visual word 
recognitionn is that they be applicable to a wide range of experimental tasks (e.g., 
naming,, lexical decision, and perceptual identification). The following statement 
byy Jacobs & Grainger (1994) illustrates this point: 

"(...)"(...) for a future unified theory of basic processes in reading. Ideally, this theory should 
bebe able to explain results from different data domains (e.g., behavioral and brain imaging 
studiesstudies using a range of different tasks), different language domains (e.g., shallow and 
deepdeep orthographies, or alphabetic and syllabic writing systems), and different subject 
domainsdomains (e.g., children, adults, and pathological cases)." (p. 1311) 

Ann optimist could add to this statement that a unified account of basic 
processess in reading should also be able to simulate language acquisition, that is, 
learningg (e.g., Monsell, 1991). Further, the representation of words in memory is 
ann indispensable aspect of theories of reading. Hence, one might argue that 
elementaryy findings in memory tasks (e.g., the frequency effect in recall and 
recognition)) should also be accommodated by a unified theory of reading. 
Needlesss to sav, such a unified and "ideal" theory can easily become very 
complex.. A model that generalizes to multiple tasks wil l need task-specific 
featuress and assumptions." One might also wonder whether it wil l be possible to 
constructt such a unified model before the scientific community has reached 
consensuss on the nature of many elementary findings such as the effects of word 
frequencyy and repetition priming. 

AA second reason for the current trend towards complex models is that many 
modelss try to explain phenomena at a higher level of description than at which 
thesee models were designed. For instance, a neural network model for lexical 
decisionn is likely to be more complex than a logogen-based model. The basic 
elementt of the neural network model (i.e., a 'node') is conceptually less directly 
relatedd to the task of lexical decision than the basic element of the logogen model 
(i.e.,, a 'logogen' or word-representation) is. Likewise feature-based models such 

ULJA/// additional drawback of such unified models is that it is often difficult to lease apart 
thethe relative contributions of the model's architecture and the model's task-specific 
assumptions. assumptions. 



ass REM (e.g., Shiffrin & Steyvers, 1997) would be more complex than 
propositionall  models such as ACT-R (e.g., Anderson & Lebiere, 1998) in the event 
thatt both were applied to complex problem solving tasks such as controlling 
air-traffic.. Another example concerns the diffusion model (e.g., Joordens, Piercey, 
&&  Mohammad, 2000; Ratcliff, 1978). Ratcliff, McKoon, and coworkers have 
appliedd the diffusion model to various tasks, fitting not only mean response 
timess and error percentages, but also entire response time distributions, and the 
relationn between the speed of correct responses and incorrect responses (e.g., 
Ratclifff  & Rouder, 1998). The diffusion model has considerable descriptive power 
andd is generally considered to be the most successful model of choice reaction 
timee (e.g., Van Zandt, Colonius, & Proctor, 2000). One of the important aspects of 
thee diffusion model is the so-called drift-rate. In the diffusion model, stimuli that 
aree 'easy' to classify have a high drift-rate, and stimuli that are 'difficult ' to 
classifyy have a low drift-rate. However, the diffusion model is more or less mute 
onn what processes drive the drift-rate, or, in other words, what exactly makes 
stimulii  'easy' or 'difficult ' to classify. This point was specifically addressed by 
Joordenss et al. (2000) by letting the state of a neural network model drive the 
randomm walk. The Joordens model is obviously more complex than the diffusion 
modell  sec, but the Joordens model does give a more extended and complete 
accountt of how the decision process comes about. In general, low-level models 
forr high-level cognition are scientifically attractive because they aim to explain 
performancee for the whole from the functioning of the parts. One can argue that 
inn some of these cases, model complexity trades off against explanatory quality. 

Thee third reason for creating complex models is that for many modelers, 
'falsifiability'' is probably not high on the list of desirable features for a model to 
have.. One would think that a transparent model that makes clear predictions 
shouldd have greater appeal to the scientific community than a complex model. 
Thiss should especially hold for the skeptical majority of psychologists who 
believee a computational model can fit any pattern of data, given that modelers 
aree free to add new parameters or adjust old ones at will . However, I believe that 
thee public appeal of simple models might be overestimated. Complex models are 
nott easily falsified, and although simple models might be appealing, falsified 
modelss are certainly not. Moreover, many empirical papers try to stress the 
theoreticall  importance of their findings by relating these to a computational 
modell  such as the interactive activation model. Without running simulations, 
somee complex models can be held to predict almost any plausible result. As 
mentionedd above, this is a particularly pressing concern for models with 
opposingg effects. 

Finallv,, a pragmatic reason for the recent trend toward complex models is that 
complexx modeling is preferably done on relatively powerful computers. A 
couplee of decades ago, many complex models were too costly to work with in 
termss of the time required to calculate predictions and estimate parameters. 

EQ Q 
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