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Preface

What I see way off there is too nebulous to describe,
but it looks big and glittering.
That’s what I love about this business,
the certainty that there is always
something bigger and more exciting
just around the bend;
and the uncertainty of everything else.
Walt Disney in 1940, on the future of animation,
cited from ”The Disney that never was” by Charles Solomon
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of science. Moreover, being in a position where I could combine this research
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do something else. So instead of having the research condensed into a four-year
period of full-time research, it was possible to spread it over a six years’ period.
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Semantics; Making semantics explicit: supporting terminology needs of CPR
users” in the program “Information & Communication Technology in Health-
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(to be continued)

Ronald Cornet
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The domain of health care is not only data intensive but is also knowledge-
intensive. Consequently, ways have been sought to capture various types of
knowledge with the use of computerized systems. Definitions of terms form
one important type of knowledge that facilitates the exchange of information
amongst computerized systems and between people and computerized systems.

When people exchange information, they use natural language terms that
have meaning to them. The meaning of these terms makes it possible for humans
to perform reasoning. For example, someone who knows the meaning of the term
“viral hepatitis” – i.e., an inflammatory disease of the liver, caused by a virus –
can infer that viral hepatitis is a liver disease, a viral disease, an inflammatory
disease, and so on. This knowledge can also be used to decide whether or not
an individual patient is suffering from viral hepatitis. In order to facilitate
computer-based support for this kind of reasoning, the meaning of terms needs
to be represented.

Terminological systems are systems that contain terms pertaining to a cer-
tain domain. Some of these systems also represent the meaning of these terms,
by providing either free-text or formal definitions. Whereas a free-text definition
is useful for people to understand the meaning of a term, formal representation
of definitions facilitate automated support based on these definitions.

In health care many terminological systems have been developed, such as the
International Classification of Diseases (ICD) [1] and the Systematized Nomen-
clature of Medicine (SNOMED) CT [2]. These systems are used for a variety
of purposes, such as recording clinical information of patients and supporting
epidemiological research. It is crucial that the quality of the knowledge repre-
sented in these terminological systems is high in order to be trusted for their
intended purpose. The problem is that auditing, i.e., judging the quality of,
terminological systems is hard because of their size and complexity

The aim of this thesis is to assess and improve the quality of medical ter-
minological systems. To this end we seek answers to these global questions
of:

• how to characterize medical terminological systems,

• how to exploit the benefits of formal representation for auditing, and

• what are the merits of the characterization and auditing methods.

Our approach towards answering these questions involves two steps. The
first step is to devise a method to compare terminological systems, based on
the properties that characterize them. Such a method is needed as the range of
terminological systems is broad, and their characteristics are often unclear or
poorly defined. The most important characteristics pertain to their content [3].
The next step focuses on auditing the content of terminological systems (i.e.,
the concepts representing terms within the system, as well as any definitions
thereof). Three types of audit are distinguished: content coverage analysis, de-
tection and explanation of inconsistent definitions, and detection of duplicate
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and equivalent definitions. Detection and explanation of inconsistent or dupli-
cate definitions rely on the formal representation of description logics and the
reasoning facilities they offer.

This thesis contributes to a better understanding of medical terminological
systems and the role that description logics can play in auditing their content.
It additionally introduces and describes new methods to audit terminological
systems.

In the remainder of this chapter we present short introductions to the main
topics of interest of this thesis. In Section 1.1 terminological systems are put
in context. Their use in health care is addressed in Section 1.2. Section 1.3
provides an introduction to logic-based representation and reasoning. Auditing
is covered in Section 1.4. Finally, a roadmap for this thesis is presented in
Section 1.5.

1.1 Ontologies and Terminological Systems

There is nothing new in attempting to categorize the world around us. Plato
(427 BC – ca. 347 BC) and Aristotle (384 BC – 322 BC) are among the first
known to study logical and ontological structures. Logical structures provide
a means for expressing propositions, e.g., “All Greeks are men”, “All men are
mortal”, and provide a basis for reasoning, e.g., to draw the conclusion that
“All Greeks are mortal”. “Ontology” originally refers to the study of being or
existence as well as the basic categories thereof. This “study of being” endeav-
ors to find out what entities and what types of entities exist. For example,
in “Categoriae” Aristotle introduces 10-fold classification of that which exists.
These categories consist of: substance, quantity, quality, relation, place, time,
situation, condition, action, and passion. Further categorization can be done
according to the principle of “definitio per genus proximum et differentia speci-
fica” (definition by the nearest higher class and differentiating properties). An
example of such a categorization from the philosopher Porphyry (ca. 232 AD
— ca. 304) is shown in Figure 1.1.

The recent pervasion of computers and their interconnection through inter-
net provide impetus for giving a new direction to this area of research; many
efforts are undertaken to build systems that represent knowledge in a wide vari-
ety of areas and making them widely accessible. Tributary to ancient philosophy,
such knowledge bases are commonly called “ontologies”. In [4], an ontology is
defined as “an explicit specification of a conceptualization” and, more verbosely,
as “a specification of a representational vocabulary for a shared domain of dis-
course, i.e., definitions of classes, relations, functions, and other objects.” In
these definitions, a conceptualization is the set of concepts that are used to
represent the part of reality or knowledge that is of interest to a community of
users. Specification refers to the language and vocabulary terms that are used
to specify the conceptualization [5].

Debates are ongoing on the kinds of knowledge-based systems that can be
regarded an ontology, i.e., whether requirements might be posed for example
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Supreme genus: substance

Differentiae: material immaterial

Subordinate genera: body spirit

Differentiae: animate inanimate

Subordinate genera: living mineral

Differentiae: sensitive insensitive

Proximate genera: animal plant

Differentiae: rational irrational

Species: human beast

Individuals: Socrates Plato Aristotle etc.

Fig. 1.1: Tree of Porphyry.

on representation or coverage of a domain. In order to avoid this discussion
we will henceforth adopt the naming of [6], “terminological system”, which is
defined as a “concept system with designations for each concept”. A concept
is a unit of thought, for example “horse”, “animal”, or “pleasure”. Concept
designations can be natural language descriptions as well as codes. For example,
a terminological system can represent a concept and describe it in English as
“kidney”, in Dutch as “nier” and in Latin as “ren”. Additionally, codes, e.g.,
64033007 or T-71000, can be used to designate concepts.

The relation between objects in the real world (also known as “referents”),
concepts (also called “thoughts” or “references”) and terms to designate them
(known as “symbols”) can be depicted in the so-called semiotic triangle [7], as
shown in Figure 1.2.

1.2 Terminological Systems in Health Care

Categorization of recorded patient information has been promoted already by
Hippocrates (460 BC – 377 BC), who has been so influential that he is con-
sidered the founding father of medicine. Hippocrates stated that the medical
record should describe the course as well as possible causes of disease. This
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Thought or Reference

ReferentSymbol

“Cube”

Fig. 1.2: The semiotic triangle, depicting the relationships between objects (“refer-
ents”), terms (“symbols”), and concepts (“thoughts” or “references”).

information can be used for a variety of purposes. First, it provides a means to
facilitate recollecting a patient status at a later time, and to create a medical
history of a patient. Next, this information can also be used for epidemiological
purposes, i.e., to give insight in the incidence and prevalence of diseases in a
large population.

For centuries, terminological systems have played an important role in record-
ing and categorizing patient information. One of the earliest examples are the
Bills of Mortality, that were compiled in London in the seventeenth century.
These bills provided a weekly categorial overview of “diseases and casualties”.
It was recognized that composing such overviews required a way of classifying
patient cases. This led to the development of the first version of the Interna-
tional List of Causes of Death (ICD), which was published in 1893.

Over time, many terminological systems were developed, for wide ranges of
domains and purposes. This is clearly demonstrated by the Unified Medical
Language System (UMLS) Metathesaurus, which interrelates the concepts from
over one hundred terminological systems in health care1. Nowadays, the sys-
tems included cover among others anatomy, diseases, genes, and procedures, for
domains such as nursing, dentistry, and primary care. This amounts to more
than 1 million concepts, designated by 5 million natural language descriptions
in English and other languages.

Availability of such a large number of terminological systems not only brings
freedom for selecting the most appropriate system for a given (clinical) setting,
but also poses a problem: how to assess suitability and quality of terminological
systems for use in (clinical) practice? This thesis addresses this problem by
describing and investigating a number of auditing methods and their application.

In order to be able to perform auditing, it is essential to know how termi-
nological systems can be characterized. For such a characterization, insight in

1 http://www.nlm.nih.gov/research/umls/license_appendix.html
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the properties of terminological systems is needed. Research on characterization
of terminological systems has been performed during the last decade [3, 8–10].
In Chapter 2 we build on this body of work by developing a framework that
provides a means for capturing characteristics of terminological systems in a
structured and standardized way.

The importance of the content of terminological systems is evident; clini-
cians must be able to adequately record information using these systems, and
the recorded information may be used for a variety of purposes. This usage
requires the content of the systems to be both complete and correct, in terms of
the represented concepts, as well as the natural language representations that
designate these concepts. The question is however, how the contents can be
audited. In this thesis, we distinguish user-oriented auditing from knowledge
modeler-oriented auditing. In Chapter 3, methods for both types of audit are
described, and put into perspective. The presented measurements for content
coverage provide a way to reproducibly determine the extent to which a termi-
nological system covers the intended domain. In addition, this chapter bridges
user-oriented auditing and knowledge-modeler-oriented auditing. Two methods
for auditing the correctness of contents of terminological systems are presented.
One method relies on domain experts judging the correctness of the contents,
the other method involves an automated approach.

Development of an automated approach to supporting the auditing process
of terminological systems is driven by the increasing size and complexity of these
systems. Contemporary systems such as SNOMED-CT [2] typically contain tens
of thousands to hundreds of thousands of concepts. As such systems are far too
large to be comprehended by individuals, we resort to logic-based support that
is provided by dedicated applications.

1.3 Description Logics

Terminological systems have not only increased in number and size over time,
but also in complexity. Earlier systems generally presented concepts in a hier-
archical ordering, possibly providing free-text definitions. The primary medium
for distributing the systems was paper. So-called second and third-generation
systems [11] provide multiple hierarchies and (formal) definitions of concepts.
These systems are no longer distributed on paper, but via internet or on digital
media such as CD-ROM or DVD.

If concepts are formally defined, the definitions can be represented using for
example frames [12] or description logic [13]. Frame-based representation sup-
ports an intuitive way of knowledge modeling in which a concept is represented
as a frame where its (characteristic) attributes are represented as slots of that
frame. However, the semantics of frame-based expressions generally leave room
for interpretation, which hinders automated reasoning. For example, a frame-
based statement “telephone has color black” can be interpreted among others
as: “all telephones are fully black”, “all telephones are at least partially black”,
or “telephones are usually black”. Logic-based representation of knowledge has
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a number of prominent advantages over frame-based representation. First, the
semantics of logic-based expressions are unambiguous. Second, as a result of
this unambiguity, reasoning can be performed automatically, most notably sat-
isfiability and subsumption testing. Satisfiability testing refers to the inference
of logical consistency of definitions. Subsumption testing refers to determining
whether one concept is a specialization of another concept, in the same vein of
the earlier example, where it was inferred that all Greeks are mortal. In order to
keep this kind of automated reasoning computationally tractable, restrictions
have to be posed on the logic-based representation, resulting in a relatively
limited expressiveness as opposed to free text. Another drawback is the inflexi-
bility of logic-based representation in comparison to frames which allow for ad
hoc special-purpose extensions and exceptions.

As logic-based representation supports inference based on formal definitions,
it is essential that the definitions are correct and complete. If a terminological
system contains definitions that are incorrect, this might also lead to incorrect
or missed inferences. The question arises as to whether and how formal rep-
resentation and reasoning can adequately contribute to auditing terminological
systems.

In order to answer this question, we propose a method in Chapter 4, which
is based on migration of a frame-based representation to a description-logic-
based representation. Whereas the semantics of frames leave room for interpre-
tation, description logic statements have explicit semantics. This implies that,
in order to be able to migrate from frames to description logic, the semantics
need to be interpreted. The proposed method is based on an interpretation that
facilitates the detection of conflicting definitions by means of adding so-called
closure axioms. These closure axioms state for example that Male and Female
are disjoint concepts, i.e., no individual can be an instance of both concepts.

Without closure axioms, many incorrect definitions can not be detected. Us-
ing closure axioms reveals definitions that are incorrect, either due to incorrect
interpretation in the migration process, or due to a truly incorrect frame-based
representation.

Description logic reasoners such as FaCT++2 or RACER3 can detect defini-
tions that are logically inconsistent, by finding so-called unsatisfiable concepts
(i.e., no individual can exist that is an instance of such a concept). These rea-
soners, however, do not provide an explanation for unsatisfiability of a concept,
hence it is left to the modeler to find the conflicting definitions, and determine
the conflict within the definitions. This can be very hard, especially in large
and complex terminological systems.

Chapter 5 addresses the problem of debugging terminological systems, i.e.,
the process of pinpointing the culprits in definitions and explaining causes for
unsatisfiable concepts. A method to support this process is introduced and the
results of implementation and application of this method are presented.

As mentioned above, satisfiability testing and inference of subsumption com-

2 http://owl.man.ac.uk/factplusplus/
3 http://www.racer-systems.com
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prise common reasoning tasks. In order to infer subsumption, the reasoning
process relies on concepts that are defined with necessary and sufficient condi-
tions. For example, the concept Mother can be defined with the necessary
and sufficient conditions Female and Parent. According to this definition,
every concept that is defined as Female and Parent (possibly with additional
conditions), can be inferred to be a specialized concept (called a subsumee) of
Mother, or equivalent to Mother.

In medicine many concepts (such as “person” and “disease”) can not be
completely defined with a set of necessary and sufficient conditions [14]. As
a result, an assessment is required to determine whether or not concepts with
necessary conditions can be further specified by adding conditions, aiming at
definitions which are as complete as possible. It was shown that terminological
systems suffer from large numbers of concepts for which no condition is specified
at all, i.e., the genus is specified (according to the Aristotelean principle) but
not the difference [15]. For example, in SNOMED CT, “Leporipoxvirus” is
defined as the genus of “Squirrel fibroma virus”, but no specification of the
difference(s) is given. Chapter 6 presents a method to detect concepts with
equivalent definitions, as these represent potentially underspecified concepts, or,
worse, different definitions of the same concept.

1.4 Auditing

Auditing means “to look over closely (as for judging quality or condition)” 4.
Auditing can be performed for example on organizations, processes, or software,
and the aspects to be audited can vary largely. The importance of auditing is
twofold; to provide trust and to indicate any possibilities for further improve-
ment. With the increase in number and size of terminological systems, also
the attention to auditing these systems increased, as is apparent from various
publications, e.g., [16–18]. These publications show that auditing medical termi-
nological systems can be performed in many ways, focusing on various aspects,
such as ambiguity, redundancy, or misclassification of concepts represented in
these systems.

1.5 Roadmap

The methods described in this thesis are supplementary to existing methods.
This thesis first describes a framework of methods for determining characteris-
tics of terminological systems, both independent as well as dependent of their
application. The framework contributes to understanding, applicability, mutual
comparison and development of terminological systems. Thereafter, this the-
sis focuses on methods for auditing the knowledge that is formally represented
in terminological systems. These methods are intended to maximize the use
of automated reasoning and lower the interpretational burden for knowledge
modelers.

4 Merriam-Webster Online Thesaurus (http://www.m-w.com)

http://www.m-w.com)�
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In summary, the chapters of this thesis along with the specific research ques-
tions that they address are:

Chapter 2 : How to characterize terminological systems in a structured, repro-
ducible and comparable manner?

Chapter 3 : How to assess the extent to which terminological systems cover a
specific domain?

Chapter 4 : How can logic-based representation be exploited to detect incorrect
definitions?

Chapter 5 : How can advanced reasoning support tracing and explanation of
incorrect definitions?

Chapter 6 : How can logic-based representation be exploited to detect duplicate
definitions and underspecified concepts?
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Abstract

Objectives The notion of a terminological system (TS) is complex, due to the
broad range of systems, applications, and clinical domains. A uniform approach
to describe the characteristics of TSs is lacking. This impedes furthering under-
standing, applicability, mutual comparison and development of TSs. For these
reasons we propose a terminological systems characterization framework.

Methods Relevant issues pertaining to TSs and terminology servers have
been extracted from literature describing requirements and functionality of TSs.
From these issues, features have been distilled and further refined. A categoriza-
tion has been developed to provide a convenient arrangement of these features.

Results The framework distinguishes between application-dependent and
application-independent features of TSs. Definitions are provided for measures
of content coverage, which was identified as the only application-dependent fea-
ture. Application-independent features are categorized along two axes: their
respective type of TS and the particular element within that system, i.e. the
formalism, the content, or the functionality. For each feature we provide an
explicit question, the answer to which yields a feature value. The framework
has been applied to SNOMED CT and the CLUE browser.

Conclusions We present and apply a framework to support a feature-based
characterization of terminological systems. Standardized methods for content
coverage studies reduce the effort of assessing the applicability of a TS for a
specific clinical setting. A two-axial categorization provides a convenient ar-
rangement of the large number of application-independent features. Applica-
tion of the framework increases comparability of terminological systems. This
framework may also help TS developers to determine how their system can be
improved.

2.1 Introduction

Changes in health care organization and technological development have re-
sulted in different health care information systems. This has lead to an evo-
lution of medical terminological systems aimed at satisfying the demands for
re-use and faithful transmission of data and computer-based management of
semantics. In accordance to [1] we define a terminological system as “a model
of concepts and relationships together with the terms pertaining to them”.

Rossi Mori et al. [2] describe the evolution of terminological systems in terms
of three generations. First-generation systems, e.g. the ICD-family [3] and the
Medical Subject Headings (MeSH) [4], are characterized by a fixed organization
(typically hierarchical) and a simple representation such as a systematic list
that is alphabetically indexed. Second-generation systems, such as the medical
dictionary for regulatory activities MedDRA [5], LOINC [6] and SNOMED In-
ternational [7], have a dynamic organization (i.e. provide multiple hierarchies)
and are compositional, combining the simple list representation of concepts
with a knowledge base to define and extend these concepts. Third-generation
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Tab. 2.1: Overview of types of terminological systems, as defined in [1]. Each termi-
nological system is a terminology and possibly one or more of the following:
thesaurus, classification, vocabulary, nomenclature, and/or coding system.

Type of system Distinctive characteristic

Terminology List of terms referring to concepts in a defined particular do-
main

Thesaurus Terms are ordered e.g. alphabetically

Concepts are described by more than one (synonymous) term

Vocabulary Concepts have definitions, either formally or in free text

Nomenclature A set of rules for composing new complex concepts or the ter-
minological system resulting from this set of composition rules

Classification Concepts are arranged using generic (is a) relationships

Coding System Codes designate concepts

systems, e.g. SNOMED CT [8], GALEN [9], Gene Ontology (GO) [10] and
the Foundational Model of Anatomy (FMA) [11], are based on formal models
providing symbols denoting concepts and a set of formal rules to manipulate
them. Throughout these generations, terminological systems have developed
from single-purpose, inextensible systems to extensible multi-purpose systems.
The range of domains that terminological systems cover is broad, as is indicated
by the examples above. It covers among others patient data, anatomy, drugs,
genomics, and medical literature. The increase of terminological systems both
in number and size is demonstrated by the growth of the UMLS Metathesaurus
which integrates a large number of terminological systems [12]. The 2004AC
Metathesaurus contains information about over 1 million biomedical concepts
and 4.3 million concept names (i.e. terms) from more than 100 terminological
systems.

Due to the multiplicity and dynamics of terminological systems, a need for
understanding their characteristics has emerged. Based on a review of litera-
ture and relevant standards, a typology of these systems is defined [1], which is
summarized in Table 2.1. Each terminological system is a terminology, i.e. a
list of terms denoting concepts in a domain, with possibly additional character-
istics, e.g. it is also a vocabulary when the system includes definitions of the
concepts of the terminology. Based on this typology, (recent versions of) the
International Classification of Diseases (ICD) can be typified as not only a clas-
sification, but also a thesaurus, terminology and a coding system. As another
example, SNOMED CT (Systematized Nomenclature of Medicine) is not only a
nomenclature, but can also be typified as all of the system types mentioned in
Table 2.1.

This typology provides a first means for categorizing terminological systems.
Other approaches have been advocated that distinguish terminological systems
for example by their prototypical use. In [13], systems for recording detailed pa-
tient data are referred to as nomenclatures, whereas systems used for statistical
purposes are referred to as (statistical) classifications.
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Requirement
(formal definitions)

Characteristic
(formal definitions)

Constraint
(present)

Feature
(definitions)

Feature Value
(formal, free text)

A B

A is constitutive part of B

Fig. 2.1: Schematic presentation of the notions used in the literature for various issues
of terminological systems. Examples are given in italic typeface.

The fields of application of medical terminological systems have expanded
over the years. One of the first terminological systems, the ICD, was developed
in order that “the medical terms reported by physicians, medical examiners,
and coroners on death certificates can be grouped together for statistical pur-
poses”. Contemporary terminological systems enable a much broader use; the
NHS Information Authority sketches a spectrum of applications for termino-
logical systems: Documentation in the EPR/EHR; Decision support; Clinical
audit; Reporting; Summaries; Administrative and management information;
Epidemiology; Billing; and Resource management.

Given this broad range of possible applications and the large number of
highly different terminological systems, it is hard to compare TSs and to de-
termine which terminological system(s) can fulfil specific needs. There is no
generic solution satisfying all needs, and the usefulness of a specific termino-
logical system may differ from one situation to another. The aim of this paper
is to provide a framework to describe features of TSs. This framework can
support comparison between terminological systems, assessing the fulfilment of
requirements and development of a terminological system. In order to explicitly
distinguish the various notions used throughout this paper, Figure 2.1 gives a
schematic presentation of the notions used in this paper. Figure 2.2 provides
a simplified representation of the process of determining the applicability of a
terminological system to meet application-specific requirements. A requirement
consists of a characteristic and its constraint(s). Characteristics of a TS can
be made explicit by features and their values. In the framework presented in
this paper, features (also called attributes, e.g. “number of concepts”, “underly-
ing formalism”) are explicitly distinguished from feature values (a.k.a. attribute
values, e.g. “1038 concepts”, “frames representation”). To determine the degree
to which a requirement is satisfied, the feature values of terminological systems
are matched with application-specific requirements. This requires the existence
of a well-defined and well-described set of features and feature values of termi-
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Fig. 2.2: Schematic representation of using features of terminological systems for de-
termining the satisfaction of requirements for a specific application.

nological systems. However, such a description of features and their values does
not currently exist, which hampers the assessment of the applicability of a TS
and the comparability of terminological systems. As shown in Figure 2.2 our
approach for extracting these features and their values consists of two steps. In
the first step, requirements relevant to terminological systems are identified. In
the second step possible features are derived and questions are formulated to
obtain feature values of a TS. This enables the characterization of terminological
systems in a structured way, thus providing insight into the similarities of and
differences between various terminological systems. Thereby it increases the
comparability of terminological systems and the support for assessment of their
applicability. As the total number of features may become very large, the focus
in this paper will be on the intrinsic features of terminological systems. Hence
licensing issues or organizational topics such as maintenance or versioning will
not be discussed.

It has often been pointed out (e.g. in [14, 15]) that desired characteristics
of and criteria for terminological systems may vary with their intended us-
age. In [16], this application-dependence is mentioned as the first barrier to
evaluation of terminological systems. Contrary to desired requirements (e.g.
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“concepts must be designated by Dutch terms”), values of features of termino-
logical systems are almost exclusively application-independent (e.g. “concepts
are designated by terms in English and French”).

The only application-dependent feature identified is “content coverage”, a
quintessential feature of terminological systems. Our framework explicitly dis-
tinguishes between (application-dependent) content coverage and application-
independent features, as shown in Figure 2.2.

This paper is organized as follows. In Section 2.2 an overview of related
research, and the background for the framework is presented. Section 2.3 pro-
vides the process of developing the framework for characterizing terminological
systems. Section 2.4 concerns the application-dependent feature “content cov-
erage” and summarizes methods to evaluate the content of a terminological
system. Furthermore, Section 2.4 presents a categorization of features formu-
lated as explicit questions for the application-independent description of termi-
nological systems. Section 2.5 presents the application of the framework to the
SNOMED CT terminological system, which is receiving increasing attention.
Section 2.6 discusses the merits and limitations of this framework by looking at
various applications of the framework. This section also relates the proposed
framework to the literature and addresses issues that require further research.
Section 2.7 concludes this paper.

2.2 Background

Although first-generation terminological systems were developed in a paper-
based era, this does not mean that these systems are useless in today’s com-
puterized environment. Each of the three generations of terminological systems
does have its advantages and disadvantages in terms of use, maintenance and
costs. Therefore it is important to understand the features that character-
ize these systems and evaluate them with regard to the requirements of their
potential users. Fortunately the topics of standardization and understanding
of terminological systems are getting increasing attention. This has resulted
in various publications that address description and evaluation of terminolog-
ical systems and terminology servers [14–18]. We define terminology servers
as “software modules that provide functionality for navigation, manipulation
and/or modification of a terminological system by means of a (standardized)
application-programming interface”. These modules are often closely tied to a
specific terminological system and therefore we include their functionality in our
framework.

A number of publications have paid attention to describing requirements
for terminological systems. Among these publications is [14], specifying twelve
desiderata that were distilled (mainly) from literature from the 1990s. The
desiderata (such as “concept orientation”, “polyhierarchy” and “formal defi-
nitions”) are proposed as a checklist to address the requirements of intended
users of second and third-generation terminological systems. The desiderata
state the characteristics a terminological system should possess, but do not pay
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attention to methods for measuring these characteristics, their significance or
interdependence.

The “Standards Specification for Quality Indicators for Controlled Health
Vocabularies” [15] is a further step towards structured specification of termino-
logical systems. Largely based on [14], it distinguishes “general information and
characteristics” and “characteristics describing the structure” of the terminol-
ogy model. Furthermore, it describes characteristics influencing maintenance,
and characteristics and measures for the evaluation of terminological systems.

In the USA in 2003, the National Committee on Vital and Health Statistics
Subcommittee on Standards and Security has made an inventory of about 40
terminological systems to arrive at national terminology standards for Patient
Medical Record Information [17]. This inventory was based on a questionnaire
that contained between 40 and 100 (depending on the level of detail considered)
questions regarding a large number of characteristics of terminological systems
(and their developers). This questionnaire intends to use independent, contin-
uous measures of well-defined characteristics without paying attention to their
significance and interdependence. As such, it is the first effort known to the
authors to describe a large number of terminological systems in a structured
manner.

The Object Management Group (OMG) has taken a functionality-oriented
approach in the Lexicon Query Service Specification (LQS) [18], which defines
“methods for accessing the content of medical terminology systems”. Rather
than defining characteristics of terminological systems, it provides a reference of
functions that terminology servers should offer. As many functions depend on
characteristics of the underlying terminological system, the functionality also
provides insight in requirements on a terminological system.

Other recent research focuses on the ontological correctness of the contents
of terminological systems [19, 20]. These papers provide an analysis of the inter-
actions between ontological and epistemological components of terminological
systems, and on the distinction between classes and concepts. Analyses in [20]
aim at determining among others: terms containing classification criteria, and
terms reflecting detectability, modality, uncertainty, and vagueness. In [19] a
discussion is provided on the use of classes and concepts in terminological sys-
tems, where classes do indicate naturally delimited sets (e.g. fracture, breast
cancer), as opposed to concepts, that provide artificially constructed sets (e.g.
fracture without intracranial injury). Both papers demonstrate the need for
in-depth study of the contents of terminological systems and the need for devel-
oping methods to guard their ontological correctness.

Recently, a framework comparable to the one we present in this paper, has
been developed [21, 22]. The distinction between the frameworks is that the
work of Supekar focuses on formal ontologies in the context of the semantic
web, whereas we aim at providing a more generic description, not only of sys-
tems based on formal representation (i.e. ontologies), but also on traditional
terminological systems. Moreover, our framework is restricted to terminological
systems in the domain of health care.

This overview shows that various efforts have been made towards descrip-
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tion or (means for) evaluation of terminological systems. This paper builds
on these efforts, by proposing a general framework that explicitly distinguishes
features and feature values, categorizes these features, and suggests methods to
determine the feature values in an objective and reproducible manner.

2.3 Process of Formulation of the Framework

Another approach to assess the coverage of concepts and terms is through ‘con-
cept matching’ and ‘term matching’ [23–30]. These two measures may give
different results in the situation where synonymy is supported but some synony-
mous terms are not included in a terminological system. For ‘concept matching’
and ‘term matching’, a representative subset of concepts respectively terms is
extracted from documentation in the domain of intended application. For ex-
ample if a terminological system is evaluated with regard to its use by nurses for
documentation of nursing information, then the subset of concepts could be well
extracted from existing nursing documentation in medical records [23, 25]. This
subset of concepts or terms is then matched with the content of the terminolog-
ical system. In both term coverage and concept coverage we can distinguish be-
tween the “token” coverage, where concepts or terms are counted in accordance
to their frequency of use, and the “type” coverage, in which concepts and terms
contribute equally, irrespective of their frequency of use. This distinction has
been made for example in [27, 30]. For nomenclatures, one can determine post-
coordinated concept coverage, which takes into account both pre-coordinated
(concepts as such present in the TS) and post-coordinated concepts (composi-
tions of pre-coordinated concepts). The definitions for the various measures for
content coverage are provided in Table 2.3.

The framework presented in this paper consists of features that we have
extracted from the literature and then categorized, in order to show the inter-
dependence and significance of the features. Furthermore, features have been
refined when appropriate, and methods to determine feature values are provided
where applicable.

2.3.1 Collection of features

The work mentioned in Section 2.2 [14, 15, 17, 18] forms our starting point for the
literature that was consulted. This is due to the generic approach of these papers
and because of their focus on requirements for terminological systems. From
these papers, issues relevant for characterizing terminological systems were ex-
tracted. These issues are either desiderata (required characteristics), or generic
characteristics (ways of describing terminological systems). Based on the issues
found, we have derived relevant features.

The value of the feature “content coverage” (the extent to which the con-
cepts and terms used in the terminological system cover the domain) is highly
application-dependent. The content coverage depends on the intended appli-
cation and domain of use; hence this cannot be determined independently of
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the application of a terminological system. In order to make outcomes of con-
tent coverage studies comparable, agreed-upon methods for assessing content
coverage are useful. Such methods are described in Section 2.4.1.

In contrast to “content coverage”, all other characteristics of terminological
systems can be assessed independently of an application. For example, whether
a system provides “synonyms” is independent of the user of the system, e.g.
physicians or researchers in internal medicine, surgery or primary care. The
application-independent features are organized according to the categorization
presented in the next subsection.

2.3.2 Categorization of application-independent features

To provide further structure for the set of application-independent features, we
categorize these according to two axes: the elements of terminological systems
and servers, as described below, and the type of terminological system (termi-
nology, thesaurus, vocabulary, nomenclature, classification, coding system, as
depicted in Table 2.1).

Elements of terminological systems and servers The “elements of terminologi-
cal systems and servers” axis consists of “formalism”, “content (domain knowl-
edge)”, and “functionality” [31]. We take this issue of functionality of termi-
nology servers into account as many contemporary terminological systems are
packaged with some “default” services, and because the use of a terminologi-
cal system in a computerized environment is commonplace. Moreover, issues
mentioned in literature often involve both systems and servers.

Within a terminological system, one can distinguish the domain knowledge
and the formalism that is used to represent the domain knowledge. The formal-
ism (e.g. frame-based representation, entity-relationship modeling, or descrip-
tion logic) is fully separated from the represented domain knowledge. Others
further subdivide concepts and relations into, for example, “categorical struc-
ture” (a meta-model of concept classes and their relations) and “system of con-
cepts” (the set of concepts of the specific domain) [32], or “Top-level Ontology”,
and “Domain Ontology” [33]. As such a distinction is relevant for concepts and
relations, but not for other content, such as the terms or codes in a terminolog-
ical system, we do not further subdivide domain knowledge.

• Formalism-related features are those that relate to the formalisms underly-
ing the representation of terminological knowledge. For example, whether
the formalism of the system allows the expression of a poly-hierarchy, or
whether the formalism restricts the maximum granularity.

• Content (domain knowledge)-related features describe the actual content
of (a specific version/release of) a system. Examples thereof are the num-
ber of concepts, the average number of parent concepts (to measure use of
poly-hierarchical definitions), and the covered clinical domains. Note that
these characteristics present an overview of the content. Statements about
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e.g. the completeness of the terminological system’s content are part of
the application-dependent characterization of terminological systems.

• Function-related features describe a terminology server in terms of the
provided functionality, e.g. retrieval of descendant concepts, or translating
a term from one language to another. Ideally, a terminology server is
separated from a terminological system, so that a server can be used with
more than one system, and likewise, a system can be addressed by more
than one server.

The two axes described above result in a 3 by 6 grid in which application-
independent features are placed. This provides explicit and comprehensive
clusters. We will use this grid in Section 2.4.2.

Refinement of features The process of placing application-independent fea-
tures into the above-mentioned grid frequently required further refinement of
features, as placement of conceived features was non-trivial. We also defined and
categorized additional features, similar to the ones found in the literature but
not mentioned as such. To illustrate how we performed the process of feature
extraction, refinement and categorization, Table 2.2 shows how the desiderata
from [14] have been processed. Criteria from other literature mentioned have
been processed in the same way, but this is not represented in Table 2.2. The
two columns on the left describe the issues mentioned for each desideratum.
The two columns on the right present additional remarks to these issues, plus
the relevant categories of the features from the two axes. For example, in [14]
the desideratum “Recognize Redundancy” (as expressed in column 1) is defined
and the accompanying text (summarized in column 2) mentions “As vocabular-
ies evolve, gracefully or not, they will begin to include this kind of redundancy
[i.e. multiple ways to code a concept]. Rather than pretend it does not hap-
pen, we should embrace the diversity it represents while, at the same time,
provide a mechanism by which can recognize redundancy and perhaps render
it transparent.”. The third column provides a summary of the analyses of the
issues mentioned in the literature, which lead to the applicable categories of
the framework (i.e. formalism and functionality of both the vocabulary and
nomenclature).

The results of the process of feature extraction, refinement and categoriza-
tion have been used to define and position the features as shown in Table 2.4.

2.4 Description of the Framework

The process as described in Section 2.3 has resulted in a framework that con-
sists of two main parts: content coverage, which turned out to be the only
application-dependent feature identified, and a description and categorization of
application-independent features. First, methods to determine content coverage
are made explicit. Second, the application-independent description is presented,
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in which features are organized according to the 3 by 6 grid categorization that
was introduced in Section 2.3.2.

Tab. 2.2: Illustration of the process of extracting features from the literature and cat-
egorizing them, applied to “desiderata for controlled medical vocabularies”
from [14]. The first two columns provide quotations from [14], the addi-
tional remarks and categorization in the last two columns are provided by
the authors.

Desideratum Mentioned Issues Additional remarks Categories

Content

? Add terms as they are encoun-
tered

? Compositional extensibility
? Formal methodology for ex-

panding content
? Methods for recognizing and

filling gaps in content

? In a wider definition, content refers to
terms, concepts, relations, composition
rules

? No restrictions may be put on the breadth
or depth of the taxonomy

? Compositional extensibility implies that a
system is a nomenclature

? Maintenance must be based on formal
methods

formalism
content

terminology
classification
nomenclature
coding

Concept
Orientation

? Nonvagueness
? Nonambiguity
? Nonredundancy,in the context

of pre-coordinated concepts

? These issues need to be asserted during
modeling

? Nonvagueness is very hard to evaluate
? Nonambiguity and Nonredundancy can

partly be evaluated when (formal) defini-
tions are available

content

vocabulary
nomenclature

Recognize
Redundancy

? Provide a mechanism by
which redundancy can be
recognized in the context of
post-coordination

? This is functionality that depends on the
representation formalism

functional

vocabulary
nomenclature

Formal
Definitions

? Expressed using e.g.: frames,
semantic networks, classifi-
cation operators, categorical
structures, conceptual graphs

? The formalism needs to be explicitly de-
scribed; e.g. supported structures and
their semantics

? Most notably: Description Logics

formalism

vocabulary

Representing
Context

? Coping with contexts may be
easier if such contexts are mod-
eled in the vocabulary

? This is not necessarily part of the vocabu-
lary, but loosely related to it formalism

vocabulary

Polyhierarchy

? Allow multiple hierarchies to
coexist

? Concepts can have multiple parents
? Other non-taxonomic hierarchies (e.g.

partonomy) must be possible
formalism

classification
vocabulary

Concept
Permanence

? The meaning of a concept is in-
violate

? This has to be asserted during modeling
? Concept deletion is not allowed, a mecha-

nism is required for marking a concept “ob-
solete”

? It is unclear how to deal with concepts for
which the set of subordinate concepts has
changed

formalism
content

classification
vocabulary

Evolve
Gracefully

? Give a clear, detailed descrip-
tion of what changes occur and
why

? This is a maintenance issue, not an intrin-
sic feature -

-

Multiple
Granularities

? The more macroscopic the level
of discourse, the coarser the
granularity of the concepts;
hence vocabularies be capable
of handling both fine-grained
and general concepts

? Like “content”, no restrictions may be put
on the breadth or depth of the taxonomy formalism

content

classification
vocabulary

Continued on next page
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Tab. 2.2 – continued from previous page
Desideratum Mentioned Issues Additional remarks Categories

Multiple
Consistent
Views

? An application may restrict
coding to coarse-grained con-
cepts, hide intermediate classes
or limit the user to a single,
strict hierarchy

? This requires representation of “relevance”
for various domains

? It is arguable whether this is part of the
terminological system

functional

vocabulary

Nonsemantic
Concept
Identifier

? Concepts must have a unique
identifier, free of hierarchical
or other implicit meaning

? Using a random identifier is required

formalism

coding

Reject “N.E.C.”

? Definition can only be based on
knowledge of the rest of con-
cepts in the vocabulary, leading
to “semantic drift”

? This can be regarded a versioning problem,
but poses constraints on domain knowl-
edge

content

classification
vocabulary

2.4.1 Application-dependent description: content coverage

Content coverage is one of the most important aspects of a terminological sys-
tem, since physicians need to be able to completely and accurately depict the
patient status or care process. Also clinical researchers need to be able to con-
struct patient groups at any desired level of aggregation and be ensured that all
patients involved are included in these groups [34]. The content of a terminolog-
ical system includes all concepts, the relationships between these concepts and
the terms that describe these concepts (and relations) in natural language(s),
as well as any composition rules, concept definitions and codes. Coverage of
concepts and terms, which are measured in relation to the intended domain and
usage, are application-dependent.

Various methods have been applied to evaluate the coverage of the concepts
or terms. One example is to measure the coverage of concepts in a terminological
system already in use based on the number of concepts that had to be added to
the system due to under-representation in the terminological system [35].

Another approach to assess the coverage of concepts and terms is through
‘concept matching’ and ‘term matching’ [23–30] . These two measures may give
different results in the situation where synonymy is supported but some synony-
mous terms are not included in a terminological system. For ‘concept matching’
and ‘term matching’, a representative subset of concepts respectively terms is
extracted from documentation in the domain of intended application. For ex-
ample if a terminological system is evaluated with regard to its use by nurses for
documentation of nursing information, then the subset of concepts could be well
extracted from existing nursing documentation in medical records [23, 25]. This
subset of concepts or terms is then matched with the content of the terminolog-
ical system. In both term coverage and concept coverage we can distinguish be-
tween the “token” coverage, where concepts or terms are counted in accordance
to their frequency of use, and the “type” coverage, in which concepts and terms
contribute equally, irrespective of their frequency of use. This distinction has
been made for example in [27, 30]. For nomenclatures, one can determine post-
coordinated concept coverage, which takes into account both pre-coordinated
(concepts as such present in the TS) and post-coordinated concepts (composi-
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Tab. 2.3: Definitions for various measures for content coverage.

Concept coverage: the extent to which the concepts within a subset, repre-
sentative for the domain of interest, can be represented by the concepts within
the terminological system.
Concept token coverage: concept coverage using a subset in which each
concept may occur more than once, indicating the occurrence of that concept
in practice.
Concept type coverage: concept coverage using a subset in which each con-
cept occurs at most once.
Post-coordinated concept coverage: the extent to which the concepts
within a representative subset can be represented by the concepts (either pre-
existing or created with use of composition rules) within the terminological
system.
Term coverage: the extent to which the terms within a representative subset
exist in the terminological systems’ content, provided that the terms relate to
concepts that are present in the terminological system.
Term token coverage: term coverage using a subset in which each term may
occur more than once, indicating the occurrence of that term in practice.
Term type coverage: term coverage using a subset in which each term occurs
at most once.

Content Coverage of System X w.r.t. specific 
application
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Fig. 2.3: Example of presentation of content coverage measurement results.
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tions of pre-coordinated concepts). The definitions for the various measures for
content coverage are provided in Table 2.3.

The extent to which a concept or term can be matched with concepts in a
terminological system is mostly presented as a ‘match score’ [27, 36, 37]. The
coverage of the content can be represented, for example, by calculating the
percentage of perfect matches, approximate matches and non-matches.

In [27] a systematic comparison is presented of the concept coverage of seven
terminological systems for five “semantic domains” (i.e. “diagnoses”, “find-
ings”, “modifiers”, “other”, and “treatments and procedures”), distinguishing
“incident samples” (i.e. concept token coverage) and “unique subsets” (i.e. con-
cept type coverage). Availability of such subsets to a broad public and repro-
ducible methods to determine and present coverage can result in benchmarks for
application-dependent assessment of terminological systems. A made-up exam-
ple of the presentation of results of various content coverage measures is shown
in Figure 2.3.

2.4.2 Application-independent description

Section 2.3 has described the process of formulating the framework. After ex-
tracting the application-independent features from the literature, we categorized
these features according to two axes. Table 2.4 shows the result of this catego-
rization by type of terminological system on the horizontal axis and by elements
of terminological systems and servers on the vertical axis. Features are catego-
rized in the most applicable category. For example, the feature “number of con-
cepts” is placed under “terminology”, as it is relevant for all (concept-oriented)
terminologies.

The features in Table 2.4 are presented as explicit questions. Answering these
questions provides a description of the application-independent characteristics
of a terminological system. An example of this is described in Section 2.5.

2.5 Application of the Framework to SNOMED CT

We applied the framework as has been described above to the July 2003 UK
version of SNOMED CT, used in combination with the CLUE browser 5.5.
SNOMED CT was chosen as it is recommended as the foundation of a standard
vocabulary in both the USA and the UK, and consequently it has been receiving
much attention recently.

2.5.1 Application-dependent description: content coverage of SNOMED CT

We have performed a provisional concept coverage study for SNOMED CT in
the domain of intensive care. For this study, we used the same data set as
in [38]. This data set consists of all diagnoses that formed (a part of) the
in- and exclusion criteria of clinical studies that appeared in two important
intensive care journals (Intensive Care Medicine and Critical Care Medicine)
between January 1st 2001 and July 1st 2001. Figure 2.4 presents the concept
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Tab. 2.4: Two-axial categorization of questions to obtain application-independent
characteristics of terminological systems.

Terminology
(list of terms)

Thesaurus
(indexing and

synonyms)

Classification
(is-a

relationships)

Vocabulary
((formal)

definitions)

Nomenclature
(composition

rules)

Coding
System (codes)

F
o
rm

a
li
sm

Are “concepts”
and “terms”
explicitly
distinguished?
Is length of
terms
restricted?
Which
character
encoding
mechanism is
used?
Can concepts
be marked as
obsolete?

Are terms
indexed?
Are synonyms
allowed, i.e.
can multiple
terms have the
same
meanings?
How is
synonymy
represented?
Can multiple
languages be
represented?
Are synonyms
for fragments
allowed? (e.g.
cardiac heart)

Can
hierarchical
relationships
between
concepts be
defined?
If yes, Which?
Part-of?
Is-a?
Is
poly-hierarchy
supported?
Is hierarchy
restricted in
depth or
breadth?
Can
classification
be inferred
based on a
concept’s
definition?

Is the meaning
of concepts
represented in
free text?
Is the meaning
of concepts
represented
formally?
If yes: how?
e.g. frames,
Description
Logic (DL)
If DL: which
DL?
Are
relationships
explicitly
defined?

Is composition
of concepts
possible?
How is this
represented?
Can equivalent
definitions be
detected
automatically?
Can
compositions
change the
meaning of a
concept, or do
they only
specify
concepts in
more detail?

Are codes
assigned to
concepts?
If yes, is there
code generation
mechanism?
Are lengths of
codes
restricted?
Is there a
meaning to
these codes
(e.g.
mnemonic)?
Do the codes
limit the
taxonomic
placement of
concepts?

T
e
rm

in
o
lo

g
ic

a
l
S
y
ste

m

C
o
n
te

n
t

How many total
concepts and
terms are in the
terminology?
Which ar-
eas/domains
are covered?

In which way(s)
are the terms
indexed?
In what
languages
are terms
described?

Can properties
be inherited
to subordinate
concepts?
What is the dis-
tribution of the
number of par-
ents per con-
cept?

Are all
concepts de-
fined/described,
or only “core
concepts”? e.g.
diseases, but
not anatomy
How many
concepts are:
- vague?
- ambiguous?
- redundant?
How many and
which relation-
types do exist?

How many
concepts can
be combined
or further
specified?

Are all concepts
coded?
Are the codes
proprietary or
cross-mapped
to another
system?

F
u
n
c
ti

o
n
a
li
ty

How can terms
be searched?
E.g. convert
code to text,
keyword
match, lookup
phrases (incl
wildcards), case
insensitive, etc.

Can terms be
translated from
one language to
another?

Can all de-
scendants of
a concept be
retrieved at
once?

Are multiple
consistent
views provided?
Can properties
of a concept
be retrieved
(e.g. definition
retrieval)?
Is basic infer-
ence supported,
e.g. subsump-
tion testing,
instance
checking?

How is a user
supported in
constructing
composite
concepts?
Can refinable
relations be
retrieved?

Can codes be
cross-mapped
to codes in
another coding
system?

T
e
rm

in
o
lo

g
y

S
e
rv

e
r
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Content Coverage of SNOMED CT, July 2003 version w.r.t. 
concepts from studies in Intensive Care
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Fig. 2.4: Content coverage of SNOMED CT w.r.t. concepts that were retrieved from
studies published in two intensive care journals [38].

and term coverage for this application. It shows that “token coverage” is higher
than “type coverage”, indicating that the concepts and terms that are present
in SNOMED CT are those that are used more frequently. The relatively low
coverage of about 70% can be explained by the fact that many aggregations
are based on highly domain-specific concepts, such as “encephalopathy with
pathogenesis other than sepsis (e.g. hepatic encephalopathy)”. It is worth
addressing the question of whether such concepts should be represented in a
terminological system, but such a treatise is beyond the scope of this paper.

2.5.2 Application-independent description of SNOMED CT

Now we address the questions described in Table 2.4 for SNOMED CT. In Ta-
ble 2.5, we summarize each question in an italic typeface, followed by a short
answer. Figure 2.5 shows statistics of 3 features related to the content of re-
spectively the thesaurus (the number of concepts with synonymous terms), the
nomenclature (the number of refinable concepts), and the classification (the
number of parents per concept).
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2.6 Discussion

The framework as described and applied in this paper aims at providing a
characterization of terminological systems. This characterization needs to strike
a balance between conciseness and completeness. A complete characterization is
impractical if not impossible, as there may always remain new features that can
be defined. Hence, the features defined in this paper provide a good starting
point, not a definitive collection. The process we followed to the identified
features makes it fair to assume that these features are indeed important ones.

The distinction between formalism, domain knowledge and functionality
helps to identify the strengths and weaknesses of systems, and the possibil-
ity to overcome the weaknesses. Generally, shortcomings in the content can be
solved relatively easily, whereas shortcomings in the formalism are harder to
overcome. Likewise, if a terminology server lacks functionality, this can only be
implemented if the formalism underlying a terminological system provides sup-
port for such functionality. E.g. to provide word normalization, the formalism
should allow for the representation of normal forms and inflections of terms.

In this section we will further discuss the limitations and possible drawbacks
of this framework by looking at various application tasks of the framework:
comparison between terminological systems, fulfilment of requirements, and de-
velopment of a terminological system. We will furthermore relate the framework
to the literature, and look at the possibilities for and benefit of sharing experi-
ment results using this framework.

2.6.1 Using the framework for comparing terminological systems

The utility of the framework presented in this paper increases if researchers
and developers of terminological systems would address the questions described
in Table 2.4 and make their answers publicly available. The availability of a
structured characterization of various terminological systems will support their
comparability but some problems will still remain. The first problem is that,
although the feature values are described, the interpretation of their implication
may be difficult. For example the representation formalisms of terminological
systems can be described as different description logics, but it may be hard to
interpret what the (practical) consequences are of these different formalisms. To
further enhance comparability, not only the features should be explicitly spec-
ified, but also their allowed values i.e. the possible feature values, for example
“DL, frames, other” for the feature “Formalism used”. Currently, no categories
for feature values are presented; instead they are specified in free text. Sec-
ondly, some features in the categorization are hard to measure, such as the
number of vague, ambiguous or redundant concepts. Thirdly, measurement of
the application-dependent feature “content coverage” remains labor-intensive,
and should be performed for each domain and application, as existing subsets
may not always be representative for intended new usage. It is important that
these subsets are made publicly available so that similar subsets can be used to
evaluate content coverage of different terminological systems.
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Fig. 2.5: Use of terms and compositionality in SNOMED CT. Figure a shows a his-
togram of the number of synonyms (on a log scale), Figure b shows the
histogram of the number of refinable relationships (the composition mech-
anism in SNOMED CT), Figure c shows the histograms of the number of
parents.

2.6.2 Using the framework for requirements fulfilment

Figure 2.2 depicts how features and their values can be used in the process of
selecting a terminological system for a specific application. These feature values
need to be matched with requirements that the application poses on the system.
This is not necessarily a straightforward process. One needs to determine the
domain of interest (e.g. intensive care) and the application (e.g. recording the
reason for admission). Three types of application of a terminological system
can be distinguished according to [39]: (1) entering and presenting data about
patients, (2) sharing and integrating information and (3) querying and retrieving
information. The NHS Information Authority describes nine scenarios that were
mentioned in Section 2.1, which we will place into these three categories. As a
rule of thumb, the following requirements hold for these applications:

• Entering and presenting data about patients (NHS: Documentation in the
EPR/EHR, Decision support): a terminological system should capture all
concepts and terms that are applicable. Either these concepts must be
present in the system, or it must be possible to compose them using pre-
existing concepts, a process also called post-coordination. The latter poses
demands on the nomenclature-related features of a terminological system.
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Properly handling terms entered by clinicians involves terminology- and
thesaurus-related features of the system.

• Sharing and integrating information (NHS: Clinical audit, Reporting, Sum-
maries, Decision support): semantics of the data should be well under-
stood by all people involved and by other involved software applications,
such as decision support systems. Hence, definitions are important (voca-
bulary-related features). In addition, it may be desirable to present infor-
mation at varying levels of detail, especially when information is exchanged
between various specialties, for example between a cardiac surgeon and a
general practitioner. This poses demands on the classification-related fea-
tures.

• Querying and retrieving (Administrative & management information, Epi-
demiology, Billing, and Resource management): this requires the ability to
aggregate data (classification-related features). It needs to be determined
how concepts need to be aggregated, e.g. whether there are predefined
axes (sometimes referred to as chapters), or whether it should be possible
for users to freely combine concept-criteria. The latter case requires con-
cepts to be explicitly characterized by properties and relations to other
concepts (i.e. vocabulary-related properties).

These descriptions of the types of applications indicate which terminological
system types (e.g. vocabulary, nomenclature) are the most relevant. Explicit
categorization by the terminological system type (represented by the columns
of Table 2.4) supports focusing on those features that are essential for fulfilling
the requirements of the terminological system. A more detailed requirement
analysis is outside the scope of this paper.

2.6.3 Using the framework for development of a terminological system

Many contemporary systems have evolved over time by adding contents, broad-
ening the scope, and aiming at supporting a wider range of applications. These
systems often provide workarounds for limitations of previous versions, without
really solving the underlying problem. For example, ICD10 has introduced the
“dagger/asterisk” mechanism to enable dual coding, which is a partial solution
for creating a poly-hierarchy, which was not supported in earlier versions. A
clear understanding of the initial and future use of a terminological system,
together with the requirements that emerge from this usage, can help deter-
mining the necessary features and feature values that the terminological system
should possess. We believe that the framework described in this paper will also
contribute to development of terminological systems from scratch, as the frame-
work encourages developers to determine which features are important for their
specific application.
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2.6.4 Relation between the framework and literature

In this section we will relate our work to the literature on which we based our
framework, although we do not claim that this bibliography provides a complete
overview.

The desiderata specified in [14] focus on application-independent as well as
application-dependent characteristics. These mainly involve formalism-related
issues (concept orientation, concept permanence, nonsemantic identifiers, poly-
hierarchy, formal definitions, rejection of “Not Elsewhere Classified”, multiple
granularities, multiple consistent views, representation of context). “Content”
in itself is defined as the most important characteristic of terminological sys-
tems. However, methods to evaluate this application-dependent characteristic
as summarized in Section 2.4.1, are not provided in [14]. “Recognition of redun-
dancy” relates both to functionality and formalism for detection of equivalent
(post-coordinated) concept definitions. “Graceful evolution” is not within the
scope of this paper since it involves a formalized organization for keeping track
of changes between versions of terminological systems, and in our framework we
do not take maintenance and versioning issues into account.

The Quality Indicators from [15] cover the application-independent charac-
teristics as mentioned in [14] but add more detail to these characteristics, and
provide some additional characteristics, such as: clearly stated “purpose and
scope” of terminological systems, and functionality for “normalization of con-
tent and semantics”. It is furthermore stated that composition of concepts must
be possible, i.e. that a terminological system is a nomenclature. A notable is-
sue mentioned in [15] is the need for specification of some application-specific
requirements, such as: persistence and extent of (primary) use, and the degree
of automatic inference intended. As described in Figure 2.2, these application-
specific requirements should be mapped to the feature values of a terminological
system.

LQS [18], being a specification for implementation of a terminology server,
can also be used as a structured reference for required functionality. In this
way it can play an important role for the application-independent description of
functionality of existing terminology servers, and guide development of new ter-
minology servers. The functions described in LQS outnumber the functionality
defined in our framework, as we defined functionality at the level of use cases
rather than function calls in an Application Programming Interface (API). This
restriction is motivated by the need to keep the framework at a conveniently
high level of granularity. The development of new terminology server interfaces
such as HL7 Common Terminology Services (CTS) may be a next step towards
providing means for the characterization and implementation of terminology
servers, and provide a valuable addition to our framework.

The National Committee on Vital and Health Statistics (NCVHS) Ques-
tionnaire [17] is the first effort known to the authors that delivers a structured,
application-independent description of a variety of terminological systems. If the
results become available electronically it will provide a valuable source of infor-
mation for comparison, evaluation or development of terminological systems.
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The main added value of our framework compared to [17] is the categoriza-
tion of features, and the provision of explicit measures and methods for content
coverage.

By making characteristics explicit and by striving to make them objectively
measurable, the barriers to evaluation of terminological systems as described
by Hales [16] can be overcome. The first three barriers “(1) evaluations are
application dependent, (2) assessment is empirical instead of independent, (3)
dichotomous measures of characteristics (presence or absence) are more in use
than continuous measures” have been overcome by using our general approach
presented in Figure 2.2. By using a structured categorization of characteristics
(Table 2.4) in the first phase of this approach we paid attention to the remaining
barriers “(4) poor definition of characteristics, (5) large number of character-
istics, (6) different significance of characteristics and (7) interdependence of
characteristics”.

2.6.5 Reuse of results - possibilities and benefits

The framework presented in this paper provides a template for organizing fea-
tures of terminological systems. This is of importance for increasing the un-
derstanding of terminological systems. However, its additional value is in the
application of the framework, and in sharing the results. The usefulness of the
framework will increase with the number of terminological systems and applica-
tions it is applied to. If descriptions are shared and detailed methods are made
available, comparison, evaluation and development of TSs will become less com-
plex than it currently is. As making an application-independent description is a
one-time effort for each (version of a) terminological system, and requirements
specification is a one-time effort for each application, this framework can con-
tribute to a reduction of the effort to be put in comparison and evaluation,
assuming that researchers share their results. This sharing of results requires
a repository in which the characterizations of individual (versions of) termi-
nological systems are held. Providing an open (e.g. web-based) environment
will increase the utility of this framework. Firstly, such an environment can
provide more information about systems, their feature values, and the methods
to determine these feature values. Secondly, if results are shared, the relative
cost of comparison of terminological systems will decrease. Finally, performing
such comparisons may provide insight into the most prominent possibilities for
improvement.

The realization of such an infrastructure comprises further work we are plan-
ning to undertake.

2.7 Conclusion

The framework described in this paper aims to describe the essential character-
istics of the terminological systems. This enhances the understanding of these
systems, which is necessary for comparison, application, and development of
terminological systems. Since most characteristics are application-independent,
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their description can be reused in different applications. The proposed catego-
rization as described in Table 2.4 supports the explicit “once-only” description of
the application-independent characteristics of a terminological system. Thereby,
this framework aims to reduce the efforts for determining which terminological
system is applicable for a certain clinical setting. This framework may also help
terminological system developers to determine in what way their system can be
improved to serve more or broader needs.

We have combined the two axes “Elements of terminological systems and
servers” and “Types of terminological systems”, resulting in a 3 by 6 grid of
application-independent characteristics as presented in Table 2.4. In this grid
we have specified questions as examples of the characteristics of terminologi-
cal systems. These questions are examples of how to specify the application-
independent description of terminological systems, the first step in the evalua-
tion process. We plan to realize a web site through which the set of questions
is made available. In this way, characterizations of individual terminological
systems as well as future additions to the current set of questions can be made
publicly accessible.

The process described in this paper reveals the prominent features of termi-
nological systems. The framework provides a structured categorization of fea-
tures that constitute characterization of a terminological system. Beyond under-
standing terminological systems, the main application tasks that this framework
supports are comparison of terminological systems, fulfilment of requirements,
and development of a terminological system.

The application of the framework to SNOMED CT and the CLUE Browser
demonstrates the applicability of the framework. Further application of the
framework to a variety of terminological systems and servers will help to in-
crease the understanding of their individual merits, and eases the process of
determining the applicability of a terminological system for a specific applica-
tion and domain.
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Abstract

Objectives: The importance of terminological systems (TSs) to support stan-
dardized and structured documentation of medical data is commonly recog-
nized. The usability of TSs strongly depends on the coverage and correctness
of their content. The objective of this study was to create a literature overview
of aspects related to the content of TSs and of methods for the evaluation of
the content of TSs. The extent to which these methods overlap or complement
each other is investigated.

Methods: We reviewed Medline-indexed literature and composed definitions
for aspects of the evaluation of the content of TSs. Of all methods described in
literature three were selected: (1) Concept matching in which two samples of
concepts representing respectively (a) documentation of reasons for admission in
daily care practice and (b) aggregation of patient groups for research, are looked
up in the TS in order to assess its coverage; (2) Formal algorithmic evaluation
in which reasoning on the formally represented content (Description Logics) is
used to detect inconsistencies; and (3) Expert review in which a random sample
of concepts are checked for incorrect and incomplete terms and relations. These
evaluation methods were applied in a case study on the locally developed TS
DICE (Diagnoses for Intensive Care Evaluation).

Results: None of the methods applied in the case study covered all the
aspects of the content of a TS. The results of concept matching differed for
the two use cases (63% vs. 52% perfect matches). This difference was larger
when all (occurring) concepts within the representative sample were considered
(74% vs. 51% perfect matches). Expert review revealed many more errors and
incompleteness than formal algorithmic evaluation.

Conclusions: To get good insight into the content of a TS, using a combi-
nation of evaluation methods is preferable. Different sources of representative
samples, reflecting the uses of TSs, lead to different results for concept match-
ing. Expert review appears to be very valuable, but time consuming. Formal
algorithmic evaluation has the potential to decrease the workload of human re-
viewers but detects only logical inconsistencies. Further research is required to
exploit the potentials of formal algorithmic evaluation.

3.1 Introduction

Several developments in health care, such as accountability of care and increased
use of electronic patient records, have led to an increased need for accurate, de-
tailed and structured registration of medical data. Many terminological systems
(TSs) have been and are still being developed to support this. A TS interrelates
concepts of a particular domain and provides their terms and codes [1]. The
relations between the concepts within a TS can be hierarchical (e.g. Is-A) or
non-hierarchical (e.g. has-location). In addition some TSs hold (formal) rules
for the composition of new concepts by combining existing concepts. Examples
of medical TSs are the International Classification of Diseases (ICD) [2], the
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Systemized Nomenclature of Medicine (SNOMED) [3, 4], and the North Ameri-
can Nursing Diagnosis Association (NANDA) terminology [5]. By the direction
of the Dutch National Intensive Care Evaluation foundation (NICE) 1 our de-
partment is engaged in a continuous effort to develop a TS and corresponding
software for the domain of intensive care (IC). This system is called Diagnoses
for Intensive Care Evaluation, DICE [6].

For the study described here we distinguish two types of use cases for termi-
nological systems. On the one hand TSs are used by medical staff to document
medical data, e.g. patient characteristics or treatment, in the medical record.
On the other hand TSs are used to select homogeneous patient groups, for re-
search or management purposes. A medical researcher or manager selects from
the TS those concepts that define a homogeneous patient group. After select-
ing the appropriate concepts the researcher/manager can identify patients that
fulfil the criteria, by searching their electronic records.

Several authors have specified required characteristics of a TS [7–9]. In
2000 a list of standard requirements for TS was developed and approved by the
International Organization for Standardization (ISO) [10]. In this study we will
focus on requirements related to the content of a TS, i.e. the concepts, their
terms, and the relations between the concepts. The content of a TS is of utmost
importance for its acceptance. A physician needs to be able to be complete and
sufficiently accurate in depicting the care process, and clinical researchers need
to be able to be complete in selecting specific patient groups at any desired level
of aggregation. To realize this all concepts, terms and relations belonging to the
domain of the TS should be represented and should be correct. For example,
we want sufficient terms attached to a concept, and we want the terms to be
only the correct ones.

A number of methods to evaluate the content of a TS have been described in
literature. A literature study was performed to gain insight into the several types
of evaluation methods. The diversity of the terminology used in this context has
incited us to compose definitions for the most prominent expressions that are
used in this article. In addition, we present three common evaluation methods
that focus on (but not restrict to) the coverage and the correctness of a TS’
content. These three methods have been applied in a case study on the TS
DICE [6]. The aim of the case study was to analyze the extent to which the
results of the three methods overlap or complement each other. For this we
compared the results produced by each method.

3.2 Literature Study

As mentioned in the introduction, in this study we focus on the evaluation of
the content of a TS. To gain insight into methods for evaluation of the content
of TS that have been applied by others we performed a review of relevant Med-
line indexed journal articles by using (combinations of) the following keywords:

1 The Dutch National Intensive Care Evaluation (NICE) foundation: www.stichting-nice.
nl

www.stichting-nice.nl�
www.stichting-nice.nl�
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evaluation, validation, assessment, audit, terminological system, terminology,
ontology, classification, thesaurus, nomenclature. In addition articles were re-
trieved from reference lists and personal databases. An article was considered
relevant if it described the evaluation of the quality of the content of a TS which
was developed for a medical domain. Articles were selected from the past 10
years.

3.2.1 Definitions

Our literature study uncovered some inconsistencies in the terminology that is
used in this field. We therefore provide this article with some definitions that
have been applied in this study.

First of all we have restricted ourselves to the evaluation of TSs’ content. By
our definition, the content of a TS includes concepts, the terms attached to these
concepts and the relations between these concepts. ‘Concepts’ can be defined
as ‘units of thought formed by the characteristics of objects’. Objects might be
concrete things such as the heart valve of patient X or abstract things such as
the pain of patient Y. ‘Terms’ are used to designate a concept. The ‘relations’
between concepts can be hierarchical (e.g. Is-A) or non-hierarchical [1].

A term that frequently appears in literature considering the evaluation of TS
is ‘domain completeness’. ‘Domain completeness’ can be defined as the extent
to which the content of a TS covers the intended domain. Domain completeness
according to this definition would be hard to measure or to quantify, because the
continuous changes in medical knowledge make it impossible to define exactly
what comprises a particular medical domain. By lacking of this gold standard,
it is impossible to determine to what extent a TS is complete in covering the
intended medical domain. Instead, we could take a subset of concepts or terms
representative for the intended domain and see to what extent this subset is
incorporated in a particular TS. This way we will measure the ‘content coverage’.

Table 3.1 gives the definitions of ‘content coverage’ and of the ‘coverage’ and
the ‘correctness’ of the separate elements (i.e. concepts, terms and relations)
that comprise the content of TS.

The definitions of ‘concept coverage’ and ‘term coverage’ might look straight-
forward; however the measured coverage can be highly influenced by choices
made in the evaluation process. For example one can choose whether or not to
consider the occurrence of specific concepts or terms in real practice. Missing a
frequently occurring concept or term might be more severe than missing those
which are hardly ever used. We therefore define ‘occurring coverage’ and ‘unique
coverage’. For example in Figure 3.1 we see that the ‘occurring coverage’ is 80%
(4/5), whereas the ‘unique coverage’ is 75% (3/4).

Some TSs enable the composition of new concepts by combining two or
more existing concepts. We call this feature “post-coordination”. In case a TS
enables post-coordination of concepts it is also important to consider whether
or not post-coordinated concepts are taken into account when determining the
coverage of the concepts. Many concepts might not be present in a TS as
a pre-coordinated concept, but can be composed by combining two or more
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Tab. 3.1: Definitions for coverage and correctness of (the elements of) the content of
a TS.

Content coverage: The extent to which the content (e.g. concepts or terms)
within a subset, representative for the domain of interest, can be represented by
the content of the terminological system.

Concept coverage: the extent to which the concepts within a subset, repre-
sentative for the domain of interest, can be represented by the concepts within the
terminological system.

Occurring concept coverage: concept coverage using a subset in which
each concept may occur more than once, indicating the occurrence of that concept
in practice.

Unique concept coverage: concept coverage using a subset in which each
concept occurs at most once.

Post-coordinated concept coverage: the extent to which the concepts
within a representative subset can be represented by the concepts (either pre-
existing or created with use of composition rules) within the terminological system.

Term coverage: the extent to which the terms within a representative sub-
set exist in the terminological systems’ content, provided that the terms relate to
concepts that are present in the terminological system.

Occurring term coverage: term coverage using a subset in which each
term may occur more than once, indicating the occurrence of that term in practice.

Unique term coverage: concept coverage using a subset in which each
term occurs at most once.

Relation coverage: the extent to which actual relations between concepts are
represented in the TS’ content, provided that they can be represented considering
the semantic model of the TS.

Concept correctness: The extent to which the concepts that exist in the TS are
non-redundant, non-vague and non-ambiguous.

Term correctness: The extent to which the terms that are attached to concepts
in the TS are free of textual errors and attached to the right concepts.

Relation correctness: The extent to which the relations that exist in the TS are
consistent and in accordance with the factual relations between concepts.

concepts. If only pre-coordinated concepts are considered in the evaluation,
then the measured concept coverage will be lower than when post-coordinated
concepts are also taken into account.

In this study we also focus on the correctness of the content of TSs. Correct-
ness can only be measured for concepts, terms and relations that are covered
by the TS. Definitions of correctness are provided in Table 3.1.

3.2.2 Evaluation methods

Table 3.2 contains a list of aspects of TSs that have been evaluated by others.
These aspects have been categorized according to the aspects of the coverage
and correctness of TSs’ content, that were defined in Table 3.1. Most of the
evaluation studies described in literature focus on the coverage of either the
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Concepts in terminological
system X:

Concepts in representative
sample:

Present in
terminological
system X?

Concept A
Concept B
Concept C
Concept D
Concept E
Concept F

Concept D
Concept D
Concept F
Concept K
Concept A

Yes
Yes
Yes
No
Yes

Occurring

Unique

¾

¾

Fig. 3.1: Example of a terminological system and a representative sample containing
concepts that are being matched to the terminological system to evaluate the
concept coverage.

concepts or the terms in a TS.
The coverage of concepts or terms is often evaluated through ‘concept match-

ing’ or ‘term matching’ [7, 11–13, 17–19, 22]. Matching implies that a represen-
tative sample of concepts or terms is extracted from the domain in which the TS
is being used, e.g. the diagnoses of patients at the oncology department. The
representative sample can be randomly or non-randomly chosen. The concepts
from the sample are then matched with those of a TS. The extent to which con-
cepts or terms in the sample can be matched with concepts in the TS is mostly
presented by means of matching categories. For example Chute et al. [12] have
applied a scoring scale for the matching of concepts from 0 to 2, where 0 =
no match, 1 = fair match, 2 = complete match. A different categorization of
matches was used by Warnekar et al. [29]. According to this categorization
matches could be exact matches, lexical or semantical matches, or no-matches.
Wasserman et al. [30] distinguished, apart from the exact matches, synonyms
and no-matches that required the addition to the hierarchy of a new ‘leaf’, a
new ‘leaf with multiple stems’ or a ‘graft to an existing branch’. The content
coverage can be represented, for example, by calculating the percentage of per-
fect matches. To be representative, the source of the sample of concepts or
terms should reflect the intended use of the TS. For example if a TS will be
used by nurses for documentation of nursing information, then the sample of
concepts could be well extracted from existing nursing documentation in medi-
cal records [11, 17]. While in most cases the matching process is performed by
humans, Penz et al. [32] applied two automated mapping tools. Penz et al. were
not able to assess their overall value, due to high frequencies of spelling errors
and jargon in their sample. In a study of Brown et al. [31] one of the automated
mapping tools, the SmartAccess Vocabulary Server (SAVS), has proven to be
reliable.

Besides the ‘matching method’ other methods have been applied to evaluate
the concept coverage or term coverage. In a study of Bodenreider et al. [14] the
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Tab. 3.2: Categorization of quality aspects of the content of TS, as evaluated by others.
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system being evaluated had already been in use for some time. The measure of
coverage of concepts in the system was based on the number of concepts that
had to be added to the system by the users due to underrepresentation in the
TS. In addition, they evaluated the coverage of hierarchical and other relations
within the UMLS. They designed an algorithm to automatically extract the
UMLS concepts that are related to procedures in a particular domain. Starting
with a few concepts related to the domain, the algorithm selected recursively all
their subordinate concepts. This navigation was based on the relations between
concepts. Lacking of relations resulted in silence: A concept might seem not to
exist in the UMLS only because it is not related to another concept. The amount
of relations missing was estimated by comparing the concepts in the subset
retrieved by the algorithm to the concepts that are needed for the representation
of the procedures within the domain of interest.

Whereas Bodenreider used the relations between concepts to evaluate the
content coverage, these relations are more often used for the evaluation of the
correctness of the content. Many TSs nowadays consist of more than just a
simple list of terms; hierarchical and non-hierarchical relations exist between
the concepts. By looking at the relations between concepts, inconsistent, am-
biguous or redundant concepts may be revealed. For example, if two individual
concepts share the same meaning, they are actually redundant concepts. If
‘polyneuropathy’ and ‘polyneuritis’ were each defined as separate concepts one
could find that they share the same relations to other concepts, and that they
actually refer to the same disease. In this case one of the concepts ‘polyneu-
ropathy’ and ‘polyneuritis’ is redundant. In case of a hierarchical structuring
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of the concepts, a concept might be inconsistently classified if it has relations
which are in conflict with the relations of its superordinate concept. For exam-
ple, inconsistency might occur if a superordinate disease is defined to be caused
by a bacterium, whereas the subordinate disease is defined to be caused by a
virus. The inconsistency here becomes apparent if ‘virus’ and ‘bacterium’ were
explicitly made mutually exclusive. Cimino used this kind of methods to de-
tect ambiguities, redundancy and inconsistent hierarchical relations within the
UMLS [15]. In addition, Bodenreider et al. [14] stated that hierarchical relations
between concepts can be used for the evaluation of the categorization of con-
cepts. Their evaluation was based on the idea that concepts inherit properties
from their superordinate concept and thus a concept is supposed to belong at
least to the same category or categories as its superordinate concept. Evalua-
tion based on relations between concepts has the potential to be automated or
semi-automated. For example a computer algorithm could detect concepts that
share the exact same definitions or concepts that were assigned to a number of
semantic types, of which two are mutually exclusive.

To enable automated evaluation, the TS content (especially the relations
between concepts) should be represented in a formal way. Examples of for-
mal representations can be found in the SNOMED-CT [34] and the GALEN
terminologies [35]. SNOMED-CT and GALEN both use a Description Logic
to represent their knowledge. In a study of Cornet et al. [24] migration of
content representation from frame-based to description-logic-based has proven
to be valuable in determining redundancies in concept definitions and in forc-
ing the knowledge modeler to be aware of ambiguities. Schulz and Hahn [20]
have expressed UMLS knowledge in Description Logic. They provide evidence
that embedding the knowledge into a formal reasoning framework is effective
to identify inconsistencies. Bodenreider et al. [23] applied another approach to
the automated detection of inconsistencies, by using the lexical knowledge con-
tained in a terminological system. They assume that all terms are composed
of a modifier, such as ‘primary’ or ‘secondary’, and a context, a noun phrase
such as ‘adrenocortical insufficiency’. This would result in the terms ‘primary
adrenocortical insufficiency’ and ‘secondary adrenocortical insufficiency’. They
hypothesize that terms of the form modifier1-context and modifier2-context are
co-hyponyms of the term ‘context’. E.g. ‘primary adrenocortical insufficiency’
and ‘secondary adrenocortical insufficiency’ are hyponyms of ‘adrenocortical
insufficiency’. They base their evaluation on the fact that in a consistent ter-
minology the terms modifier1-context and modifier2-context should be 1) both
present and 2) in hierarchical relation with the term ‘context’. The conclu-
sion of this study was that this method alone is not sufficient for ensuring the
consistency of a TS.

A completely different method to evaluate the correctness of relations be-
tween concepts was applied by Campbell et al. who evaluated the clinical utility
of pairs of hierarchically related concepts within three medical terminological
systems (SNOMED, READ and UMLS) [7]. Six clinicians-informatics special-
ists manually reviewed random samples of hierarchical pairs. They used a five
point Likert scale (1 = extremely dissatisfied with pairing, 3 = neutral, 5 =
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extremely satisfied with pairing) to rate the clinical utility of each pair. Review
by domain experts was also applied in a study by Hardiker [26].

In summary, we distinguish four evaluation strategies for the content of TSs;
1) concepts matching, 2) evaluation based on relations between concepts, 3)
evaluation by domain experts and 4) evaluation based on lexical knowledge.

Based on this literature review on methods for evaluation of TS we selected
three methods for the case study, which will be described below. The three
methods reflected the first three of the above mentioned evaluation strategies.
The methods were chosen because previous studies deem them promising and
because they were applicable to our case study with the DICE TS.

3.3 Case Study

3.3.1 Background

A study of de Keizer et al. in 1998 has shown that none of the contemporary
TSs met the criteria of a TS for Dutch intensive care [6]. This has been the mo-
tivation to develop a new TS, Diagnoses for Intensive Care Evaluation (DICE).
The TS DICE comprises reasons for admission to the Intensive Care Unit (ICU),
and some of their characteristics, such as the anatomical localization, the dys-
function and the etiology. The DICE TS contains 2.373 concepts, of which
1.456 are diagnoses that form reasons for admission to the ICU. Other concepts
include for example anatomical locations and causes of disease. There are 50
relation types. Thirteen of these, for example “has anatomical localization”,
may be used for any of the diagnoses. The other 37 relation types are attributes
which are specific for certain diagnoses, for example the chronicity (e.g. acute,
chronic) of organ dysfunction. Currently a total of 10.425 relations between
concepts have been defined. DICE can be incorporated into Patient Data Man-
agement Systems to facilitate documentation by physicians, and it is intended
to be used for patient selection and aggregation for medical research and man-
agement overviews. Two domain experts, i.e. intensive care physicians, and two
medical informaticians started seven years ago with a rather simple hierarchy
of reasons for ICU admission achieved from the ICNARC Coding Method [36].
Due to the complexity of concepts in the domain, the need for a separation of
concepts and terms, and the need for a structure to enable aggregation of homo-
geneous patient groups we chose to specify the concepts and their characteristics
more formally. The DICE content was therefore converged to a frame-based
structure. In the development process of DICE we are currently at the stage
where we need to evaluate to what extent the current content of DICE meets
the requirements, in terms of coverage and correctness, for the intended use of
the system.

3.3.2 Methods

In the case study we will apply three methods, concept matching, formal al-
gorithmic evaluation and expert review, to evaluate the coverage and the cor-
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rectness of the DICE content and to analyze the extent to which these methods
overlap or complement each other. We will compare the overall coverage and
correctness measured by the three methods. For methods 2 and 3 the individual
missing or incorrect concepts, terms and relations revealed by each method are
compared. The methods used are described below.

Method 1: Concept matching

In this study concept matching was carried out twice, with different represen-
tative samples of concepts that were matched to the TS. The samples differed
in the sources from which they were retrieved. The two sources reflected the
two distinct purposes of the system, i.e. (1A) the documentation of and com-
munication about patients’ reason(s) for admission and (1B) the selection of
homogeneous (with respect to diagnosis) patient groups for clinical research and
management. Concepts from these two representative samples were matched to
the content of DICE. Concepts found in DICE could be (1) a perfect match, (2)
related (e.g. mitral valve instead of tricuspid valve), (3) too narrow in meaning
(e.g. subarachnoidal heamorrhage instead of intracranial heamorrhage), (4) too
general in meaning (e.g. polyneuropathy instead of infectious polyneuropathy)
or (5) a concept could not be coded at all. We applied this categorization be-
cause in case of a suboptimal match it enabled us to be specific about why a
match was not a ‘perfect match’. The distribution of the concepts among the
matching categories was calculated when using all diagnoses occurring in the sets
and when using only the unique diagnoses. DICE offers the users the opportu-
nity to compose new (post-coordinated) concepts out of two or more consisting
(pre-coordinated) concepts. In this study the diagnoses within DICE that were
matched to the diagnoses within the samples could also be post-coordinated
diagnoses.

Method 1A: Evaluation for documentation of reasons for admission DICE was
used at the intensive care department of the Academic Medical Center in Ams-
terdam during March 2001. Attending intensive care physicians used the system
in real practice to code actual patients’ reasons for admission. The reasons for
admission that the physicians wanted to record in a patient’s medical record
comprised the representative sample of concepts. A physician assigned each
concept within the sample to a matching category to express the extent to
which it was represented in DICE. In case of a non-perfect match the physi-
cian entered the actual diagnosis in free text. This enabled checking the correct
assignment of concepts to the matching categories.

Method 1B: Evaluation for aggregation of patient groups We collected all di-
agnoses that formed (a part of) the in- and exclusion criteria of clinical studies
that appeared in two important intensive care journals (Intensive Care Medicine
and Critical Care Medicine) between January 1st 2001 and July 1st 2001. These
diagnoses comprised the representative sample of concepts that was matched to
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Tab. 3.3: A fictitious example of (inconsistent) concept definitions in a DL-based ter-
minological system.

Infectious polyneuropathy v Polyneuropathy u ∃ hascause Virus u ∀ hascause Virus
Leprosy polyneuropathy v Infectious polyneuropathy

u ∃ hascause Mycobacterium Leprae
u ∀ hascause Mycobacterium Leprae

Mycobacterium Leprae v Bacterium
Disjoint (Virus, Bacterium)

the TS DICE. The concepts within the sample were assigned to one of the
matching categories by two of the authors (DA and EJ), by means of consensus.

Method 2: Formal algorithmic evaluation

As an increasing number of medical terminological systems is based on formal
representation, it is important to understand the potential of readily available
reasoning algorithms exploiting the formal representation. Such algorithms can
be instrumental for evaluation of the content of terminological systems. One
example of deploying such algorithms is the constraint checking engine based
on Protégé Axiom Language (PAL), which has been applied to the Gene Ontol-
ogy [37]. Whereas in this example a frame-based representation is used, we have
used the Description Logic (DL) formalism [38]. The publicly available reasoner
RACER [39] was used to perform satisfiability testing, which provides a means
for detecting mutually conflicting concept definitions. As the content of DICE
has a frame-based representation, it was migrated to a DL-based representation,
according to the process described in [24, 40]. In this migration process, assump-
tions are made on the semantics of definitions, such as for example disjointness
of sibling concepts.

For this evaluation we randomly extracted a sample of 80 pre-coordinated
diagnoses in DICE. The reasoning process revealed concepts that had incon-
sistent definitions, which indicated the presence of incorrect (hierarchical or
non-hierarchical) relations. For example, if the superordinate concept infec-
tious polyneuropathy (see Table 3.3) was defined to be caused by a virus and
the subordinate leprosy polyneuropathy was defined to be caused by the My-
cobacterium leprae, while it was known that mycobacterium leprae is not a
virus, then the subordinate concept would be identified as inconsistent. The
inconsistency here could have been caused by the fact that the etiology of the
superordinate concept should also include bacterium in stead of virus alone, or
by the fact that leprosy polyneuropathy should not have been classified as a
subordinate concept of infectious polyneuropathy.
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Infectious polyneuropathy 
Comments from reviewer: 

English term: Infectious polyneuropathy 
Dutch term: Infectieuze polyneuropathie 
 
Hierarchy Comments from reviewer: 
      - Polyneuropathy 
            - Infectious polyneuropathy 
                  - Leprosy polyneuropathy 
Concept description 
 
   Specify by choosing one of these 

concepts or one of the sub-concepts 
  Defined Choose one Choose one or more 

Nervous system X   
    

System involved 

    

 
Peripheral nervous system X   
    

Anatomical 
localization 

    
 

Infection X   
    

Abnormality 

    
 

Virus   X 
Bacterium   X 

Aetiology 

    
 

Fig. 3.2: Example of a paper form for expert review.

Method 3: Expert review

We printed on paper forms the terms and (hierarchical and non-hierarchical)
relations belonging to each of the 80 randomly selected concepts that were also
used in the formal algorithmic evaluation (Figure 3.2). Six domain experts, all
experienced intensive care physicians, manually reviewed the terms and relations
belonging to the concepts. If they found a missing or incorrect term or relation
they wrote this on the paper forms. One of the authors (DA) collected and
analyzed the comments of the domain experts.

3.3.3 Results

Concept matching

During the study to evaluate the coverage of DICE for documentation of reasons
for admission (1A) 10 ICU physicians registered a total of 164 diagnoses, of
which 107 were unique. For the concept matching to evaluate the coverage of
DICE for aggregation of patient groups (1B) we retrieved 218 diagnoses, of which
187 were unique. The overlap of the two samples consisted of 8 unique diagnoses.
The distribution of concepts among the matching categories is displayed in
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Fig. 3.3: Distribution of concepts among the matching categories. The matching cat-
egories represent the extent to which concepts in the TS DICE matched
concepts within representative samples for (1A) documentation of diagnoses
in daily care practice and (1B) aggregation of patient groups for clinical re-
search and management, including post-coordination, split-up into unique
and occurring concept matching.

Figure 3.3.
Concept matching for documentation of diagnoses in daily care practice (1A)

resulted in 63% (n=67) perfect matches when only uniquely occurring diagnoses
were considered (unique concept coverage) and 74% (n=121) perfect matches
when each single occurrence of a diagnosis in the sample was considered (oc-
curring concept coverage). Concept matching for aggregation of patient groups
(1B) resulted in lower frequencies of perfect matches (52% (n=98) unique, 51%
(n=111) occurring).

The frequency of ‘too general’ matches was higher for the concept matching
for aggregation of patient groups for clinical research and management (1B)
(25% unique, 24% occurring) than for documentation of diagnoses (1A) (14%
unique, 10% occurring). The structure of DICE enables the composition of
new diagnoses by specifying their non-hierarchical relations (post-coordination).
‘Too general’ matches indicated that one or more non-hierarchical relations,
that are necessary to enable the post-coordination of that specific diagnosis,
were missing. DICE enables users to search for a diagnosis based on its char-
acteristics (non-hierarchical relations). For example a user might search DICE
for a diagnosis that is an infection that is located in the lungs and retrieve the
diagnosis Pneumonia. In one case the physicians appeared to be unable to find
a diagnosis based on its characteristics. This indicated that the characteristics
that the physician attached to this diagnosis were not consistent with those
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Tab. 3.4: Numbers of missing or incorrect concepts, terms or relations discovered by
the three methods.

Concept matching Formal Expert
Quality aspects algorithmic review
of TS’ content 1A (164 1B (218 evaluation (80

concepts) concepts) (80 concepts) concepts)

Coverage
Concepts 24 49 - 5
Terms 9 4 - 5
Relations 19 58 10 392

Correctness
Concepts - - - 2
Terms - - - 15
Relations - - 22 193

Total errors found 52 111 32 612

in DICE. The concept was available in DICE, but some characteristics were
missing. The matching category assigned by the physician to this diagnosis
was incorrect, i.e. ‘no match’ whereas it actually had to be ‘too general’. The
correct category, ‘too general’, was used in the analysis of the results.

Formal algorithmic evaluation and expert review

The formal algorithmic evaluation of the 80 concepts randomly selected from
DICE revealed 28 concepts with inconsistent definitions. Ten inconsistencies
were due to erroneous assumptions made during the migration of DICE from
the frame-based to the DL-based representation. The remaining 18 inconsistent
concepts were caused by 32 errors consisting of 10 missing relations, 10 incorrect
relations and 12 relations that were specified as ‘defining’ instead of ‘qualifying’
relations. An example of the latter is ‘pericarditis’, which was defined as always
being an infection (defining relation), whereas in fact this is not always the case,
i.e. ‘pericarditis’ can be an infection (qualifying relation). Pericarditis is only
an infection in case the inflammation was caused by a bacterium or a virus.

For the 80 selected concepts the six domain experts found 397 missing re-
lations, 123 incorrect relations, 70 relations that were specified as ‘defining’ in
stead of ‘qualifying’ relations, 5 missing terms, 15 incorrect terms and 2 diag-
noses that should be deleted from the TS content. Of the total of 612 unique
discrepancies 173 (28%) were found by two or more domain experts and 83
(14%) were found by three or more domain experts. Twenty-four errors were
found both with the formal algorithmic evaluation and by the expert review.
Table 3.4 displays the numbers of the different types of errors and omissions
were discovered by each of the three methods applied in this study.
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3.4 Discussion

Over the past 15 years much has been written about the content of TSs. Re-
quirements for the content of TSs and evaluations of the quality of the content
of TSs have been described. This paper provides an overview of what aspects
determine the quality of a TS’ content and how these aspects can be evalu-
ated. The aspects most often evaluated were the coverage of terms and of
concepts [7, 11–14, 16, 17, 22, 25, 26, 29–32]. Lately the coverage and the correct-
ness of relations between concepts have received increasing attention, especially
by Bodenreider et al. [14, 21–23, 28] and Hardiker [19, 26, 27].

The case study described in this paper provides a comparison of three meth-
ods that can be applied to evaluate the coverage and/or the correctness of the
content of TSs. The first method consisted of two ‘concept matching’ studies
which only differed in the origin of the representative samples of concepts to be
matched. The overlap of the two samples was relatively small. The matching
categories assigned by the physicians for evaluation of DICE for documentation
of diagnoses (1A) were checked by the same two people that assigned the cate-
gories for the evaluation of DICE for aggregation of patient groups (1B). This
makes the assigned matching categories comparable between the two studies.
Only once the assigned matching category was found to be incorrect. This in-
dicates that the method, ‘concept matching’ by physicians, produces reliable
results.

Differences in the results of the two ‘concept matching’ studies especially
concerned the percentage of perfect matches and the percentage of concepts
that were found to be too general in meaning. Hales et al. [41] have asserted
that the quality of a TS is defined relative to its intended use, which is a major
barrier to the evaluation of TSs. The intended use of a TS specifically plays an
important role in the evaluation of its content. The results of this study endorse
the assertions of Hales et al. The quality of the content of DICE did appear to
be relative to the purpose of the system and it appeared that in case of DICE
we cannot rely on a single measure (1A or 1B) to get a complete overview on
the coverage of the DICE content.

When interpreting the results of the ‘concept matching’ evaluation as applied
here one needs to keep in mind that it concerns only a sample of concepts. What
we measure by concept matching is the ‘concept coverage’ which is merely an
approximation of the completeness of all concepts that belong to the domain
of interest (‘domain completeness’). In view of the methods for retrieval of
the representative samples of concepts (or terms) there is a chance that the
sample does not contain concepts that only rarely occur in practice. However,
the question of whether rarely occurring concepts are represented in a TS might
not be as important as whether concepts that frequently occur are represented.
The frequencies of occurrence of concepts in practice can be taken into account
by using each single occurrence of a concept within the representative sample for
(occurring) concept matching. The increase in concept coverage when measuring
the occurring instead of the unique concept coverage (figure 4) indicates that,
in the case of DICE, the concepts that were not represented were mostly the
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not frequently occurring concepts.
There appeared to be large differences between the numbers of errors or

omissions found by the formal algorithmic evaluation and those found by the
domain experts. The physicians identified many more errors and omissions
than the formal algorithmic evaluation. The difference stems from the fact that
the formal algorithmic evaluation only revealed logically incorrect definitions,
whereas the physicians also identified wrong terms and the logically correct, but
clinically incorrect definitions. For example, if the definition of encephalopathy
stated that it always involves a state of coma, then the formal algorithmic
evaluation would render this correct. The physician however would not agree
with this definition. Instead (s)he would rather say that a patient suffering
encephalopathy could be in a state of coma.

The formal algorithmic evaluation, as it was performed here, has some other
drawbacks. The migration of DICE from a frame-based to a DL-based repre-
sentation required a number of assumptions that had to be made. In our case
these assumptions made some concepts appear inconsistent, whereas they actu-
ally were not. Another shortcoming was that by using the formal algorithmic
evaluation as presented here the inconsistent definitions could only be identi-
fied. The pinpointing of the actual causes of the inconsistencies had to be done
manually. We are currently working on ways to automate this identification
process [42, 43].

The major drawback of the expert review was that it took the physicians
much time to look carefully at all the terms and relations belonging to a con-
cept. Similarly, the analysis of the comments generated by the physicians was a
very time consuming effort. A large number of the comments were given by only
one reviewer. Whereas in most cases only comments on which reviewers have
reached consensus will be processed, a large part of the comments will not be
used for updating the TS. It is arguable how many reviewers have to be involved
in the consensus process and how many reviewers have to agree on a comment
before it is processed. Automated detection of inconsistent concepts, such as
the formal algorithmic evaluation as it was applied in this study, does have the
potential to limit and focus the effort of domain experts in the reviewing pro-
cess. However, this requires that these methods are further explored. We will
consider this in our future research. To decrease the efforts for physicians to
review the content of a TS we have started the implementation of a system for
‘internet-based terminological knowledge reviewing’, called KEBoRT (Knowl-
edge Editorial Board online Reviewing Tool), which will be used for reviewing
the entire DICE content [44].

A shortcoming of the case study is that the evaluation methods were only
applied on the TS DICE. There is a chance that the large number of errors and
omission identified by the expert reviewers was due to the fact that the current
content of DICE is not based on expert consensus. Instead, the developers of
DICE consulted two domain experts when building the TS. It might be that
expert review as it was applied in this case study would produce fewer comments
if all concepts, terms and relations had been approved, by means of consensus
between a larger number of domain experts, before they were included in the
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TS. This should be considered when generalizing the conclusions of this case
study, regarding the number of errors found by expert review.

Looking at the results produced by the three methods we see that the ‘con-
cept matching’ methods, that were originally designed to evaluate the coverage
of concepts, also revealed some missing terms and (non-hierarchical) relations.
The formal algorithmic evaluation revealed only missing and incorrect relations.
The expert review revealed mainly missing and incorrect relations, but also a
small number of missing and incorrect concepts and terms.

3.5 Conclusion

Evaluation studies of the content of TS mostly concern ‘term matching’ or ‘con-
cept matching’. More sophisticated methods are being explored. Independent of
the method used, it remains important to define exactly what is being measured.
The definitions provided in this article could be a starting point in this.

Based on the results of the case study it seems that expert review is most
complete in evaluating the quality of the content of TSs. Expert review produces
results for all aspects that determine the quality of the content. However the
expert review method has some major drawbacks, of which the most important
is the fact that it is very time consuming. In order to get a good overview of the
quality of the content of a TS, it is preferable to use a combination of evaluation
methods. The ‘concept matching’ method seems to be most useful to determine
the coverage of the concepts and terms in the TS. However, it is important to
consider the source that was used to retrieve the sample of concepts that are
being matched to the TS. The intended purpose of the TS should determine the
source of the sample. Different sources can lead to different results regarding
the quality of the content of a TS. In addition a clear description of the applied
concept matching method is necessary. Formal algorithmic evaluation has the
potential to decrease the workload of human reviewers, but further research is
required to explore these potentials. From this study it became clear that each
method has its strengths and weaknesses. Therefore the three methods should
be used in combination with each other.
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Abstract

Objective Medical terminological systems (TSs) play an increasingly important
role in health care by supporting recording, retrieval and analysis of patient
information. As the size and complexity of TSs are growing, the need arises
for means to audit them, i.e. verify and maintain (logical) consistency and
(semantic) correctness of their contents. This is not only important for the
management of TSs but also for providing their users with confidence about
the reliability of their contents. Formal methods have the potential to play an
important role in the audit of TSs, although there are few empirical studies to
assess the benefits of using these methods.

Methods and Material In this paper we propose a method based on descrip-
tion logics (DLs) for the audit of TSs. This method is based on the migration
of the medical TS from a frame-based representation to a DL-based one. Our
method is characterized by a process in which initially stringent assumptions
are made about concept definitions. The assumptions allow the detection of
concepts and relations that might comprise a source of logical inconsistency. If
the assumptions hold then definitions are to be altered to eliminate the incon-
sistency, otherwise the assumptions are revised.

Results In order to demonstrate the utility of the approach in a real-world
case study we audit a TS in the intensive care domain and discuss decisions
pertaining to building DL-based representations. This case study demonstrates
that certain types of inconsistencies can indeed be detected by applying the
method to a medical terminological system.

Conclusion The added value of the method described in this paper is that it
provides a means to evaluate the compliance to a number of common modeling
principles in a formal manner. The proposed method reveals potential modeling
inconsistencies, helping to audit and (if possible) improve the medical TS. In this
way, it contributes to providing confidence in the contents of the terminological
system.

4.1 Introduction

4.1.1 Medical terminological systems

A medical terminological system (TS) is a represention of medical concepts,
relations and terms. For example, “inflammation of the membranes of the brain
or spinal cord” is a concept. This concept can be described by the synonymous
terms Cerebrospinal Meningitis and Meningitis. Figure 4.1 gives an example of
a TS that represents concepts, relations and terms. In the remainder of this
paper we focus on concept definitions, and we will represent concepts with their
preferred names.

Medical TSs provide an invaluable source of structured medical knowledge,
serving a wide range of purposes. Historically they have grown primarily from
the need to encode causes of death used for obtaining epidemiological data [1].
However, their application has been expanding towards for example decision
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Inf dis

CSM Inf hepat

µI Infl

hasAbn

Identifier Term Type
Inf dis inflammatory disease preferred
CSM cerebrospinal meningitis preferred
CSM meningitis synonym
Inf hepat infective hepatitis preferred
Infl inflammation preferred
hasAbn has abnormality preferred

Fig. 4.1: An example of a medical TS, representing concepts as boxes, general relations
as labeled dashed lines, and is a relations as solid arrowed lines. Concepts
and relations are denoted by (mnemonic) identifiers. Preferred and synony-
mous terms for concepts and relations are specified in the table.

support, (interdisciplinary) reporting, (clinical) research, and management in-
formation.

In order to adapt to this wide range of purposes, medical TSs have grown in
size and complexity [2]. They evolved from simple taxonomies to semantic net-
works with (informal and formal) concept definition capability. The growth of
terminological systems both in number and size is demonstrated by the UMLS
Metathesaurus1, which incorporates over 100 (versions of) TSs, totalling over
one million concepts. From the numerous papers about medical TSs, a list of
desiderata for these systems, consisting of 12 items, has been formulated [3].
Examples of such desiderata include: the need for concept orientation of the
representation formalism; the ability to allow for multiple superclasses; and the
ability to define concepts formally. A formal, concept-oriented approach to mod-
eling terminological knowledge can largely contribute to fulfil a number of these
desiderata. Many contemporary TSs are based on this approach. Advances in
the field of knowledge representation have resulted in representation formalisms
that can deal with the increased complexity of medical TSs. The most notable
are frames and description logics (DLs).

A frame-based representation [4] is commonly used to express definitions of
concepts, as this formalism supports an intuitive way of knowledge modeling in
which a concept is represented as a frame where its (characteristic) attributes
are represented as slots of that frame. However, this formalism lacks declarative
semantics, which hinders automated reasoning. Automated reasoning about the
(medical) knowledge is important not only during knowledge modeling but also
for exploiting knowledge to support the end user during e.g. the navigation
through the knowledge base. Examples of reasoning services expected from the
utilization of the TS include the classification of concept definitions, the detec-
tion of semantically equivalent forms of definitions (concept redundancy), and
logical consistency checking of a concept definition. To perform this automati-
cally, a formal basis for the knowledge representation formalism is needed. The
formalism should have enough expressive power to appropriately represent con-

1 http://www.nlm.nih.gov/pubs/factsheets/umlsmeta.html (accessed February 17, 2006)

http://www.nlm.nih.gov/pubs/factsheets/umlsmeta.html�
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cepts in the domain of interest but it should also support algorithms that are
tractable in practice.

A seemingly attractive formalism to consider is that of description logics,
which is a family of formal languages. The attractiveness stems from the fact
that a DL usually corresponds to a decidable fragment of first-order logic and, at
the same time, organizes concept definitions in an intuitive object-oriented-like
structure. A variety of DLs have been defined, each of which is characterized by
the logical constructors allowed for expressing concepts and relations (which are
called roles in the DL literature). These DLs provide varying levels of expres-
siveness, for which highly optimized reasoning algorithms have been developed.

4.1.2 Auditing medical terminological systems

As modeling knowledge in very large knowledge bases and evaluating their con-
tents are complicated processes, the need arises for systematic, reproducible
methods to support these processes. Modeling and evaluating TSs concern
various aspects, ranging from ontological decisions to the comprehensiveness
of the medical contents of a TS. Ideally, a knowledge base should satisfy four
requirements according to [5]: (1) it should have the necessary knowledge (com-
pleteness), (2) the knowledge should be faithful to the real world (correctness),
(3) the knowledge should not be self-contradictory (consistency), and (4) the
system should have efficient algorithms to perform the inferences needed for the
application (competence). Auditing is the process of assessing the fulfilment of
(one or more of) these requirements.

During the last decade, various techniques have been applied for auditing
medical TSs. In [6], so-called “semantic methods” are applied for the detec-
tion of: ambiguity; redundancy of concept pairs; inconsistency of parent-child
relationships; and lack of semantic links. In [7], a technique is presented to
audit concept categorizations, based on intersections of semantic types. In [8]
the use of Protégé is described for detection of inconsistencies and reduction
of redundancy. In [9], methods for finding missed synonymy are described.
In [10], an algorithmic methodology called “semantic refinement” is presented,
which helps detection of ambiguity, non-uniform classification, classification er-
rors, omissions, redundant classification and missed synonymy. In [11], two
algorithms are applied to detect (among others) improper assignment of rela-
tionships, redundant concepts, and omission of relationships.

In these approaches the modeller eventually does a manual interpretation of
the knowledge but the computational methods help focus attention on possible
errors or flaws. In our approach the interpretational burden is further shifted
towards the method itself by means of automated reasoning. Apparent errors are
automatically detected and the modeller has to decide whether they correspond
to real errors or flaws, or whether they emerge because of assumptions made
which later turn out to be too stringent. Our goal is to explore the possibilities
for deploying DLs for auditing the concept definitions within a TS. In particular,
we use the reasoning service of satisfiability testing to support checking the
consistency of a medical TS. Our audit focuses on consistency and correctness
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Inflammatory disease

Hepatitis Meningitis Cerebrospinal meningitis

: * I

Hepatitis B Viral hepatitis

1
6

Hepatitis A Kidney hepatitis

6
y

Meninges

Liver

Kidney

Fig. 4.2: An example of (partly erroneous) concept definitions in a medical TS, rep-
resenting concepts as boxes, explicitly defined involved anatomy relations as
dashed lines, and is a relations as solid arrows.

of concept definitions, including not only hierarchical but also non-hierarchical
links. This forms another difference with the majority of the related research
being performed as the focus in these approaches is on hierarchical relationships.

Figure 4.2 shows an example of concept definitions in a medical TS that con-
tains a number of suboptimal representation of concepts: Meningitis and Cere-
brospinal Meningitis are defined as separate concepts, whereas these should either
be defined as synonymous terms referring to one concept (as in Figure 4.1), or
as two equivalent concepts. Viral Hepatitis redundantly defines involvement of
the Liver, and Hepatitis B should be subordinate to Viral Hepatitis instead of
being coordinate to it. Although these definitions are complete and consistent
as the semantics expressed by the definitions are correct, information is missing
or redundantly specified. An incorrect definition is that of Kidney Hepatitis,
which should not be defined at all, as this is non-existing. This definition can
be rendered inconsistent by making explicit that Kidney and Liver are disjoint
concepts, and that the involved anatomy of a Viral Hepatitis is always a Liver.

4.1.3 Approach

Formal representation of knowledge supports the automatic discovery of logical
inconsistencies based on the unambiguous semantics of statements. For exam-
ple, the DL-based expression M ≡ W u ∃ C P has unequivocal, agreed-upon
logical semantics, facilitating automated reasoning. Although the semantics of
the logical constructs are clear, any meaning of the symbols, providing the ex-
pression with a real-world interpretation, remains unspecified. If we interpret
the capital letters as respectively Mother, Woman, hasChild, and Person, this
statement not only has formal semantics, but also real-world semantics. How-
ever, it needs to be made explicit how Woman and Person are defined, and when
a relation between people is considered as “having a child”. In the remainder
of this article we will not pay attention to the latter problem, but focus on
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formal semantics. In addition, one needs to keep in mind that whereas free-text
definitions can be verbose and are restricted only by the limits of natural lan-
guage, formalization restricts the expressiveness of definitions to the limits of
expressiveness of the formalism.

Our starting point is that the TS at hand is specified or implemented in a
frame-based language. This is the case in the great majority of medical TSs
available today. In our approach we migrate the frame-based TS to a DL-based
one. The advantage of using a DL is that DLs usually come with well-designed
algorithms for reasoning. These algorithms have been implemented in reasoners
that are readily available. Because the frame-based representation leaves room
for various interpretations, the migration requires making the semantics of the
frame-based representation explicit before specifying a TS in the DL-based rep-
resentation. We have developed a method to perform this migration by posing
explicit assumptions on semantics of, for example, frame slots and slot-fillers.
One needs to realize that the knowledge base resulting from this migration pro-
cess is for the purpose of detection of inconsistencies, and not for use in (clinical)
practice.

The idea behind the method is to start with stringent assumptions about
definitions in order to force the reasoning system to identify potentially incon-
sistently defined concepts. An example of such an assumption is stating that
subclasses are mutually disjoint. The identification of inconsistency is realized
by exploiting the satisfiability services of a DL reasoner. An unsatisfiable con-
cept may indicate a too stringent assumption about a definition, but may also
indicate actual errors in the frame-based definition from which the DL-based
concept is derived. However, as unsatisfiability may also be caused by a cor-
rect definition that involves another unsatisfiable concept, one needs methods
to locate the erroneous definition(s), as is described in [12]. Our hypothesis is
that going through the migration process, performing satisfiability testing and
locating errors, provides a serious contribution for maintaining the contents of
real-world medical TSs. To assess this hypothesis, we have applied our method
to a real-world TS of reasons for admission in intensive care (called DICE) [13].
The development of the DICE knowledge base is an ongoing effort that is being
performed at the department of Medical Informatics at the Academic Medical
Center in Amsterdam, The Netherlands since the late 1990s.

This paper is organized as follows. In Section 4.2 we provide preliminaries
on frame-based representation, description logics, and the differences between
them. We describe our method in Section 4.3 and focus on error detection in
Section 4.4. Section 4.5 reports on the results of the case study, whereafter the
methods and the results are discussed in Section 4.6. We conclude with lessons
learned about using DLs, and about our approach for modeling and evaluation
of medical TSs.
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4.2 Background

4.2.1 Frame-based and description-logic-based representations

During the last two decades, various efforts have been made towards the formal
representation of medical knowledge bases using DLs. On the one hand, at-
tempts have been made to apply an existing DL-based system to medicine, e.g.
NIKL [14], or LOOM [15]. On the other hand, DLs tailored to medicine have
been developed, prominently GRAIL [16], and Ontylog [17]. In this paper, we
describe the application of a common DL and existing reasoners, specifically for
the aim of auditing a knowledge base, using a medical TS as a case study. Au-
diting is performed by means of semi-automatic migration from a frame-based
representation to a DL-based representation. In order to be able to perform
such a translation, the mismatch between what can be represented using frames
and using DL must be overcome. We will first describe the essentials of frame-
based representation, exemplified by DICE, and of DLs, and then look deeper
into important differences between them.

Throughout this paper we use in the running text Capitalized Sans Serif
typeface when referring to class frames and DL concepts (e.g. Hepatitis), whereas
we use lowercase emphasized typeface when denoting frame slots and DL roles
(e.g. involves anatomy).

4.2.2 Frame-based representation, exemplified by the DICE TS

Frames [4] provide a means of describing classes and instances, with slots of
frames representing either relations to other frames, or properties of the repre-
sented class or instance. Frames can represent subclasses by means of an is a
relation, which implies inheritance by the subclass of slots (and any slot-fillers)
from the superclass.

As an example of a real-world medical TS, we will use the DICE system
(Diagnoses for Intensive Care Evaluation) [13]. Like many other medical TSs,
DICE is organized around health problems, which are defined according to their
anatomy, morphology, etiology, and system (e.g. vascular system, digestive
system), as shown in Figure 4.3.

The frame-based representation of DICE is restricted to a small number
of constructs, which are demonstrated in Figure 4.4. Class frames are inter-
related with is a and other slot types. Slots can be defined as transitive or
non-transitive (this is not represented in Figure 4.4). An example of a transi-
tive slot is is part of, implying that all parts of a structure that is part of a larger
structure are also parts of the larger structure. Slot-fillers can be grouped and
labeled with an “XOR” or “OR” facet, in order to specify whether instances
can be defined with exactly one (XOR), or more than one (OR) value from the
slot-fillers. Providing no value for the refinability facet, or explicitly specifying
a DEF value, means that the slot-fillers are definitional. By “definitional” we
mean that the slot-filler (e.g. Meninges) is entailed by the disease concept (e.g.
Meningitis). Apart from those mentioned above, no other constructs (such as
slot-hierarchies, cardinality constraints, or inverse slots) exist.
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Reason for admisson

Act

Anatomy

is part of: Anatomy

part of system: System

Abnormality

Etiology

System

Health problem

system: System

location: Anatomy

abnormality: Abnormality

etiology: Etiology

syndrome part: Health problem

Operative procedure
OP system: System

OP location: Anatomy

OP abnormality: Abnormality

OP act: Act

Y*

is
a

is a

Fig. 4.3: Overview of the domain model of the DICE TS. Two types of reasons for
admission are distinguished: health problems and operative procedures. Slots
are represented in italics, and followed by their fillers. Various examples of
subclasses are shown in Figure 4.4.

The DICE knowledge base is implemented using class frames only, that is,
without instance frames. The rationale behind this choice is that this allows
for the definition of a taxonomy without a predefined level of maximal detail.
Instance frames are used to represent patient-specific information (e.g. a diag-
nosis of an individual patient), hence they are not part of the DICE knowledge
base.

The representation formalism of DICE provides the possibility of specifying
facets of slots. A facet provides additional information about the semantics of
a slot. Examples of such facets are transitivity of a slot (such as the is part of
slot), and refinability of a slot. Refinability, which is a DICE-specific slot facet,

Meningitis
is a: Brain disease
anatomy: Meninges
abnormality: Infection
etiology: or(Virus,

Bacterium, Fungus)

Viral meningitis
is a: Meningitis
etiology: or(Virus)

Meninges
is a: Body Part
is part of: Brains

Microorganism
is a: Etiology

Fungus
is a: M.-organism

Bacterium
is a: M.-organism
aerobe: xor(true,false)

Virus
is a: M.-organism

Fig. 4.4: Examples of frame-based class definitions. The is a slot defines direct su-
perclasses. Slot facets “XOR” and “OR” specify whether instances can be
defined with exactly one (XOR), or more than one (OR) value from the
slot-fillers.
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is important for making a concept more specific by creating a composition with
other concepts. The refinability facet enables applications to determine whether
and how a proper slot-filler may be used in a composition. Figure 4.4 shows
an example of refinability in the etiology of Viral Meningitis. Upon selection of
Viral Meningitis, an application can show the possible values (i.e. Virus and all
its subclasses) and request to specify one or more values as the etiology of the
instance of Viral Meningitis. Practically, this means that when a diagnosis of an
individual patient is specified, the user is enabled to provide any known details.

4.2.3 Description logics

Description logics are rooted in the knowledge representation formalism of se-
mantic networks [18]. Semantic networks provide a graphical representation of
knowledge, but lack declarative semantics, making it hard to reason with the
knowledge represented. In order to provide a logical basis for KL-ONE-like
languages [19], research was directed towards representations that are based on
explicit (set-theoretic) semantics. This has resulted in the family of DLs, which
are subsets of first-order logic (FOL). FOL provides substantial expressive power
which can be used for the representation of knowledge. However, FOL does not
provide an explicit structure for concept definitions, and reasoning in FOL can
be undecidable. DLs provide fragments of FOL for formal definition of con-
cepts. These definitions can either specify only necessary conditions (which we
will refer to as primitive definitions), or specify both necessary and sufficient
conditions (which we will refer to as non-primitive definitions). For example,
axiom (1) in Figure 4.5 states that every Mother is necessarily a Parent, whereas
axiom (2) states that every Mother is necessarily and sufficiently both a Woman
and a Parent. This implies that every subsumee of both Woman and Parent is
also a Mother.

Each DL is characterized by the constructors it allows for. Examples of
concept constructors are AND (u), OR (t), NOT (¬), SOME (∃), ALL (∀),
AT-LEAST (≥). Axiom (3) in Figure 4.5 shows an example of a definition in
which three constructors have been used.

Examples of role constructors are transitive closure (e.g for the is part of
role: if A is part of B and B is part of C then A is part of C), role inverses
(e.g. is caused by is the inverse role of causes), or role hierarchies (e.g. has sister
is a kind of has sibling role).

The constructors that have emerged from the migration process and will be
used in this paper are AND (u), OR (t), NOT (¬), SOME (∃), ALL (∀), and
AT-MOST (≤). No role constructors will be used.

The formal, set-theoretic semantics of DLs provide statements with an un-
equivocal meaning, although these statements are restricted by the expressive-
ness of the underlying DL. The foremost reasoning tasks with DLs are subsump-
tion (classification) and satisfiability testing. Subsumption testing amounts to
checking whether one concept is more general than another. Satisfiability test-
ing is checking whether a concept expression does not necessarily denote the
empty concept [20]. Reasoning in DLs is based on the open world assumption,
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1. Mother v Parent

2. Mother ≡ Woman u Parent

3. Happy Father ≡ Father u (Rich t ≥ 3 has children)

Fig. 4.5: Some example description logic axioms.

basically meaning that the truth of what is not specified is yet unknown. This
is in contrast to the closed world assumption often made in database querying,
in which what is unspecified is assumed to be false. The complexity of reason-
ing algorithms is related to the expressive power of a DL. Increased expressive
power generally leads to increased computational complexity. Reasoning with
very expressive logics can be intractable or even undecidable.

DL-based knowledge bases generally consist of a TBox (Terminology box)
containing axioms (such as the examples in Figure 4.5), and an ABox (Assertion
box) containing assertions (e.g. Mary is a Mother; Betty is a child of Mary). A
TBox is called coherent if it does not contain any unsatisfiable concepts.

For an in-depth description of DL the reader is referred to the Description
Logic Handbook [20].

4.2.4 Differences between frames and description logics

Frames and DLs both provide means for representing concepts, relations, and
instances. There are however a number of significant differences, which need to
be taken into account in the process of migration from frames to DL. We will
discuss four of these differences that are relevant in the context of this paper.
Taxonomic placement. In contrast to frames, DL-based reasoning makes it
possible to infer subsumptions, beyond those explicitly stated in the classifica-
tion hierarchy. Inferred subsumption in DL is driven by non-primitive concept
definitions that hold necessary and sufficient conditions (consider the Mother
example from axiom (2) in Figure 4.5).
Disjointness and covering. In contrast to frame-based representation, DLs
allow to explicitly specify that concepts are mutually exclusive (disjoint). In
DL, concepts can be defined as disjoint by stating that one is subsumed by the
complement of the other: Virus v ¬ Bacterium.
In a similar way, covering can be specified in DL. In the example above, it is
not clear whether or not a microorganism can exist that is neither a virus nor a
bacterium. The proposition that there are no other microorganisms than viruses
and bacteria, can be expressed as: Microorganism ≡ Virus t Bacterium.
Slots versus roles. Slots in frames and any slot-fillers can be interpreted in
various ways. For example, a slot has cause with slot-filler (Virus, Bacterium)
may mean that virus and bacterium together form the actual cause, or any
one of them is a possible cause (possibly combined). Moreover, it is not stated
whether other causes are allowed, etc.
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Conversely, explicit quantification of roles in DLs leaves no room for such ambi-
guity in interpretation. Existential quantification (∃), e.g. Disease u ∃ has cause
Virus, denotes diseases that necessarily have a cause which is a virus, but other
causes might exist. Universal quantification (∀) is used to limit possible role-
values. E.g. Disease u ∀ has cause Virus, denotes diseases of which all causes
(if any) are a (subsumee of) virus. Combining existential and universal quan-
tification makes it possible to precisely define the semantics of roles and role
values.
Slot facets versus role constructors. Semantics of slot facets in frames
are often unclear and application-dependent. Examples of such facets are the
refinability and the transitivity facet as described above. The semantics of role
constructors in DL are explicitly defined, and taken into account by DL reason-
ers.

4.3 Migration Methods

4.3.1 Migration from frame-based to DL-based representation

In order to support automated consistency checking, definitions must be for-
malized. In our approach, the frame-based knowledge base will be translated
into a DL-based representation. Because of the differences between these rep-
resentations, as discussed above, the DL-based representation will form one
interpretation of the frame-based representation. This interpretation is largely
based on assumptions of the semantics that cannot be formally expressed in
frames. As this migration process mainly aims at detection of inconsistent con-
cept definitions, we will focus on modeling issues that we expect to have the
greatest impact on satisfiability. We will first discuss how to perform the mi-
gration process automatically, and then describe how to fine-tune the migration
in order to deal with assumptions that turn out to be too stringent.

4.3.2 Stringent assumptions for creating a DL-based representation

The process of migration from the frame-based representation to DL is based
on a number of assumptions and modeling decisions. These assumptions are
guided by the first aim of the migration process: semi-automatic detection of
inconsistent concept definitions. In order to be able to detect as many po-
tential inconsistencies as possible, maximally stringent definitions are assumed.
These stringent definitions are aimed at restraining the open world assumption,
for example by explicitly stating disjointness of siblings, and universal as well
as existential quantification. Without such stringent assumptions, no inconsis-
tencies can be detected. For example, to detect inconsistency in role values,
disjointness must be made explicit, and role values must be both universally
and existentially quantified. The next example should help demonstrate this:
Consider the frame-based representations of classes, (a) and (b), in Figure 4.6,
where Incorrect Hepatitis is, of course, a fictive class. A reasonably straightfor-
ward DL-based representation of these classes would be the ones denoted by (1)
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(a) Infective Hepatitis : Disease; involves anatomy : Liver, has abnormality :
Infection

(b) Incorrect Hepatitis : Infective Hepatitis; involves anatomy : Kidney

1. Infective Hepatitis v Disease u ∃ involves anatomy Liver u
∃ has abnormality Infection

2. Incorrect Hepatitis v Infective Hepatitis u ∃ involves anatomy Kidney

3. Kidney v ¬ Liver

4. Infective Hepatitis v Disease u ∃ involves anatomy Liver u
∀ involves anatomy Liver u ∃ has abnormality Infection

Fig. 4.6: Examples of frame-based specifications and statements for possible interpre-
tation stated in description logic.

and (2). The DL-based Incorrect Hepatitis, as defined by (2), will however be
satisfiable. To infer that this concept is unsatisfiable, which is what one wants,
it needs to be explicitly stated that a Kidney is not a Liver, and that Infective
Hepatitis is located in the Liver and only in the Liver, as is denoted by definitions
(3) and (4).

Using these definitions, Incorrect Hepatitis will become an unsatisfiable con-
cept. In other cases however, the assumption of universal quantification may be
incorrect, leading to a concept that is unjustly considered unsatisfiable, as will
be discussed in section 4.3.3

Below we will discuss ten assumptions that have been made in the migration
process. These assumptions are categorized as follows. First, we treat assump-
tions that relate to concepts in general. Then, assumptions that are related
to anatomy are discussed, as anatomical reasoning is important especially in
the domain of medicine. Finally, we address assumptions regarding slot-fillers.
Examples of the assumptions are shown in Table 4.1. The row number in the
table refers to the number of the item addressing the respective assumption.

Concept-related Assumptions

1. All concepts are defined as primitive.
Concepts defined as non-primitive can be inferred to subsume other con-
cepts, as they provide necessary and sufficient conditions. In the migration
process it is not necessary to distinguish between necessary conditions on
the one hand and necessary and sufficient conditions on the other hand,
for detection of inconsistent definitions. This does not mean that only
primitive definitions can be used once a system is migrated, but during
the migration process, they play a minor role.
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Tab. 4.1: Examples, taken from the DICE TS, of frame-based expressions and their
assumed DL-based counterparts. The numbers refer to the assumptions in
the text.

Frame-based representation Assumed DL-based equivalent

1 Bacterium : Microorganism Bacterium v Microorganism

2 CABG: Graft;
Coronary artery procedure

CABG v Graft
u Coronary artery procedure

3 Virus : Microorganism Virus v Microorganism

Fungus : Microorganism Fungus v Microorganism

... : Microorganism Fungus v ¬ Virus u ¬ ...

4
HeartDisease: has anatomy Heart
HeartLungDisease: HeartDisease,

has anatomy Lung

HeartDisease v ∃has anatomy Heart
LungDisease v HeartDisease u

∃has anatomy Lung

5

HeartDisease: has anatomy Heart
LungDisease: has anatomy Lung
HeartLungDisease: HeartDisease,

LungDisease

HeartDisease v ∃has anatomy Heart
LungDisease v ∃has anatomy Lung
HeartLungDisease v HeartDisease

6 Heart: is part of Body Heart Struct v Body Part

Heart Entity v Heart Struct

Heart Part v Heart Struct u ∃ is part of
Heart Entity

7 Heart : Organ Heart Structure v Organ Structure

Kidney : Organ Kidney Structure v Organ Structure

... : Organ Kidney Structure v ¬ Heart Structure u
¬ ... Structure

8 has cause: DEF(Virus, Bacterium) ∃ has cause Virus u
∃ has cause Bacterium u
∀ has cause (Virus t Bacterium)

9 has cause: OR(Virus, Bacterium) ∀ has cause (Virus t Bacterium)

10 has cause: XOR(Virus,
Bacterium)

≤ 1 has cause u

∀ has cause (Virus t Bacterium)
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2. Frames with multiple parents correspond to classes that are defined as a
conjunction of multiple subsuming superclasses.
This assumption is in accordance with the default interpretation of these
frame-based descriptions.

3. Ill-defined sibling frames are interpreted as mutually disjoint concepts.
Many medical TSs define concepts in a domain of interest (for example dis-
eases, operative procedures, etc.) using concepts from other domains (such
as anatomy, or microorganisms). Whereas the concepts in the domain of
interest are relatively well-defined (by specifying necessary conditions),
concepts in the other domains are often ill-defined, i.e. subsumption is
specified, but only few necessary conditions. The ill-defined concepts can
hardly be distinguished due the lack of specified conditions. By stating
mutual disjointness of subordinate concepts, concepts are “forced” to be
different. For concepts in the domain of interest, which are well-defined,
disjointness can be inferred from their definitions, hence disjointness needs
not be stated explicitly. E.g.:
Viral Disease v Disease u ∃ cause Virus u ∀ cause Virus,
Bacterial Disease v Disease u ∃ cause Bacterium u ∀ cause Bacterium
These concepts are necessarily disjoint if Virus and Bacterium are disjoint.
In DICE, we have defined all concepts subsumed by Act, Abnormality,
System and Etiology as mutually disjoint to each of their siblings. In Fig-
ure 4.4 for example, Virus, Bacterium and Fungus are defined as subclasses
of Microorganism. In the migration process these are defined as mutually
disjoint using axioms as expressed in Table 4.1.

4. Slots for which fillers are specified override slot-fillers defined by super-
classes.
In a frame-based representation the interpretation of slot-fillers in sub-
frames is unclear. It can either be an additional qualification (Heart-Lung-
Disease: Heart-Disease, has location Lung), a specification (Heart-Valve-
Disease: Heart-Disease, has location Heart-Valve), or a contradiction (Pen-
guin: Bird, has ability : Not Flying) of the definition of the superframe.
Interpretation of definitions as specifications implies that a conflicting
specification will lead to an unsatisfiable concept. If a specification is
intended to represent an additional qualification, the frame-based repre-
sentation should represent this explicitly, by repeating the inherited qual-
ification. In the example above, Heart-Lung-Disease should be specified
with has location (Heart, Lung).

5. Parent frames and slots for which fillers have been specified are conjuncted .
As explained in assumption 2 above, multiple parents are interpreted as
a conjunction of subsuming classes. Slot-fillers that are specified for the
parents, are all assumed to hold. If, for example, one parent specifies
has location heart, and another parent specifies has location lung, this is
interpreted as has location (heart, lung). See assumption 8 below, on the
interpretation of such multi-valued slot-fillers.
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Anatomy-related Assumptions

Anatomy plays an essential role in medical TSs, as the vast majority of symp-
toms and diseases are associated with particular anatomical areas. The Foun-
dational Model of Anatomy (FMA) [21] aims at becoming a reference ontology
for anatomical knowledge. It is a frame-based ontology, containing about 70,000
distinct anatomical concepts. The most prominent relations between these con-
cepts, apart from the is-a relations, are partitive relations. Whereas partitive
relations play an important role in medical knowledge bases, they may pose
great demand on expressiveness of DLs. This can be overcome by the use of
structure-entity-part (SEP) triplets, as suggested in [22]. Motivation for us-
ing SEP triplets is to reduce computational complexity by avoiding the use of
transitive roles and role chaining. This comes at the cost of having to define
every anatomical component three times (as an entity, a part, and a structure).
The SEP representation turned out to be very useful for the aim of detecting
inconsistencies, as we will describe below.

6. The Anatomy taxonomy consists of anatomical structures, which can be
represented using SEP triplets.
Anatomical reasoning is an important but difficult task. The use of strin-
gent definitions for location is hindered by the transitivity of anatomical
localization. A concept that is defined as located in some part of an
anatomical component X, is implied to be located in component X as
well. This can be dealt with by using role hierarchies, defining is part of
role as a subrole of has location, and both roles being defined as transitive.
This is, however, only useful for the existential quantifications, but is not
feasible for universal quantifications, as is explained below.
Figure 4.7 shows various possibilities of dealing with part-whole reasoning.
Using definitions (c) and (d), HeartValveDisease can correctly be inferred
to be a HeartDisease due to the use of transitive roles and role hierarchies
as defined in (a). However, using stringent definitions, as in (e) and (f),
Str HeartValveDisease (which is explicitly defined as a Str HeartDisease)
will, unjustly, become unsatisfiable. This can be overcome by changing
the role-values as shown in (g) and (h). This role-value is an anonymous
form of the Heart Structure concept in the SEP triplets, where Heart is the
Heart Entity and ∃ is part of Heart is the Heart Part. We have therefore
chosen to use SEP-triplets, in which case there is no need to define role hi-
erarchies and transitive roles. The assumption is made that all concepts in
the anatomy taxonomy are “structure” elements, for which corresponding
“entity” and “part” concepts are defined.

7. The Anatomy taxonomy is treated as a partition, i.e. parts are considered
to be disjoint .
The use of SEP triplets, as motivated above, has another major advantage.
If the anatomical model is considered to imply a partition, it can (and
for migration purposes should) be explicitly stated that every anatomical
component is part of exactly one other component. We discussed above
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(a) is part of v has location; is part of transitive, has location transitive

(b) HeartValve v ∃ is part of Heart

(c) HeartDisease ≡ Disease u ∃ has location Heart

(d) HeartValveDisease v Disease u ∃ has location HeartValve

(e) Str HeartDisease ≡ Disease u ∃ has location Heart u ∀ has location Heart

(f) Str HeartValveDisease v Str HeartDisease u ∃ has location HeartValve
u ∀ location HeartValve

(g) SEP HeartDisease ≡ Disease u
∃ has location (Heart t ∃ is part of Heart) u
∀ has location (Heart t ∃ is part of Heart)

(h) SEP HeartValveDisease v SEP HeartDisease u
∃ has location (HeartValve t ∃ is part of HeartValve) u
∀ location (HeartValve t ∃ is part of HeartValve)

Fig. 4.7: Various ways of dealing with part-whole reasoning.

that definition (h) in Figure 4.7 results in a satisfiable concept. However,
should we replace HeartValve with, say, Kidney, this concept would still be
satisfiable, as Kidney may be explicitly stated to be disjoint from Heart,
but not from (∃ is part of Heart). SEP triplets can solve this issue by
defining Heart Structure disjoint from Kidney Structure. This assumption
is based on the fact that DICE has a relatively simple anatomy model. In
contrast to this, FMA provides various views on partitioning, making it
impossible to apply this assumption without introducing different kinds
of parthood relations, as described in [23].

Slot-filler-related Assumptions

As discussed earlier, slot-fillers have no unambiguous interpretation. In the case
of DICE, also the refinability facet of slots, described in Section 4.2.2, needed
to be taken into account.

8. Slot-fillers with “DEF” refinability facet are interpreted as conjunctions of
existential quantifications of the role values and universal quantification
of the disjunction of the role values.
Slot-fillers that are specified as part of the definition of a class frame (i.e.
the refinability facet has the value “DEF”, like Hepatitis, by definition,
has location Liver) are interpreted as role values that necessarily all ex-
ist. Hence it is interpreted as a conjunction of existential quantifications.
Moreover, the values are interpreted as the only allowed role values, which
is represented as a universal quantification of the disjunctions.

9. Slot-fillers with “OR” refinability facet are interpreted as universal quan-
tification of disjunction of the role values.
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As the “OR” value for the refinability facet specifies possible slot-fillers,
no existential quantification is assumed. However, the specified values are
interpreted to be the only allowable values, hence they are interpreted as
universal quantification of disjunction of the role values.

10. Slot-fillers with facet “XOR” are interpreted as universally quantified and
number restricted roles: ≤ 1 .
An “XOR” value for the refinability facet is a stricter alternative of the
“OR” value, as at most one value is allowed. Hence, the interpretation
is the same as the “OR” value, with an additional number restriction (at
most 1) on the allowed role values.

4.3.3 Revising assumptions in light of contradiction

As the assumption of universal quantification may turn out to be too strin-
gent in many cases, the frame-based representation has been extended with a
special-purpose slot-facet used during the migration. This facet has been added
to the slots to explicitly specify whether a slot should be considered to represent
universal quantification or not. This facet can be set during the migration pro-
cess to override the default assumption. Removing universal quantification on
role values prevents other existentially qualified role values (from subsumed or
subsuming concepts) to lead to inconsistencies. Disabling universal role quan-
tification is only done for cases where the semantic correctness of the initially
conflicting definitions has been verified. For example, HeartDisease is defined
as referring to diseases that involve the heart. Cardiac Pulmonary Oedema is a
Heart Disease, but it also involves the Lungs. Hence, universal quantification is
disabled on the has anatomy role of HeartDisease.
The mutual disjointness of sibling concepts may also turn out to be a too strin-
gent assumption, especially in cases where more than one siblings are justly
subsuming a concept. As these cases might actually indicate the need for a
more drastic remodeling, no measures have been taken to change this assump-
tion. In practice, only a few cases with this problem were detected.

4.4 Methods for Detecting and Correcting Errors using DL-based
Reasoning

The migration process as described in the previous section results in a DL-
based representation of a knowledge base. Subsequently, a DL reasoner such
as FaCT2[24] or RACER3[25] can be used to classify this knowledge base and
find any unsatisfiable concepts. We will first discuss which kind of modeling
errors can be detected using a DL reasoner, and will then look into strategies
to find the actual erroneous definition, and to correct them. We conclude this
section with more advanced means of error detection, which are currently under
development.

2 http://www.cs.man.ac.uk/~horrocks/FaCT/ (accessed February 17, 2006)
3 http://www.sts.tu-harburg.de/~r.f.moeller/racer/ (accessed February 17, 2006)

http://www.cs.man.ac.uk/~horrocks/FaCT/�
http://www.sts.tu-harburg.de/~r.f.moeller/racer/�
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4.4.1 Detectable and undetectable modeling errors

A number of modeling errors were shown in Figure 4.2. Unfortunately, not all of
these errors can be easily detected using a DL reasoner, or can only be detected
under certain conditions. We will now discuss these errors, which were described
in Section 4.1.2, in more detail. Meningitis and Cerebrospinal Meningitis are
duplicate definitions of what is actually one concept. Such duplicate definitions
are only detected by a DL reasoner if both definitions are non-primitive. In this
case, the reasoner will conclude that two concepts defined according to the same
necessary and sufficient conditions are the same. However, if either one or both
of them is defined as primitive, this redundancy will not be detected.

Hepatitis B should be subordinate to Viral Hepatitis instead of being coor-
dinate to it. This could be inferred by a DL reasoner, but only when Viral
Hepatitis is defined as a non-primitive concept. In that case, necessary and suf-
ficient conditions are specified, and the reasoner can infer that Hepatitis B is
subsumed by Viral Hepatitis. However, reasoners generally do not provide an
overview of inferred subsumptions, although applications exist that can do this,
based on the results of classification by a reasoner. OilEd4 is an example of
such an application.

Viral Hepatitis redundantly defines involvement of the Liver. Although redun-
dant modeling can be considered a modeling imperfection, it is not detected by
DL reasoners, as it does not result in any classification change or unsatisfiable
concept. Kidney Hepatitis represents a concept that should not exist. However,
it could also refer to an incorrectly modeled concept, for which the involvement
of Kidney was accidently and incorrectly specified. This type of modeling errors
can actually be detected by DL reasoners.

The examples from Figure 4.2 show that not all modeling errors can be de-
tected by DL reasoners. Hence, satisfiability is not a proof of correct definition,
but rather, unsatisfiability is an indication of some modeling error. Modeling
errors however are not the only cause, but the first possible cause of unsatisfia-
bility of a concept.
The second cause of unsatisfiability originates from the migration process. If a
class frame is modeled correctly, but incorrect (i.e. too stringent) assumptions
are posed on the class frame or any of its superclasses during the migration pro-
cess, the resulting concept can become unsatisfiable, as was discussed in Section
4.3.3.
The third possible cause for unsatisfiability originates from the DL-based reason-
ing process. All subsumees of an unsatisfiable concept are unsatisfiable as well.
In the same manner any concept will become unsatisfiable that is defined accord-
ing to an existentially quantified role that has an unsatisfiable concept as a role
value. Figure 4.8 presents an example, where unsatisfiability of one concept (Er-
roneousHepatitis) leads to unsatisfiability of two other concepts. Classification
of this example with a DL reasoner will result in three unsatisfiable concepts,
leaving it to the user to determine the origin of the unsatisfability. Hence, before
one can correct modeling errors or change migration assumptions, one needs to

4 http://oiled.man.ac.uk/ (accessed February 17, 2006)

http://oiled.man.ac.uk/�
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ErroneousHepatitis v Hepatitis u ∃ has location Kidney
ViralHepatitis v ErroneousHepatitis u ∃ has etiology Virus
HepaticSyndrome v Disease u ∃ involves ViralHepatitis

Fig. 4.8: Examples of propagation of unsatisfiability. The unsatisfiability of the con-
cept ErroneousHepatitis leads to unsatisfiability of the other concepts.

find ways to determine the primary location of unsatisfiability. In this exam-
ple, one would have to determine that ErroneousHepatitis is the concept that
leads to unsatisfiability of two other concepts. Before we look at ways to resolve
modeling errors and incorrect assumptions, we look into strategies to determine
primary causes of unsatisfiability.

4.4.2 Strategies to locate and correct errors

An expedient approach to determine which unsatisfiable concepts lead to other
unsatisfiable concepts is to start with those concepts that are used as role-
values for other concepts (such as ViralHepatitis in the example in Figure 4.8).
More specifically, knowledge bases can often be “modularized” into independent
knowledge bases [26]. For example, DICE can be considered as a knowledge
base that includes four mutually independent knowledge modules, i.e. “Abnor-
mality”, “Act”, “Anatomy and System” and “Etiology”. This independence is
demonstrated in Figure 4.3 by the fact that all slots for frames refer to frames
within the same knowledge module (e.g. the slot-fillers in “Anatomy and Sys-
tem” only allow frames from this module). Hence it is expedient to first address
unsatisfiable concepts in the various knowledge modules. When these unsatis-
fiabilities are corrected, unsatisfiable subsumees of “Reason for Admission” are
more likely to be defined incorrectly by themselves.
A drawback of DL classifiers is that stated taxonomies “collapse” for subsumees
of an unsatisfiable concept, i.e. all subsumees of an unsatisfiable concept are
unsatisfiable as well. This makes it hard to detect which unsatisfiable concept is
the most generic in the stated taxonomy. In the example from Figure 4.8, both
ErroneousHepatitis and ViralHepatitis are unsatisfiable, the stated subsump-
tion is lost as they are rendered equivalent. Therefore, apart from the inferred
taxonomy, the stated taxonomy is useful for finding the top-most unsatisfiable
concepts. It is noteworthy that OilEd retains the stated taxonomy, facilitating
the process of finding the top-most unsatisfiable concepts. This is shown in
Figure 4.9. auto-immuun haemolitische anaemie 1046 is unsatisfiable because it
is subsumed by haemolitisch anaemie 1045, which is also unsatisfiable.

For each unsatisfiable concept that neither is subsumed by an unsatisfiable
concept nor has an unsatisfiable existential role value, the underlying cause of
unsatisfiability needs to be determined. Examples of such causes are: being
subsumed by mutually disjoint concepts, or having role values that contradict
those of a subsumer. Once the cause of the unsatisfiability is detected, it can
be determined whether it stems from assumptions in the migration process, or
from an actually incorrect or inconsistent definition.
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Fig. 4.9: The OilEd editor, showing a taxonomy of unsatisfiable concepts.

1. disjoint(Y, Z)

2. A v V u W u ∀ R Z

3. B v A u D u E u ∃ R Y

4. A’ v ∀ R Z

5. B’ v A’ u ∃ R Y

Fig. 4.10: Simplification of description logic axioms for advanced error detection.

4.4.3 Advanced error detection

As mentioned above, DL classifiers do not provide any information other than
the sheer fact that a set of concepts is unsatisfiable. Methods for more advanced
support for error tracking are being developed. First, this research focuses on
concepts that are “involved” in definitions of many unsatisfiable concepts. Sec-
ond, investigations are ongoing on how to pinpoint the parts of a concept defi-
nition that render a concept unsatisfiable. For example, consider the definitions
(2) and (3) for concepts A and B in Figure 4.10. Concept B is unsatisfiable due
to the universal quantification for R in the definition of A and the existential
quantification for R in the definition of B (for example: all children are boys,
some child is a girl). In this case, unsatisfiability of B can be explained by
the simplifications in (4) and (5). As this currently has to be determined by
manual review of the concept definitions, methods for automatic pinpointing
the location of errors are being developed [12].

4.5 Case Study Results

4.5.1 Application of the methods to DICE

We have applied the method described above to DICE, in order to gain insight
into the feasibility of this approach. The DICE knowledge base consists of about
2500 concept frames, with over 3000 defined slot-fillers (for other slots than
“is a”). We used the reasoner RACER to process the DL-based representation
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of the knowledge base, in order to check the coherence of the TBox.
For each unsatisfiable concept, the first author (RC) determined whether

the unsatisfiability stemmed from reference to another unsatisfiable concept,
from an incorrect assumption during the migration process or from a modeling
error. We dealt with incorrect assumptions by utilizing the facet to overrule
default interpretation of role quantification (described in Section 4.3.3). If an
actual modeling error was detected, the frame-based representation was cor-
rected. After changing the frame-based representation, the migration process
was repeated, and a new DL-based representation emerged iteratively.

Below we will make a distinction between unsatisfiability introduced by the
migration method, and unsatisfiability caused by modeling errors. The analysis
presented here is specific for the DICE knowledge base, and results may be
significantly different for other TSs. It does however provide insight in the
possibilities and merits of using our method.

4.5.2 Unsatisfiable concepts caused by the migration method

The stringent assumptions put on the frame-based representation resulted in
two major types of assumption errors: errors caused by incorrect assumption of
disjointness, and errors caused by incorrect assumptions on quantification.
Disjointness errors were found in the descendants of etiology. For example, the
assumption was made that the sibling concepts addictive drug and analgesic are
disjoint, which is false as an analgesic may or may not have the property of being
addictive. The disjointness rendered Morphine and Opioids as unsatisfiable, as
it is (correctly) defined as a descendant of both. This unsatisfiability could
be overcome by removing the assumption of disjointness. We have currently
chosen not to perform serious remodeling toward reducing multiple inheritance
as much as possible (as will be discussed in Section 4.6). This may however be
considered in further evaluation efforts.

A large number of unsatisfiable health problems were found, which could
be explained by the stringent assumptions posed on the quantification of roles.
Universal role quantification was frequently falsely assumed, mainly in regard
to generic concepts, such as for example lung disease) for which the location
was (falsely) assumed to be restricted to lungs. This led to unsatisfiability of
all diseases that were correctly defined as a lung disease, but that also involved
a location different from lungs, such as Cardiac Pulmonary Oedema. In these
cases, the frame-based representation was altered by use of the slot facet to
mark slot-fillers as “not universal”.

4.5.3 Unsatisfiable concepts due to incorrect definitions

Various types of modeling errors were found in the process of migration. We
categorize these errors under one of the following categories: missing or incorrect
slot-fillers, incorrect slot-facets, incorrect taxonomic placement.
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Tab. 4.2: Various types of changes made and their number of occurrence for the DICE
knowledge base. The DICE knowledge base contains about 2500 concepts,
2500 is a slot-fillers, and over 3000 defined slot-fillers (for other slots than
“is a”).

Type of change Occurrence

Migration assumption changes: 135
Slot-filler changes (for missing or incorrect slot-fillers): 84
Slot-facet changes (for incorrect slot-facets): 24
Classification changes (for incorrect taxonomic placement): 13

Missing or incorrect Slot-fillers

84 concepts were found with missing or incorrect slot-fillers. These can be
categorized as follows:

overriding instead of additional slot-fillers The first typical situation encoun-
tered was the need to create additional slot-fillers at subframes. Recall
that assumption (4) in Section 4.3.2 states that slot-fillers override any
fillers defined by superclasses. Hence it is required to repeat these fillers
for subframes that have additional fillers, otherwise the specified filler will
be interpreted as an overriding value, potentially leading to inconsistent
concepts. For example, in the frame Diabetes Insipidus the slot-filler en-
docrine system overrides the inherited metabolic system, instead of being
an additional system. Hence, diabetes insipidus should also involve the
metabolic system, stating system: (endocrine system, metabolic system).
Whereas this need to repeat fillers for subframes might seem to introduce
overhead, the advantage of this solution is that it makes explicit the fact
that additional fillers are mentioned. Especially as frames generally allow
for overriding slot-fillers, repetition ensures that distinction can be made
explicit between overriding and additional slot-fillers.

too limited specification of subsumers Another typical case was related to slots
with an “OR” facet, indicating slot-fillers that imply a selection to choose
from. Frequently, the list of specified slot-fillers was missing some fillers
that were defined for some of the subclasses. In such cases, these slot-fillers
were added to the slot of the superclass.

incorrect or redundant slot-fillers Apart from missing slot-fillers, there were a
number of cases where slot-fillers were incorrectly or redundantly defined.
The redundant definitions were not detected by the reasoner, but emerged
when scrutinizing concept definitions. An example of a redundant defini-
tion is Extradural Haematoma, which was defined as a Intracranial haemor-
rhage, with abnormality haematoma. Specification of the abnormality is
however redundant, as the abnormality haematoma pertains to the defini-
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tion of Intracranial haemorrhage. Currently, we are devising methods for
automated retrieval of redundant definitions.

Incorrect Slot-facets

24 specifications were found where the value of the refinability facet (“DEF”,
“OR” or “XOR”) was not (correctly) specified (see Table 4.1). This means
that specifications were unjustly considered part of a definition, whereas they
are actually part of possible refinement. Although this is rather specific to
representation of the DICE knowledge base, it is worth further study, as in
generic frame representation there is no explicit distinction between definitional
and refinable parts of a frame.

Incorrect taxonomic placement

As shown in Table 4.2, 13 concepts were found that were placed wrongly in the
taxonomy. These misplacements can be categorized as follows:

coordination instead of subordination There were cases of concepts that were
placed as siblings where one of the concepts should have been subordinate
to the other (i.e. be its child). For example, self-poisoning was defined
as a sibling of intoxication, whereas self-poisoning should be subsumed by
intoxication.

subordination instead of slot-filler Another example of misclassification is illus-
trated by a concept that was defined as both a health problem and an ab-
normality, which are disjoint. Instead of being subsumed by abnormality,
it should have been related to abnormality by a slot-filler. The anatomy
taxonomy also revealed 6 concepts that were defined as being subsumed
by a concept instead of having a part-of relation to that concept. For
example, brain was defined as subsumed by nervous system, instead of
being part of the nervous system. This type of error has been found in
other systems as well, and DL reasoning provides a powerful means for
detecting it [15].

subordination instead of superordination One part of the hierarchy was defined
incorrectly by switching subsumers and subsumees. This involved the con-
cept laryngo tracheo bronchitis which was defined as the subsumer of laryn-
gitis, tracheitis and bronchitis, whereas it should be defined as a subsumee
of these three concepts.

4.6 Discussion

We have described a method for detecting errors in a frame-based TS by means
of making a DL-based interpretation of it. We have applied this method to
a medical TS, DICE, and found a number of errors in this TS. One can not
assume however, that a knowledge base that results from the migration process
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holds no erroneous concept definitions if no unsatisfiable concepts are found.
Concepts may be semantically incorrectly defined, though logically satisfiable.
For example, if Viral Meningitis would be simply defined as Hepatitis (instead
of Meningitis) is caused by a Virus, this could result in a satisfiable concept,
although it is obviously incorrect. Moreover, application-specific slots or facets,
of which the semantics are unclear or non-definitional, cannot be represented
using DL. This means that these elements (such as the facets to support post-
coordination that allows for the creation of new concepts based on combining
existing ones) are lost in the process of migration. Therefore, parts of the
functionality provided in the original frame-based representation will have to
be realized outside of the DL-based environment. Although this seems to be
a drawback at first, it may well turn out to be advantageous as it leads to
better understanding of the various aims for which knowledge modeling is being
performed.

As some contemporary medical TSs are claimed to be based on DLs, it
makes sense to assess the applicability of our methods to these systems. To our
knowledge the expressiveness of the DLs used in these systems is very limited,
as they only allow for existential quantification, not for universal quantification.
This simplifies reasoning, but limits the possibilities of consistency checking.
Actually, due to the limited expressiveness, these systems’ representation very
much resembles a frame-based representation, apparently making the methods
that we describe in this paper also applicable to such “DL-based” systems,
which can be migrated to a more expressive DL such as the one we use. Future
research is needed to prove this.

4.6.1 Balance between effort and effect

The current migration process is still labor intensive, as it requires numer-
ous adaptations to the default interpretation of frame-based descriptions. The
changes made are quantified in Table 4.2. This table shows that about 50%
of the changes involve the default assumptions made in the migration process.
Although this can be regarded as a large overhead, it also contributes to the
process of making semantics more explicit. This indicates that this migration
process is beneficial to the frame-based representation, especially when seman-
tics are made explicit in the frame-based representation. For example, the facet
that specifies whether slot-fillers present a restrictive set of values (compara-
ble with universal quantification in DL) or just a (non-restrictive) set of most
common values provides added value to modeling.

Hence, the impact on improving the model is considerable. Additionally,
as these methods audit the model, they help in providing confidence in the
contents of the model. Work is ongoing to significantly reduce the effort to
perform such an assessment. Methods are being developed for pinpointing the
modeling errors, and for explanation of unsatisfiability. When such methods can
be applied, the impact of the process is expected to easily outweigh the effort it
takes.

It should be clear that there has not been a comparison to a “‘gold standard”
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of errors in the knowledge base. The absolute numbers of changes made are
small relative to the total number of links in the knowledge base. There were
13 classification changes, in over 2500 is a links, and a total of 108 slot-filler
and slot-facet changes in over 3000 non-is a links. Rather than being the sole
auditing method, this migration method is complimentary to other methods,
such as the ones described in Section 4.1.2.

4.6.2 Observations from the case study

During the process of error detection and resolving, a number of issues came
to light that require further investigation. We only have made changes needed
to resolve inconsistencies in the original knowledge base. However, by study-
ing the definitions involved, some cases were found for which a more rigorous
redefinition would be justified. Also more attention should be paid to the com-
putational properties associated with the resulting TBox. Below, we will discuss
four modeling issues: entry terminology concepts, patterns, the difference be-
tween definitions and “templates”, and the properties of the TBox.

Entry Terminology. As mentioned earlier, a frame-based representation
requires classes to be explicitly defined as subclasses of all superclasses involved.
As DLs make inference possible on superclasses, it can be argued whether a
better way of modeling would be to define concepts based on their actual prop-
erties, with as little as possible explicit subsumption of non-primitively defined
concepts, as this subsumption can be inferred. For example, hepatitis could
be defined as a “disease, being located in the liver” instead of as a liver dis-
ease, because the latter can be inferred from the definition of hepatitis. This
observation indicates that it may be sensible to create a knowledge base that
consists of concepts that are defined “ex genus et differentiae”, and adhere to
the “jointly exhaustive and pairwise disjoint” (JEPD) property, which is con-
sidered important [27]. So-called entry terminology concepts (such as liver dis-
ease), which can generally be non-primitively defined, can be defined on top of
a maximally monohierarchical knowledge base, providing convenient concepts
for users, and resulting in a polyhierarchal knowledge base. This approach has
also been advocated in the GALEN project [28], and appreciated for increasing
the comprehensiveness of the resulting model [26][29].

Patterns. Other concepts were found that indicated non-uniform modeling
rather than incorrect definition of concepts. For example, both a “is part of”
relation and the concepts body part and organ part are present in the knowledge
base. This makes it possible to define a concept by means of either “is a or-
gan part” or “is part of organ”. Whereas being an organ part can be inferred
when a concept is defined as part of a (specific) organ, this need not be repre-
sented explicitly while modeling a knowledge base. Development of guidelines
or modeling patterns can encourage consistent modeling.

Definitions versus Templates. Although we have treated frame-based
descriptions as purely definitional, actually “a Frame is a collection of questions
to be asked about a hypothetical situation; it specifies issues to be raised and
methods to be used in dealing with them.” [4]. Hence, frame-based descriptions
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of classes provide a mix of definitions and templates for questions. Although
it can be argued whether or not this information should be included in a DL-
based representation, it helps to determine whether templates are consistent
with definitions. It must be clear that the knowledge base generated from the
frame-based representation is for the purpose of detection of inconsistencies, not
necessarily for use in (clinical) practice. However, the improved frame-based
knowledge base can be such a practically useable knowledge base.

TBox properties. The language that was used for the DL-based represen-
tation is ALCQ, which consists of the constructors (u), (t), (¬), (∃), (∀), (≥),
and (≤). As we have represented anatomy using SEP triplets, no role hierar-
chies or transitive roles were required, keeping the language relatively simple.
As the frame-based representation did not contain any axioms other than frame-
definitions, and no cycles, the migration resulted in an unfoldable TBox. This
means that all definitions are simple (defining only atomic concepts), unique
(only one definition for each atomic concept exists), and acyclic (meaning the
definition of a concept has no reference to the definiendum, either directly or
indirectly). Reasoning on this type of TBox generally has a lower complexity
than reasoning on arbitrary TBoxes with cycles and general concept inclusion
axioms [20].

4.7 Conclusion

We have devised a method for the semi-automated migration from a frame-based
representation to a DL-based representation and demonstrated how it helps fo-
cusing on definitional imperfections of a medical TS. The rationale behind the
development of this method is to provide a formal basis for representation in
order to facilitate automated reasoning, which would not be readily feasible in
a frame-based representation. Automated reasoning is generally much cheaper
than manual inspection and redefinition of a medical TS and provides an ob-
jective source for creating confidence in the correctness of its contents.

The migration into a DL-based representation relies on posing assumptions
on the semantics of the frame-based definitions. In our approach one initially
starts with introducing stringent assumptions about concept definitions in the
DL-based representation. This is meant to allow the reasoner to perform in-
ference that can indicate potentially incorrect or incomplete definitions. The
utility of the approach has been demonstrated in a real world case-study reveal-
ing modeling errors in an intensive care TS.

Admittedly, the DL-representation would include a large number of too strin-
gent assumptions. These assumptions are mainly concerned with the universal
quantification and disjointness. However, the approach provides an automated
reasoning tool to identify areas for focusing human attention. Still, a weakness
of our approach is that there is no support for tracing or explaining DL-based
unsatisfiability. As a consequence, pinpointing and resolving conflicts in defi-
nitions is a time-consuming task. Working on explanation facilities comprises
important further work that we are planning to address.
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With the advent of DL-based medical terminological systems, the method
we have provided here is also useful for more interactive support during the
maintenance of such systems. Whereas we have now used them to assess the
quality of a TS independently from the maintenance process, research is ongoing
to determine how these methods can be integrated into the maintenance process
in an interactive manner.

Inconsistency is not the only modeling error that is likely to occur. Concepts
can inadvertently be duplicately defined, i.e. using different concept names
that should be represented as synonymous terms for a single concept (concept
redundancy). Another modeling error that should be detected is redundant
definition of concepts, i.e. a definition of a concept that contains conditions
that are also inherited from a concept’s ancestor. Research is ongoing to explore
the possibilities of using equivalence to detect such errors. Another issue that
is being studied is the detection of “underdefinition” [30]. This research aims
at improving TSs by encouraging definition of as many necessary conditions for
concepts as possible.

Generally, when dealing with errors, there must be a gold standard or a
guideline describing the meaning of correct modeling. Although these issues
are being studied, e.g. [31], we are unaware of their application in real prac-
tice. Further research will address the issues of the underlying assumptions
and/or standards that distinguish correct modeling from erroneous modeling.
The added value of the method described in this paper is that it not only pro-
vides some modeling guidelines, but also a means to evaluate the compliance to
these guidelines in a formal manner. This method reveals potential modeling in-
consistencies, helping to audit and (if possible) improve the medical TS. In this
way, it contributes to providing confidence in the contents of the terminological
system.
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Abstract

Objective We present an approach for debugging description-logic based ontolo-
gies, which is based on Reiter’s theory of diagnosis. Our approach aims at
determining which concepts result in many unsatisfiable concepts, and at pro-
viding explanation for unsatisfiable concepts in an ontology. The usability and
usefulness is demonstrated by application to real-world ontologies.

Design A number of general-purpose techniques, rooted in traditional model-
based diagnosis, is applied to description-logic based ontologies. Furthermore
we introduce a number of heuristics to guide the debugging process.

Validation To study the feasibility of our approach we implemented it to
debug ontologies that are unfoldable and based on a moderately expressive
description logic called ALC. We applied this implementation to various on-
tologies.

Results We have devised and implemented an approach to debug description-
logic-based ontologies, based on Reiter’s theory of diagnosis. The applications
demonstrate that the calculations needed to support debugging are typically
performed within minutes, and the explanations given provide relevant infor-
mation about modeling errors.

Conclusion Our new approach intertwines a theoretical basis and practical
application. It provides a good basis for explaining unsatisfiability of specific
concepts. The heuristics deliver guidance for performing the debugging process.

5.1 Introduction

The interest in development and application of ontologies is increasing. The field
of medicine, in which the authors are involved, provides a number of prominent
examples of ontologies: SNOMED CT [1], GALEN [2], Gene Ontology (GO) [3],
the NCI thesaurus [4], and the Foundational Model of Anatomy (FMA) [5].
Modeling and maintaining (clinical) ontologies is very hard [6]. This is caused,
among others, by the size and complexity of these ontologies, which makes it
impossible for knowledge editors to comprehend all the knowledge contained in
these systems. Support is needed for the modeling process in order to maintain
the quality of these systems.

One particular case in which support is needed is when independently devel-
oped ontologies are merged, as has been done for example for SNOMED RT and
Clinical Terms version 3 [7]. Discrepancies between definitions in the systems
being merged may lead to logical inconsistencies in concept definitions.

Modeling should hence result in good quality ontologies. Quality of an on-
tology can be defined according to [8] in terms of completeness, correctness, and
consistency. When it comes to maintaining consistency of the modeled knowl-
edge, a description logic (DL) can play a pivotal role. The idea is that DL-based
reasoners can infer whether stated knowledge is internally consistent.

Inconsistency can occur for example due to modeling errors, or when merg-
ing independently developed ontologies. However, when inconsistencies are de-
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tected, no explanation is generally provided by DL reasoners. Hence, the knowl-
edge modeler has to determine the cause of an inconsistency. Especially in large
ontologies, this can be very hard.

The challenge is to support debugging of DL-based ontologies, i.e. the pro-
cess of finding and correcting incorrect axioms. In this paper, we will describe
a new approach for explaining inconsistency. This approach is an implemen-
tation of model-based diagnosis as described by [9, 10]. The contribution of
this paper lies in the description of this new approach, and in its application in
practice. This application sheds light on the usability (i.e. the performance of
the implementation, and any limitations and constraints w.r.t. the ontology and
the modeler) and the usefulness (i.e. the additional value in terms of support
for finding and explaining errors) of (the implementation of) our approach.

5.1.1 Motivation

The need for additional reasoning support to provide an explanation for un-
satisfiability has been experienced during the development of an ontology on
reasons for admission in intensive care, DICE [11]. As the size of DICE began
to increase, methods were needed to audit its contents. This auditing involves
finding both missed classification as well as incorrect definitions. In order to
facilitate this auditing, DICE is represented using description logic [12]. Test-
ing the coherence of DICE results in a set of unsatisfiable concepts. It is left
to the modeler to determine the root cause of the unsatisfiability. Finding the
root cause is complicated by the fact that unsatisfiability can propagate from
one root cause to other concepts. As a result, many concepts can become un-
satisfiable due to a single root error.

Therefore, randomly selecting one unsatisfiable concept and trying to explain
and remedy the unsatisfiability may overcome unsatisfiability of this single con-
cept. A more convenient approach is to first determine which axiom(s) lead
to unsatisfiability of larger numbers of concepts, then to analyze these axioms
and appropriately adjust them, in order to remove unsatisfiability of various
concepts. Performing this analysis is closely related to the work on diagnosing
multiple faults [10].

Hence, what is needed is a set of axioms that forms an explanation for each
unsatisfiable concept, and an overview of which (sets of) axioms take part in
the largest number of explanations.

5.1.2 Overview

This paper is organized as follows. We will first introduce relevant background
to the problem of debugging in Section 5.2. Next, we will describe the approach
we have developed in Section 5.3, and provide an example in Section 5.4. Fur-
thermore we will describe the implementation and application of our approach
in Section 5.5. The results of this real-world application are described in Sec-
tion 5.6. Limitations, related work and further work are described in Section 5.7.
Finally, conclusions are drawn in Section 5.8.
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5.2 Theoretical Background

The problem of pinpointing and explaining inconsistencies in DL-based systems
has its roots in various areas of artificial intelligence. Pinpointing (i.e. getting
to root causes) relates to model-based diagnosis [9, 10]. A prominent example of
research on explanation is the work on truth maintenance systems (TMSs) [13],
which we will further discuss in Section 5.7.1.

Despite a significant interest in explanation of DL reasoning recently shown
in the DL community1 relatively little work has been published on the sub-
ject. One exception is [14] where the author provides explanation for sub-
sumption and non-subsumption. Her approach, based on explanation as proof
fragments, uses structural subsumption for CLASSIC and has been extended to
ALC-tableau reasoning in [15].

In this section, we will provide a concise introduction of theories related to
description logics (DLs) and the debugging of knowledge bases. First we address
the basics of description logics in Section 5.2.1, followed by a description of
model-based diagnosis in Section 5.2.2, and a brief overview of explanation in
description logics in Section 5.2.3 as an introduction to our newly developed
approach.

5.2.1 Description logics

We shall not give a formal introduction to description logics (DLs) here, but
point to Chapter 2 of [16]. Briefly, DLs are set description languages with
concepts, interpreted as subsets of a domain, and roles, interpreted as binary
relations. Concepts are sometimes also referred to as “classes”, and roles as
“properties”. DL-based systems are generally considered to consist of a termi-
nological component T (called TBox), and an assertional component A (called
ABox) which contains information about individuals. In this paper, we will not
consider ABoxes (i.e. we consider the ABox to be empty). The interpretation
of concepts can be restricted to the models of T by defining axioms of the form
C v D, where C and D are concepts.

In this paper, the following symbols are used, which are the constructors
that are allowed in the DL called ALC:
v : a concept is more specific than another, e.g. Villa v House
≡ : two concepts are equivalent, e.g. Telephone ≡ Phone
u : conjunction (“and”), e.g. Man ≡ Person u Male
t : disjunction (“or”), e.g. PrimaryColor ≡ Red t Blue t Yellow
¬ : negation (“not”), e.g. Man v ¬ Woman
∃ : existential restriction (“exists”), e.g. Parent ≡ ∃ hasChild.Person
∀ : universal restriction (“all”), e.g. VegetarianFood v ∀ contains.(¬ Meat)

Atomic concepts (denoted by a letter or word, e.g., A or Man) and atomic
roles (e.g., r or contains) are elementary descriptions from which complex de-
scriptions can be built using the above-mentioned concept constructors.

1 http://dl.kr.org/dig/minutes-012002.html

http://dl.kr.org/dig/minutes-012002.html�


5

104 5. An Approach for Debugging Description-Logic-based Ontologies

Tab. 5.1: A small (incoherent) TBox T 1, where A, B and C and A1, . . . , A7 are atomic
concepts, and r and s are atomic roles.

ax1:A1v¬A uA2 uA3 ax2 :A2vA uA4

ax3:A3vA4 uA5 ax4 :A4v∀s.B u C
ax5:A5v∃s.¬B ax6 :A6vA1 t ∃r.(A3 u ¬C uA4)
ax7:A7vA4 u ∃s.¬B

A TBox is a set of definitions in which no concept name is defined more
than once. An TBox is called unfoldable if all definitions are simple (defining
only atomic concepts), unique (only one definition for each atomic concept ex-
ists), and acyclic (meaning the definition of a concept has no reference to the
definiendum, either directly or indirectly).

Based on the formal model-theoretic semantics, a TBox can be checked for
incoherence, i.e. whether there are unsatisfiable concepts; concepts which are
necessarily interpreted as the empty set in all models of the TBox. Other
reasoning services include subsumption of two concepts (a subset relation w.r.t.
all models of T ). Subsumption and incoherence are standard reasoning services
available in all DL reasoners, such as FaCT++2 and RACER3. Although a DL
reasoner can classify an ontology and check for the existence of unsatisfiable
concepts efficiently, they offer little support for the detection and elimination of
errors, i.e., for debugging.

Table 5.1 demonstrates this principle. Consider the (incoherent) TBox T 1,
where A,B and C and A1, . . . , A7 are atomic concepts, and r and s are atomic
roles. Satisfiability testing of the TBox by a DL reasoner returns a set of un-
satisfiable concept names {A1, A3, A6, A7}. Although this is still of manageable
size, it hides crucial information, e.g., that unsatisfiability of A1 depends on un-
satisfiability of A3, which is in turn unsatisfiable because of the contradictions
between A4 and A5. We will use this example later in this paper to explain our
debugging methods.

5.2.2 Model-based diagnosis

The literature on model-based diagnosis is manifold, but we focus on the seminal
work of Reiter [9], and [17], which corrects a small bug in Reiter’s original
algorithm. We refer the interested reader to a good overview in [18]. A more
formal description can also be found in [19].

Reiter introduced a diagnosis [9] of a system as the smallest set of compo-
nents from that system with the following property: the assumption that each
of these components is faulty (together with the assumption that all other com-
ponents are behaving correctly) is consistent with the system description and
observation. For example, a simple electrical circuit can be defined, consisting

2 http://owl.man.ac.uk/factplusplus/
3 http://www.racer-systems.com

http://owl.man.ac.uk/factplusplus/�
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of a number of adders. Based on the description of the system and some input
values, one can calculate the output of the system. If the observed output is dif-
ferent from the expected output, at least one of the components must be faulty,
and a diagnosis determines which components could have caused the error.

To apply this definition to a description logic ontology, the system is the
ontology, and the components of the system are the axioms. The concepts
and roles in a concept definition are regarded as input values, and the defined
concepts as output values.

If we look at the example ontology from Table 5.1, the system description
states that it is coherent (i.e. all concepts are satisfiable), but the observation
is that A1, A3, A6, and A7 are unsatisfiable.

Reiter provides a generic method to calculate diagnoses on the basis of con-
flict sets and their minimal hitting sets. A conflict set is a set of components
that, when assumed to be fault free, lead to an inconsistency between the sys-
tem description and observations. A conflict set is minimal if and only if no
proper subset of it is a conflict set. The minimal conflict sets (w.r.t. coherence)
for the system in Table 5.1 are {ax1, ax2}, {ax3, ax4, ax5}, and {ax4, ax7}.

A hitting set H for a collection of sets C is a set that contains at least one
element of each of the sets in C. Formally: H ⊆S∈C S such that H ∩ S 6= ∅ for
each S ∈ C. A hitting set is minimal if and only if no proper subset of it is a
hitting set. Given the conflict sets above, the minimal hitting sets are: {ax1,
ax3, ax7}, {ax1, ax4}, {ax1, ax5, ax7}, {ax2, ax3, ax7}, {ax2, ax4}, and {ax2,
ax5, ax7}.

Reiter shows that diagnoses are actually minimal hitting sets for the collec-
tion of minimal conflict sets. Hence, the minimal hitting sets given above are
the diagnoses for the system w.r.t. coherence.

In [10] diagnosis is extended by providing a method for computing the prob-
abilities of failure of various components based on given measurements. Espe-
cially in cases where there are many diagnoses, additional observations (mea-
surements) need to be made in order to determine the actually failing com-
ponents. The method provided can also determine what observation has the
highest discriminating power, i.e. needs to be performed to maximally reduce
the number of diagnoses.

5.2.3 Explanation in description logic

As mentioned above, in [14] the author provides explanation for subsump-
tion and non-subsumption, which has been extended to ALC-tableau reasoning
in [15]. Apart from this work, there are not many publications on explanation.

Current DL reasoners behave as black-box reasoners. The final results of the
inference process are available, but no interim results or additional information
exist about the reasoning process that can be used as an explanation for the
inferences made. “It would be undesirable to add explanation to tableaux-based
systems by either replacing or duplicating the tableaux reasoner: in the first case
efficiency may suffer, while in the second case implementation and maintenance
costs would be greatly increased” [15]. Consequently, any information should
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better be derived post-hoc. The method described in the next section is such
a post-hoc procedure. Another example is the OWL-debugger, a plug-in for
Protégé, which is addressed in Section 5.7.3.

One exception to the black-box behavior is Pellet [20]. This reasoner provides
a “debugging” mode, in which it stores additional information that can be
used for explaining classification results. In Section 5.7.2 we will compare this
debugging approach to ours.

5.3 Explaining Logical Incoherence

In Section 5.2 we explained the theory of diagnosis and linked it to description-
logic-based systems, in which case a diagnosis (called MUPS or MIPS) is a
smallest set of axioms that needs to be removed or corrected to render a specific
concept (MUPS) or all concepts (MIPS) satisfiable.

In this section we will focus on the use of minimal conflict sets for explaining
unsatisfiability and incoherence in DL-based ontologies. We will not elaborate
on algorithms to construct such conflict sets, the interested reader is referred
to [19],[21],[22].

We propose to simplify a TBox T in order to reduce the available information
to the root of the incoherence. More concretely we first exclude axioms which are
irrelevant to the incoherence (“axiom pinpointing”) and then provide simplified
definitions highlighting the exact position of a contradiction within the axioms
of this reduced TBox (“concept pinpointing”). In this section we will formally
introduce axiom pinpointing for a general TBox without restrictions on the
underlying description logic (Sections 5.3.1 and 5.3.2), and concept pinpointing
for a general ALC TBox (Section 5.3.3).

In our analogy to diagnosis, we consider the ontology to be the system,
where the axioms are the components of the system. Satisfiability of a concept
is taken as a measurement, where the system description states that all concepts
are satisfiable.

First, we will define minimal conflict sets w.r.t. satisfiability of a concept in
Section 5.3.1. Next, we will define minimal conflict sets w.r.t. coherence of the
ontology as a whole in Section 5.3.2. Thereafter we describe in Section 5.3.3 a
generalization method as a means of providing focus on those parts of axioms
that lead to unsatisfiability of concepts.

In some situations, ontologies can contain a large number of unsatisfiable
concepts. This can occur for example when ontologies are the result of a merg-
ing process of separately developed ontologies, or when closure axioms (i.e.
disjointness statements and universal restrictions) are added to ontologies. Un-
satisfiability propagates, i.e. one unsatisfiable concept may cause many other
concepts to become unsatisfiable as well. As it is often not clear to a modeler
what concepts are the root cause of unsatisfiability, we also describe a num-
ber of heuristics that help to indicate reasonable starting points for debugging
an ontology. These heuristics, based on the conflict sets, are described in Sec-
tion 5.3.4.
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5.3.1 Minimal unsatisfiability-preserving sub-TBoxes (MUPS)

In [21] we introduced the notion of Minimal Unsatisfiability-Preserving Sub-
TBoxes (MUPS) to denote minimal conflict sets, as stated in Definition 1.

Definition 1: Let A be a concept which is unsatisfiable in a TBox T . A set T ′ ⊆
T is a minimal unsatisfiability-preserving sub-TBox of T and A (MUPS(T , A))
if A is unsatisfiable in T ′ and A is satisfiable in every sub-TBox T ′′ ⊂ T ′.

In general there are several of these sub-TBoxes and we select the minimal ones,
i.e., those containing only axioms that are necessary to preserve unsatisfiability.
A TBox T ′ ⊆ T is a MUPS of T if A is unsatisfiable in T ′, and A is satisfiable
in every sub-TBox T ′′ ⊂ T ′. We will abbreviate the set of MUPS of T and A
by mups(T , A). MUPS for our example TBox T 1 and its unsatisfiable concepts
are:

mups(T 1, A1): {{ax1, ax2}, {ax1, ax3, ax4, ax5}}
mups(T 1, A3): {ax3, ax4, ax5}
mups(T 1, A6): {{ax1, ax2, ax4, ax6}, {ax1, ax3, ax4, ax5, ax6}}
mups(T 1, A7): {ax4, ax7}
It can be easily proven that each MUPS(T , A) is a minimal conflict set w.r.t.

satisfiability of concept A in TBox T .
Each MUPS(T , A) needs to be dealt with in order to overcome unsatisfia-

bility of the concept.
As explained in Section 5.2, a diagnosis is a minimal hitting set for a conflict

set. Hence, from the MUPS, we can also calculate the diagnoses for satisfiability
of concept A in TBox T , which we will denote ∆T ,A.

∆T 1,A1 : {{ax1}, {ax2, ax3}, {ax2, ax4}, {ax2, ax5} }
∆T 1,A3 : {{ax3}, {ax4}, {ax5}}
∆T 1,A6 : {{ax1}, {ax4}, {ax6}, {ax2, ax3}, {ax2, ax5} }
∆T 1,A7 : {{ax4}, {ax7}}
Whereas each conflict set needs to be dealt with to overcome unsatisfiability,

a single diagnosis provides a minimal set of axioms that needs to be removed or
altered in order to overcome unsatisfiability of a concept.

5.3.2 Minimal incoherence-preserving sub-TBoxes (MIPS)

MUPS are useful for relating sets of axioms to unsatisfiability of specific con-
cepts, but they can also be used to calculate MIPS, which relate sets of axioms
to incoherence of a TBox (i.e. unsatisfiability of any concept in a TBox).

In [21] we introduced Minimal Incoherence Preserving Sub-TBoxes (MIPS)
as the smallest subsets of an original TBox preserving unsatisfiability of at least
one atomic concept, according to Definition 2.

Definition 2: Let T be an incoherent TBox. A TBox T ′ ⊆ T is a minimal
incoherence-preserving sub-TBox of T (MIPS(T )) if T ′ is incoherent and every
sub-TBox T ′′ ⊂ T ′ is coherent.
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The set of MIPS for a TBox T is abbreviated with mips(T ). For T1 we get
3 MIPS:

mips(T 1) = {{ax1, ax2}, {ax3, ax4, ax5}, {ax4, ax7}}
Analogous to MUPS, each MIPS(T ) is a minimal conflict set w.r.t. coher-

ence of TBox T . Hence, from mips(T ), a diagnosis for coherence of T can be
calculated, which we denote as ∆T . From these definitions, we can determine
the diagnosis for coherence of T 1:

∆T 1 = {{ax1, ax4}, {ax2, ax4}, {ax1, ax3, ax7}, {ax2, ax3, ax7}, {ax1,
ax5, ax7}, {ax2, ax5, ax7}}

5.3.3 Generalized MIPS

The use of MUPS and MIPS provides a focus on potentially incorrect axioms
by reducing the number of axioms, while retaining unsatisfiability of a specific
concept or incoherence of the ontology as a whole. A further step towards
pinpointing is to look into the axioms, aiming at determining the concept ex-
pressions within axioms that lead to unsatisfiability.

We will describe a procedural approach to generalization of MIPS. This
approach is comparable to those used in structural subsumption algorithms.
The first step is to represent the axioms in the MIPS in conjunctive normal form,
i.e. A v X1 u X2 u . . . u Xn, where X1 . . . Xn are concept names or concept
expressions that do not contain conjunctions. The next step is to minimize
the number of conjuncted concept expressions in the axioms, while retaining
incoherence. The resulting axioms provide generalizations of the concepts from
the MIPS, which we will call GMIPS.

For the example T 1 we get these generalized axioms:
GMIPS {ax1, ax2}: { A′1 v ¬A′ uA′2 , A′2 v A′ }
GMIPS {ax3, ax4, ax5}: { A′3 v A′4 uA′5 , A′4 v ∀s.B′ , A′5 v ∃s.¬B′ }
GMIPS {ax4, ax7}: { A′4 v ∀s.B′ , A′7 v A′4 u ∃s.¬B′ }

A′1, A
′
2 and A′4 provide generalizations of the definitions of A1, A2 and A4,

respectively. The definitions of A3 and A5 could not be further generalized
without losing incoherence.

5.3.4 Heuristics

Now that we have introduced the basic notion w.r.t. pinpointing, we will also
provide a number of heuristics. These heuristics aim at indicating those axioms
that are likely to be involved in larger numbers of unsatisfiable concepts. As was
described earlier, unsatisfiability of a concept propagates to subsumees of that
concept, and to concepts that use the unsatisfiable concept as the value of an
existential restriction. In the example TBox T 1, unsatisfiability of A3 is one of
the two causes for unsatisfiability of A1 (as A1 is subsumed by A3). But it is also
a cause for unsatisfiability of A6. Firstly, because it renders A1 unsatisfiable,
secondly because it renders the conjunction A3 u ¬C u A4 unsatisfiable, which
in turn leads to unsatisfiability of ∃r.(A3 u ¬C uA4).
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Hence, solving unsatisfiability of A3 might also lead to satisfiability of A1

and A6. In this example, A1 will actually remain unsatisfiable due to conflicting
definitions of A1 and A2.

MIPS-weights

Every MIPS is a subset of one or more MUPS. One indication of the effect of
propagation is the number of MUPS that a MIPS is a subset of. The higher
this number, the more likely it is that the axioms in the MIPS are the cause of
unsatisfiability for more concepts.

We define the MIPS-weight as the number of MUPS of which a MIPS is a
subset.

In the example ontology T 1 we found six MUPS and three MIPS. The MIPS
{ax1, ax2} is equivalent to one of the MUPS for A1, {ax1, ax2}, and a proper
subset of a MUPS for A6, {ax1, ax2, ax4, ax6}. Hence, the weight of MIPS
{ax1, ax2} is two. In the same way we can calculate the weights for the other
MIPS: the weight of {ax3, ax4, ax5} is three, the weight of {ax4, ax7} is one.

This indicates that the combination of the axioms {ax3, ax4, ax5} causes
three concepts to be unsatisfiable, whereas {ax4, ax7} only leads to unsatisfia-
bility of one concept, A7.

Cores

MIPS-weights provide an intuition of which combinations of axioms lead to
unsatisfiability. Alternatively, one can focus on the occurrence of the individual
axioms in MIPS, in order to predict the likelihood that an individual axiom is
erroneous.

We define cores as sets of axioms occurring in several MIPS. The more
MIPS such a core belongs to, the more likely its axioms will be the cause of
contradictions. A non-empty subset of an intersection of n different MIPS in
mips(T ) (with n ≥ 1) is called a MIPS-core of arity n (or simply n-ary core)
for T .

For our example TBox T 1 we find one 2-ary core, ax4. The other axioms in
the MIPS are 1-ary cores.

Pinpoints

Pinpoints were introduced in [22], as a computationally attractive alternative
for diagnoses. As calculation of diagnoses is a so-called NP-complete problem
(i.e. most likely not solvable in polynomial time), we use the cores described
above to construct a pinpoint.

Pinpoints are constructed as follows. Take a core {ax} of size 1 with maximal
arity. Then, remove from the mips all MIPS containing {ax}. Repeat these
steps until there are no MIPS left. The cores form a pinpoint for the ontology.

Even with a simple search method, the complexity of pinpoint calculation
is within O(n2 ∗m), where n is the number of MIPS and m is the number of
maximal size.
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For our example TBox T 1 with mips(T 1) = {{ax1, ax2}, {ax3, ax4, ax5},
{ax4, ax7}} we first take 2-ary core, ax4. Removing the MIPS containing this
axiom leaves the MIPS {ax1, ax2}. Hence, two pinpoints can be defined: {ax4,
ax1} and {ax4, ax2}.

5.4 Example

To demonstrate the use of our debugging approach, we first take a well-described
ontology. We use the Pizza ontology from the Protégé OWL tutorial4. Next, we
will discuss the use of our approach to an extended version of the pizza ontology,
which has a larger number of unsatisfiable concepts.

5.4.1 Pizza ontology

This pizza ontology purposely contains two unsatisfiable concepts, IceCream
and CheeseyVegetableTopping. Whereas the causes of the unsatisfiability are
realistic, this ontology is a special case because the concepts that are unsatis-
fiable are fully unrelated, and the unsatisfiability does not propagate to other
concepts.

mups(Pizza, IceCream) = { IceCream v DomainConcept u ∃ hasTopping

FruitTopping , disjoint IceCream Pizza , role hasTopping :domain Pizza }
mups(Pizza, CheeseyVegetableTopping) = { CheeseyVegetableTopping v

CheeseTopping u VegetableTopping , disjoint CheeseTopping VegetableTopping }
As the MUPS for both concepts contain exactly one set of axioms, the di-

agnoses for unsatisfiability of the concepts are the individual axioms:
∆Pizza,IceCream = { {IceCream v DomainConcept u ∃ hasTopping FruitTopping

}, {disjoint IceCream Pizza}, {role hasTopping :domain Pizza} }
∆Pizza,CheeseyVegetableTopping = { {CheeseyVegetableTopping v CheeseTopping

u VegetableTopping }, {disjoint CheeseTopping VegetableTopping } }
It can be easily determined that
mips(Pizza) = { {IceCream v DomainConcept u ∃ hasTopping FruitTopping ,

disjoint IceCream Pizza , role hasTopping :domain Pizza}, {CheeseyVegetableTopping

v CheeseTopping u VegetableTopping , disjoint CheeseTopping VegetableTopping }
}

and
∆Pizza = { {IceCreamvDomainConcept u ∃ hasTopping FruitTopping , Cheesey-

VegetableTopping v CheeseTopping u VegetableTopping }, {IceCream v Domain-

Concept u ∃ hasTopping FruitTopping , disjoint CheeseTopping VegetableTopping },
{disjoint IceCream Pizza, CheeseyVegetableTopping v CheeseTopping u Vegetable-

Topping }, {disjoint IceCream Pizza , disjoint CheeseTopping VegetableTopping },
{role hasTopping :domain Pizza , CheeseyVegetableTopping v CheeseTopping u Veg-

etableTopping }, {role hasTopping :domain Pizza, disjoint CheeseTopping Vegetable-

Topping } }
4 http://www.co-ode.org/ontologies/pizza/2005/05/16/

http://www.co-ode.org/ontologies/pizza/2005/05/16/�
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For the generalized MIPS, only the definition of IceCream can be generalized,
the other definitions remain unchanged.

gmips(Pizza) = { {IceCream′ v ∃ hasTopping FruitTopping′, disjoint IceCream′

Pizza′, role hasTopping :domain Pizza′},{CheeseyVegetableTopping′ v CheeseTopping′

u VegetableTopping′, disjoint CheeseTopping′ VegetableTopping′} }
As all MIPS are equivalent to MUPS, they all have a MIPS-weight of 1.
As there are no axioms that occur in both of the MIPS, there are only

MIPS-cores of arity 1. As a result, any diagnosis is also a pinpoint.
This example shows that for this ontology the MUPS are a useful reduction

of the ontology as a whole to small sets of concepts. The other measures are
of limited interest, due to the isolation of the unsatisfiable concepts and the
absence of propagation of unsatisfiability.

5.4.2 Extended Pizza ontology

Suppose that within the Pizza ontology also 5 subsumees of IceCream were de-
fined, IceCream1 . . . IceCream5 and three subsumees of Pizza, CheeseyVegetable-
Pizza1 . . . CheeseyVegetablePizza3, which are defined as CheeseyVegetablePizzai

v Pizza u ∃ hasTopping CheeseTopping u ∀ hasTopping VegetableTopping.
Now, the resulting ontology, which we will call Pizza′ will have 10 un-

satisfiable concepts, IceCream, CheeseyVegetableTopping, plus the eight newly
defined concepts.

Then the following MUPS are added:
mups(Pizza′, IceCreami) = { IceCreami v IceCream , IceCream v Domain-

Concept u ∃ hasTopping FruitTopping , disjoint IceCream Pizza , role hasTopping

:domain Pizza }
mups(Pizza′, CheeseyVegetablePizzai) = { CheeseyVegetablePizzai v Pizza

u ∃ hasTopping CheeseTopping u ∀ hasTopping VegetableTopping , disjoint Cheese-

Topping VegetableTopping }
Additional MIPS can now be calculated for the extended ontology. The

mips for the new ontology is:
mips(Pizza′) = mips(Pizza)

⋃
1≤i≤3

{ {CheeseyVegetablePizzai v Pizza u ∃
hasTopping CheeseTopping u ∀ hasTopping VegetableTopping , disjoint CheeseTop-

ping VegetableTopping } }
For the sake of brevity, we will not present the diagnoses and the generalized

mips for this example.
The MIPS-weight for {IceCream v DomainConcept u ∃ hasTopping Fruit-

Topping , disjoint IceCream Pizza, role hasTopping :domain Pizza }, is now 6.
The other MIPS have a weight of 1.

The core with the highest arity is now the axiom “disjoint CheeseTopping
VegetableTopping”, which has arity 4.

This core is used as the starting point for constructing a pinpoint. We
can combine this core with an axiom from the first MIPS. A pinpoint for this
ontology now is: {disjoint CheeseTopping VegetableTopping , disjoint IceCream
Pizza}.
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In this example, we see that MIPS-weights and the cores indicate axioms that
lead to unsatisfiability of more concepts. This example also demonstrates that
these axioms are not necessarily erroneous. The axiom that states disjointness
of CheeseTopping and VegetableTopping is correct, but they are incorrectly
combined in various axioms. Hence, the disjointness statement is rather a proxy
to the actual errors than the erroneous axiom itself.

5.5 Implementation and Application of Debugging Approach

In the previous section we presented the results of the approach on ontologies
that were specifically designed to demonstrate unsatisfiability. The outcomes
demonstrated that the cause(s) for unsatisfiability were clearly pinpointed.

We now present results from the implementation and application of the
approach to the real-world medical ontologies DICE [11] and FMA [5].

The current implementation of our approach can handle unfoldable TBoxes
in ALC [19]. The language ALC is a description logic where the allowed con-
structors are the ones mentioned in Section 5.2.1.

Our implementation partly uses RACER to perform reasoning, and partly
implements algorithms to calculate mups, mips, gmips, and the heuristics.
These algorithms are implemented in Java, so it can run on the platforms that
are supported by RACER (currently available for 32bit versions of Windows,
Linux or Mac OS X, for Sun and other branded UNIX workstations with 32bit
or 64bit, as well as 64bit Linux environments).

5.5.1 DICE

The DICE knowledge base5, which is under development at the Academic Med-
ical Center in Amsterdam, contains about 2500 concepts. Each concept is de-
scribed in both Dutch and English by one preferred term, and any number of
synonym(s) for each language. In addition to about 1500 reasons for admission,
DICE contains concepts regarding anatomy, etiology and morphology.

DICE originally has a frame-based representation, and is migrated to DL in
order to be able to perform auditing w.r.t. incorrect definitions and missed
classification. The migration process results in a TBox using the language
ALCQ. As the qualified number restrictions that were used (i.e., at-least
and exactly) are not yet supported by the algorithms, they were replaced by
existential restrictions, resulting in a TBox using ALC. In the DL-based rep-
resentation many closure axioms are used in order to be able to find incorrect
definitions. These closure axioms include disjointness of sibling concepts, and
universal restrictions. As a result of the migration process, various concepts
become unsatisfiable.

A recent version of DICE was classified, resulting in 65 unsatisfiable concepts.
For 64 concepts, MUPS could be calculated, which resulted in 175 MUPS.

5 Development of DICE is supported by the National Intensive Care Evaluation (NICE)
foundation.
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142 MIPS are found, with the following distribution of MIPS-weights:
MIPS of weight 1: 121
MIPS of weight 2: 10
MIPS of weight 3: 0
MIPS of weight 4: 11

This distribution indicates that a relative small number of conflicts are a
cause of more than one unsatisfiable concept, whereas the majority of conflicts
result in only one unsatisfiable concept.

The pinpoint of this ontology consists of the following five axioms, which
form the largest cores, according to the procedure defined in Section 5.3.4.

Core of arity 60: Disjointness of children of “Act”
Core of arity 56: Disjointness of children of “Dysfunction/Abnormality”
Core of arity 15: Disjointness of children of “System”
Core of arity 7 (43 in the full mips): “Heart valve operations”
Core of arity 4: Disjointness of children of “Toxical substance”

The arity of 7 for “Heart valve operations” is the arity in the remaining
mips after removal of all MIPS containing the disjointness statements mentioned
earlier. The arity of this core in the full mips is 43.

Based on these results one can determine where to start the debugging pro-
cess. Either the disjointness statements mentioned can be verified, or one can
further analyze the definition of and references to the concept “Heart valve
operations”.

We will discuss the concept “Heart valve operations”, also in order to demon-
strate the use of generalized MIPS.

The concept is defined as:

HeartValveOperations v HeartProcedures u
∃ HasSystemInvolvement CirculatorySystem u
∀ HasSystemInvolvement CirculatorySystem u
∃ LocalizedIn HeartValveStructure u
∀ InvolvesDysfunction (Thrombosis t Insufficiency t Stenosis) u
∃ InvolvesAct Replacement u
∃ InvolvesAct Resection u
∃ InvolvesAct Repair u
∃ InvolvesAct Excision u
∃ InvolvesAct Inspection u
∀ InvolvesAct (Replacement t Resection t

Repair t Excision t Inspection)

As mentioned earlier, the DL-based representation is generated from a frame-
based representation [12]. In this migration process, it was decided that univer-
sal restrictions were added as default, as is shown by the ∀ constructors in the
definition.

Inspection of this statement reveals incorrect semantics: five values for the
InvolvesAct role are required, whereas generally these operations involve one
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of these acts. After correcting this modeling error, which resulted from an
incorrect assumption in the migration process, we can reapply our approach.
The resulting ontology still has 62 unsatisfiable concepts, resulting in 111 MIPS.

Now, the pinpoint only contains disjointness axioms. However, the definition
for Heart valve operations is still a core with an arity of 12, so we continue to
focus on that concept. One MIPS contains “Valve commissurotomy” (the defi-
nition of which contains ∃ InvolvesAct Incision) and disjointness of Incision and
Replacement, Resection, Repair, Excision, and Inspection. This indicates that
the definition of Heart valve operation should be adjusted to include Incision in
the disjunctions of the ∀ InvolvesAct restriction.

In this way, we can iterate the process of making changes to the ontology and
determining mups and mips. Alternatively, we could have focused on specific
unsatisfiable concepts, using the mups.

5.5.2 FMA

To test how our approach can be applied to other ontologies, we have used the
Foundational Model of Anatomy (FMA)6. FMA, developed by the University
of Washington, provides about 69000 concept definitions, describing anatomi-
cal structures, shapes, and other entities, such as coordinates (left, right, etc.).
The FMA Knowledge Base, which is implemented as a frame-based model in
Protégé7, has been migrated to DL, using the language ALC. In order to restrict
the language to ALC, inverse relations, specified in the frame-based representa-
tion, were ignored in the migration process.

Due to its large size we were not able to classify the full FMA ontology
with RACER. We hence limited the case study to “Organs”, which comprises a
convenient subset that is representative for the FMA. Of the 3826 concept def-
initions, 181 were found to be unsatisfiable. Interestingly, this resulted in the
single pinpoint “Organ”. This could be explained by the definition of Organ:

Organ v AnatomicalStructure u
∃ RegionalPartOf OrganSystem u
∀ RegionalPartOf OrganSystem u
∃ PartOf OrganSystem u
∀ PartOf OrganSystem

In FMA, the unsatisfiable concepts were defined as part of some organ, for
example

Periodontium v SkeletalLigament u
∃ RegionalPartOf Tooth u ∀ RegionalPartOf Tooth u
∃ PartOf Tooth u ∀ PartOf Tooth u
∃ SystemicPartOf Tooth u ∀ SystemicPartOf Tooth

6 http://sig.biostr.washington.edu/projects/fm/
7 http://protege.stanford.edu/

http://sig.biostr.washington.edu/projects/fm/�
http://protege.stanford.edu/�


5

5.6. Results 115

Periodontium and Tooth are subsumed by Organ, and according to the def-
inition of Organ, Tooth should be an OrganSystem. Hence, it would be more
correct to specify that an Organ is also an allowed value for the (Regional)PartOf
role, i.e. defining Organ as follows, in which case however the TBox is no longer
unfoldable.

Organ v AnatomicalStructure u
∃ RegionalPartOf (Organ t OrganSystem) u
∀ RegionalPartOf (Organ t OrganSystem) u
∃ PartOf (Organ t OrganSystem) u
∀ PartOf (Organ t OrganSystem)

This example clearly shows how one axiom can lead to unsatisfiability of a
large number of concepts. The pinpoint properly detects this single axiom.

5.6 Results

The implementation of our approach provides a useful contribution to the de-
bugging process. The heuristics (especially the Pinpoint) provide a good start-
ing point for debugging of the axioms. MUPS and generalized MIPS provide
understandable explanations for causes of unsatisfiability. In our experiments,
performing the calculations for the MUPS, MIPS and heuristics was a matter
of minutes (on a 2.4 GHz PC with 1 GB memory).

The current implementation provides text-based output. This requires a
modeler to browse the output, and find for example the MUPS that are related
to a MIPS. Apart from further optimizing the algorithms and supporting more
expressive logics, the various steps in the debugging process can be further
integrated to provide more support.

5.7 Discussion

Debugging of ontologies gets increasing attention, which is driven by research
in the area on the semantic web on the one hand, and the need for robust
ontologies on the other hand.

In Section 5.7.1, we will first look into truth maintenance systems, a research
field in artificial intelligence that has not yet been discussed in this paper. These
systems provide, at least theoretically, a possibility for explaining reasoning.

Next we will describe two implementations of other approaches to expla-
nation, Swoop/Pellet and the OWL-debugger plug-in for Protégé. These im-
plementations differ in the approach followed. The Pellet reasoner, described
in Section 5.7.2, uses a “glass-box” approach, that offers a debugging mode in
which explanation is provided as a result of the reasoning process.

The Protégé OWL-debugger, like our approach, uses a black-box approach.
It looks for common modeling errors as explanation for inconsistency, as is
described in Section 5.7.3.

This section is concluded with a description of further work in Section 5.7.4.
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5.7.1 Truth maintenance systems

Truth maintenance systems (TMSs) [13] are designed to keep track of inferences
made in knowledge bases. For example, the implication P ⇒ Q might have
been used to add Q to a knowledge base that contains P . One approach is a
justification-based truth maintenance system (JTMS). In such a system, each
sentence in the knowledge base is provided with a justification consisting of the
set of sentences from which it was inferred. In the example above, Q is provided
with the justification {P, P ⇒ Q}.

TMSs generally serve three distinct purposes: handling retraction of (incor-
rect) information, speeding up analysis of multiple hypothetical situations, and
providing a mechanism for generating explanations. In the example above, the
justification provided with Q is also an explanation for why Q holds. Should
P be retracted (for example because it was found that P does not hold), then
from the justifications it can be determined that Q should also be retracted, as
P provided a justification for Q. Likewise to what we described in Section 5.2.2,
these explanations should be minimal, i.e. no proper subset of an explanation
should also be an explanation.

As discussed in [15], a problem with implementing truth maintenance sys-
tems in DL reasoners is the fact that efficiency of the highly optimized tableaux-
based reasoning algorithms may suffer, as is also experienced in Pellet. There-
fore, a black-box approach providing post-hoc explanation is a reasonable alter-
native to truth maintenance.

5.7.2 Explanation in Pellet

One of the most elaborate implementations of debugging known to the authors
is the Pellet reasoner, combined with the SWOOP web ontology editor8, which
is described in [20],[23]. It provides a combination of black-box and glass-box
approaches.

Glass-box techniques are used to support two forms of debugging of unsatis-
fiable concepts: presenting the root cause of the contradiction and determining
the relevant axioms in the ontology that are responsible for the clash (the so-
called minimal sets of support).

The black-box methods focus on detecting dependencies between unsatis-
fiable classes. Two types of unsatisfiable classes are recognized: root classes,
and derived classes. A root class is defined as an unsatisfiable class in which
a clash or contradiction found in the class definition (axioms) does not depend
on the unsatisfiability of another class in the ontology. A derived Class is an
unsatisfiable class in which a clash or contradiction found in a class definition
depends on the unsatisfiability of another class.

The advantage of the Pellet/Swoop environment is that debugging clues are
presented in an integrated way. A drawback of the glass-box techniques is that
it makes debugging dependent to a specific reasoner.

8 http://www.mindswap.org/2005/debugging/
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A comparison between the results of debugging with the use of Swoop and
Pellet is planned to be performed.

5.7.3 Explanation by the Protégé OWL-debugger

Another example of debugging support is the OWL-debugger9, which is a plug-
in for Protégé [24, 25]. This debugger provides a black-box approach, and is
heuristic as it is based on experience, from which a set of commonly made
mistakes have been identified. Being based on heuristics, the debugger is not
complete, but it provides explanation to a majority of cases of unsatisfiability.

The process performed by the OWL-debugger resembles the approach of
Swoop/Pellet. First, an unsatisfiable core is identified, consisting of the small-
est set of conditions of a concept that render that concept unsatisfiable. A
number of rules is then applied to the unsatisfiable core, in order to determine
the debugging super conditions (DSC), which include all concepts that are in-
volved in the unsatisfiable core, for example all superconcepts. A most general
conflicting class set is generated from the DSC, which is used to produce an
explanation for unsatisfiability.

The OWL-debugger also presents explanation in an integrated way, as part
of the Protégé ontology modeling environment. As it is a fully black-box imple-
mentation, it is independent of the reasoner being used.

5.7.4 Further work

The systems discussed above integrate debugging into the modeling process,
which is preferable to a separated approach. Whereas our current implementa-
tion provides text-based explanation, we aim at integrating these explanations
into a knowledge modeling environment in order to minimize the effort to per-
form debugging.

Furthermore, extension of our current implementation is required to deal
with more expressive description logics and cyclic TBoxes. This can be realized
by making more use of readily available reasoners, as opposed to the current
implementation that partly implements reasoning algorithms.

More fundamental work lies in representing DL ontologies as networks of
special components, in analogy to electrical circuits. This representation may
further increase understanding of the debugging process on the one hand, and
may contribute to determining pinpoints based on the specific structure of the
network.

5.8 Conclusions

Our approach, being based on theory of diagnosis, provides a theoretical basis to
debugging. In addition, heuristics specify which axioms most likely contribute
to larger numbers of unsatisfiable concepts.

9 http://www.co-ode.org/community/debugging.php
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Implementation of our approach, and its application to a number of ontolo-
gies, demonstrates the usability and usefulness to pinpoint and explain errors.
The usability of the implementation lies in the fact that all calculations are
performed relatively quick and without need for actions from the user. The ap-
proach is useful as the provided heuristics and measures clearly indicate which
axioms cause larger number of unsatisfiable concepts. The (generalized) MIPS
provide good explanations for unsatisfiability of concepts.

Determining the most suitable heuristics and integration of our approach
into an ontology modeling environment will further increase the usability, by
contributing to lowering the effort of finding, explaining and correcting errors
in description-logic-based ontologies.

Acknowledgments

This work has been partially funded by the Netherlands Organization for Sci-
entific Research (NWO) program Information & Communication Technology in
Healthcare (ICZ) for the project entitled Terminology and Semantics: Making
semantics explicit, number 014-18-014.

We thank the reviewers for the useful and constructive comments they pro-
vided to further improve this article.

Bibliography

[1] K. Spackman. SNOMED RT and SNOMED CT. promise of an interna-
tional clinical terminology. MD Computing, 17(6):29, 2000.

[2] A. L. Rector and W. A. Nowlan. The GALEN project. Computer Methods
and Programs in Biomedicine, 45(1-2):75–8, 1994.

[3] M. A. Harris, J. Clark, A. Ireland, et al. The gene ontology (GO)
database and informatics resource. Nucleic Acids Research, 32(Database
issue):D258–61, 2004.

[4] S. de Coronado, M. W. Haber, N. Sioutos, M. S. Tuttle, and L. W. Wright.
Nci thesaurus: using science-based terminology to integrate cancer research
results. In Marius Fieschi, Enrico Coiera, and Jack Li, editors, Proceedings
from Medinfo 2004, San Francisco, CA, USA, volume 11, pages 33–7. IOS
Press, Amsterdam, The Netherlands, 2004.

[5] Cornelius Rosse and Jose L. V. Mejino, Jr. A reference ontology for biomed-
ical informatics: the foundational model of anatomy. Journal of Biomedical
Informatics, 36(6):478–500, 2003.

[6] A. L. Rector. Clinical terminology: why is it so hard? Methods of Infor-
mation in Medicine, 38(4-5):239–52, 1999.



5

Bibliography 119

[7] A. Y. Wang, J. W. Barrett, T. Bentley, et al. Mapping between SNOMED
RT and clinical terms version 3: a key component of the SNOMED CT
development process. In S. Bakken, editor, Proceedings of the 2001 AMIA
Annual Symposium, Washington, DC, USA, pages 741–5. Hanley and Bel-
fus Inc., Philadelphia, PA, USA, 2001.

[8] P. T. Devanbu and M. A. Jones. The use of description logics in KBSE
systems: experience report. In Bruno Fadini, Leon Osterweil, and Axel van
Lamsweerde, editors, Proceedings of the 16th international conference on
Software engineering, Sorrento, Italy, pages 23–35. IEEE Computer Society
Press, Los Alamitos, CA, USA, 1994.

[9] R. Reiter. A theory of diagnosis from first principles. Artificial Intelligence,
32(1):57–95, 1987.

[10] J de Kleer and B C Williams. Diagnosing multiple faults. Artificial Intel-
ligence, 32(1):97–130, 1987.

[11] N. F. de Keizer, A. Abu-Hanna, R. Cornet, J. H. Zwetsloot-Schonk, and
C. P. Stoutenbeek. Analysis and design of an ontology for intensive care
diagnoses. Methods of Information in Medicine, 38(2):102–12, 1999.

[12] R. Cornet and A. Abu-Hanna. Description logic-based methods for audit-
ing frame-based medical terminological systems. Artificial Intelligence in
Medicine, 34(3):201–17, 2005.

[13] Jon Doyle. A truth maintenance system. Artificial Intelligence, 12(3):231–
272, 1979.

[14] Deborah Louise McGuinness. Explaining reasoning in description logics.
PhD thesis, Rutgers University, 1996.

[15] Alex Borgida, Enrico Franconi, Ian Horrocks, Deborah McGuinness, and
Peter Patel-Schneider. Explaining ALC subsumption. In Patrick Lambrix,
editor, International Workshop on Description Logics, Linköping, Sweden,
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Abstract

Objective To devise and evaluate a method for auditing Medical Terminological
Systems (TSs) based on detecting concepts with equivalent definitions. Our
method addresses two important problems: redundancy, where the same concept
is represented more than once, and underspecification, where different concepts
have the same representation and hence appear indistinguishable from each
other.

Design The auditing method is applicable for TSs that are or can be repre-
sented in a description logic (DL). The method comprises the assumption that
concept definitions are non-primitive (i.e. they are regarded as providing neces-
sary and sufficient conditions). Whereas this assumption may not be correct for
many definitions, it does serve the purpose of detecting sets of logically equiv-
alent concepts by a DL reasoner. These sets indicate concepts that are defined
more than once, and concepts that are indistinguishable from each other by their
properties, as they are underspecified. Analysis of these sets provides insight
into the representation quality of concepts and provides hints at improving the
TS.

Measurements In our case study the method is applied to the DICE TS, a
comprehensive TS in Intensive Care. It comprises about 2500 concepts and 40
properties and relations.

Results In DICE we found four concepts that were defined twice. Further-
more, 100 sets were found containing more than 300 underspecified concepts.
The sizes of these sets ranged from two to thirteen. Analysis revealed that many
concepts can be more completely defined, either by adding existing relations, or
by the introduction of new relations into the terminological system.

Conclusion The method proved both usable and valuable for auditing TSs.
DL reasoning is fully automated and all equivalent concept definitions are sys-
tematically found. The resulting sets of equivalent concepts clearly point out
which concept definitions are to be reviewed, as they contain duplicate defini-
tions of a concept, and (inherently or unnecessarily) underspecified concepts.

6.1 Introduction

Medical terminological systems (TSs) represent knowledge by means of con-
cepts, relationships and terms in a medical domain. For example, in a TS a
concept may be defined as “inflammation of the membranes of the brain or
spinal cord”, and described by the synonymous terms “cerebrospinal meningi-
tis” and “meningitis”. TSs provide an invaluable source of (structured) medical
knowledge, and have developed from single-purpose systems to systems serving
a range of purposes, varying from recording patient information to providing
decision support, and supporting epidemiological research and resource man-
agement. In order to be able to address this range of purposes, medical TSs
have grown in size and complexity [1]. They evolved from simple taxonomies to
semantic networks with (informal and formal) concept definition capability. Es-
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pecially during the last decade, formal concept definition has gained attention.
Such definitions are commonly represented using frames and description logics
(DLs). Examples of frame-based TSs are the Foundational Model of Anatomy
(FMA) [2] and the Gene Ontology (GO) [3]. Examples of DL-based TSs are
SNOMED-CT [4], the National Drug File Reference Terminology (NDF-RT) [5],
and the NCI Thesaurus [6].

An important requirement for TSs is that the represented knowledge should
be of good quality especially in terms of its internal consistency and faithfulness
to reality. A formal representation provides explicit semantics of the represented
knowledge, thus facilitating the determination of the consistency of this knowl-
edge, and helping in checking its faithfulness. The process of quality assessment
is called auditing. In the next section we will discuss a number of auditing
approaches that have been designed and applied to ontologies in the field of
medicine. In these approaches computational methods are used to focus the
attention of a modeler to suspicious definitions, after which a modeler analyzes
these definitions and eventually modifies the represented knowledge.

We focus in this paper on the automatic discovery of equivalently defined
concepts, which might correspond to duplicate concept definitions or underspec-
ified concepts. Duplicate concept definitions are undesirable [7], and should not
occur in a TS, because they may hamper querying a TS. For example, if a TS
would contain “myocardial infarction” and “heart attack” as separate concepts,
and it is used to query for patients with heart attack, patients registered as hav-
ing a myocardial infarction will not be returned. Underspecified concepts that
appear indistinguishable from each other can be analyzed to determine whether
it is possible to sharpen their definitions.

Description logics form our representation and reasoning machinery. Our
goal is to explore the possibilities of deploying DLs in the audit of concept def-
initions in a TS. The DL family was chosen because its formal representation
allows performing tractable automated reasoning on the represented knowledge.
The prominent reasoning services are satisfiability testing (i.e. the logical con-
sistency of represented knowledge) and subsumption (i.e. classification of a
concept based on its properties). For detecting equivalence we will use the DL
reasoning service of subsumption testing. Concepts that are rendered equiva-
lent by a DL reasoner can then be further analyzed. If the logical equivalence is
due to a duplicate definition of a concept, such a definition can be removed. If
equivalence is caused by underspecification, it needs to be determined whether
a more elaborate specification of a concept can be given.

We provide an overview of auditing approaches and an introduction to DL
in Section 6.2 and then explain our method in detail in Section 6.3. The results
of the application of our method in a case study in the intensive care domain
are discussed in Section 6.4. Section 6.5 summarizes the general results of the
application of our method. Finally, conclusions are drawn in Section 6.6.
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6.2 Background

Modeling large knowledge bases and evaluating their contents are complicated
processes. The need arises for systematic, reproducible methods to support
these processes. Modeling and evaluating TSs concern various aspects, ranging
from ontological decisions to determining the comprehensiveness of the medical
contents of a TS. Ideally, a knowledge base should satisfy four requirements [8]:
(1) it should have the necessary knowledge (completeness), (2) the knowledge
should be faithful to the real world (correctness), (3) the knowledge should not
be self-contradictory (consistency), and (4) the system should have efficient al-
gorithms to perform the inferences needed for the application (competence).
Auditing is the process of assessing the fulfilment of (one or more of) these re-
quirements. After discussing a number of auditing approaches, we will introduce
description logics and then address the use of description logics in medicine.

6.2.1 Auditing approaches

During the last decade, various techniques have been applied for auditing med-
ical TSs. In [9], so-called “semantic methods” are applied for the detection
of: ambiguity; redundancy of concept pairs; inconsistency of parent-child rela-
tionships; and lack of semantic links. These methods make use of synonyms
and of semantic types that are assigned to concepts. In [10], methods for find-
ing missed synonymy are described, based on lexical techniques and the use
of synonymous words and phrases. In [11], a technique is presented to audit
concept categorizations (i.e. the assignment of one or more semantic types to
a concept), based on expert review of intersections of semantic types. In [12],
“semantic refinement” is presented, which helps detection of ambiguity, non-
uniform classification, classification errors, omissions, redundant classification
and missed synonymy. This method also makes use of semantic types. In [13]
the use of Protégé Axiom Language (PAL) queries in Protégé is described for
the detection of redundantly defined is a relations. The same environment is
used in [14] for the purpose of detecting constraint violations, such as concepts
that have multiple preferred terms in a language, whereas exactly one preferred
term is required. In [15], two algorithms (lexical comparison and classification)
are combined to detect (among others) improper assignment of relationships,
redundant concepts, and omission of relationships.

In these approaches the modeler eventually does a manual interpretation
of parts of the represented knowledge, where the computational methods help
focus attention on possible errors or flaws. In our approach the interpretational
burden is further shifted towards the method itself by means of automated rea-
soning. Potential duplicates and underspecification are automatically detected
and the modeler has to decide whether or not they constitute actual duplicate
definitions or underspecified concepts, and act accordingly.
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6.2.2 Description logics

Description logics (DLs) provide fragments of first order logic for formal defini-
tion of concepts. These definitions can specify either only necessary conditions
or both necessary and sufficient conditions. Definitions with only necessary
conditions are indicated by the notion “primitive definitions” [16, Chpt. 9] (by
others also called “specialization” or “partial class”). Primitive definitions are
indicated by the “subsumed by” symbol: v. Definitions with both necessary
and sufficient conditions are referred to as “non-primitive definitions” (by others
also called “definition” or “complete class”) and indicated by the “equivalence”
symbol: ≡. As an example of a non-primitive definition, axiom 1 in Figure 6.1
states that every Inflammatory Disease is necessarily and sufficiently a disease
in which some inflammation is involved. This implies that every disease that
involves an inflammation can be inferred to be an inflammatory disease. Axiom
5 in Figure 6.1 shows an example of a primitive definition: a ViralHepatitis1 is
an inflammatory disease that is located in the liver (and maybe of other body
parts). However, it can not be inferred that every inflammatory disease of the
liver is a ViralHepatitis1 (as it might have a non-viral cause, for example a
bacterium).

Each DL is characterized by the constructors it allows for. Examples of
concept constructors are AND (u), OR (t), NOT (¬), SOME (∃), ALL (∀),
AT-LEAST (≥).

The formal, set-theoretic semantics of DLs provide statements with an un-
equivocal meaning, although these statements are restricted by the expressive-
ness of the underlying DL. The foremost reasoning tasks with DLs are satisfia-
bility testing and subsumption (classification). Satisfiability testing is checking
whether a concept expression does not necessarily denote the empty concept
[16]. Subsumption testing amounts to checking whether one concept is more
general than another. Subsumption can be inferred by virtue of non-primitive
definitions only, as these specify both necessary and sufficient conditions, as ex-
plained above. The computational complexity increases with the expressiveness
of a DL. Generally, reasoning with inexpressive DLs is tractable, whereas rea-
soning with very expressive DLs can become intractable, and even undecidable
(meaning that reasoning may require an infinite amount of time or memory).

6.2.3 Description logics in medicine

The domain of medicine consists of many natural kinds, for which no necessary
and sufficient conditions exist [17]. These natural kinds are recognized rather
than inferred. As these natural kinds can only be defined in a primitive man-
ner [18], much of the inferential potential is lost, as no concept can be inferred
to be subsumed by a concept with a primitive definition.

Apart from natural kinds that result in primitive concept definitions, there
may be other reasons why concepts are defined as primitive, for example the
expressive power of DL can be too limited to express the necessary and sufficient
conditions.
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1. InflammatoryDisease ≡ Disease u ∃ involves Inflammation
2. LiverDisease ≡ Disease u ∃ location Liver
3. Hepatitis1 ≡ InflammatoryDisease u ∃ location Liver
4. Hepatitis2 ≡ LiverDisease u ∃ involves Inflammation
5. ViralHepatitis1 v InflammatoryDisease u ∃ location Liver
6. ViralHepatitis2 v LiverDisease u ∃ involves Inflammation
7. ViralHepatitisA ≡ InflammatoryDisease u LiverDisease u ∃ cause HepatitisAVirus

Fig. 6.1: Concept definitions exemplifying the use of primitive and non-primitive def-
initions. Primitive definitions are indicated by use of the v symbol, non-
primitive definitions by ≡. The u symbol states logical conjunction (i.e.
“AND”), the ∃ symbol (“SOME”) preceding a role specifies existence of a
relation with the role-filler.

In contemporary terminological systems the majority of concept definitions
are primitive. In both SNOMED CT (July 2005 edition) and the NCI The-
saurus (release 05.05d) non-primitive definitions amount to only 11% of the
total number of concepts.

The large number of primitive concepts reduces the possibility of finding
any concepts that are defined more than once. Before we present a method to
overcome this, we will first give an example to demonstrate this.

Figures 6.1 and 6.2 provide an example of the role that non-primitive and
primitive definitions play in modeling of terminological systems. Non-primitive
definitions facilitate the inference of classification (subsumption) of concepts.
These definitions also make it possible to detect equivalent definitions of con-
cepts (by means of detecting mutual subsumption). For example, in Figure 6.1,
the first definition states that an InflammatoryDisease is a Disease that involves
an Inflammation. As this is a non-primitive definition, these are necessary and
sufficient conditions. Hence, any Disease that involves an Inflammation is in-
ferred to be an InflammatoryDisease. Likewise for definition 2, a disease that is
located in the liver is a LiverDisease. Hepatitis1 and Hepatitis2 (definitions 3
and 4) can be inferred to be equivalent by a Description Logic Reasoner, such
as Racer1, Fact++2 or Pellet3. It is then to the modeler to decide whether
Hepatitis1 and Hepatitis2 are actually duplicate definitions of one concept, or
different concepts which are equivalently defined. However, when definitions are
primitive, as those of ViralHepatitis1 and ViralHepatitis2 (5 and 6), equivalence
will not be inferred, and a possible duplicate definition remains undetected. An-
other pitfall of primitive definitions is that they can lead to missed classification.
For example, given definition 7, ViralHepatitisA would be correctly classified as
a child of Hepatitis1 and Hepatitis2, but not as a child of ViralHepatitis1 or
ViralHepatitis2, although it should have been.

1 http://www.racer-systems.com/
2 http://owl.man.ac.uk/factplusplus/
3 http://www.mindswap.org/2003/pellet/

http://www.racer-systems.com/�
http://owl.man.ac.uk/factplusplus/�
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Fig. 6.2: Stated and inferred classification of the concepts defined in Figure 6.1. Stated
classification is indicated by a solid arrow, inferred classification by a dashed
arrow. Concepts are represented as boxes, non-primitive concepts having
straight corners, and primitive concepts having rounded corners. On the
right-hand side, this model is presented using Protégé [19], a knowledge mod-
eling environment commonly used for (medical) terminological systems.

6.3 Method

Although it is inevitable to have many primitive definitions in a Medical TS, the
examples in Section 6.2 demonstrate the potential of exploiting the inferential
powers of DL reasoners in the modeling process by stating the non-primitivity
of all relevant concept definitions.

Our method for determining equivalent definitions comprises of the following
steps, which we describe below: determine concepts of interest, exclude poorly
defined concepts, assume non-primitive definitions, infer equivalence, interpret
the results.

Determining concepts of interest The first step is to determine which concept
category is to be audited. Generally, medical TSs can be regarded as consisting
of various (more or less explicitly distinguishable) modules [20, 21]. For example
SNOMED CT specifies not only concepts in the category “disease”, but, among
others, also the categories “body structure”, “finding”, “organism”, “specimen”,
and “substance”. These modules are used for the definition of disease concepts,
as is also shown in the examples in Figures 6.1 and 6.3.

The need to determine which category will be investigated is driven by the
fact that equivalence of concepts can propagate, leading to equivalence of other
concepts. An example of this situation is presented in Figure 6.3. If we would
apply our method to diseases as well as microorganisms, Virus and Bacterium
would be rendered equivalent, as their definitions are the same. This in turn
would lead to equivalence of ViralPneumonia and BacterialPneumonia, due to
their reference to respectively Virus and Bacterium. Hence, one either focuses on
microorganisms, which will point out equivalence of Virus and Bacterium, or on
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diseases, in which case ViralPneumonia and BacterialPneumonia will correctly
be regarded non-equivalent.

Exclusion of poorly defined concepts The next step is to find all concepts that
are subsumed by one concept and do not specify any difference with their sub-
sumer. In Figure 6.3, Pneumococcal Pneumonia and Staphylococcal Pneumonia
are examples of such concepts. For these concepts, changing their definitions
to non-primitive definitions will provide a trivial equivalence of the concept and
their subsumer. As concepts of this form are easily recognizable, they can be
studied separately. An analysis on SNOMED CT [22] showed that in some
modules (e.g. “organism” and “substance”) there was not a single concept that
specifies any difference with its direct subsumer, whereas in other modules the
proportion of concepts that explicitly specify differences with their subsumer is
up to 86% (e.g. “specimen”).

Assuming non-primitive definitions We can now redefine all other concepts
(i.e. those that are subsumed by more than one concept or show differences
with their subsumer(s)) as non-primitive. In Figure 6.3, the definitions for
Pneumonia and Pulmonary Edema are changed from primitive definitions to
non-primitive definitions. Viral Pneumonia and Bacterial Pneumonia, which
already had a non-primitive definition, remain unchanged.

Inference of equivalence When the TS has been altered according to the steps
mentioned above, it can be classified with a DL reasoner. This classification will
result in sets of equivalent concepts. These sets can then be further analyzed.
Classification of the example system from Figure 6.3 will render Pneumonia and
Pulmonary Edema equivalent.

Interpretation of equivalence At this stage it is up to the modeler to analyze
the equivalences. This analysis will provide two types of outcomes. First, it will
reveal concepts that have duplicate definitions, which were previously unde-
tected due to the fact that definitions were primitive, analogous to the example
of ViralHepatitis1 and ViralHepatitis2 in Figure 6.1. Second, it will reveal con-
cepts that are different (as in the above example of Pneumonia and Pulmonary
Edema), but for which the distinction between them is not represented. In the
latter case, which we refer to as underspecification, the TS can potentially be
enriched by making explicit the implicit knowledge that distinguishes one con-
cept from another. When this distinction can not be made explicit, it is due to
the lack of characteristic features of the concept (i.e. it is a natural kind), or
due to limitations of the DL used.
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Virus v MicroOrganism u Infectious Agent (1) Virus v . . .
Bacterium v MicroOrganism u Infectious Agent (1) Bacterium v . . .
Pneumonia v Disease u ∃ location Lung (3) Pneumonia ≡ . . .
Pulmonary Edema v Disease u ∃ location Lung (3) Pulmonary Edema ≡ . . .
ViralPneumonia ≡ Pneumonia u ∃ cause Virus (3) ViralPneumonia ≡ . . .
BacterialPneumonia ≡ Pneumonia u ∃ cause Bacterium (3) BacterialPneumonia ≡ . . .
Pneum. Pneumonia v BacterialPneumonia (2) Pneum. Pneumonia v . . .
Staph. Pneumonia v BacterialPneumonia (2) Staph. Pneumonia v . . .

Fig. 6.3: Example of application of the method to concepts in a “disease” category.
On the left-hand side, the original representation is shown. The right-hand
side shows the resulting representation, where the defining characteristics,
which remain unchanged, are indicated by “. . . ”. In the middle, the steps
that involve this result are given.

6.4 Case Study

We apply our method to DICE4[23], a Medical TS on reasons for admission
in intensive care. The DICE knowledge base, which is under development at
the authors’ institution, contains about 2500 concepts. Each concept is de-
scribed in both Dutch and English by a preferred term, and any synonym(s)
for both languages. In addition to reasons for admission, DICE contains con-
cepts regarding anatomy, etiology and morphology. DICE was represented using
KRSS syntax[24]. As an example of this syntax, the definition for Pneumonia
in Figure 6.3 is represented as: (define-primitive-concept Pneumonia (AND
Disease (SOME location Lung))).
In non-primitive definitions the term define-concept is used instead of the
term defineprimitive-concept.

Determining concepts of interest We have focused our evaluation on the rea-
sons for admission taxonomy, and did not yet analyze the other taxonomies,
such as anatomy and etiology. Focusing on the reasons for admission is mo-
tivated by the fact that these are the central concepts in DICE, and we want
to ensure that these are defined as complete as possible. DICE contains 1456
reasons for admission.

Exclusion of poorly defined concepts The use of the KRSS syntax made it
straightforward to detect all concepts that are subsumed by one concept and
do not specify any difference with their subsumer. A text-based search in the
KRSS file results in all definitions that contain exactly two concept names (i.e.
the concept being defined and its subsumer), and no constructors (e.g. “AND”
or “SOME”). These definitions are assumed to be primitive definitions. 106
concept definitions (7% of all reasons for admission) were found in this step.

4 development of DICE is supported by the National Intensive Care Evaluation (NICE)
foundation.
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Tab. 6.1: Results of detection of equivalently defined concepts in the Reason for Ad-
mission module of DICE.

# equivalent definitions in set # sets # concepts in set

2 74 148
3 26 78
4 9 36
5 4 20
6 2 12
7 3 21
8 2 16
13 1 13

Total: 121 344

Assuming non-primitive definitions The remaining 1350 concept definitions
(93% of all reasons for admission) were assumed to be non-primitive.

Inference of equivalence RACER was used to classify the resulting termino-
logical system. As a result of this classification it was determined that 1006
concepts (75% of the 1350 non-primitive concept definitions) had a unique def-
inition, and 344 concepts (25%) had definitions that were logically equivalent
to those of other concepts. These 344 definitions originated from 121 concept
definitions that occurred twice or more, as is shown in Table 6.1. There were 74
sets of two equivalent definitions, and one set of 13 concepts with an equivalent
definition.

Interpretation of equivalence As explained in Section 6.3, there can be various
explanations for concept equivalence. Equivalent concepts need to be analyzed
in order to determine whether they are actually duplicately defined, or under-
specified. Such underspecification can be inevitable when concepts are natural
kinds, or when concept properties can not be expressed due to limits of the
used DL. Avoidable underspecification concerns tacit knowledge, which could
be made explicit by enhancing concept definitions, in order to make the defini-
tions more complete.

An in-depth description of the outcomes of analysis of equivalent definitions
within DICE is beyond the scope of this paper and of limited relevance. We
will here discuss only some illustrative outcomes.

Four concept definitions were found in DICE that were duplicates. These
were: {hemothorax, hemopleura}, {morbus Plummer, nodular toxic goiter},
{Guillain-Barré syndrome, inflammatory demyelinating polyradiculoneuropa-
thy}, and {pneumonectomy, lung excision}. These examples show that syn-
onyms that are very different from each other easily remain unrecognized as
such by modelers and therefore such synonyms can easily introduce duplicate
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concept definitions.
If equivalence does not concern duplicate definitions of the same concept,

it reveals concepts that differ in meaning in a way that is not represented in
the knowledge base. These concepts need to be analyzed, in order to determine
whether it is possible to express the distinction between them.

In DICE, a small number of natural kinds was found, which were to a large
extent syndromes and/or eponyms. Examples of these are “adult respiratory
distress syndrome”, and “Wolff-Parkinson-White syndrome”.

Some concepts revealed underlying semantics that could not be expressed
using the representation of DICE. DICE originally had a frame-based repre-
sentation, and has been migrated to DL in order to be able to perform the
experiments described. A small number of concepts were found that explicitly
mentioned negation, which can not normally be represented using frames. Ex-
amples of these are “bleeding” versus “non-bleeding” and “obstructive” versus
“non-obstructive”. As this difference could be explicitly represented using a DL
that allows for negation, it needs to be determined whether the use of a more
expressive DL outweighs any increase in computational complexity.

The vast majority of concepts that were primitively defined or that were
non-uniquely defined, demonstrated underspecification that seemed to be rela-
tively easy to avoid. This means that it is possible and appropriate to extend the
definitions by adding conditions. For example, equivalence of hypocalcemia and
hypercalcemia can be resolved by making explicit the level involved: respectively
“below normal” and “above normal”. Equivalence of hypercalcemia and hyper-
magnesemia is explained by the lack of specification of the involved chemical
elements (respectively calcium and magnesium). These examples demonstrate
required extensions to the knowledge base, as chemical elements and levels are
currently not defined in the knowledge base. There were however also many
concepts that can be refined using concepts and roles that are already available
in the knowledge base. For example “meningococcal meningitis” was primitively
defined as a “bacterial meningitis”, in spite of existence of a role “etiology” and
a concept “meningococcus”. Hence, making this definition more complete is not
only straightforward, it is even required, if one wants to be able to infer that
meningococcal meningitis is a disease that is caused by meningococci.

6.5 Results and Lessons learned

The case study shows that there are five typical causes that result in concepts
with equivalent definitions. These situations are summarized below, ordered by
the increasing effort needed for overcoming the potential weaknesses discovered
by equivalence. For example, truly duplicate definitions can be relatively easily
fixed, whereas there is no easy fix for definitions of concepts that represent
natural kinds.

1. Concepts are duplicately defined. If this is the case, all but one of the
duplicate concepts can be made obsolete, and the terms attached to the
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obsolete concepts can be added as synonym terms of the retained con-
cept. For example the concept hemopleura can be made obsolete, the
term “hemopleura” is then added to the concept “hemothorax” as a syn-
onymous term.

2. Concepts can be distinguished by roles and role values that are readily
present in the TS. In this case, the roles and appropriate values can be
added to the concept to make the distinction explicit. For example the
“etiology” “meningococcus” should be specified for the concept “meningo-
coccal meningitis”.

3. Concepts can be distinguished by roles or role values, but these are not
yet present in the TS. In this case, the appropriate roles and role values
must be added to the TS, and related to the concept. For example chem-
ical elements can be added to DICE, in order to be able to distinguish
hypercalcemia from hypermagnesemia.

4. Concepts can in principle be distinguished but due to limitations of the
underlying formalism this can not be expressed. In this case, a more ex-
pressive formalism can be considered, but the practical and computational
consequences must be taken into account. Based on the outcome of this
analysis, either a more expressive formalism can be introduced, or the
limitations, which then have been clearly identified, are to be accepted.
For example, the formalism of DICE can be extended with negation, in
order to distinguish “bleeding” from “non-bleeding”.

5. Concepts represent natural kinds, hence their definition can not be ex-
pressed in any formal way. In this case, it is not possible to define nec-
essary and sufficient conditions for a concept without resorting to meta-
physics (e.g. introduction of the property of “dogness” to uniquely define a
dog). However, an attempt can be made to define all necessary conditions
(if any) in order to define the concept as precise as possible.

6.6 Discussion and Conclusions

We have devised a method for auditing medical terminological systems based
on detecting concepts with equivalent definitions. We applied this method to
a terminological system regarding reasons for admission in intensive care. Be-
fore drawing conclusions on the applicability of this method, we will discuss
the impact of underspecification on practical use of a terminological system.
Furthermore we will discuss generalizability of the results of our case study by
comparing the results with an additional but preliminary case study on the
Foundational Model of Anatomy [2].

6.6.1 Impact on practical use

So far we have only touched on the potential problems that duplicate definition
and underspecification may cause when using a terminological system in real
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practice. Now that we have discussed the possibilities of DL-based reasoning
we review these problems.

Duplicate definition As mentioned in Section 6.1, duplicate definitions ham-
per querying a terminological system. If a concept is sought, any redundantly
defined concepts might not be retrieved. For example, if the terminological sys-
tem DICE is used to query patients with hemopleura or any of its subsumees,
patients registered as having a hemothorax (or any of its subsumees) will not
be returned.

Omission of properties Concepts can not be retrieved by means of properties
that are not specified for that concept. For example, the concept “meningococcal
meningitis” mentioned above will not be retrieved when querying for concepts
that have “etiology” which is “meningococcus”, because this property is not
expressed in the definition of “meningococcal meningitis”.

Primitive definition In Section 6.2.3 it was explained that inference of sub-
sumption is blocked when concepts are represented as primitive. The example
in Figures 6.1 and 6.2 demonstrated how this may lead to concepts that are not
properly classified. Moreover, when a TS is used to construct concepts (i.e. post-
coordination), these constructed concepts may also not be classified properly.
In the example above, if a user would register a patient with an inflammation
that is located in the membranes of the brain and is caused by meningococci,
it should be classified as a meningococcal meningitis, but this will not occur if
meningococcal meningitis is defined primitive.

The examples above show the importance of unique and complete concepts
definitions, reducing the use of primitive definitions as much as possible.

6.6.2 Preliminary case study on FMA

An interesting question is to what extent the findings in DICE are system-
specific. To this end we carried out a second case study on the FMA5. FMA,
developed by the University of Washington, provides about 69000 concept def-
initions, describing anatomical structures, shapes, and other entities, such as
coordinates (left, right, etc.). The FMA Knowledge Base, which is implemented
as a frame-based model in Protégé6, has been migrated to DL, where specified
slot-fillers in the frame-based representation were interpreted as existentially
quantified roles (i.e. using the ∃ constructor). The resulting TS was repre-
sented using KRSS syntax. After applying the first three steps of our method,
the DL-based representation of all of FMA contained about 50% primitive and
50% non-primitive concept definitions. Due to its large size we were not able to
classify the full TS with RACER. We hence limited the case study to “Organs”,
which comprises a convenient subset that is representative for the FMA. Of the

5 http://sig.biostr.washington.edu/projects/fm/
6 http://protege.stanford.edu/

http://sig.biostr.washington.edu/projects/fm/�
http://protege.stanford.edu/�
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3826 concept definitions, 2659 (69%) were defined as non-primitive, and 1167
(31%) as primitive. Classification with RACER resulted in 2156 concepts (81%
of the 2659 non-primitive concept definitions) with a unique definition, and 503
concept definitions (19%) that were equivalent to other definitions. These 503
definitions originated from 160 concepts that were defined twice or more. There
were 106 sets of two equivalent definitions, 30 sets of three, until 1 set of 54
equivalent concepts. The distribution of numbers of sets for various sizes was
comparable to the distribution found in DICE, as shown in Table 6.1.

28 sets contained concepts that referred to laterality (e.g. Left phrenic nerve,
Right phrenic nerve), without explicit reference to laterality in the definition.
In general, for many of the equivalent concepts, the related terms denoted posi-
tional information, e.g. distal/middle/proximal, or posterior/anterior, but this
was not represented in the definition.

Hence, making concept definitions more complete using readily available con-
cepts and roles, seemed possible in FMA. For example, “Synovial tendon sheath
of flexor hallucis longus” and “Synovial tendon sheath of tibialis anterior”, can
be distinguished from each other by explicitly relating them to “flexor hallucis
longus”, and “tibialis anterior”, respectively.

This case study demonstrates that opportunities for further improvement
can also be found in FMA, and probably in other large frame- or DL-based
systems.

6.6.3 Conclusions

We have applied the inferential powers of DL reasoners to detect concepts that
are equivalently defined within a knowledge base. In order to be able to find
such concepts, we have considered definitions to be non-primitive. A description
logic reasoner for classification of the resulting knowledge base generates sets of
equivalently defined concepts.

In the literature it is hypothesized that underspecification is a common phe-
nomenon in medical terminological systems. Our two case studies confirm this
hypothesis. The vast majority of concept definitions that turn out equivalent
can be improved by adding necessary conditions to the definition. Further anal-
ysis is needed to determine whether this leads to sufficient conditions as well.
For some equivalent concepts there seemed to be no possibilities of improving
the definition, this is because these concepts represented natural kinds, or could
not be expressed due to limits of the underlying representation.

Overall, it can be concluded that the application of the method described in
this paper contributes to pointing out which concepts suffer from underspecifica-
tion or duplicate definition. It needs to be determined whether this method can
lead to a significant decrease in the number of primitive concepts in knowledge
bases, thus increasing the powers of knowledge-based inference. Although the
method has been applied only to two knowledge bases in the field of medicine,
it is likely that it is applicable to other domains as well.
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and Samson Tu. Protégé as a vehicle for developing medical terminological
systems. International Journal of Human-Computer Studies, 62(5):639–
663, 2005.

[15] W. Ceusters, B. Smith, A. Kumar, and C. Dhaen. Ontology-based er-
ror detection in SNOMED-CT R©. In Marius Fieschi, Enrico Coiera, and
Jack Li, editors, Proceedings from Medinfo 2004, San Francisco, CA, USA,
volume 11, pages 482–6. IOS Press, Amsterdam, The Netherlands, 2004.

[16] F. Baader, D. Calvanese, D.L. McGuinness, D. Nardi, and P. F. Patel-
Schneider. The Description Logic Handbook: Theory, Implementation, and
Applications. University Press, Cambridge, 2003.

[17] A. L. Rector. Coordinating taxonomies: Key to reusable concept represen-
tations. In Barahona P, Stefanelli M, and Wyatt J, editors, 5th Conference
on Artificial Intelligence in Medicine in Europe, AIME, Pavia, Italy, Lec-
ture Notes in Artificial Intelligence, pages 17–28. Springer-Verlag, 1995.

[18] Jon Doyle and Ramesh Patil. Two theses of knowledge representation:
Language restrictions, taxonomic classifications, and the utility of repre-
sentation services. Artificial Intelligence, 48(3):261–298, 1991.

[19] N. F. Noy, W. E. Grosso, and M. A. Musen. Knowledge-acquisition inter-
faces for domain experts: An empirical evaluation of protégé-2000. In S.-K.
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The main contributions of the research presented in this thesis are the frame-
work for characterization of medical terminological systems, and the methods
for their evaluation and auditing.

Terminological systems are systems that contain terms pertaining to a cer-
tain domain. Some of these systems also represent the meaning of these terms,
by providing for each term either a free-text or a formal definition.

The contribution of the framework that characterizes terminological systems
is a better understanding of these systems. A good understanding of terminolog-
ical systems is necessary for comparison, application, and development of these
systems. Methods to evaluate content coverage, namely ‘concept matching’, ‘ex-
pert review’, and ‘formal algorithmic evaluation’ have been compared, showing
that they complement each other. The auditing methods are a means to provide
trust in the contents of terminological systems by assessing the consistency and
completeness of concept definitions in these systems. The usefulness and usabil-
ity of the methods have been demonstrated by applying them to terminological
systems in the domain of medicine.

This chapter summarizes and discusses our work. It puts forward the prin-
cipal findings (Section 7.1), and addresses strengths and weaknesses of our ap-
proach (Section 7.2). Furthermore, it relates our work to that of others (Sec-
tion 7.3), and explains the significance of our work (Section 7.4). Finally, it
provides an outlook on future research (Section 7.5) and presents concluding
remarks (Section 7.6).

7.1 Principal Findings

In the introduction in Chapter 1, three main questions were posed that served
as a guide for the research described in this thesis. We reiterate and address
these main research questions below.

How to characterize medical terminological systems?

There are many terminological systems in medicine, which serve different pur-
poses (e.g., recording clinical information of patients, supporting epidemiologi-
cal research), and cover various domains (e.g. primary care, mental disorders).
There are many ways to characterize terminological systems. One way is to de-
scribe desired characteristics thereof [1]. However, whether characteristics are
desired may depend on the intended application of these systems. Therefore
we suggest to describe general characteristics of systems, independent of the
application. These characteristics can be regarded as consisting of a feature-
value pair. For example, the characteristic “concepts are represented in Dutch
and English” can be mapped onto a feature “in what languages are terms de-
scribed”, and a feature value “Dutch and English”. In this way, the features of
terminological systems are made explicit, and their values can be determined
for each system.

The number of features extracted from the literature was large. Therefore, a
systematization of these features was needed. The systematization was realized
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by introducing a two-axial categorization of the features, which distinguishes be-
tween the types of terminological systems (terminology, thesaurus, classification,
vocabulary, nomenclature, and coding system) and the constituting elements
of terminological systems and servers (the formalism underlying their content,
the content itself, and the functionality of terminology servers). Terminology
servers provide functionality for navigation, manipulation and/or modification
of a terminological system, and are generally terminological-system-specific.

The framework, which was presented in Chapter 2, describes the essential
features of terminological systems and servers. This framework enhances the
understanding of terminological systems, which is necessary for comparison,
application, and development of these systems. Since most characteristics are
application-independent, their description needs to be determined only once,
and can be reused for different applications of terminological systems.

Content coverage, which is a pivotal feature of terminological systems, was
found to be the only feature in the literature that could not be represented in
an application-independent way. Various content-coverage measures are made
explicit in Chapter 3, and methods to determine these measures are presented
and applied. “Term coverage” and “concept coverage” can be measured with
respect to samples representative for the intended use (e.g., recording patient
information, performing scientific medical research). In addition to these term
and concept coverage methods, methods for manual and automated evaluation
of the contents are presented and assessed, and a comparison is made of methods
to evaluate the content of terminological systems.

The main finding of Chapter 3 was that the various methods presented are
complementary. An assessment of how well the domain of use is covered can best
be performed using concept matching methods. Completeness and correctness
of definitions can best be assessed by experts or by the logic-based automated
methods. Currently, expert review seems to outperform the automated meth-
ods, but at the cost of a much higher effort.

How to exploit the benefits of formal representation for auditing methods?

An increasing number of terminological systems represent definitions of con-
cepts in a formal way, using either frames [2] or description logic [3]. As these
formal definitions can be used for various purposes, e.g., decision support or
aggregation of patient groups, it is essential that these definitions are correct
and as specific as possible. Reasoning based on description logic addresses in-
consistent definitions and equivalent definitions, and is therefore considered as a
means to facilitate the auditing process. We devised a method to migrate from
frame-based to description-logic-based representations. Our research shows that
the contribution of description-logic-based representation to auditing the con-
tents of terminological systems depends on the way the contents are modeled.
Most notably, the use of closure axioms (i.e., disjointness statements and uni-
versal restrictions) and the assumption of equivalence contribute to auditing of
the contents with respect to logical consistency and completeness of concept
definitions. Furthermore, we have developed pinpointing techniques that help
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determining the cause of unsatisfiability of concepts. It is shown in Chapter 4
and Chapter 6 that a description-logic-based representation with the use of clo-
sure axioms and of equivalence axioms are pivotal for finding potential modeling
errors.

The automated method introduced in Chapter 3 is further elaborated in
Chapter 4, which provides a detailed description of the method. The audit-
ing method facilitates detection of incorrect definitions by making assumptions
on the interpretation of definitions. Application of the method to the DICE
terminological system [4] demonstrated the usefulness of the method.

Whereas detection of incorrect definitions can be very well supported using
standard description-logic-based reasoning, explanation of such incorrectness is
not provided. The pinpointing method described in Chapter 5 overcomes this
problem, as it provides insight in the definitions that are most likely to be
incorrect, and explains what part of the definition is incorrect.

Chapter 6 describes a method to overcome two other important problems in
terminological systems: duplicate definitions and underspecified concepts. This
method points out concepts that share logically equivalent definitions.

What are the merits of the characterization and auditing methods?

The major merits of the methods described in this thesis are:

• improved comparability of terminological systems, by means of the frame-
work.

• improved reproducibility of content coverage assessment, by means of well-
defined measures.

• systematization of the auditing process, by means of well-understood rea-
soning mechanisms.

• reduction of ambiguity in concept definitions, by pointing out possible
improvements.

• shift the burden of the auditing process from human to machine.

7.2 Strengths and Weaknesses of our Approach

In our approach to the development of methods for auditing terminological
systems we strived for using methods that are as much as possible generally
applicable and implementable. First, this concerns being applicable to a broad
range of terminological systems, rather than being aimed at a single system.
Second, it involves the tools needed to perform auditing, such as the description-
logic reasoners. The use of description logic and of standard inference keeps the
auditing methods independent from any specific tools.

As the framework aims to be general, its completeness with regard to char-
acteristics that are specific to certain kinds of terminological systems may be
limited. For example, depending on the representation language, additional
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characteristics may be of interest. Such characteristics are currently not yet
covered, but can be added, as the framework can easily be extended. The
framework has sofar only been applied to describe SNOMED CT, but in order
to assess its full potential and determine the completeness of the characteristics
covered, more terminological systems would have to be characterized by means
of the framework.

There are two major advantages of applying description-logic reasoning for
auditing terminological systems. First, the use of well-studied mechanisms and
off-the-shelf reasoners increases understandability and reproducibility of the
methods and their results. Second, description-logic-based representation is
a driving force for making the semantics of concept definitions explicit.

A drawback of the description-logic-based reasoners is that they were not
able to deal with very large terminological systems, but only smaller-sized parts
thereof. This may lead to missing inconsistencies which exist in the system
as a whole but are not present in the audited parts of the system, for example
when two conflicting axioms end up in different parts. In addition, although the
methods do provide a straightforward strategy that results in potentially many
erroneous axioms, there is no way to focus on certain types of errors, for example
errors in specific relationships (e.g., hasEtiology). As a result, processing the
outcomes of the methods is labor-intensive.

In our approach the application of the methods was performed as a separate
activity. In practice however, auditing should be a part of the modeling process,
hence the methods should be integrated in this process, which requires dedicated
software tools.

The methods were applied to a real-world terminological system, DICE.
Application of the methods to other systems may show a significantly different
number of potentially or actually erroneous concepts found. A preliminary
study [5] on the Foundational Model of Anatomy (FMA) [6] showed that the
proportion of erroneously defined concepts is smaller in FMA, but that the
proportion of underspecified concepts is comparable to that of DICE.

The method to detect incorrect definitions is limited as incorrect definitions
that do not conflict with other definitions remain undetected. Sofar, the pro-
portion of incorrect definitions that are revealed by using this method has not
been determined.

Our methods aim at assessing and increasing the quality of terminological
systems, but we did not determine how this increase in quality is related to
specific errors, or types of usage of the systems, such as epidemiological research.
Consequently, it is yet unclear what the effect of auditing is on practical use.
For example, errors of concepts that refer to frequently occurring diseases might
be more important than those which rarely occur.

7.3 Related Research

The research presented in this thesis – the framework, the content-evaluation
methods and the auditing methods – builds on research in the domains of med-
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ical informatics and computer science.

The framework is to a large extent indebted to key publications on termi-
nological systems [1, 7–9]. Features presented in the framework were distilled
from these publications, which thus form the foundations of the framework.

The methods to evaluate contents of terminological systems as described and
compared in Chapter 3 were extracted from over 20 studies on content coverage
of terminological systems performed in the last decade, e.g., [10–13]. For these
studies, the focal points of evaluation were made explicit and compared.

Studies on auditing increasingly take into account the fact that many termi-
nological systems explicitly represent terms and concepts. Terms and concepts
correspond to “symbol” and “thought or reference” respectively of the semiotic
triangle depicted in Figure 1.2. Auditing methods presented in the literature
either focus on terms, or focus on concepts or use a hybrid approach, combining
the lexical information from terms with the hierarchical ordering of concepts.
On the “symbol” side of the spectrum is [14], focusing on missed synonymy. On
the “thought or reference” side of auditing are [15–17], that focus on correct-
ness of the concept hierarchy. Hybrid approaches are described in [13] and [18],
where lexical matching and synonym recognition are combined with information
from the concept hierarchy.

The auditing methods that were introduced in Chapter 4 and 6 do not pay
attention to the terms that designate concepts. The focus is on concepts, more
precisely the definitions of concepts. This has sofar been an underexposed re-
search area. Previous research addressing concepts in terminological systems
mainly involves hierarchical placement, but not the correctness and complete-
ness of the definitions of the concepts.

Applying description logics in the domain of medicine increasingly got atten-
tion [19–23] since the GALEN project, that started in the early 1990s [24]. Since
then, research focuses on possibilities of how to represent concept definitions us-
ing description logic, mainly in order to benefit from the reasoning capabilities
offered, as described in [3]. Application of reasoning is extended in our research
by the use of closure axioms and equivalence axioms in a description-logic-based
representation to support detection of inconsistently defined or underspecified
concepts.

Our methods did prove useful for auditing, but they cannot replace existing
methods, as these focus on other aspects, and may use other information from
the terminological systems, for example lexical information. Hence, our methods
are essentially an addition to existing methods. Whereas our auditing methods
have been related to other research, the methods were not compared with regard
to their efficiency and effectiveness. Consequently, it can not be determined
which methods are the most suitable for a specific terminological system, or for
a specific type of analysis that is required.
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7.4 Significance of the Research

The number of terminological systems that provide formal concept definitions
is increasing. Such systems generally represent concept definitions using frames
or description logics. For these systems, auditing of the definitions can be per-
formed using the methods described in this thesis. The foremost motivation for
auditing is to provide trust in medical terminological systems. This is impor-
tant for knowledge modelers who are developing and maintaining terminological
systems, for clinicians who use them in everyday clinical practice, and for clin-
ical/epidemiological researchers who use them to aggregate groups of patients.
The relevance of auditing to these groups is discussed below.

As the number and size of terminological systems increases, it is important
for knowledge modelers to be able to properly characterize the systems in order
to perform analyses on strengths and weaknesses thereof, which is facilitated
by the framework described in Chapter 2. For example, if the characterization
reveals that hierarchical placement of concepts is restricted in breadth or depth,
knowledge modelers either have to cope with this limitation when adding con-
cepts to the system, or the system has to be altered in order to overcome this
limitation.

Another benefit comes from the methods that provide means for auditing
the contents of terminological systems. Knowledge modeling is a very labor-
intensive effort that is generally characterized by involvement of a team of knowl-
edge modelers and domain experts, spanning a larger period of time. This is
well illustrated by SNOMED CT, which has a 40-year history since its first pre-
decessor, SNOP, that stems from 1965. Its editorial board consists of about 30
people. Currently, SNOMED CT contains over 300.000 concepts. These figures
make clear that automation of the knowledge modeling process is instrumen-
tal. The auditing methods of applying description-logic-based representation
with closure axioms and equivalence axioms can contribute to this automation,
providing a structured means for evaluation of the represented knowledge in ter-
minological systems. As the methods shift the burden of the auditing process
from human to machine, the effort of knowledge modelers is reduced.

When terminological systems are to be used for registration of patient infor-
mation, good coverage of the domain of use is crucial. The methods presented in
Chapter 3 contribute to determining the coverage of terminological systems, in
order to assess the suitability of a system or, when more systems are available,
compare these systems. For other use, such as automated decision support,
correctness of the definitions is very important, in order not to miss or make
incorrect inferences. The methods presented in this thesis can be applied to
evaluate terminological systems with regard to this purpose.

Whether terminological systems can be trusted to be used in medical re-
search heavily relies on the quality of the concept definitions. For medical
research purposes, aggregation of patient groups plays an important role. Such
aggregation can be based on the (pre-coordinated) hierarchical ordering of con-
cepts, but can also be constructed ad-hoc (post-coordinated), based on the
definitions of concepts. Ad-hoc construction of aggregates relies on the correct-



7

7.5. Further Work 147

ness and completeness of concept definitions, which can be determined by the
auditing methods proposed in this thesis.

Our work furthers the field of research on terminological systems by stan-
dardization of ways to characterize, evaluate and audit these systems. Further-
more it broadens the scope of application of description-logic-based reasoning
to real world problems. It also demonstrates the added value of closure ax-
ioms and equivalence axioms, and introduces new ways to pinpoint potential
modeling errors.

7.5 Further Work

The emphasis of the research has been on the development of a framework and
auditing methods. Further research involves the methods, their application, and
further application of description logics.

Further research on the existing methods involves integration of the methods
in the modeling process. Sofar, auditing has been performed independently of
the modeling process, but an integrated approach will contribute to quicker error
detection and correction. Additionally, a comparison between existing auditing
methods and those presented in this thesis is required in order to gain insight
into their effectiveness and efficiency. Ultimately, the auditing methods and
the pinpointing methods should be combined and applied to larger, well-known
medical terminological systems.

Further application of the methods to other terminological systems will prove
useful for assessing the merits of these methods in real practice, and shed light on
possible improvements to and extensions of the methods. Assessment is needed
of the practical value of the methods for the use of terminological systems in
clinical practice and for clinical or epidemiological research purposes, in order to
determine the importance of using the auditing methods, other than providing
trust in these systems.

Further application of description logics involves using description logics not
only in auditing, but also in practical use of medical terminological systems.
Issues to be studied further are how to store (patient) information that was
recorded using description-logic-based terminological systems, and possibilities
for reasoning with this information, most notably for the purpose of aggregating
patients into groups.

7.6 Concluding Remarks

The work described in this thesis has been performed in the context of a larger
project, entitled “Making semantics explicit: supporting terminology for Com-
puter Patient Record users”. At the start of the project, many issues regarding
terminological systems were unclear, such as their structure, their contents, and
how these could be described and evaluated. The methods we have presented
were the result of our quest for further understanding of terminological systems,
that started with the research of De Keizer et al. [25, 26].
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Understanding of terminological systems is essential to fully exploit their
strengths. We believe that our methods contribute to furthering this under-
standing, and to providing trust in terminological systems. We hope that this
will pave the way for successful use of terminological systems in health care,
which will contribute to computer patient records containing understandable
and unambiguous patient information. This information will be vitally impor-
tant for clinical and epidemiological research, as well as for further improvement
of patient care.
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Dit proefschrift beschrijft de ontwikkeling van verscheidene methoden voor
toetsing van de kwaliteit van medische terminologiesystemen. Terminologiesys-
temen zijn stelsels (bijvoorbeeld lijsten of hiërarchieën) van termen uit een
bepaald domein. Zo bevatten medische terminologiesystemen termen uit het
medisch domein, zoals diagnosen, maar ook bijvoorbeeld lichaamsdelen, doods-
oorzaken, of operatieve verrichtingen. De jongste generatie systemen relateren
de termen aan concepten (ofwel begrippen), waarmee het mogelijk wordt een
concept met meer dan één (synonieme) term te beschrijven. In sommige van
deze systemen wordt de betekenis van concepten expliciet gegeven, in vrije tekst,
op formele wijze, of beide. Het formeel definiëren van concepten maakt het mo-
gelijk om aan de hand van de gedefinieerde kenmerken concepten te selecteren,
te aggregeren, of de juistheid van de definities te verifiëren.

In toenemende mate worden (patiënt-)gegevens op elektronische wijze vast-
gelegd, in plaats van op papier. Dit maakt het mogelijk de gegevens voor velerlei
doeleinden te gebruiken. Hiervoor is het echter wel van belang dat de gegevens
op eenduidige wijze zijn vastgelegd. Stel bijvoorbeeld dat in een zorgcentrum de
ene huisarts suikerziekte registreert als “diabetes mellitus type II”, terwijl een
andere huisarts het vastlegt als “DM type 2”. Als wordt gezocht aan de hand
van de term “diabetes mellitus”, dan zullen niet alle patiënten met suikerziekte
worden gevonden. Een alarmerings- of waarschuwingssysteem dat wordt geac-
tiveerd op basis van een bepaalde term, zal ten onrechte inactief blijven wanneer
een synonieme term wordt gebruikt. Voor al dergelijke toepassingen biedt het
vastleggen aan de hand van concepten in plaats van termen grote voordelen.

Een terminologiesysteem maakt het mogelijk om in plaats van de verschil-
lende synonieme termen, de door de termen beschreven concepten te gebruiken
voor het vastleggen van (patiënt-)gegevens. Deze gegevens kunnen vervolgens
voor diverse doeleinden worden gebruikt, zoals beslissingondersteuning, evalu-
atie van zorg, en epidemiologisch onderzoek. Om het juiste terminologiesysteem
optimaal te kunnen inzetten in de (klinische) praktijk, is het allereerst van be-
lang dat deze systemen goed begrepen en vergeleken kunnen worden. Essentieel
hierbij is dat in het systeem alle voor het beoogde domein relevante concepten
op de juiste wijze gerepresenteerd zijn. Bijvoorbeeld, in een systeem dat wordt
gebruikt om de reden van opname van een patiënt op de intensive care te re-
gistreren dienen zoveel mogelijk van deze opnameredenen gerepresenteerd te
zijn. Dit wordt aangeduid met de term “domein compleetheid”. Om, gebruik
makend van een terminologiesysteem, geregistreerde gegevens verder te kun-
nen analyseren, is het van belang dat concepten correct en zo volledig mogelijk
gedefinieerd zijn. Dit proefschrift focust op deze kwaliteitsaspecten, en meer
specifiek op methoden om te kunnen toetsen in hoeverre medische terminolo-
giesystemen aan deze kwaliteitsaspecten voldoen.

In Hoofdstuk 1 wordt de context gepresenteerd van medische kennisrepre-
sentatie, een terrein dat reeds zo’n 2500 jaar bestaat. Daarnaast wordt kort
ingegaan op formele representatie van kennis op basis van “description logics”,
een familie van formele talen op basis waarvan het mogelijk is te redeneren met
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gerepresenteerde kennis. Ten slotte wordt in dit hoofdstuk het begrip kwaliteits-
toetsing kort gëıntroduceerd.

Hoofdstuk 2 presenteert onderzoek naar een manier voor een gestructureerde
beschrijving van terminologiesystemen. De grote variatie aan terminologiesys-
temen, toepassingen daarvan en klinische domeinen waarin ze kunnen worden
toegepast maakt dat het begrip “terminologiesysteem” complex en soms ver-
warrend is. Een eenduidige wijze van beschrijving van dergelijke systemen ont-
breekt, waardoor het moeilijk is meer inzicht te krijgen in deze systemen, hun
overeenkomsten en verschillen, en hun toepassingsmogelijkheden.

Om tot een dergelijke eenduidige wijze van beschrijving te komen is een
raamwerk ontwikkeld voor karakterisering van terminologiesystemen. Uit lite-
ratuur waarin eisen aan en functionaliteit van terminologiesystemen is beschreven
zijn relevante aandachtspunten met betrekking tot terminologiesystemen afgeleid.
Aan de hand van deze aandachtspunten zijn kenmerken bepaald en nader gespeci-
ficeerd. Vervolgens zijn categorieën gedefinieerd en zijn de kenmerken aan de
hand van deze categorieën ingedeeld om tot een bruikbare indeling te komen.

Het raamwerk maakt onderscheid tussen toepassingsafhankelijke en -onaf-
hankelijke kenmerken van terminologiesystemen. Het hoofdstuk presenteert
definities voor diverse maten voor “content coverage”, het enige kenmerk dat
toepassingsafhankelijk is. De toepassingsonafhankelijke kenmerken worden inge-
deeld langs twee assen: het aan het kenmerk gerelateerde type terminologiesys-
teem en het onderdeel van dat systeem, te weten het formalisme, de inhoud,
of de functionaliteit. Voor elk kenmerk is een expliciete vraag gedefinieerd,
waarvoor het antwoord in een kenmerk-waarde resulteert. Het raamwerk is
toegepast op SNOMED CT en de CLUE browser. Wanneer het raamwerk ook
wordt toegepast op andere terminologiesystemen, zal dit resulteren in een geor-
dende verzameling van toepassingsonafhankelijke kenmerken, en in herbruikbare
bepalingen van content coverage. Hierdoor wordt de beter mogelijk terminolo-
giesystemen te vergelijken, bijvoorbeeld om het meest geschikte systeem voor
een bepaalde toepassing te bepalen. Ook kan het raamwerk gebruikt worden bij
de (verdere) ontwikkeling van terminologiesystemen.

Hoofdstuk 3 beschrijft een literatuurstudie naar de diverse aspecten van de
inhoud van terminologiesystemen en naar methoden voor evaluatie van de in-
houd. Deze methoden worden met elkaar vergeleken om te bepalen in hoeverre
deze elkaar overlappen of aanvullen.

In Medline-gëındexeerde literatuur is gezocht naar methoden voor evaluatie
van terminologiesystemen. Op basis van de in de literatuur gevonden metho-
den zijn evaluatiematen opgesteld en van definities voorzien. Drie van de in
de literatuur gevonden methoden zijn in een casestudy toegepast op het lokaal
ontwikkelde terminologiesysteem DICE (Diagnosen voor Intensive Care Evalu-
atie). Deze methoden zijn: (1) Concept matching (concept vergelijking), waar-
bij twee steekproeven zijn genomen van concepten betreffende respectievelijk
(a) geregistreerde redenen voor opname op intensive care en (b) voor onder-
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zoek geaggregeerde patiëntengroepen. De content coverage van het terminolo-
giesysteem wordt bepaald door te onderzoeken of concepten uit de steekproeven
gepresenteerd zijn in het terminologiesysteem. (2) Formele evaluatie, waarbij
geredeneerd wordt over de formeel gerepresenteerde inhoud (op basis van de-
scription logic) om inconsistenties op te sporen; en (3) Beoordeling door experts,
waarbij een willekeurige steekproef van concepten uit het terminologiesysteem
wordt gecontroleerd op onjuiste of incomplete termen en relaties.

Geen van de methoden uit de casestudy belichtte alle aspecten van de inhoud
van een terminologiesysteem. De concept matching methode resulteerde voor de
twee steekproeven in verschillende een content coverage, wat laat zien dat deze
maat inderdaad toepassingsafhankelijk is. De beoordeling door experts was tijd-
rovend, maar bracht een veel grotere hoeveelheid fouten en onvolkomenheden
aan het licht dan de formele evaluatie. Aangezien formele evaluatie mogelijkhe-
den biedt om de hoeveelheid handmatig werk te beperken, is verder onderzoek
nodig om dit daadwerkelijk te realiseren.

Hoofdstuk 4 beschrijft een verdere uitwerking van de formele evaluatie. De
steeds toenemende omvang en complexiteit van terminologiesystemen brengt
de noodzaak met zich mee methoden te ontwikkelen voor kwaliteitstoetsing
van deze systemen, waarbij de toetsing zoveel mogelijk geautomatiseerd kan
worden. Deze kwaliteitstoetsing betreft het controleren en behouden van (logi-
sche) consistentie en (semantische) juistheid van hun inhoud. Dit is van belang
zowel voor het onderhoud van terminologiesystemen als voor het verschaffen van
vertrouwen in hun inhoud. Formele methoden hebben de potentie om een be-
langrijke rol te spelen in de kwaliteitstoetsing van terminologiesystemen, maar
er zijn slechts weinig empirische studies waarin de meerwaarde van deze metho-
den wordt onderzocht. In dit hoofdstuk wordt een methode voor kwaliteitstoet-
sing van terminologiesystemen voorgesteld, gebaseerd op description logic (DL).
Deze methode gaat uit van het migreren van een medisch terminologiesysteem
van een frames-gebaseerde naar een DL-gebaseerde representatie. In deze mi-
gratie worden in eerste instantie strikte aannames gedaan over de conceptdefini-
ties. Deze aannames maken het mogelijk om concepten en relaties te vinden die
een bron van logische inconsistentie kunnen zijn. Wanneer de aannames juist
zijn, zullen de definities aangepast moeten worden om de inconsistentie op te
heffen, anders dienen de aannames te worden herzien.

Om de bruikbaarheid van de methode in een praktijkvoorbeeld te demon-
streren, is de methode toegepast op DICE, en worden de aannames en beslissin-
gen die samenhangen met het realiseren van een DL-gebaseerde representatie
bediscussieerd. Deze casestudy laat zien dat bepaalde typen inconsistenties
inderdaad kunnen worden opgespoord door de methode toe te passen op een
medisch terminologiesysteem.

De meerwaarde van de methode is dat deze een middel biedt om op formele
wijze te evalueren in hoeverre een terminologiesysteem voldoet aan een aan-
tal algemene modelleringsprincipes. De methode brengt potentiële modelleer-
inconsistenties aan het licht, en draagt daarmee bij aan de toetsing (en waar
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mogelijk verbetering) van de kwaliteit van medische terminologiesystemen. Op
deze wijze helpt toepassing van de methode om vertrouwen te scheppen in de
inhoud van terminologiesystemen.

Bovenstaande methode brengt weliswaar mogelijke inconsistenties tussen con-
ceptdefinities aan het licht, maar zij verschaft weinig inzicht in benodigde aan-
passingen om deze inconsistenties te verhelpen. In Hoofdstuk 5 wordt daarom
een aanpak gepresenteerd voor het debuggen van description logic-gebaseerde
systemen. Deze aanpak is gebaseerd op de diagnose-theorie van Reiter. Onze
aanpak richt zich op het bepalen welke concepten leiden tot grotere aantallen
logisch onvervulbare concepten (die duiden op aanwezigheid van inconsistente
definities), en op het uitleggen van onvervulbaarheid.

Een aantal algemeen bruikbare technieken, die hun grondslag vinden in
model-gebaseerde diagnose, wordt beschreven en toegepast voor DL-gebaseerde
terminologiesystemen. Daarnaast wordt een aantal heuristieken gëıntroduceerd
als leidraad voor het debugging proces.

Om te kunnen beoordelen of de aanpak haalbaar is in de praktijk, is deze
gëımplementeerd voor het debuggen van zogeheten “unfoldable” terminologiesys-
temen (dat wil zeggen dat concepten slechts één definitie hebben, en dat in de
definitie van een concept niet naar het concept zelf wordt gerefereerd), gebaseerd
op de relatief expressieve description logic ALC. Deze implementatie is gebruikt
voor het debuggen van diverse terminologiesystemen.

Gebruik van de implementatie voor het debuggen van terminologiesystemen
laat zien dat de voor het debuggen benodigde berekeningen in het algemeen in
enkele minuten worden gedaan. De verkregen uitleg verschaft relevante infor-
matie over modelleerfouten.

Hoofdstuk 6 beschrijft de ontwikkeling van een methode voor kwaliteitstoet-
sing die zich richt op concepten met gelijke definities. Deze methode is bedoeld
om twee belangrijke problemen te bestrijden: (1) Redundantie, in welk geval
één concept meermaals is gerepresenteerd in een terminologiesysteem, en (2)
Onderspecificatie, wat inhoudt dat verschillende concepten op dezelfde manier
gerepresenteerd zijn, en daardoor niet op basis van hun definitie van elkaar te
onderscheiden zijn.

Ook deze methode voor kwaliteitstoetsing is toepasbaar op terminologiesys-
temen die gerepresenteerd zijn op basis van een description logic. De methode
behelst de aanname dat concepten gedefinieerd zijn aan de hand van voorwaar-
den die zowel noodzakelijk als voldoende zijn. Terwijl deze aanname voor veel
definities onterecht zal zijn, faciliteert deze het opsporen van verzamelingen
van logisch equivalente concepten met behulp van een description-logic rede-
neerapplicatie. In deze verzamelingen zitten concepten die meer dan eens zijn
gedefinieerd, dan wel concepten die ondergespecificeerd zijn. Analyse van deze
verzamelingen geeft inzicht in de kwaliteit van de definities van concepten en
geeft aanwijzingen voor het verbeteren van een terminologiesysteem.

Deze methode is toegepast op DICE. Naast vier concepten die tweemaal
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waren gedefinieerd werden er 100 verzamelingen gevonden die samen meer dan
300 ondergespecificeerde concepten bevatten. Nadere analyse wees uit dat veel
concepten completer gedefinieerd konden worden, het zij door bestaande relaties
toe te voegen aan de definitie, dan wel door nieuwe relaties aan het DICE toe
te voegen.

De methode bleek bruikbaar en nuttig voor de kwaliteitstoetsing van DICE.
Het redeneren, om equivalente conceptdefinities te vinden, kon volledig wor-
den geautomatiseerd. De verzamelingen van equivalente concepten maakten
inzichtelijk welke conceptdefinities konden worden herzien, en op welke wijze.

Hoofdstuk 7 geeft een overzicht van de belangrijkste bevindingen uit het on-
derzoek, plaatst deze in de context van eerder onderzoek, en blikt vooruit op
nader onderzoek.

De belangrijkste bijdragen van het in dit proefschrift beschreven onder-
zoek zijn het raamwerk voor karakterisering van medische terminologiesystemen,
alsmede de methoden voor evaluatie en kwaliteitstoetsing van deze systemen.

Het raamwerk draagt bij tot een beter begrip van terminologiesystemen, wat
noodzakelijk is om ze te kunnen vergelijken, toepassen, en (verder) ontwikkelen.

Methoden om de content coverage te evalueren, te weten ‘concept match-
ing’, ‘formele evaluatie’ en ’beoordeling door experts’, zijn vergeleken. Deze
vergelijking liet zien dat de methoden elkaar aanvullen.

De methoden voor kwaliteitstoetsing bieden een manier om vertrouwen in
de inhoud van terminologiesystemen te scheppen, door de consistentie en de
volledigheid van de conceptdefinities in deze systemen te bepalen.

Het nut en de bruikbaarheid van de diverse methoden werden gedemon-
streerd door de methoden toe te passen op terminologiesystemen uit het medisch
domein.

Samenvattend is de meerwaarde van de methoden:

• betere vergelijkbaarheid van terminologiesystemen, door middel van het
raamwerk.

• verbeterde reproduceerbaarheid van de content coverage bepalingen, door
gebruik te maken van goed gedefinieerde maten.

• verbeterde meting van content coverage door drie complementaire metho-
den.

• systematisering van het proces van kwaliteitstoetsing, middels goed be-
grepen redeneermechanismen.

• reductie van ambigüıteit in conceptdefinities, door mogelijkheden tot ver-
betering op te sporen.

• verschuiving van het werk van kwaliteitstoetsing van mens naar machine.
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Het onderzoek dat in dit proefschrift is beschreven is uitgevoerd binnen een
groter project, getiteld “Making semantics explicit: supporting terminology for
Computer Patient Record users”. Ten tijde van de start van het project bestond
er nog veel onduidelijkheid over terminologiesystemen, hun structuur, hun in-
houd, en de manier waarop deze konden worden beschreven en geëvalueerd.
De beschreven methoden zijn het resultaat van de zoektocht met als doel het
beter begrijpen van terminologiesystemen. Dit begrip is essentieel om de moge-
lijkheden van terminologiesystemen volledig uit te kunnen buiten. Onzes inziens
zullen de beschreven methoden bijdragen aan het vergroten van dit begrip, en
aan het verschaffen van vertrouwen in terminologiesystemen. We hopen dat
dit de weg zal vrijmaken naar een succesvol gebruik van terminologiesystemen
in de gezondheidszorg, wat zal bijdragen aan elektronische patiëntendossiers
die begrijpelijke en eenduidige patiëntinformatie bevatten. Deze informatie zal
van vitaal belang zijn voor klinisch en epidemiologisch onderzoek, en voor het
verbeteren van de patiëntenzorg.
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Ik kan het niet alleen (Van der Lubbe, Mercury, 1989)
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Hoewel alleen mijn naam op de kaft staat, is dit proefschrift tot stand
gekomen dankzij vele mensen. Mensen zonder wie het project er nooit gekomen
zou zijn, zonder wie het niet mijn promotieproject zou zijn geworden, en mensen
zonder wie dit project nooit tot een proefschrift zou hebben geleid.

Allereerst Prof. dr. ir. A. Hasman. Beste Arie, wij kenden elkaar al uit
het promovendinetwerk, en deelden een achtergrond als Delfts fysicus en als
medewerker van Jan van Bemmel. Het was voor mij dan ook een groot genoegen
dat jij hoofd van onze afdeling werd. Jouw begeleiding bij de afronding van
mijn proefschrift heb ik erg gewaardeerd. De vragen die jij uit - al dan niet
gespeelde - onwetendheid stelde, brachten steeds haarfijn de zwakke punten uit
het geschrevene naar boven. Ik beschouw het dan ook als een voorrecht jou als
mijn promotor te mogen hebben.

Dr. A. Abu-Hanna, beste Ameen. Door alle veranderingen heen ben jij
steeds een constante factor geweest. Jij hebt me op het formele pad gebracht,
en ik heb daar erg veel van geleerd en van genoten. Dat het voor jou soms
ook onontgonnen terrein was, maakte het nog leuker. Je hebt me enorm veel
vrijheid gegeven om mijn eigen weg te vinden, en daar ben ik je erg dankbaar
voor, vooral omdat ik er altijd van opaan kon dat jij me wel degelijk in de
gaten hield. Dat jij ondanks mijn soms koppige eigenwijsheid altijd je kalmte
bewaarde is tekenend voor jouw karakter. Het feit dat we allebei erg rekbaar
zijn in onze planningen heeft bijgedragen aan een al met al heel ontspannen
promotietijd. De onvermoeibaarheid waarmee jij altijd mijn stukken las en
verbeteringen voorstelde heeft in grote mate bijgedragen aan het totstandkomen
van een proefschrift waar ik erg blij mee ben. Jij bent met recht een begeleider,
en daar ben ik je erg dankbaar voor.

De leden van mijn commissie zijn allen op verschillende, positieve wijze van
invloed geweest op mijn werk. Prof. dr. J. H. M. Zwetsloot-Schonk, en Prof. dr.
O. Estévez-Uscanga. Berti en Oscar, jullie hebben mij de gelegenheid geboden
me te ontwikkelen in medisch informatiekundig onderwijs en onderzoek.

Prof. dr. P. F. de Vries Robbé. Pieter, bedankt voor je rol als leider van het
NWO project. Je hebt het onderzoek zowel van een historische als een klinische
context voorzien. Prof. A. L. Rector. Dear Alan, I often had the feeling that a
main result of my research was understanding and appreciating the work that
has been done in the GALEN project. Your vision is clearly shown by the take-
off of the semantic web efforts, and the renewed interest in formal (medical)
knowledge representation. I am grateful and honored that you are a member of
my committee.

Dr. E. de Jonge. Evert, ik heb grote bewondering voor jouw vermogen om
te schakelen tussen de praktijk van de intensive care, en de theorie van medische
terminologiesystemen. Het is aan jouw aanhoudend enthousiasme te danken dat
DICE nu op de intensive care van het AMC gebruikt wordt. Ik kijk ernaar uit
om de mogelijkheden die dit biedt verder uit te buiten.

Prof. dr. M. de Rijke. Maarten, de weinige keren dat we elkaar hebben
ontmoet zijn richtinggevend geweest. Als jij mij niet al vroeg op het spoor van
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RACER had gezet, was het onmogelijk geweest mijn onderzoek te doen zoals ik
het nu heb kunnen doen.

Prof. dr. F. van Harmelen. Beste Frank, bedankt voor jouw aanstekelijke
enthousiasme. De samenwerking in het I-Catcher project heeft wederzijds profijt
opgeleverd, doordat vernieuwende technieken een echte toepassing hadden en
nuttige resultaten opleverden voor het nog beter representeren van medische
kennis.

Mijn collega’s van de afdeling Klinische Informatiekunde wil ik bedanken
voor de altijd prettige samenwerking. Vooral de promovendi, die inmiddels
een substantieel onderdeel van de afdeling uitmaken, wil ik bedanken voor het
meeleven door de jaren heen. Ik hoop dat jullie je promotie met veel plezier
en succes zullen afronden! Antoon, ik ben blij dat de verdere ontwikkeling van
DICE bij jou in goede handen was, en uiteindelijk geleid heeft tot implementatie
in het AMC.

Mijn kamergenoten ben ik veel dank verschuldigd voor hun verdraagzaam-
heid. Achter de (soms gesloten) deur van onze kamer kon ik me afreageren als
dat eens nodig was. Niels, jouw gevoel voor humor, de daar onlosmakelijk aan
verbonden (schater)lach en jouw voorliefde voor feestjes, recepties en borrels
boden altijd de nodige ontspanning. Dat jij me hebt weten te overtuigen om
LATEX te gebruiken zegt veel over jouw overredingskracht.

Nicolet, wij werden kamergenoten in een tijd dat jij promovenda en ik pro-
grammeur was. Sindsdien is er veel veranderd, maar gelukkig bleven wij onze
kamer delen, net als onze liefde voor zoethoutthee. Jij bent steeds een belan-
grijk ijkpunt geweest, zowel in mijn werk als daarbuiten. Ik was vereerd jouw
paranimf te mogen zijn, en ben erg blij dat jij nu mij terzijde staat.

Wim, jij bent altijd een andere belangrijke steun en toeverlaat geweest.
Daarnaast zijn Elsbeth en jij de drijvende krachten achter een veelheid van
gezellige uitjes en reizen. Jij was er bij mijn afstuderen ook bij, en het is me
een groot genoegen dat ook jij mijn paranimf wilt zijn.

Ook alle andere vrienden wil ik bedanken voor de verstrooïıng die ze hebben
geboden. Veel dank ben ik verschuldigd aan mijn ouders. Papa en mama, jullie
hebben me nooit gestuurd, maar altijd aangemoedigd. Ik mocht mijn eigen weg
gaan onder de aansporing: “Doe maar goed je best op school, dan . . . .” Dat
mijn “school”tijd zo lang zou duren, hadden we nooit kunnen bevroeden.

Jacqueline, mijn promotietijd is voor jou niet altijd een makkelijke tijd ge-
weest. Onderzoek doen is een tijdrovende “hobby” waar jij me altijd de gele-
genheid voor hebt gegeven. Gelukkig konden we veel tijd samen doorbrengen,
elk achter onze eigen computer. Bedankt voor de tijd en ruimte die jij me hebt
willen en kunnen geven.

Het is onmogelijk om iedereen te noemen die mij op het promotiepad heeft
geholpen en gehouden. Ik herinner me ook niet meer iedereen die mij met
het verstrijken van de tijd begon te vragen wanneer mijn boekje klaar zou zijn.
Iedereen die dit heeft gevraagd heeft bijgedragen aan de voltooïıng van dit proef-
schrift. Het was een steuntje in de rug waar ik jullie heel dankbaar voor ben.



CV

Curriculum Vitae

Time passes in moments,
Moments which, rushing past, define the path of a life,
Just as surely as they lead towards its end.
How rarely do we stop to examine that path,
To see the reasons why all things happen,
To consider whether the path we take in life is our own making,
Or simply one into which we drift with eyes closed.
But what if we could stop?
Pause to take stock of each precious moment before it passes.
Might we then see the endless forks in the road that have shaped a life,
and, seeing those choices, choose another path?

Dana Scully - All Things (X files season 7)
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Ronald Cornet is geboren in Haarlem op dinsdag 16 Januari 1968. In 1986
behaalde hij zijn diploma Gymnasium β aan het Christelijk College “Marnix
van Sint Aldegonde” te Haarlem. Daarna studeerde hij Technische Natuurkunde
aan de Technische Universiteit Delft. Zijn afstudeeropdracht bij de afdeling Ex-
perimentele Echocardiografie van de Erasmus Universiteit in Rotterdam betrof
onderzoek naar echo-contrastmiddel, resulterend in [1–3].

Nadat hij in 1992 afstudeerde, was hij werkzaam bij de afdeling Medische
Informatica van de Erasmus Universiteit. Hier werkte hij aan de realisatie van
het medische werkstation “Hermes” [4], en participeerde in het Europese 4e

framework project I4C.
Medio 1996 maakte Ronald de overstap naar de afdeling Medische Informatie-

kunde (nu: Klinische Informatiekunde) van het AMC. Na eerst als programmeur
betrokken te zijn geweest bij diverse projecten legde hij zich ten behoeve van
het NICE project (Nationale Intensive Care Evaluatie) toe op implementatie
van een terminologieserver voor opnameredenen op intensive care, DICE (Di-
agnosen voor Intensive Care Evaluatie). Dit werk was de aanleiding tot het
onderzoeksproject dat hij sinds 2000 heeft uitgevoerd.

Naast dit onderzoeksproject participeert hij als coördinator en docent in di-
verse modules van de opleiding Medische Informatiekunde aan de UvA. Ook is
hij als IT specialist betrokken bij de registratie van de European Renal Associ-
ation - European Dialysis and Transplant Association.

Hij was co-chair van de “AMIA Student Working Group” en is co-chair van
de “AMIA Working Group on Formal (Bio)Medical Knowledge Representation”,
in welke hoedanigheid hij mede-organisator was van KR-MED 2004. Ook is hij
bestuurslid van de VMBI, de vereniging voor informatieverwerking in de zorg.

Buiten het werk is Ronald actief bij “Squashmere”, waar hij secretaris en
later voorzitter was, en recreatief squasht. Verder duikt, skiet en snowboardt
hij af en toe, en beleeft hij veel plezier aan geocachen en ligfietsen. Muzikaal is
hij actief als zanger/toetsenist bij de band “Generaal Pardon”. Ten slotte gaat
Ronald graag op reis, met vrienden en met Jacqueline, met wie hij in 1996 is
getrouwd.
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Protégé as a vehicle for developing medical terminological systems, Inter-
national Journal of Human-Computer Studies 62(5), 639–663.

Arts, D., Cornet, R., de Jonge, E. and de Keizer, N. F.: 2005, Methods for
evaluation of medical terminological systems, Methods of Information in
Medicine 44(5), 616–25.

Arts, D., Cornet, R., de Keizer, N. and de Jonge, E.: 2003, Comparison of meth-
ods for evaluation of medical terminological systems, in M. A. Musen, C. P.
Friedman and J. M. Teich (eds), Proceedings of the 2003 AMIA Annual
Symposium, Washington, DC, USA, Hanley and Belfus Inc., Philadelphia,
PA, USA, p. 779.

Arts, D., De Keizer, N., De Jonge, E. and Cornet, R.: 2004, Comparison of
methods for evaluation of a medical terminological system, in M. Fieschi,
E. Coiera and J. Li (eds), Proceedings from Medinfo 2004, San Francisco,
CA, USA, Vol. 11, IOS Press, Amsterdam, The Netherlands, pp. 467–71.

ASTM: 2000, Standard specification for quality indicators for controlled health
vocabularies, Technical Report E2087, American Society for Testing and
Materials.

Baader, F., Calvanese, D., McGuinness, D., Nardi, D. and Patel-Schneider,
P. F.: 2003, The Description Logic Handbook: Theory, Implementation,
and Applications, University Press, Cambridge.

Bakken Henry, S., Holzemer, W. L., Reilly, C. A. and Campbell, K. E.: 1994,
Terms used by nurses to describe patient problems: can SNOMED III
represent nursing concepts in the patient record?, Journal of the American
Medical Informatics Association 1(1), 61–74.



B

168 Bibliography

Bodenreider, O.: 2001, Circular hierarchical relationships in the UMLS: etiol-
ogy, diagnosis, treatment, complications and prevention, Proc AMIA Symp
pp. 57–61.

Bodenreider, O.: 2003, Strength in numbers: exploring redundancy in hierar-
chical relations across biomedical terminologies, AMIA Annu Symp Proc
pp. 101–5.

Bodenreider, O., Burgun, A., Botti, G. et al.: 1998, Evaluation of the unified
medical language system as a medical knowledge source, Journal of the
American Medical Informatics Association 5(1), 76–87.

Bodenreider, O., Burgun, A. and Rindflesch, T. C.: 2002, Assessing the con-
sistency of a biomedical terminology through lexical knowledge, Int J Med
Inform 67(1-3), 85–95.

Bodenreider, O., Mitchell, J. A. and McCray, A. T.: 2002, Evaluation of the
UMLS as a terminology and knowledge resource for biomedical informatics,
in I. S. Kohane (ed.), Proceedings of the 2002 AMIA Annual Symposium,
San Antonio, TX, USA, Hanley and Belfus Inc., Philadelphia, PA, USA,
pp. 61–5.

Bodenreider, O., Smith, B. and Burgun, A.: 2004, The ontology-epistemology
divide: A case study in medical terminology, in A. Varzi and L. Vieu (eds),
Proceedings of FOIS 2004. International Conference on Formal Ontology
and Information Systems, Turin, Vol. 114, IOS Press, Amsterdam, The
Netherlands, p. 185195.

Bodenreider, O., Smith, B., Kumar, A. and Burgun, A.: 2004, Investigating
subsumption in DL-based terminologies: A case study in SNOMED CT,
in U. Hahn (ed.), KR 2004 Workshop on Formal Biomedical Knowledge
Representation (KR-MED 2004), Whistler, BC, Canada, AMIA, pp. 12–
20.

Borgida, A., Franconi, E., Horrocks, I., McGuinness, D. and Patel-Schneider,
P.: 1999, Explaining ALC subsumption, in P. Lambrix (ed.), International
Workshop on Description Logics, Linköping, Sweden, Vol. 22, CEUR-WS,
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