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Chapterr  3 

Thee Role of Probabilities in Probabilistic Con-
textt  Free Grammars 

3.11 Introductio n 

Probabilitiess have been used in many aspects of natural language processing. In the 
contextt of CFGs, probabilities have been used to define a probability distribution over 
thee set of trees defined by a CFG. The resulting formalism, probabilistic context free 
grammarss (PCFGs), extends context free grammars by assigning probabilities to the 
productionn rules of the grammar. PCFGs have been successfully used as the formal-
ismm underlying many approaches to natural language parsing, see e.g., (Eisner, 1996; 
Charniak,, 1995; Collins, 1999; Eisner, 2000; Klein and Manning, 2003), to name just 
aa few. In such approaches, probabilities have a very specific role: they are used as a 
filteringfiltering mechanism. In order to clarify this, we can think of the parsing procedure for 
aa PCFG as a two-fold procedure. Suppose a sentence is given. First, a set of candidate 
treess is proposed, and, second, a tree is non-deterministically chosen from the set of 
candidatee trees. The selected tree is returned as output. 

CFGss define the set of candidate trees as the set containing all trees that yield the 
givenn sentence. In contrast, PCFGs are used in the parsing context to define the set of 
candidatee trees as the set of trees that yield the given sentence with maximum probabil-
ity.. In other words, probabilities are used in the parsing framework to reduce the set of 
candidatee trees suggested by the bare CFG. The size of the set of candidate trees gives 
ann impression of how ambiguous a sentence is for a given input. It is well-known that 
ambiguityy is a serious problem for parsers; in some cases, the number of parse trees 
assignedd to a sentence may grow exponentially in the length of the sentence (Wich, 
2000,, 2001), and, consequently, probabilities play a very important role in parsing: 
theyy are used to decrease the size of the set of candidate trees, and consequently, they 
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decreasee the amount of ambiguity. 
Thee role probabilities play in the context of formal languages has been widely stud-

iedd in the literature, but the focus of such studies was not on the ability to reduce am-
biguity.. Properties of formal languages regarding consistency (Booth and Thompson, 
1973;; Wetherell, 1980; Chaudhuri and Rao, 1986), learnability conditions (Horning, 
1969),, parameter estimation (Manning and Schiitze, 1999), etc, are very well-known. 
However,, very little is known about the power of probabilities as a mechanism for 
ambiguityy reduction. 

Wee are interested in the following research issues: how important and how power-
full  are probabilities as a filtering mechanism? Clearly, different filtering mechanisms 
exist;; as an example, suppose that a PCFG G is given and its probabilities are used 
too select a subset T' of trees in the tree language generated by G. It may be the case 
thatt there exists a non-probabilistic CFG G' such that its tree language is equal to T. 
Clearly,, if such a grammar G' exists for all PCFG G"s, then probabilities are not really 
needed.. In contrast, if that is not the case, the role probabilities play in parsing be-
comess relevant, and different questions than those answered in (Booth and Thompson, 
1973;; Wetherell, 1980; Chaudhuri and Rao, 1986) need to be addressed. 

Inn this chapter we focus on answers to basic questions regarding the use of proba-
bilitiess as a filtering mechanism. We pay special attention to the following questions: 

1.. Is it possible to select the same set of candidate trees as with a PCFG using a 
vanillaa context free grammar? The question is relevant because, if the answer 
iss affirmative, this means that for a given PCFG there is a CFG that specifies 
thee same set of candidate trees as the PCFG for all sentences; as a consequence 
probabilitiess would not really be essential. 

2.. Can we decide whether a given PCFG filters out all but one tree for all sentences 
inn the language? Answering this question is equivalent to saying that the given 
PCFGG has solved all ambiguities in the language accepted by the grammar. 

3.. What is the meaning of the probabilities associated with the set of candidate 
trees?? Can this meaning be used in a useful manner? 

Inn this chapter, we answer all these questions. We show 

1.. that probabilities cannot be mimicked by rules, i.e., their use is fundamental 
fromm a formal language perspective: whenever used as a filtering mechanism, 
probabilitiess can define a set of trees not capturable by CFGs, 

2.. that it is not possible to decide whether a PCFG filters all trees but one for all sen-
tences,, i.e., it is not possible to decide whether the filtering mechanism resolves 
alll  ambiguities, 
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3.. that the probability measure assigned to the selected set of candidate trees can be 
interpretedd as the probability of having captured in the set of candidate trees the 
correctt tree. Moreover, this semantics can be used to asses the quality of PCFGs. 
Wee also show that under certain circumstances, which we describe in detail, it 
iss advisable to add to the set of candidate trees, trees that do not have maximum 
probabilityy in order to augment the probability of capturing the correct tree. 

Thee chapter is organized as follows. Section 3.2 presents some background notation, 
Sectionn 3.3, 3.4, and 3.5 address questions 1, 2, and 3 listed above respectively. Finally, 
Sectionn 3.6 concludes the chapter. 

3.22 Maximum Probabilit y Tree Grammars 

Inn this section we define the basic concepts we need in our discussion. Let G — 
(J",, NT, S, R) be a context free grammar. For our purposes, CFGs play two very im-
portantt roles. The first one is to provide sentences with a syntactic explanation. As 
iss well-known, this syntactic explanation is given by the way in which a sentence is 
rewrittenn from the start symbol. Formally, let G be a CFG and x a sentence in T*. A 
left-derivationleft-derivation t(x) is a sequence of rules ( n , . . ., rm) such that 

SS Q en Q a2 ^  ^ am, 

wheree a, e {T U NT)*, am = x, and r*  is a rule in R that rewrites the left-most 
non-terminall  of a^\. The set of all left-most derivations, called the tree language, is 
denotedd by T(G), and x is called the yield of t(x). 

Thee second main role of CFGs is to define the set of sentences that are considered 
too be grammatical by the grammar. More precisely, let G be a CFG. The language 
acceptedaccepted by G (notation: L(G)) is L(G) = {x : T(x) <E T(G)}. 

Inn order to use CFGs to help us understand natural language, a procedure for finding 
derivationss has to be defined. Let G be a CFG and x a sentence. A complete parser is 
aa procedure that computes the following set: 

T(x)T(x) = {t(x) e T{G)}, 

whilee a parser is a procedure that, besides computing T(x), chooses one tree non-
deterministicallyy from it. Formally, 

Parser(x)Parser(x) = random(T(x)) 

wheree random(X) is a function that selects an element from the set X assigning to 
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eachh element the same probability of being chosen.' For a given grammar G and a 
sentencee x in L{G) there may be multiple trees yielding the same sentence x. 

Inn some cases the size of the set T(x) grows exponentially in the length of x (see 
(Wich,, 2000) for an example), and many of the trees in T(x) are trees that we do not 
wantt as an answer. These undesired trees need to be filtered out from the set T(x). 
Onee way to achieve this is to use probabilistic context free grammars. A probabilistic 
contextcontext free grammar (PCFG) is a pair (G,p), where G is a CFG and p a positive 
functionn defined over the set of rules such that for all A in NT: 

ae(A'UAT)* * 

Evenn though probabilities in a PCFG are defined over the set of rules, they are used to 
definee a probability distribution p over the set of derivations T(G). The probability of 
aa tree in T(G) is defined as follows. Let (G,p) be a PCFG, and let t(x) — (r},..., rm) 
bee a tree in T(G). The probability assigned to t(x) is p(t(x)) = p{r\)  ...  p(rm). In 
words,, the probability assigned to a tree is the product of the probabilities assigned to 
thee rules building up the tree. 

Thee distribution generated by the probabilities is used to select a subset of trees 
fromm the set of all possible trees yielding a sentence. A procedure that computes this 
subsett is called a probabilistic parser. More formally, let G be a PCFG and let x be 
aa sentence in L(G). A probabilistic complete parser for a grammar G is a procedure 
thatt takes as input a sentence in the language and computes the following function: 

PParser(x)PParser(x) = (r(x) 6 T{G) : argmax{p(i(:r))}} . 
t(x) t(x) 

Finally,, a probabilistic parser is defined as the non-deterministic choice of a tree re-
turnedd by a probabilistic complete parser. We can see a probabilistic parser as a two 
componentt algorithm, one implementing a probabilistic complete parser and a second 
implementingg a non-deterministic choice. 

3.2.11 Filterin g Trees Using Probabilities 

Inn this subsection, we consider the class of languages induced by probabilities when 
wee consider them as a filtering mechanism. Let G be a PCFG. The set of most probable 
treestrees produced by G (noted M(G)) is a subset of T(G) defined as follows: 

M{G)M{G) = ( J PParser{x). 
xeL{G) xeL{G) 

'Notee that non-deterministic choice and uniformly distributed choice are not the same concept, non-
determinismm implies that there is no information about the underlying distribution, which clearly is 
nott the case when using a uniform distribution. In the context of this thesis we use the two terms 
indistinguishably. . 
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Notee that there may be more than one tree bearing maximum probability for a given 
sentence.. We allow for this: /17(G) contains them all. Note also that M(G) is a subset 
off  T[G). Furthermore, the sets M{G) and T(G) are the same set if, and only if, for all 
sentencess all trees in L(G) share the same probability mass. 

Basedd on the set of most probable trees M{G), we define a new class of tree lan-
guages.. The idea behind this class of languages is that they are like PCFGs but instead 
off  taking the whole set of trees they only take the most probable ones. More formally, 
aa maximum probability tree grammar (MPTG) is a PCFG where its tree language is 
definedd as the set of most probable trees, while the set of strings accepted by the MTPG 
remainss the same. 

Notee that all state-of-the-art parsers based on PCFG filter trees out in the way we 
havee just defined. They return the trees yielding a given sentence that bear maximum 
probability,, and thus, they, implicitly define an MPTG. 

3.33 Expressive Power 

Wee are interested in understanding what kind of expressiveness MPTGs have. In par-
ticular,, can they be captured by CFGs? More concretely, does the mechanism of re-
tainingg only trees with maximum probability defined in MPTGs define tree languages 
thatt cannot be captured by CFGs? In this section we show that the set of trees iden-
tifiedd by a probabilistic CFG plus a maximization procedure cannot be generated or 
specifiedd directly by any CFG. In other words, we prove that probabilistic CFGs plus 
aa maximization step define tree languages that are beyond the expressive power of the 
CFGs.. To put it more formally: MPTGs are not strongly equivalent to CFGs. That is, 
thee tree language generated by probabilistic context free grammars plus a maximiza-
tionn algorithm is beyond context free grammars. This section is devoted to prove this 
statement,, which is formally expressed in the following theorem. 

3.3.1.. THEOREM. MPTGS are not strongly equivalent to CFGs. 

Ourr strategy for proving the above theorem is based on a context free inherently am-
biguouss language. Recall that a context free inherently ambiguous language L is a lan-
guagee such that all CFGs generating it have at least one string in L that has two trees 
yieldingg it. What we present below is an inherently ambiguous language generated by a 
PCFGG that assigns a unique tree bearing maximum probability to each string in the lan-
guage.. As a consequence, the MPTG induced by the grammar is unambiguous, but the 
treee language cannot be captured by a CFG because the language is inherently ambigu-
ous,, i.e., for all CFGs generating it, there is at least one sentence being yielded by two 
differentt trees. Let us make matters concrete now, the grammar G = (T, NT, S, R) we 
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SS —>2/3 AB S —>i/3 52 

.44 -»1 /2 a,46 S2 -»i/2 a52rf 

.44 -»1 /2 aft 52 -> i / 2 aCYZ 

B^B 1̂/21/2cBdcBd C-*l/2bCc 
BB -»1 /2 erf C -*i/ 2 6c 

Figuree 3.1: An MPTG for an inherently ambiguous language. 

suggestt is defined as follows. Put T — {a, 6, c, d} , JVT = {S\ 52, .4, B, C}, and let the 

sett of rules R be as described in Figure 3.1. 

Inn order to better understand the complexity of G we split it into two different 

grammarss Gi = (Ti, NTU S, i?0 and G2 - (T2, NT2, S,R2), where 

1.. 7j = {a,6,c,d}, 

2.. TVTi = {5 . . 4 , 0 }, 

3.. T2 = {a, 6, c, rf},  and 

4.. WT2 = {S,S2,C}; 

5.. /?i and i?2 as defined by Figure 3.2. 

Observee that G generates the following string language: 

LL = {anbndndn : n,m e N}  U { a ^ c ^ t f 1 : n ,m € N} . 

LL can be described as the union of the two context free languages generated by G\ 

andd G2, respectively, namely Lx = {anbncmdm : n, m € N}  and L2 = {an6mcmd" : 

n,mn,m e N} . 

Wee wil l now describe the tree language generated by G. Remember that G is 

aa MPTG, and not just a PCFG. The set of its derivations is the set of trees bearing 

maximumm probability. Define L3 = {a^cT-d71 : n € N} , and let T(L^) denote the set 

Ri Ri 

SS —»2/3 AB 

AA —»i/2 a^4b 

AA —»i/2 aft 

SS -»1 /2 cBd 
SS —>i/2 cd 

i?2 2 

££ ~~*I/3 ^ 2 

$2$2 ~~*l/2 05*2^ 

22 —*i/ 2 a Gd 

CC —+i/2 6Cc 

CC -+1/2 6c 

Figuree 3.2: A decomposition of G. 
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off  trees in T(G) that yield a sentence in Z3. Our first observation is that all trees in 

(T(Gi)(T(Gi) U T{G2)) \ T(L3) have a unique derivation. Hence, they obviously belong to 

M(G).M(G). For the trees in L3 there are two possible derivations: one generated by G\ and 

thee other generated by G2. In order to fully characterize M(G), we need to determine 

whichh of the two derivations (if not both) belongs to M(G). 

Below,, we show that only the derivations produced by Gi belong to M(G). In other 

words,, all derivations produced by G2 are filtered out. To obtain this characterization, 

wee first characterize all trees in T(L$). 

3.3.2.. LEMMA. Let x be a string in L3, and let ti(x) be a tree in T{G{) and £2(2) a 

treetree in T(G2). Then, the number of rules appearing in t\{x) is the same as the number 

ofof rules appearing in t2{x). Moreover, the rule S —>2/3 AB appears once in t\{x), 

whilewhile the rule S —>i/3 S2 appears once in t2(x). 

PROOF.. Let z be a string in L3 = {cP^cf-d71 : n G N} . We prove the lemma by 

inductionn on n, the superscript in the definition of L 3. For the base case, let n be 

1;; then the lemma follows from the fact that the two possible trees, both pictured in 

Figuree 3.3, have the same number of rules, and it is clear that the rule S —>2/3 AB 

appearss once in t\(x), while the rule S — 1̂/3 S2 appears exactly once in t2(x). 

SS S 

AA B S2 

a b e dd a C d 

bb c 

t\{abcd)t\{abcd) t2{abcd) 

Figuree 3.3: Two derivations for abed. 

Lett the statement be true for k < n, and let us show it for x — dP-^cP-dP. Note, first of 

all,, that for a word in L3, the two possible trees follow the schema of Figure 3.4. Now, 

usingg this observation for the first part of the lemma, the string an~lbn~1cn~1dn~1 can 

bee derived by collapsing the A, B, S2 and C non-terminals, respectively. According 

too the inductive hypothesis, the resulting trees have the same number of rules, and in 

thee process of collapsing we have eliminated the same number of rules from the two 

trees,, proving the first part of the lemma. For the second part of the lemma, consult 

Figuree 3.4 again, where it can be seen that the rules S —>2/3 AB and S —+1/3 S2 appear 

oncee in t\(x) and t2(x)t respectively. H 
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a a 

a" " 

A A 

AA b 

- i b „ - i i 

S S 

B B 

cc B d 

c n - l d n - l l a" " 

a a 

- l l 

b b 

S S 
1 1 l l 

s2 2 

s2 2 

c c 

c c 

d d 

d"_1 1 

c c 

b n - l c n ^ l l 

Figuree 3.4: Derivations for an6nc"ef\ 

Lemmaa 3.3.2 says that the probabilities of two derivations in L% yielding the same 
sentencee are determined by the first rule in each grammar. That is, we can distinguish 
betweenn the two possible probabilities assigned to the two derivations for a sentence in 
L33 by simply observing the probability of the first rule in each of the derivations. 

3.3.3.. LEMMA. Let x be a string in L3, ti(x) in T{G\) and t2(x) in T(G2). Then 
p{U{x))p{U{x)) >p(t2(x)). 

PROOF.. The proof is immediate from Lemma 3.3.2. All derivations for a given string 
xx in L3 have the same number of rule applications, and except for the first rule applied 
(eitherr S —>2/3 AB or S —>i/3 S2), all rules have equal probabilities associated with 
them.. Hence the tree using the Gi-rule S —>2/3 AB has the higher probability, as 
desired.. H 

3.3.4.. LEMMA. M{G) is equal to T{GX) U {t{x) e T{G2) : x e L2 - L3} . 

PROOF.. The lemma is a direct consequence of Lemma 3.3.3. H 

Finally,, with this characterization we can prove Theorem 3.3.1. 

PROOF.. Note first that for every string in L(G) there is a unique tree in M(G): if the 
stringg belongs to L\ \ L3 or to L2 \ L3 this is because the grammars G\ and G2 assign a 
uniquee derivation tree to each string. If, however, x e L3, then, by maximizing proba-
bilities,, we discard the tree belonging to T{G2), thus only leaving the tree in T{G\), as 
shownn in Lemma 3.3.4. Summarizing, using probabilities we have obtained a unique 
treee for every sentence in an inherently ambiguous language. It is a well-known fact 
thatt CFGs cannot disambiguate an inherently ambiguous language (Hopcroft and Ull-
man,, 1979). Hence, since L is inherently ambiguous (Parikh, 1966), there cannot be a 
CFGG that generates all and only the trees in MPTG(G). H 
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Inn this section we have answered question (1) from the introduction, showing that there 
iss no way to mimic probabilities using rules. In the next section we focus on question 
(2). . 

Ourss is not the first study of the expressive power of weighted formal devices. 
Cortess and Mohri (2000) show that the expressive power of weighted automata is be-
yondd regular languages. This result has in common with the result we present in Sec-
tionn 3.3 that they both show that weighted systems accept a wider set of languages 
thann bare systems. The two results also use the same strategy; they present a language 
thatt does not belong to the bare grammatical formalism but that is capturable by the 
weightedd version. 

Thee two approaches differ in that in ours probabilities are used to select subtrees 
ass a side product of filtering. Cortes and Mohri (2000) show that they found a well-
knownn context free language to be accepted by a weighted automata under a general 
definitionn of acceptance. The approaches also differ in that ours is concerned with the 
tree-languagee and theirs with the string language. Finally, the two results differ in that 
ourr proof is technically trivial, while the other is rather involved. 

Thee result presented in this section is not directly linked to statistics. As already 
discussedd in (Abney, 1996), probabilities can help in many aspects of syntax (e.g., dis-
ambiguation,, degrees of grammaticality, error tolerance, naturalness, structural prefer-
ences,, learning, lexical acquisition). In that sense, weights are enough for capturing 
thesee phenomena. In this section we deal with probabilities (weights) as they are cur-
rentlyy used for disambiguation in the literature. We respond to the question "What can 
wee do with probabilities (weights)?" more than "How can we compute the probabili-
tiess (weights)?". Abney argues that, intuitively, probabilities can help disambiguating, 
butt this section shows that they provide a mechanism that simply cannot be mimicked 
withh rules. To put it very bluntly, we present a technical fact, not an intuition. 

Wee have shown that probabilities add not only a statical perspective but also ex-
pressivee power to CFGs. We think that this increment in the expressive power is due 
too a probabilistic parser's implicit but global requirement that it sees all rules building 
upp a tree for choosing the one with maximum probability. 

3.44 Undecidability 

Whilee probabilities buy us additional expressive power on top of CFGs, they do not 
buyy us everything. Specifically, given that probabilities help to disambiguate their own 
language,, would it not be nice if we could predict, that is, determine before parsing, 
whetherr a PCFG is capable of fully disambiguating its language? 

Wee show that this is not possible. We establish the result by transforming an ar-
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bitraryy CFG into a PCFG such that the given CFG is unambiguous if, and only if, the 

correspondingg PCFG has only one tree in the candidate list of each sentence. Our result 

thenn follows from the well-known fact that determining whether a CFG is unambigu-

ouss is undecidable. 

Probabilitiess single out, for each sentence x, a set PParser(x) of trees bearing 

maximumm probability. An ideal grammar is one that filters out all trees but one for each 

sentencee in the language. In other words, an ideal PCFG defines for each sentence x, 

itss set PParser(x) with cardinality equal to 1. 

Wee want to prove that it is undecidable to determine whether a PCFG is ideal. To 

thiss end, we first prove that for every context free grammar G there is a way to extend 

itt with probabilities such that the resulting set M(G) contains the same set of trees as 

G.G. In other words, for any CFG we build a probabilistic version that does not filter out 

anyy tree. Our undecidability result follows from the fact that our question is equivalent 

too determining whether a CFG is unambiguous. 

Wee have to build the probabilistic correlate of a CFG, in such a way that all trees 

associatedd to a given sentence bear the same probability. In this case, the set of trees 

withh maximal probability is exactly the set of trees. We show the result for grammars 

inn Chomsky Normal Form whose definition we now recall. 

AA context free grammar G — (T, NT, R, S) is said to be in Chomsky Normal Form 

(CNF)) if, and only if, every rule in R is of one of the following forms: 

 A —> a for some A e NT and some a e T. 

 A  ̂ BC, for some A e NT and B,C e NT - {S}. 

Ourr strategy is to show that any grammar in CNF assigns the same probability to all 

treess yielding the same string. To this end we show that all trees yielding the same 

stringg in a CNF use the same number of rules; we then build a grammar assigning the 

samee probability to all rules and we obtain what we are looking for. 

Wee now present the lemmas needed. 

3.4.1.. LEMMA. Let G = (T, NT, S, R) be a grammar in CNF. All trees yielding a 

k-lengthk-length sub-string of NT* use the same number of rules. 

PROOF.. Let us define a sequence A0,..., An,... of subsets of NT* as follows: A0 = 

{S},{S}, Ai consists of elements a in NT* such that a is derived from S in one step, and, 

inn general, a is in Ai if there is an element a' in A^\ such that a' =>  a. The lemma 

iss immediate from the fact that that all sets are pairwise disjoint, i.e., Ai n Aj = 0 for 

everyy i / j . H 

3.4.2.. COROLLARY. Let G be a CFG. Every derivation producing a string x of length 

kk in L(G) has the same number of rules. 
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3.4.3.. LEMMA. Let G be a context free grammar. G can be transformed into a prob-

abilisticabilistic context free grammar G' with the special property that all rules have exactly 

thethe same probability value. 

PROOF.. Let G be a grammar in CNF, and let R be its set of rules. Let X be the most 

frequentt non-terminal in the left-hand sides of rules. Let n be the number of times X 

iss the left hand-side of a rule. Let Zu ..., Zn be brand new non-terminal symbols. For 

everyy non-terminal Y we add as many rules Y —> Zx as needed to have the number of 

ruless having Y in the left-hand side equal to n. We add probability 1/n to each of these 

neww rules. The resulting grammar is a well-defined, though not necessarily consistent, 

probabilisticc context free grammar, and all rules have exactly the same probability 

valuess as required. ^ 

Thee PCF grammar G', obtained from a grammar G as described in Lemma 3.4.3, is 

calledd the uniform version of G. 

Notee that the resulting grammar need not be consistent, given that some probability 

masss is going to non-terminating derivations — derivations that end up in the dummy 

non-terminal.. Still, what is important to us is that the set of trees accepted by the 

PCFGG remains the same, and, even more importantly, that every derivation producing 

thee same sentence has the same probability value. 

3.4.4.. LEMMA. Let G be a context free grammar, and let G' be its uniform version. 

LetLet x be a string in L(G). Then all left-most derivations producing x have the same 

probability. probability. 

PROOF.. Since every string in the language has the same set of trees as G, the dummy 

rulee is not used in any derivation of final strings. According to Lemma 3.4.1, every tree 

hass the same number of rules. And since every rule has the same probability, every tree 

forr the sentence I has the same probability. Finally, the set of trees bearing maximum 

probabilityy is exactly the set of trees in the original grammar G. H 

Ass this lemma proves, trees defined through MPT include the class of trees defined 

viaa CFG. As a direct consequence, we have the following lemma: 

3.4.5.. LEMMA. Deciding whether a PCFG disambiguates a tree language is undecid-

able. able. 

PROOF.. We have built a grammar that assigns the same probability mass to all possible 

treess for a given string. As a consequence, the PCFG is unambiguous if, and only 

if,, the non-probabilistic grammar is. Deciding whether the PCFG is unambiguous is 

equivalentt to decided whether a CFG in CNF is unambiguous, which is known to be 

undecidablee (Hopcroft and Ullman, 1979). H 
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Thee above lemma answers question (2) from the introduction, saying that it is not 
possiblee to decide whether a PCFG has completely managed to solve all ambiguities. 
Notee that the results in the present section combined with the results in the previous 
onee imply that the class of tree languages described by PCFGs is a strict subclass of the 
treee languages described by MPTGs. The inclusion is implied by the present section 
whilee the proper inclusion is implied by the previous one. 

3.55 The Meaning of Probabilities 

Wheneverr only a single tree is required as output, all CF parsers face the question of 
howw to select that single tree from a set of trees yielding the same sentence. They 
usuallyy choose a tree non-deterministically, by randomly selecting a tree among all 
possiblee trees. The selection is made under the assumption that all trees in the candidate 
listt (suggested by the grammar) have the same probability of being selected. 

Thee use of probabilities is meant to reduce the size of the set of candidate trees. 
Onn the one hand, the probability value assigned to a tree captures that tree's chance 
off  being generated by the grammar and, consequently, of being found in a tree-bank 
generatedd by the grammar. On the other hand, the idea of correctness is usually un-
derstoodd in terms of a comparison to a manually annotated tree-bank. The two things 
combinedd suggest that the probability assigned to a tree can be thought of as its chance 
off  being the correct one. On this view, parsers try to find the tree that has the highest 
probabilityy of being the correct one. Clearly, some non-determinism remains: there 
mightt be more than one tree bearing maximum probability and, consequently, parsers 
havee to non-deterministically choose among all trees bearing maximum probability. 

Inn the following two subsections we use the just defined semantics for two different 
purposes.. First, we use it as a way to compare grammars. The general idea is to 
comparee grammars according to the amount of non-determinism they have left for the 
non-deterministicc choice. Second, we want to use it for boosting the probability of 
pickingg the right tree from the set of candidate trees by adding trees to it that do not 
bearr maximum probability but that increase the probability mass of the candidate list 
inn substantial way. 

3.5.11 Using Probabilities for  Comparing PCFG 

Recalll  that a grammar is ambiguous if there is a sentence in the language that has a 
candidatee list containing more than one analysis. Following (Wich, 2000, 2001), we 
cann think of the degree of ambiguity of a PCFG as a quantity proportional to the size 
off  the candidate lists, one per sentence in the language. That degree is related to both 



3.5.3.5. The Meaning of Probabilities 51 1 

thee set of rules in the grammar and to the probabilities associated to the rules. Clearly, 
aa grammar with a lower degree of ambiguity is preferred over one with a higher degree 
off  ambiguities given that the first reduces the level of non-determinism by choosing 
non-deterministicallyy from smaller sets, in the second phase. 

Wee propose a measure that compares grammars with respect to the way they re-
ducee nondeterminism in the second phase of the parsing process. The measure is 
basedd on the probabilistic distribution they generate over the set of trees. Our approach 
iss sample-based, i.e., the measure is computed over a finite sample set of sentences, 
becausee is not possible to compute it for the whole language, as we will also show. 
Thee measure we propose computes the probability of a tree of being chosen under the 
two-stagee parsing schema defined previously. This proposal has the advantage of tak-
ingg into account two things: first, the confidence the probability measure has over the 
proposedd list of candidates, and, second, the non-deterministic choice in the final step. 

Onee important desideratum that we have for our measure for determining a gram-
mar'ss ability to reduce ambiguity is that it should capture the remaining non-determi-
nismm after trees have been filtered out using probabilities. Clearly, the reduction on 
non-determinismm is related to the size of the set of candidate trees. However, it is not 
aa good idea to simply use the fraction of trees that were filtered out as a quality mea-
sure,, or the size of the candidate list. The first idea is unsuitable because, in case the 
grammarr generates only a single tree per sentence, the probabilities do not filter out 
anyy tree, and we would be assigning a very low score to the filtering mechanism. The 
secondd idea fails because there is no information on the size of the list of trees before 
usingg probabilities. 

Theree has been quite a lot of research in the area of parsing evaluation (Lin, 1995; 
Marcuss et al., 1994; Carroll et al., 1998; Musillo and Sima'an, 2002), but it does not 
seemm appropriate to use any of these parser evaluation measures for quantifying ambi-
guityy reduction. Parser evaluation measures are aimed at determining how well parsers 
performm on parsing standard sentences. Under these approaches, only grammars that 
outputt trees that follow the structure found in the tree-bank can be compared (or those 
forr whom a transformation between formats exists (Watkinson and Manandhar, 2001)). 
Moreover,, these approaches do not produce any information about the way in which 
thee grammar has dealt with ambiguity. 

Theree have been some attempts, both to show that PCFGs do indeed reduce am-
biguityy and to determine the extent to which they do this. For instance, Atsumi and 
Masuyamaa (1998) compare the size of the list of candidate analyses before and after 
havingg filtered out syntactic analysis with lower probability. Even though their moti-
vationss are very similar to ours, they do not offer an explicit measure for comparing 
differentt PCFGs with respect to their ambiguity reduction abilities. 

Beforee giving the formal definition, let us give some more intuitions. The amount 
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off  determinism for a given sentence x in the two-stage parsing procedure is given by 

twoo main ingredients: the (size of the) set of trees T(.r) yielding the sentence x, and 

thee (size of the) set of trees bearing maximum probability PParser(x). Both sets con-

tributee to ambiguity reduction. The sizes ofT(x) and PParser(x) capture the amount 

off  ambiguity produced by the grammar before and after having used probabilities for 

filteringfiltering out trees, respectively. 

PCFGss reduce the set of trees in the candidate list using a probability distribu-

tionn over the set of possible analysis. The distribution specifies the probability each 

treee has of being the correct tree given the sentence.2 Under our two-stage procedure 

thee probability of selecting a particular tree is given by the product of the probability 

masss accumulated in the set PParser(x) (that is, the probability of having the correct 

treee in PParser(x)) and the probability of uniformly selecting a particular tree from 

PParser(x).PParser(x). More specifically, suppose the grammar defines a probability distribu-

tionn p over the set of trees, specifying the probability each tree has of being the correct 

one.. Suppose, moreover, that for a given sentence x from the sample set, we select the 

sett of trees bearing maximum probability PParser(x). The probability of selecting 

anyy particular instance of the trees in PParser(x) using a uniform distribution is 

QQ{x){x)(G)=p(PParser(x))(G)=p(PParser(x)) l 

\PParser(x)y \PParser(x)y 

wheree p(PParser(x)) is the probability that the correct tree is in PParser(x), while 

\pparser(x)\\pparser(x)\ 's m e probability of selecting it. The probability takes into account the 

probabilityy mass concentrated in PParser(x) and its size: the bigger the probability 

thee better the output. 

Sincee all trees in PParser(x) have the same probability value px, Q{X}(G) can be 

simplifiedd as follows 

QQ{l]{l] (G)=p(G)=pxx\PParser{x)\\PParser{x)\ l 

\PParser(x)\ \PParser(x)\ 

Finally,, assuming that parsing sentences are independent experiments, our measure is 

definedd as follows: 

Qs(G)Qs(G) = l[px, 
X£S X£S 

wheree S is a sample set of sentences from the grammar's accepted language, and px 

iss the probability assigned to the tree returned by the parser. Qs{G) is equal to 1 if, 

andd only if, there is a unique tree with maximum probability for each sentence in S. 

Thee measure is easily computable if we work with probabilistic parsers that return both 

treess and the probability value associated to the trees returned. 

2"Correctt tree" in the sense that it is the tree that appears in a sample tree-bank. 
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Finally,, we say that a grammar G\ is better than a grammar G2 (based on a sample 
sett S) if, and only if, 

Qs(GQs(Gxx)) < Qs(G2). 

Thee measure does not capture the ambiguity reduction over the set of all possible sen-
tence.. Why? In the following section we show that it is simply not possible to compute 
itt for the whole language. 

Inn what follows we show that it is necessary to relativize our measure to a sample 
set:: it is not possible to compute Qs{G) if S is equal to the language accepted by the 
grammarr L(G). Suppose that it were possible to compute QL(G){G). Then, we would 
alsoo know whether QL{G){G) is equal to one. Since QL(G){G) = 1 if, and only if, 
GG has singled out exactly one element in the candidate list of each sentence, being 
ablee to compute QL(G){G) would imply that it is possible to determine whether G has 
completelyy disambiguated the language. 

Wee have presented a measure for assessing grammars with respect to their ability 
too reduce ambiguity. The measure we presented can also be applied to state-of-art-
parserss that return the selected analysis tree for a given input sentence together with its 
probabilityprobability (Collins, 1997; Eisner, 1996; Klein and Manning, 2003). 

Ourr measure has at least three kinds of advantages in comparison to standard parser 
evaluationn methods: 

1.. It can be applied to unsupervised learned grammars for which the learned syn-
tacticc structure is not as clearly defined as the ones induced from tree-banks. 

2.. Our measure is not domain dependent. Since a grammar induced from a tree-
bankk is usually evaluated on the same type of sentences that were used for in-
ducingg it, its evaluated performance does not tell us much about the grammars' 
performancee on sentences belonging to different domains from those covered in 
thee tree-bank. 

3.. Our measure yields information about the parser that is complementary to the 
kindd of information usually obtained by evaluating parsers (Lin, 1995; Marcus 
ett al., 1994; Carroll et al., 1998), given that it does not provide any kind of infor-
mationn about the correctness of the resulting trees, and, moreover, the measure 
doess need to have access to the 'right' tree. The precise relation between per-
formancee measured using existing parser evaluation measures and performance 
measuredd with our new measure (applied to parsers) remains to be explored. 

Thiss subsection showed a possible use of probabilities other than probabilities as fil-
teringg mechanism. The new semantics provides an answer to question (3) of the intro-
duction;; in the next section we show yet another application. 
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3.5.22 Using Probabilities for  Boosting Performance 

Inn this section we use the new semantics associated to probabilities for increasing the 

probabilityy of guessing the right tree. We provide evidence that under certain circum-

stancess the probability of getting the correct tree can be increased by adding trees with 

lesss than maximal probability to the set of candidates. 

Notee that the probability of PParser(x) is the probability of having the correct 

treee in it. We can forget for a moment that PParser(x) only contains trees bearing 

maximumm probability and add trees to it in an attempt to increment its probability. 

Incrementingg its probability has the advantage of incrementing the probability of cap-

turingg the correct tree, but has the disadvantage of decrementing the probability of 

randomlyy choosing the correct one. Clearly, there is a trade-off between the number of 

non-maximumm probability trees we can add to PParser(x) and the probability gained 

att the end of the random selection procedure. Let us take a closer look, and give condi-

tionss under which the probability of selecting the correct trees increases when picking 

fromm a set of trees properly extends the set of trees bearing maximum probability. 

Lett R be a set of trees disjoint with PParser(x). We show that the probability of 

choosingg the correct tree increases when R is added to the candidate list PParser (x) 

if,, and only if, 

^ -- > \R\ + \PParser{x)\ - 1. (3.1) 
Px Px 

wheree px is the probability values shared by all trees in PParser(x). The proof is 

simple.. The condition in (3.1) above is fulfilled if, and only if, 

p{R)+pp{R)+pxx >px\R\+px\PParser(x)\, 

whichh is equivalent to 
p{R)p{R) +  Px 

>>  Px, \R\\R\ + \PParser{x)\ 

which,, in turn, holds if, and only if, 

p(RuPParser(x)) p(RuPParser(x)) 

\RuPParser(x)\ \RuPParser(x)\ 
>Px->Px-

Thee final result follows from the fact that p
|
(^pp°r

r™r(x)\ i s t h e probability of selecting 

thee correct tree from the expanded list. 

Extendingg the set of candidates is not new in the literature. Collins and Duffy 

(2001,, 2002); Bod (2003) propose approaches other than uniformly selecting a tree. 

Ourr result gives an estimate of the number of trees one needs to consider in the selec-

tionn phase to gain a significant amount of probability mass. 
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Thee present section focused on new uses of probabilities associated to trees. We an-
sweredd question (3) by giving two new applications. We show that probabilities can be 
usedd for evaluation purposes and that they can be used to boost parsing performance. 

Ass trivial as the results might look, it is very hard to find a parser implementation 
thatt reports on the probability values associated to its trees. In order to be able to 
comparee parsers using the probability values they assign to their most probable trees, 
thee probabilistic models used by the parsers should be consistent. If this is not the case, 
thee probability values are meaningless. Clearly, this requirement is not trivial to fulfill . 
Forr most of the probabilistic parsers it is unknown whether their underlying models 
aree consistent. Given the importance of the consistency conditions, we establish in 
Chapterr 4, consistency properties for bilexical grammars, and Markovian context free 
grammars. . 

3.66 Conclusions and Future Work 

Thiss chapter has focused on questions related to the importance of probabilities in the 
contextt of parsing and on investigating uses of probabilities others than filtering. We 
havee shown that probabilities, when used as a filtering mechanism, can add expres-
sivee power to grammars defining a class of tree languages beyond the expressivity of 
contextt free grammars. We also showed that it is not possible to decide whether prob-
abilitiess solve all ambiguities in the language. 

Wee also gave examples that probabilities can be used in other ways others than as 
filteringfiltering mechanism. We proposed to use them for evaluating the quality of PCFGs 
andd for boosting the performance of parsers. Experiments to back up this theoretical 
findingfinding would be of great value. We leave them out of the thesis and consider them as 
futuree work. 

Wee argued that in order to use these ideas, it is essential that the underlying proba-
bilityy models be consistent. We show in Chapter 4 that PCW-grammars provide us with 
thee machinery necessary to prove the consistency of bilexical grammars and Marko-
viann rules whenever they are induced from tree-banks using rc-grams. Despite this, 
provingg consistency properties for the grammars we induce in Chapters 5, 6 and 7 are 
desirablee results on the todo list. 
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