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ABSTRACT
One Stochastic HillClimber and two implementations of the Plant
PropagationAlgorithm (PPA-1 and PPA-2) are applied to an instance
of the University Course Timetabling Problem from the Univer-
sity of Amsterdam. After completing 10 runs of 200,000 objective
function evaluations each, results show that PPA-1 outperforms
the HillClimber, but PPA-2 makes the best timetables.
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1 INTRODUCTION
Universities all over the world are faced with the University Course
Timetabling Problem (UCTP), an NP-hard constrained optimization
problem, which means that an optimal solution for a realistically
sized timetable cannot be found within any reasonable amount of
time [1]. For these kinds of problems, exact algorithms are practi-
cally useless, but sufficiently good solutions can be produced by
heuristic optimization algorithms such as Genetic Algorithms, Ant
Colony Optimization and Tabu Search [1] [2] [3] [4] [5] [6].

In this preliminary investigation, performance of the Plant Prop-
agation Algorithm (PPA), a bio-inspired meta-heuristic, is assessed
when applied to the UCTP at the University of Amsterdam (UvA).
Previous studies have applied PPA to the Uncapacitated Exam
Scheduling Problem (UESP), which is related to UCTP as both are
a subcategory of Academic Scheduling Problems, but also to the
Traveling Salesperson Problem (TSP), another NP-hard constrained
optimization problem [7][8]. The algorithm has not been subjected
to the UCTP itself, but has performed well on a diverse array of
combinatorial optimization problems and might be a promising
candidate, given that we develop a suitable adaptation from its pre-
vious implementations [9] [10]. This study uses a(n anonymized)
dataset from the UvA and evaluates the performance of three algo-
rithms for optimally scheduling its courses. First, a simple Stochastic
HillClimber (HC) algorithm (a.k.a. "stochastic local search") is im-
plemented. Second, PPA-1 is a direct adaptation from its TSP-cousin
to the timetabling problem [8]. PPA-2 finally, is an adaptation that
stems from the seminal implementation of PPA on continuous func-
tions [9], therefrom inheriting a somewhat smoother procreation
strategy. The results of all three algorithms on this single real-world
instance of UCTP are quantitatively compared.
∗Both authors contributed equally to this work.

2 TIMETABLES AND OBJECTIVE VALUES
For this explorative study, data from 29 existing courses and 609
fictional UvA-students is used. Every student is enrolled in 1 to 5
courses, and no interdependencies between courses are currently
implemented. Courses consist of zero or more plenary lectures,
study groups and lab practicals (‘labs’), the latter two activities oc-
casionally being split up in equally sized sessions to meet capacity
constraints. For instance, if there are 78 students enrolled in "Ma-
chine Learning II", but labs in this course can only accommodate
20 students at a time, four sessions of that single lab are sched-
uled to accommodate all enrolled students. All 129 course activities
are scheduled in 7 rooms with varying capacities from the UvA’s
Science Park location, each having 4 time slots on all 5 weekdays,
amounting to 140 weekly room slots. Neglecting symmetries and
equivalences, these numbers of course activities and room slots
give rise to 129!

11! ≈ 3.4 ∗ 10233 different timetable configurations just
for one week, even for this reduced problem instance.

An initial timetable is created by assigning each course activity
to exactly one randomly chosen room slot. Then, every student
attending a course is assigned to all activities within the course;
if a course activity is split up, one available session is selected
at random. Once completed, this constraint-satisfying (or ‘valid’)
initial timetable is assigned a base objective value of 1,000, after
which three objective modifiers are applied. First, for every activity,
any student number that exceeds the room size reduces the objective
value by one. Second, for each student that has more than one
course activity at any given time slot, one point is deducted for
every excess activity. Third, if a course has its activities spread
optimally over the week (e.g. two activities either on Monday-
Thursday or Tuesday-Friday), 20 points are added to the timetable’s
objective value. Conversely, if the number of course activities is
higher than its scheduled days number, 10 points are deducted for
each shortcoming day. If a course has one or more activities split
up in sessions which are scheduled on different days, points are
attributed relative to the fraction of students for whom the spread
is (sub)optimal. From this objective function, every existable valid
timetable has an objective value within the upper and lower bounds
of 1580 and -6001.

3 THREE ALGORITHMS
All three algorithms start off with randomized initial timetables
and repeatedly applying swap-mutations, exchanging the contents
of two randomly selected room slots, similar to a 2-opt in the TSP.



Evostar 2019, 24-26 April 2019, Leipzig, Germany. Geleijn, Van der Meer, Van der Post & Van den Berg

The HillClimber performs a swap-mutation each iteration, which is
reverted only if it lowers the objective value of the new timetable.

PPA-1 keeps a population of 40 individuals in descending order
of fitness. Every iteration, each individual produces offspring: 10,
5, 3 and 2 new individuals for its top 10% in the population, all
mutated with a single swap-mutation, and 1 new individual for
the remaining 90% which is subjected to three successive swap-
mutations. From each individual and its own offspring (its ‘family’)
the fittest individual remains in the population; the others are dis-
carded. Thereby, PPA-1 is an almost direct translation from PPA for
the TSP [8].

For the PPA-2 algorithm, there is no 10% - 90% division, but the
number of offspring ni and their mutability di is calculated from
the smoother ‘normalized fitness’ value Ni from an individual’s
objective value f (xi ) as

Ni =
1
2
(tanh(4 · ( f (xmax ) − f (xi )

f (xmax ) − f (xmin )
) − 2) + 1) (1)

in which f (xmax ) and f (xmin ) are the highest and lowest objective
values in the population. The number of offspring for an individual
isni = ⌈nmaxNir⌉, which are all mutated asdi = ⌈smax ·r ·(1−Ni )⌉
swap-mutations, in which nmax denotes the maximum number
of swaps per offspring, smax is the maximum allowable number
of swap-mutations, and r is a random number in [0,1] which is
redrawn every time it is invoked (anywhere). In this experiment,
parameters nmax = 10 and smax = 20 were used for all runs
of PPA-2. Finally, all the newly generated offspring are added to
the population, which is then sorted and retains only the best 40
individuals. Thereby, all three algorithms adopt an elitist approach,
meaning the best objective value never decreases during a run
(figure 1).

4 RESULTS, CONCLUSION & DISCUSSION
In this preliminary investigation, PPA-1 finds better timetables than
the HillClimber, with maximum, average and minimum objective
values of 1250, 1231 and 1209, over 1239, 1223 and 1201 after 10
runs of 200,000 function evaluations. PPA-2 performs best (1263,
1246, 1235), surprisingly outperforming both other algorithms after
as many as 100,000 function evaluations. The absolute differences
however are small and the rapid convergence of the HillClimber,
traditionally susceptible to local maxima, could indicate that the
objective function from this problem instance has a high degree of
convexity. Contrarily, the fact that both PPA-algorithms –with their
high-mutability offspring – persistently surpass the HillClimber
after a very long time might indicate that local maxima are few and
far between, which in terms might be due to the sheer vastness of
this problem’s state space [11].

In short, both PPA-algorithms seem to be plausible candidates for
NP-hard optimization problem instances other than the TSP, such
as this instance of the UCTP. Nonetheless, the gargantuan com-
putational effort required for a better-than-HillClimbing solution
raises some serious questions about the optimal parameterization
of the proposed implementations. Furthermore, a more detailed
state space survey including convexity measures, saddle-node max-
ima detection or symmetry-breaking might seriously improve final
solutions, speed of convergence and total runtime.

Figure 1: Though the HillClimber rapidly finds good solu-
tions, PPA-1 and PPA-2 produce better timetables, but only
after about 100,000 function evaluations. Solid lines are aver-
ages, transparent areas show the min/max objective values.
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