
UvA-DARE is a service provided by the library of the University of Amsterdam (https://dare.uva.nl)

UvA-DARE (Digital Academic Repository)

Organizational Principles for Multi-Agent Architectures

van Aart, C. J.

Publication date
2004

Link to publication

Citation for published version (APA):
van Aart, C. J. (2004). Organizational Principles for Multi-Agent Architectures. [Thesis, fully
internal, Universiteit van Amsterdam].

General rights
It is not permitted to download or to forward/distribute the text or part of it without the consent of the author(s)
and/or copyright holder(s), other than for strictly personal, individual use, unless the work is under an open
content license (like Creative Commons).

Disclaimer/Complaints regulations
If you believe that digital publication of certain material infringes any of your rights or (privacy) interests, please
let the Library know, stating your reasons. In case of a legitimate complaint, the Library will make the material
inaccessible and/or remove it from the website. Please Ask the Library: https://uba.uva.nl/en/contact, or a letter
to: Library of the University of Amsterdam, Secretariat, Singel 425, 1012 WP Amsterdam, The Netherlands. You
will be contacted as soon as possible.

Download date:24 May 2023

https://dare.uva.nl/personal/pure/en/publications/organizational-principles-for-multiagent-architectures(4c21630f-d8df-4511-a5ea-9d998a4571e3).html


7 7 

Conclusions s 

Inn this thesis, we studied the use of human organizational principles for multi-agent architecture 
design.. We explored the use of division of labor and coordination as principles for multi-agent de-
sign,, which resulted in a framework for agent organizational design (Chapter 2). Next, we investi-
gatedd how agents can make use of coordination mechanisms which resulted in an interoperability 
frameworkk that identifies the problems that arise when having heterogeneous agents collaborate 
withh each other. A selection of alternatives to solve interoperability problems, i.e. coordination 
strategiess and ontology-based communication has been discussed (Chapter 3, 5 and 6). Finally, 
wee presented a conceptual agent model that takes into account the capabilities of an agent(Chapter 
4). . 

7.11 Application of Organizational Decomposition Principles and Coordination in 
Multi-Agentt Systems 

Inn order to answer the first research question How can decomposition principles (i.e. division of la-
bor)bor) and coordination be applied in multi-agent systems?, we assumed that despite the differences 
betweenn intelligent agents and humans, mechanisms and patterns from the field of organizational 
designn can be used as the basis for multi-agent architecture design. 

Inn Chapter 2, we studied a number of coordination mechanisms ("Direct Supervision", "Stan-
dardization""  and "Mutual Adjustment") and organizational structures ("Machine Bureaucracy", 
"Professionall  Bureaucracy" and "Adhocracy"). The result of this study is an organizational design 
framework,, which consists of four perspectives: "task" that deals with tasks and task relations, 
"operation""  which consists of objects, technical activities and jobs, "coordination" that is con-
cernedd with the control of technical activities through management activities and "organization" 
whichh deals with job allocation, positions and units. A collection of organizational design steps 
wass presented containing three steps: process analysis, operations design and organizational de-
sign.. To support the organizational design step, we extended "organigrams" with the notion of 
agentss for representing a multi-agent system's organizational structure. Organigrams support the 
visualizationn of organizational structures by showing the agent staff, the grouping of the agents 
andd the authority structure that connects the units and individual agents. 

Inn order to choose an appropriate organizational structure, we used the following proper-
tiess that distinguish between organizational structures: (1) environment (which can be stable, 
predictablee or dynamic), (2) task nature (routine, skilled or innovative), (3) activity allocation 
(static,, pigeonholing or innovative), (4) form of organization (steep, flat, none), (5) desired co-
ordinationn mechanism (Direct Supervision, Standardization or Mutual Adjustment), (6) form of 
decision-makingg (centralized or decentralized) and (7) type of agents (controllable, cooperative 
orr autonomous). For example, the Machine Bureaucracy can be applied when the environment is 
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stable,, the task nature routine, the activity location static, the decision-making centralized and the 
agentss controllable. 

AA case study on distributed supply chain management shows the process from task decom-
positionn via organizational design to three architectures of multi-agent system designs based on 
Mintzberg'ss organizational structures. Due to its repetitive nature, supply chain management can 
bee seen as information-driven. Therefore, we applied Direct Supervision as a coordination mech-
anism,, which is comparable to control strategies in conventional system design. If we see supply 
chainn management as competence-driven, i.e. the process relies on the problem-solving skills that 
agentss have, other organizational structures and coordination mechanisms can be applied. With 
thee "pigeonholing" process, the competences of the agents can be categorized and mapped on a 
categorizationn of predetermined situations. 

7.22 Coordination Mechanisms for Multi-Agent Systems 

Too answer the question How can agents make use of coordination mechanisms?, we investigated 
coordinationn mechanisms on a general level, using them as a metaphor to analyze control issues 
inn multi-agent systems (see Chapter 2). In order to study the dynamics of the coordination mech-
anismss and means to implement them, we provided a framework for agent interoperation and 
elaboratedd on its levels in Chapters 3, 5 and 6. 

Thee interoperability framework consists of four interoperability levels: "technical", "syntac-
tic",, "semantic" and "coordination". The first three levels correspond to traditional interoperability 
structuress in agent communication, where the emphasis is on message transport, languages and on-
tologies.. We added the coordination level in order to regulate communication patterns and the flow 
off  information. To enable interoperability, we constructed a framework to abstract technique, rep-
resentation,, concepts and strategy. Issues handled on the "technical interoperability" (or transport) 
levell  are related to using shared message transport mechanisms and network protocols. Deci-
sionss related to envelope-encoding and message content languages are covered on the "syntactic 
interoperability""  level. Semantic interoperability means that agents use shared ontologies in com-
munication.. A Reference Model for providing semantics to agent communication and a method to 
designn message content ontologies was discussed in Chapter 6. Finally, decisions related to agents 
usingg shared procedures (e.g. "every agent has to register its services"), coordination strategies 
andd the related notion of organizational roles (e.g. "Manager" and "Librarian") are covered by the 
"coordinationn interoperability" level. In Chapter 3, we discussed coordination mechanisms that 
cann be applied on this level. 

Inn order to assist agent engineers and Manager agents in reasoning about coordination, the fol-
lowingg strategies have been represented in the form of coordination strategy methods: "Direct Su-
pervision",, "Standardization of Work" and "Mutual Adjustment". Agents that need coordination 
cann agree to commit to one or more of these coordination strategies, supported by a coordination 
ontologyy that models the concepts and relationships describing the coordination domain. From 
experimentss with the three coordination strategies we made the following observations: Direct 
Supervisionn shows a centralized model, i.e. all coordination knowledge (i.e. strategic and supervi-
sion)) is concentrated in the Manager, who takes care of managing the relations between activities 
andd Operators. In Standardization of Work, we can see a pattern of a decentralized model (Knowl-
edgee about coordination is distributed among the Operators), where the Manager only plays the 
rolee of a strategic planner. In Mutual Adjustment, there is no division of roles into Operators and 
Managers.. As a result, the collaboration pattern shows a broadcast communication model where 
everyy agent tries to communicate with all available agents. 
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Theree are several considerations for choosing the appropriate strategy to use, such as the num-
berr of (available) agents and the nature of the task. When a task can easily be decomposed so 
thatt the system can be designed as a monolithic system, no coordination structure needs to be 
used.. "Direct Supervision" is a good candidate when there is a limited set of agents, because the 
Operatorss do not need to be equipped with additional functions to reason about instructions as 
withinn Standardization of Work. In the latter strategy, the nature of the tasks is repetitive and can 
bee solved in a distributed manner. In relation to the other two strategies the "Direct Supervision 
Manager""  is the most expensive Manager, because it has strong couplings with all the Operators. 
Furthermore,, it becomes more complex when the number of agents or tasks grows. When the 
numberr of agents is dynamic, "Standardization of Work" is to be considered. If the environment is 
dynamic,, the nature of the tasks is heterogeneous and the number of agents is open then "Mutual 
Adjustment""  should be applied. When Operators do not want to agree on having a Manager or the 
taskk description is not present, this strategy could be applied. These agents (or Operators) are the 
mostt expensive agents. 

Inn Chapter 5, we addressed the problem of interoperation within the IBROW architecture, 
whichh provides support for the composition of applications from existing (web)services that re-
sidee on the Web. The intelligent agent metaphor enabled us to describe the services and their 
collaborationn within the architecture as agents using roles and behaviors. Using the notion of 
separationn of concerns, specialized agents are defined that operate within functional spaces. A 
lessonn learned is that using separation of concerns instead of integration into one large monolithic 
systemm helped us to cluster heterogeneous services into one architecture. In order to enable the 
servicess (i.e. agents) to interact with each other, we applied common standards and available 
technology,, such as FIPA compliant communication and procedures, agent toolkits and web tech-
nology.. The agents collaborate using specialized ontologies and collaboration patterns on top of 
thee interoperability framework. In addition, the Manager within the IBROW architecture uses the 
"pigeonholing""  process to select Operators. The advantage of having agreed on standards, agent 
designerss only have to deal with the coordination level of the interoperability framework. Within 
thiss level, they only have to specify ontologies and collaboration patterns. 

Inn the "conference submissions" scenario we addressed the problem of having to classify over 
6000 submissions for ECAI2002 by hand in order to distribute them to reviewers. In our approach, 
wee showed how to automate this process using a collection of configured "Problem-Solving Meth-
ods".. This process is represented by an application configuration constructed by the broker, which 
iss translated by the Manager into a "Multi-Agent Plan". The execution of this Multi-Agent Plan 
showedd how Problem-Solving Methods from three libraries (i.e. data-transport, document analy-
siss and classification) can interact with each other. Using graphical inspection tools via the agent 
console,, we inspected parts of the dynamics (communication and internal behavior of agents) of 
thee IBROW architecture. 

Thee problem of how agents handle message-based communication was studied in Chapter 
6.. As a solution, we defined the "Message Content Ontology Framework" containing a theoret-
icall  "Reference Model" for an ontology-based communication, in which the meaning and inten-
tionn of message contents is specified in "Message Content Ontologies" that provides semantics in 
message-basedd communication. The Message Content Ontology Framework consists of an "Agent 
Communicationn Meta Ontology" that defines types of performatives and protocols based on the 
Speechh Acts Theory and Conversational Interaction Theory originated from (human) communica-
tionn theory. The "Reference Model" is an instance of the "Agent Communication Meta Ontology" 
andd consists of agent communication ontologies that describe the domain of the conversation, per-
formatives,, protocols and agent roles. Based on the framework, we defined a "Minimal Ontology", 
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whichh can be used in pragmatic agent solutions. We argued that agents without an inference engine 
needd a representation of an ontology in terms of their internal representation (such as Java beans) 
andd means (such as an ontology mapping file) to map instances of an ontology into their internal 
representation.. Based on the presented tool, encoders and decoders can be used for translating an 
agent'ss internal model to agent communication utterances and vice versa. 

Bothh the construction of the Message Content Ontology Framework and the Minimal Ontology 
cann be seen as a first step towards the standardization of ontologies in agent communication and 
conversation.. A method to define message content ontologies starts with choosing an Agent Com-
municationn Meta Ontology as a Reference Model. Next, based on generic classes of the Agent 
Communicationn Meta Ontology, conversation specific concepts of a message content ontology 
needd to be defined. Then, these concepts can be specified in more detail by defining their prop-
ertiess (or attributes) and relations. Finally, ontology operations (such as encoding and decoding) 
havee to be defined and added into an agent model. 

Ass a result of the studies carried out in Chapters 3, 5 and 6, we showed the levels of interoper-
ationn that are needed to support coordination mechanisms. Agents can make use of coordination 
mechanismss by coordination strategy methods and agreeing (statically or dynamically) on what 
rolee to play in a coordination strategy. We argued that organizational structures and coordination 
strategiess are of interest to agent engineers because they can be used to allocate tasks to agents 
andd control agents within multi-agent systems. If organizational structures and coordination PSMs 
aree stored in libraries, agent engineers can model agent behaviors according to these coordination 
patterns.. In addition, Managers can be equipped with knowledge to select a coordination strategy 
andd to reason about it. Furthermore, a group of agents could negotiate about which coordination 
strategyy to apply and how to execute it. 

7.33 Agent Design Principles 

Thee question How can the capabilities and functionality of an individual intelligent agent be an-
alyzedalyzed and designed? is answered by the development of the Five Capabilities (5C) model (dis-
cussedd in Chapter 4). The 5C model is a conceptual framework filled with a selection of gen-
eralizedd types of agent competences and provides design principles for individual agent design. 
Thee model defines five dimensions of agent intelligence: "communication model", "competence 
model",, "self model", "planner model" and "environment model". 

Eachh of the five models can play an important role in the development of an intelligent soft-
waree agent. The analogy could also be applied to intelligent physical agents like robots. How each 
off  the models will be filled in may vary depending on the particular kind of agent or the partic-
ularr application. To illustrate variations of agents, we designed a number of agents with the 5C 
model.. In Section 5.5.2.3, we showed the design for the Manager of the IBROW architecture. This 
agentt is capable of interacting with other agents based on available message content ontologies. 
Thee competence model is able to construct Multi-Agent Plans, negotiate with Operators, execute 
Multi-Agentt Plans, and negotiate with the Reconfigurator. The management of the agent's life 
cycless (cf. Section 3.4.2) is handled by the self model. The planner model is responsible for plan-
ningg the actions required to follow the life cycles in the agent's agenda. Finally, the environment 
modell  is capable of searching for Operators and storing them in a repository of known Operators. 
Informationn related to relationss with reconfigurator and user agents is also stored in the environ-
mentt model. Furthermore, we showed how the 5C model can be implemented on top of existing 
agentt technology, such as the JADE toolkit. 
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Inn order to show the overhead (due to pre-negotiation discussion) when applying the theoret-
icall  Message Content Ontology Framework, we analyzed the required functionality and knowl-
edge,, which resulted in an agent design that uses all five models (see Section 6.3). When putting 
ontology-basedd communication in operation, taking into account the current state of the art and 
thee level of complexity of current multi-agent systems, we showed that only the communication 
andd competence model are needed (see Section 6.4). Based on the "Bean Generator" tool, we 
showedd that parts of the communication model can be generated automatically. This approach 
supportss the idea that next to standardization of communication content, also standardization of 
communicationn handling is needed. 

Whenn analyzing the functionality of an intelligent agent, all five models can be used to identify 
functionality.. Given the current state of the art, most technical agent designs only need a "commu-
nicationn model" for interaction with other agents and a "competence model" to offer their services. 
Wee argued this in Section 6.5, where the "Law Service Broker" is relatively simple and the "self 
model",, "environment model" and "planner model" are seen as internal functional overhead. The 
costt to define and implement separate models for knowing the agent's goal, maintaining models 
off  other agents and execution strategies can be larger than putting these functionalities into the 
communicationn and competence model. When there is no explicit reasoning on the agent's goal, 
thee competence model maintains models of other agents, and the communication model handles 
executionn strategies. In spite of these pragmatic simplifications the 5C model provides a powerful 
conceptuall  framework for reasoning about agent architectures. 

7.44 Discussion and Future Research 

Too answer the research questions of this thesis, we (1) conducted a conceptual analysis of organi-
zationall  concepts, organizational models and coordination mechanisms, (2) provided a framework 
forr agent interoperation and (3) provided a conceptual framework for analyzing and designing the 
capabilitiess and functionality of an intelligent agent. Still several problems associated with the 
workk presented remain. 

Futuree research related to the agent organization framework may include elaborate research on 
specificc organizational design theories and methods. In our work only a selection of organizational 
principless have been explored. A future agent organizational framework should assist designers 
inn addressing more precisely an organization's overall task and environment. Furthermore, the 
frameworkk could assist in the formalization of die overall behavior of a distributed intelligent sys-
temm in terms of (human) organizational structure and behavior. More predictable and controllable 
behaviorr of agents could lead to reduction of the variability of systems. However, one of the 
prominentt properties of agent intelligence is autonomy, i.e. independence. One of the challenges 
off  individual agent design suited to operate within agent organizations is to find a balance between 
independence,, predictability and controllability. 

Inn order to inspect parts of die dynamics of a multi-agent system, such as the IBROW ar-
chitecture,, we used the "agent console". With die agent console, we can gain insights into the 
communicationn and internal behavior of agents. However, the expressive power of these graphical 
inspectionn tools is limited. Furthermore, when testing or debugging a multi-agent system, it is 
stilll  difficult to start, restart, stop or suspend agents. Therefore, tiiere is a need for more elaborate 
inspectionn and control tools in the form of intelligent debugging, where system inspection is on 
diee knowledge level (e.g. "why did the state of the system change?") instead of inspecting at the 
symboll  level (e.g. "what was the content of a message"). 
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Inn our work on agent interoperation we concentrated on the semantic and coordination in-
teroperabilityy layers with the assumption that the technical and syntactical interoperability layer 
aree standardized. In practice this assumption does not hold, because there is still many debate 
aboutt "low level" standardization, such as transport protocols and communication languages. We 
firstfirst need to solve basic communication problems before we can focus on interesting aspects of 
communication,, such as negotiation and bargaining, which can facilitate complex organizational 
models.. One small step towards enabling complex organizational models is the application of 
messagee content ontologies that define the vocabulary of content of communication. Next step is 
havingg agents exchanging knowledge structures. For this, agents themselves should be able to add 
meaningg to knowledge. A following step could be to support learning amongst agents, e.g. by 
feedback. . 

Mostt current research on agent models is technology-driven (i.e. on the symbol level) instead 
off  capability-driven, because the models are based on a specific technology, infrastructure or a 
multi-agentt environment. However, the fact that agents can be designed independently of each 
otherr and that agents posses a form of intelligence are promises of agent technology. At this 
moment,, the available technology seems to restrict research on agent competences. For example, 
littl ee is known about learning agent organizations. Both the research on agent models and multi-
agentt models should move from technology to capability (i.e. knowledge level). 

Fromm an agent organization point of view, the organizational structure "Adhocracy" using 
"Mutuall  Adjustment" as a coordination strategy is the most appealing. Given the current state 
off  the art, the application of "Adhocracy" and "Mutual Adjustment" comes with many problems. 
Forr example, our model of "Mutual Adjustment" is based on a simple broadcast model, which 
doess not guarantee success. In more complex situations, a more elaborate model for "Mutual 
Adjustment""  needs to be designed. An extension to our model can be based on negotiation, where 
agentss bargain or argue on coordination matters. 

Adhocracyy can typically be used in self-organizing applications, i.e. applications that can 
evolvee in either time or space in response to dynamically changing requirements. In this type 
off  application, there are typically several interacting software components (agents) that can act 
independentlyy and in collaboration with each other, and with no central entity. If we would follow 
thiss definition as a metaphor, we would only have to specify a problem and a rough sketch of a 
problem-solvingg approach and the agents themselves would be able to elaborate on the problem-
solvingg approach, allocate tasks, coordinate flows and solve the problem. However, before we can 
movee from classical hierarchical decomposition and typical static control components to such an 
agentt system, we need to give engineers and end-users a sense of control and means to guarantee 
thatt the system will achieve its goals. 

Whenn moving to real dynamic systems, agent engineers and end-users need to be convinced 
byy the agent community that systems composed of self-organizing agents will lead to more robust, , 
flexible,, cheaper and more reliable systems. If we would follow this definition literally then there 
wil ll  be systems that can solve problems that are detected by the system itself, without any human 
intervention.. In summary, the field of multi agent systems show promising roots to application 
thatt perform complex tasks but many technical and syntactical problems remain. 


