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Chapter 1

Introduction

Forecasting, diagnosis, and monitoring are some of the most common aspects of
applications in artificial intelligence (e.g. [Edw98] [HHN92] [BSCC89]). The key
component of such applications is the automated reasoning about observable and
hidden events in their problem domain. This reasoning can be complex since the
domains typically involve a high degree of uncertainty.

The amount of available relevant information is increasing. This information
can be very diverse, coming from sensors, databases, and human reports. It
is inherently heterogeneous, ambiguous, and uncertain. Sensors are subject to
noise and occlusion, and automated interpretation of their signals can introduce
uncertainty and errors. Human reports can be biased and are difficult to interpret
directly.

Accurate reasoning in domains with such characteristics requires an adequate
type of model. An adequate model should be able to handle uncertainty, het-
erogeneity and conflicting observations. It should have associated inference al-
gorithms that are efficient in large domains. Furthermore, it should be robust
against errors in its parameters, since small errors often cannot be avoided.

1.1 Bayesian Networks

Over the past two decades, Bayesian networks have emerged as a popular model
for dealing with uncertainty and heterogeneity [Pea88]. They are popular for
a variety of reasons. Bayesian networks are probabilistic graphical models that
represent uncertainty and ambiguity using a rigorous probabilistic framework.
The information heterogeneity is handled by modeling all events in a domain
as states of random variables. Probabilistic inference is used to compute distri-
butions over the states of unobserved variables given observations about other
events. The ability to handle uncertainty and conflicting observations is a crucial



2 Introduction

feature, and this is one of the advantages of Bayesian networks over logic or rule-
based approaches, even though some efforts have been made to combine logic and
probabilistic methods [RD06].

Another strength of a Bayesian network is that it combines both diagnostic
reasoning (from effects back to the cause) and predictive reasoning in a seam-
less way [Pea88]. Based on a set of independence assumptions captured by the
Bayesian network, efficient inference algorithms exist. The efficiency of inference
is one the advantages over the Dempster-Shafer approach, which uses complex
propagation functions, which involve a powerset of the events in the domain. In
Bayesian networks, the complete model can be specified using a limited number of
direct probabilistic dependencies. These dependencies are conveniently visualized
using a directed graph.

Another advantage is that these ‘local’ conditional dependencies are a very
intuitive way of encoding domain knowledge. They correspond directly to basic
elements of human reasoning, namely which events directly influence which other
events [Pea88]. This is especially true in the case where the local dependencies
correspond to causal relations. The strengths of these local influences are defined
through conditional probabilities. This again mimics human reasoning. As a
result, a Bayesian network can be considered a ‘white box’; all parameters, namely
the network graph and conditional probabilities, have clear semantics, and it is
usually possible to explain why a Bayesian network gives a certain output. This
is an advantage over an approach such as neural networks, in which the actual
meaning of the weights and functions is not clear. Consequently, those parameters
can only be found through learning methods, and not through prior knowledge
from domain experts.

Furthermore, this transparent parametrization facilitates the use of prior knowl-
edge in the modeling process. Human domain experts are generally proficient at
specifying the graph topology. The conditional probabilities are more difficult to
extract from prior knowledge, however it is often possible to give rough estimates.
Prior knowledge can easily be combined with statistical data. If the network
graph is specified by humans, the parameters can be learned from data. Prior
knowledge could give a plausible starting point for the learning process. In the
case of rare events for which there is insufficient learning data, prior knowledge
can fill the gaps.

Lastly, the output of probabilistic inference with Bayesian networks is a poste-
rior probability distribution over some event(s) of interest. For most applications,
this can be considered sufficient information. For example, it allows for optimal
decision making and is used in filtering processes. If we combine Bayesian net-
works with utilities, we get decision graphs, which are powerful decision making
tools [Jen01].
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1.2 Applications of Bayesian Networks

Bayesian networks are used for many different applications. As mentioned above,
the posterior distribution over the states of some variable can be combined with
utilities or pay-offs for optimal decision making. State estimation, or classification,
is a related task. In this case, one is interested in the most probable state of some
variable, or the state whose posterior probability exceeds some threshold. State
estimation with Bayesian networks has for example been applied to spam e-mail
filtering [SDHH98], or monitoring the state of a water purification plant [JKOP89].

Prediction, or forecasting, is a popular application of Bayesian networks. From
the current observable events, the probability distribution over possible future
events is inferred. Examples are weather forecasting [Edw98], oil price forecasting
[AF91], or predicting poker actions [KNJ99].

Another interesting application is data mining. By learning both the graph
and the conditional probabilities of a Bayesian network from a large set of data,
one can discover new relations among the data. Data analysis has seen appli-
cations such as earthquake analysis [AR03], search-and-rescue-operation analysis
[NQRvdM07], and risk analyses [BKRK97, HWLM05].

Many applications are related to the medical field of research. The problem
domains in this field often have a causal structure, such as diseases causing symp-
toms. Bayesian networks are well suited to model such domains. Examples are:
diagnosis systems [AJA+89, HHN92], data analysis [AHB+91, JK96], and patient
monitoring [BSCC89].

1.3 Bayesian Network Grounding

While a Bayesian network is a suitable model for many application domains,
building an adequate model introduces some new problems, however. For ex-
ample, data is typically incomplete, and learning algorithms can only find local
maxima. Domain experts may be biased and imprecise, or can simply make mis-
takes.

The result is that the probability distribution defined by a Bayesian network
will never be equal to the true distribution over events in the real world. Still
we continue to use Bayesian networks in good faith. A question that needs to be
answered is why this is allowed. What is the justification for working with models
which we know are not perfect?

Some literature studies have shown that Bayesian networks can be very robust
against small errors in parameter values [PHP+96]. Many of these studies dealt
with the case of so-called naive Bayesian networks, heavily simplified versions
of the typical networks [DP96, CD03]. Others showed this robustness from the
perspective of a sensitivity analysis [CD02, CvdG02]. This is a method to analyze
how sensitive the outcome of probabilistic inference is to a change in the value of
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a parameter.
Many of these analyses are done in the context of state estimation. This

allows for a large margin of error, since the precise posterior distribution is not as
important. The only thing that matters is which state is most probable. In the
case of prediction, one is interested in the precise probability of a certain event.
Any deviation from the correct distribution can then be significant.

In other words, it is known that in a state estimation context a Bayesian
network is probably still adequate if we make small errors in the parameter values.
However, this raises the question whether we can quantify this ‘small’. When
does the error become too large? [vdGR01a, RvdG04] show how to compute
the maximum amount of change that can be applied to a single parameter value
without changing the state estimation outcome.

However, we seek a more general answer. Is there some crucial relation between
the parameters and network structure that needs to be satisfied to make a certain
Bayesian network work reliably in reality? Are there problem domains that are
inherently difficult to model in a robust way?

1.4 Our Approach

The approach in this thesis towards answering that question begins with consid-
ering the equation for the posterior distribution over some variable of interest.
This equation contains a factorization where each factor corresponds to a condi-
tionally independent part of the Bayesian network graph. Each factor represents
observations about the outcomes of independent stochastic processes.

It can be experimentally shown that networks that feature many such inde-
pendent parts are very robust against changes in its parameter values. This can
be explained by the fact that a change in the value of one of the factors has a
small influence on the probabilities of the possible outcomes, as long as the fac-
tor’s value is not close to 0. On the other hand, networks with very few parts are
not as robust.

Inspired by this observation, we propose a perspective which views the infer-
ence process as a voting process. Namely, each independent part can be seen
as an independent expert, giving a weight for each state of the variable of inter-
est. These vectors of weights are multiplied and normalized to form the posterior
probability distribution. State estimation tries to find the most probable state
of a variable of interest. In the case of state estimation, we can also perform
majority voting on the maximum elements of each weight vector, instead of per-
forming the multiplication. So each expert gives a vote about what it believes is
the most probable state. This perspective explains the experimental observation
that slightly changing the weights does not change the state estimation outcome,
as long as the votes do not change.

Furthermore, if simple relations between the true distributions and the model
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parameters hold, we can identify several properties of this voting process. These
properties tell us for which types of Bayesian networks the voting perspective
works well. This implies that under certain conditions, Bayesian networks are very
robust, and remain accurate even if their parameter values are quite different from
the true values. The perspective also allows us to quantify the extent to which
parameters are allowed to deviate from the true values, without changing the
votes. And it allows us to talk about the probability of obtaining an accurate
vote.

1.5 Thesis Outline

The thesis is structured as follows: In Chapter 2, we give an overview of Bayesian
networks, factor graphs, and the associated inference and learning algorithms.
Chapter 3 presents the voting perspective mentioned in the previous section,
and gives the conditions under which the voting procedure is exact. We show
how to apply the voting principle on an inference algorithm, and we identify the
properties of that algorithm.

In Chapter 4, we present an algorithm for parameter learning of Bayesian
networks. The approach we take is to split the search for a good model into
two phases. First, we perform a search in a quantized parameter space, and
then continue the search in the full parameter space. The choice for a particular
quantization is inspired by the voting perspective.

In Chapter 5, we investigate the probability of obtaining a correct support
or vote, which is relevant for the properties of the algorithms presented. Fur-
thermore, the voting principle is applied on the detection of incorrect state es-
timations, and the localization of modeling errors in Bayesian networks. These
methods are based on using the number of votes for each state as a coarse confi-
dence measure.

Finally, in Chapter 6 we conclude and indicate directions of possible future
research.

1.6 Brief History of the Thesis

The results presented in this thesis are based on research performed over the past
four years. However, it should be noted that during those years, other topics were
studied that are not covered by this thesis.

I started out with a continuation of the research done during my final Master’s
degree project. The topic was learning of Gaussian mixture densities with the
EM-algorithm. We presented a method to learn from very large data sets, by
partitioning the data in a hierarchical manner, and combined it with a greedy
approach to adding mixture components [NVV04, VNV06].
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Next, work began as part of a project at the Decis lab. The aim of this
project was to develop automated sensing and decision support system for crisis
environments. Our contribution to the project was to design a sensing and world-
modeling system. It incorporated probabilistic information fusion in order to deal
with the information uncertainty. A multi-agent approach was chosen in order to
deal with the spatially distributed sensors, and with robustness against hardware
failures.

Therefore, the next year of research focused on combining (Bayesian) prob-
abilistic networks with multi-agent systems. This lead to several publications.
Some dealt with the design of the distributed network itself, which we called dis-
tributed perception networks [PMN04, PdON05, PdOM+08]. Others with more
specific subjects, such as the accuracy of probabilistic fusion of sensor data re-
ceived in sequence [NP05a]. Another paper presented an approach to resolve con-
flicts between agents that both want control over a single information resource
[NP05b]. In [dONP05], we compared the distributed approach to another popular
distributed probabilistic network approach in the context of very dynamic agent
networks (i.e. where agents will join and leave the network often).

However, at this point in the project, we decided to drop the multi-agent
aspect, and continue research on probabilistic information fusion. In the interest
of the overall project, we investigated the fusion accuracy in crisis domains, which
are characterized by small training data sets, and uncertain parameters describing
rare cases. This has led to the results presented in this thesis. The multi-agent
based methods were less relevant in the context of this thesis, and therefore we
decided to leave them out to create a more coherent story.


