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Chapter 2

Overview of Bayesian Networks

In this chapter we give an overview of discrete Bayesian networks and how they
can be used to model a problem domain. We describe several methods to perform
probabilistic inference with Bayesian networks. These methods either work di-
rectly on the Bayesian network, such as the lambda-pi algorithm, or on compiled
structures such as a junction tree.

Furthermore, we describe factor graphs. This type of model is related to Bayes-
ian networks. The standard inference method for factor graphs, sum-product, is
a general case of some of the inference algorithms in Bayesian networks. One of
the algorithms presented in Chapter 3 is based on this sum-product algorithm.

Finally, we discuss the construction of Bayesian networks, in particular learn-
ing from (incomplete) example data. We focus especially on maximum-likelihood
parameter learning using the expectation-maximization algorithm. Methods from
Chapter 4 are based on the EM learning algorithm and its variants.

2.1 Probabilistic Models

A Bayesian network [Pea88, Jen01, CDLS99] is a probabilistic model of a problem
domain. All relevant concepts and events in that domain are modeled through
discrete random variables. These variables will be denoted by upper case letters.
The complete set of variables is X = {X1, . . . , Xn}. Each variable can take one
out of a finite set of discrete values, also called states. These will be denoted by
lower case letters, or sometimes by numbers. For example, variable X could have
possible states {x1, x2, . . . , xk}, or {1, 2, . . . , k}. In the case of binary variables
we often use x and x̄ to denote the states ‘true’ and ‘false’ of a variable X. One
of the strengths of Bayesian networks lies in the fact that all information in a
domain, no matter how heterogeneous in nature, is encoded in the same manner,
through discrete variables.
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In order to do probabilistic reasoning on the variables in the domain, a joint
probability distribution (JPD) over the combinations of all variables’ states is
defined, p(X ). Computation of the marginal distribution over a variable’s states,
given evidence about the states of other variables, is done through marginalization
and applying Bayes’ rule. For example for a domain consisting of 10 variables,
and with observations X1 = 3 and X4 = 1:

p(X2|X1 = 3, X4 = 1) =
p(X2, X1 = 3, X4 = 1)

p(X1 = 3, X4 = 1)
=∑

X\{X1,X2,X4} p(X1 = 3, X2, X3, X4 = 1, . . . , X10)∑
X\{X1,X4} p(X1 = 3, X2, X3, X4 = 1, . . . , X10)

(2.1)

However, since the JPD is exponentially large in the number of variables, this
marginalization becomes intractable in large domains. A Bayesian network makes
the computation tractable in the following way: First, the product rule allows us
to factorize the JPD as follows:

p(X ) = p(X1|X2, . . . , Xn)
p(X2|X3, . . . , Xn)
...
p(Xn). (2.2)

This holds for every order of the variables (in this case X1, X2, . . . , Xn). A Bayes-
ian network chooses a particular ordering. Next, we can simplify the factors
in (2.2), by using a set of conditional independence assumptions. Namely, two
variables X2 and X4 are conditionally independent given X3 if p(X2|X3, X4) =
p(X2|X3). In this manner, the factorization in (2.2) can be simplified to a factor-
ization containing local distributions over less variables.

This ordering and set of assumptions is visualized with the help of a directed
acyclic graph (DAG). In this graph, each node Xi corresponds to one variable Xi,
and the parents Pa(Xi) of node Xi correspond to the variables Xi is condition-
ally dependent on. An example is given in Figure 2.1. This Bayesian network
represents the factorization

p(X ) = p(A)p(B)p(C|A)p(H|A,B)p(E|C)p(F |H)p(G|H) (2.3)

In general, a Bayesian network represents the following factorization:

p(X ) =
n∏

i=1

p(Xi|Pa(Xi)). (2.4)

Thus, we do not define the JPD directly, but through a number of conditional prob-
ability tables (CPTs), one for each variable. As we will show later, this factoriza-
tion makes inference more efficient. In many applications it is convenient to let the
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Figure 2.1: An example Bayesian network.

Pa(Xi)
1 . . . k

1

Xi

... p(Xi|Pa(Xi))
j

Figure 2.2: CPT structure.

direct conditional dependencies correspond to causal dependencies in the problem
domain. In the conditional probability table for a variable Xi, we let each row cor-
respond to a state of Xi, and each column to a state of its parents, as in Figure 2.2.

Some of the variables in the domain might be observed, so we know their
value or state. These observation are called evidence, and collectively denoted by
E . Evidence variables are instantiated to their observed state. Bayesian networks
make the process of inferring the marginal distribution over some variable(s) given
the evidence more tractable compared to direct marginalization of the JPD. As we
will explain in Section 2.2, marginalization of factorization (2.4) can be performed
using more efficient algorithms.

In this thesis, in the context of state estimation, we will often denote the
variable whose state we are trying to estimate by H. The hidden true state of
H in a particular case is then denoted by h∗. We will also regularly refer to true
distributions, meaning the distributions that perfectly describe the processes in
the modeled domain. A true distribution will be denoted using a tilde: p̃.

2.1.1 Factors and Fragments

The analysis in the next chapters requires a notion of dependence between differ-
ent sections of a graph given a node of interest. For this we first need to define
d-separation [Pea88]. D-separation directly corresponds to conditional indepen-
dence: if two nodes X and Z are d-separated by a third node Y in a Bayesian
network graph, the variables X and Z are assumed by the model to be conditional
independent given Y .
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D-separation can be defined as follows: a path in a graph is a sequence of
nodes, where from each of its nodes there is a connection to the next node in
the sequence. Consider three adjacent nodes on a path, denoted ◦, •, and ◦. In
a directed graph these three nodes can be linked in three different ways: serial
(◦ → • → ◦), diverging (◦ ← • → ◦), and converging (◦ → • ← ◦). Nodes X and
Z are said to be d-separated by a set of nodes Y iff every path between X and
Z (i) contains a serial or diverging link where the middle node (•) is an element
of the set Y, or (ii) contains a converging link where neither the middle node (•)
nor any of its descendants is in Y. Similarly, two sets X and Z are d-separated
by Y if the d-separation holds for every pair of nodes from X and Z.

For example, in Figure 2.1, C and H are d-separated given A, but A and
B are not d-separated given {C, G}. If Y corresponds to the evidence set E , d-
separation can indicate the network parts that are rendered (in)dependent of each
other. Similarly, we can use d-separation to identify fragments of the graph that
are conditionally independent given a node of interest.

Definition 1 Given a graph containing node of interest H, we can identify sets of
nodes Xk, where every set is d-separated from the other sets given H. A fragment
FH

k is defined as the subgraph consisting of nodes Xk ∪ {H}, and all arcs between
those nodes. Node H is called the root of all fragments FH

k . The number of
fragments rooted in H is called the branching factor.

See Figure 2.1 for an example. Given node H, 3 fragments can be identified,
containing nodes {A,B, C, E, H}, nodes {F, H}, and nodes {G,H}. The reason
that B is in the first fragment is that A and B are not d-separated given H. Note
that instantiation of certain nodes in a network with evidence can change the
fragments.

In a state estimation context we are interested in the probability distribution
over the states of a variable of interest and the evidence, p(H = hi, E). The frag-
mentation described above has the property that this probability distribution can
be factorized such that each factor corresponds with a fragment. The distribution
is obtained by marginalizing (2.4). If we regroup the terms per fragment, we can
write (excluding the evidence for now):

p(H = hi) =
∑
X\H

∏
Xj∈X

p(Xj |Pa(Xj))

=p(hi|Pa(H))
∑

Xj∈X1

∏
Xj∈X1

p(Xj |Pa(Xj))·
}

φ1(hi)

· · · ...∑
Xl∈XK

∏
Xl∈XK

p(Xl|Pa(Xl)).
}

φK(hi) (2.5)
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Evidence can easily be included in this equation, without changing its general
form. Namely, by instantiating the evidence variables, and excluding them from
the sums. The sets Xi were those from Definition 1, and correspond to the nodes
in a fragment. In this way we can identify factors φk(hi) whose product is the
joint probability for each state hi and the evidence. φk(hi) denotes the value of
factor φk for state hi. Note that the parents of H are always in fragment 1. If H
is a root, this first factor is equal to the prior distribution over H.

The value of a factor depends on the evidence about variables in the cor-
responding fragment. The d-separation between the fragments implies that the
factors in (2.5) are mutually independent, given variable H. In other words, if
the evidence in one fragment changes, this does not influence the value of a factor
corresponding to another fragment (as long as the fragments do not change).

2.1.2 Factor Graphs

Graphical models such as Bayesian networks factorize a global function, and can
therefore be translated to a factor graph (FG) [Loe04, Bis06, KFL01]. Algorithms
for inference in graphical models are often special cases of the inference algorithm
in factor graphs. In the next chapter we will present an inference algorithm that
operates on factor graphs.

If X is the complete set of variables in the domain and f is the global function
over X , then we have a factorization of the following general form:

f(X ) = f1(X1) · · · fn(Xn), (2.6)

where Xi are subsets of variables, and fi are the factors.
In the case of a factorization defined by a Bayesian network (see (2.4)), the

global function is the joint probability distribution, the factors are the CPTs, and
each subset consists of a node and its parents, Xi ∪ Pa(Xi).

A factor graph represents a factorization using an undirected graph, containing
variable nodes and factor nodes. Each factor node fi is connected to exactly those
nodes that correspond to variables in its Xi. Each variable node X is connected
to exactly those factor nodes fi for which X ∈ Xi. Hence, it is bipartite, meaning
that two nodes of the same type can never neighbor each other. An example
factor graph is shown in Figure 2.3(a), corresponding to the Bayesian network in
Figure 2.1. It represents the following factorization:

f(A, . . . ,H) = f1(A)f2(B)f3(A,C)f4(A,B, H)f5(H,G)f6(C, E)f7(F, H)
= p(A)p(B)p(C|A)p(H|A,B)p(G|H)p(E|C)p(F |H) (2.7)

It is easy to see that any Bayesian network can be translated to a factor graph.
Note that we could have built many different factor graphs representing the same
global function as in (2.7), because factors can always be combined into ’larger’
factors through multiplication. For example, see Figure 2.3(b) for the factor graph
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Figure 2.3: (a) Factor graph corresponding to the Bayesian network from Fig-
ure 2.1. (b) Alternative factor graph, where f ′

8 = f1 · f3 and f ′
9 = f2 · f4 · f5.

where we multiplied f1 · f3 = f ′
8 and f2 · f4 · f5 = f ′

9. The global function on its
own makes for a star-shaped factor graph.

2.2 Inference

Probabilistic inference involves the computation of probability distributions over
one or more variables’ states given certain evidence. The simplest method for
computing these posterior distributions, marginalization of the full joint distribu-
tion, is intractable for large networks. Therefore, more efficient algorithms were
invented that exploit the conditional independencies represented by the network
structure. Here we will give a short overview of some of these algorithms.

2.2.1 Lambda-Pi Message Passing

The first efficient algorithm for inference in Bayesian networks was proposed by
Pearl [Pea86, Pea88, KP83]. This lambda-pi algorithm works on poly-tree net-
works, that is, networks without loops. It is used to obtain, for each network node
X, the posterior probability distribution p(X = x|E) over its states, given some
evidence. This can be achieved by passing so-called lambda (λ) and pi (π) mes-
sages between nodes. Lambda messages are sent ‘upwards’ against the direction
of the arcs, while pi messages are sent along the arc direction.

In general, two possible message passing schemes can be used. A sequential
scheme treats one node at a time, using the incoming messages to compute new
outgoing messages, before processing the next node. In poly-tree networks, by
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choosing a suitable node order, only two visits to each node are required to obtain
all posterior probabilities.

A parallel scheme processes all nodes in parallel. This is a more general scheme,
since it requires no node order, its stopping criterion can be based on message
convergence, and it can be applied to general networks, including those with loops.
In this case the algorithm becomes approximate (more about this later).

In both schemes the same computations are performed for each individual
node. These consist of recomputing its posterior probability and outgoing lambda
and pi messages, given the current incoming messages (see Figure 2.4). The
posterior probability is given by

p(X = x|E) = αλ(x)π(x), (2.8)

where λ(x) is given by
λ(x) = λX(x)

∏
j

λYj
(x). (2.9)

λX(x) is evidence about X which can overrule all incoming messages if set to a
point mass distribution. λYj (x) is the current lambda message from Yj , the j-th
child of X. π is given by

π(x) =
∑
z

p(X = x|Z = z)
∏
k

πX(zk). (2.10)

Z is the set of parents of X, z is their combined state, and zk is the state of the
k-th parent within this particular combined state. πX(zk) is a value contained in
the current pi message from Zk, a parent of X. If X is a root node, then π is
equal to its prior distribution.

Note that incoming lambda messages contain a value for each state of X,
whereas pi messages contain a value for each state of Zi, a parent of X. Therefore,
pi messages are multiplied with the CPT p(X|Z) (see (2.10)), before they are
multiplied with the lambda messages to form the posterior probability over X.
This requires summing over all possible combined parent states in (2.10), which
can be costly if X has many parents.

The new outgoing lambda message sent from X, λ′
X , to its k-th parent Zk is

a vector of values, one for each state of Zk. It is given by

λ′
X(zk) =

∑
x

λ(x)
∑

z1,...,zj

(
p(x|zk, z1, . . . , zj)

j∏
i=1

πX(zi)

)
, (2.11)

where Z1, . . . , Zj are the other parents of X. The new pi message sent to child
Yj , π′

Yj
is given by

π′
Yj

(x) = π(x)λX(x)
∏
k �=j

λYk
(x). (2.12)

Generally speaking, the new outgoing messages to a node A represents the infor-
mation of all incoming messages excluding the message from A itself.
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Figure 2.4: Lambda-pi message passing. (a) Incoming messages to X. (b) Out-
going message from X.

2.2.2 Inference on Arbitrary Bayesian Networks

The lambda-pi algorithm is only exact in poly-tree networks. That is, it is only
guaranteed to compute the correct value of the posterior distributions in networks
without loops. One of the solutions to this problem was proposed by Lauritzen
and Spiegelhalter [LS88]. They convert a general network graph to a particular
undirected tree structure, called a junction tree. This is done by combining nodes
into hypernodes or cliques. Cliques which share variables can then be connected
to form a network without loops.

The inference algorithm on this tree structure is analogous to the lambda-pi
algorithm. Messages are sent between the cliques, containing information about
the shared variables between two cliques. The distribution over the variables in a
clique is represented by a potential, which is multiplied with incoming messages
and marginalized to compute new outgoing messages.

During the construction of a junction tree, several different choices can be
made. Hence, different junction trees can be constructed that each represent the
same Bayesian network. The efficiency of the algorithm depends on the size of
the cliques, since the size of a potential is exponential in the number of nodes
in its clique. Finding the optimally efficient junction tree is a difficult task, but
heuristics exist that can find good junction trees.

The further algorithms in this thesis do not depend on the exact junction tree
procedure, and therefore we omit further details, which can for example be found
in [LS88, CDLS99, Jen01].

Another method to perform inference in loopy graphs, is called loop-cutset
conditioning [Pea88]. Instantiating certain variables (setting them to one of their
states) can introduce new d-separations in a graph, effectively breaking loops
(see Figure 2.5 for an example). Inference is then performed for every state of
the instantiated variables, and the results are combined afterwards. However,
the number of inference runs required is in general exponential in the number of
loops, making the approach impractical in networks with many loops.
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Figure 2.5: Example of loop-cutset conditioning. The original loopy graph is
shown in (a). In (b) we have instantiated A. This creates a graph that is equivalent
to the one in (c), where A′ and A′′ are copies of A.

A method that is also exact in arbitrary networks is variable elimination
[ZP96]. Given a particular evidence set and variable of interest, it starts with
the standard equation for the posterior probability. This equation is a marginal-
ization of the factorization, similar to Equation (2.5). The algorithm eliminates
the variables out of this equation one-by-one. For each variable, it does this by
multiplying all factors that involve the variable, marginalizing the variable out,
and putting the resulting factor back into the equation. For example, for the
network from Figure 2.1, eliminating A amounts to the following steps:

p(H) =
∑
X\H

p(A)p(B)p(C|A)p(H|A,B)p(G|H)p(E|C)p(F |H)

=
∑

X\{A,H}
p(B)p(G|H)p(E|C)p(F |H)

∑
A

p(A)p(C|A)p(H|A,B)

=
∑

X\{A,H}
p(B)p(G|H)p(E|C)p(F |H)

∑
A

q(A,B, C,H)

=
∑

X\{A,H}
p(B)p(G|H)p(E|C)p(F |H)q(B,C, H), (2.13)

where q is a new factor.
Evidence variables and the variable of interest are not eliminated. The order

in which variables are eliminated determines the complexity of the algorithm (for
example, eliminating A was inefficient). Finding an optimal ordering is a similar
problem to finding an optimal junction tree, as the algorithms are based on the
same general principle. However, variable elimination does not require compila-
tion into another network structure. If one is only interested in the distribution
over one (set of) variable(s), and the evidence is fixed beforehand, then variable
elimination can be more efficient.

The above algorithms are exact, and can be computationally expensive. Pop-
ular algorithms for approximate inference are sampling methods, in particular
Gibbs sampling [Pea87]. Sampling methods are used in cases where some distri-
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bution of interest is too hard or impossible to compute directly, but where it is
possible to obtain samples from that distribution. A histogram of those samples
is then an approximation of the distribution.

Gibbs sampling in Bayesian networks works as follows: First, the evidence
variables are set to their observed states, and all other variables are set to a
random state. Next, each variable in turn has their state re-sampled from their
local distribution conditioned on the current state of its neighbors. After all
variables are re-sampled, the complete sample is stored, and the loop over the
variables is repeated. The sampled data set will slowly converge to a stationary
distribution. Because this final distribution also depends on the initial (random)
sample, the first group of samples is usually not stored.

2.2.3 Inference in Factor Graphs

As described in Section 2.1.2, most graphical models (such as hidden Markov
models, Bayesian networks, etc) can also be represented by an equivalent factor
graph. It turns out that most of the inference algorithms in these graphical models
are special cases of a general inference algorithm on factor graphs. This algorithm
is called the sum-product algorithm, and like the lambda-pi and junction tree
algorithms, it works through message passing in a graph. In the case of factor
graphs this means sending messages from factor nodes to variable nodes and vice
versa [Bis06, KFL01].

For some variable X, the marginal distribution can be found by summing the
global function over all variables (denoted by X ), except for X,

f(X) =
∑
X\X

f(X ). (2.14)

Since first computing the global function and then performing summation is very
inefficient, inference algorithms exploit the factorization.

Sum-product works by sending messages between the nodes in the factor
graph. Each outgoing message can be computed from the incoming messages
with the following equations: for the message from a variable node Xm to a
factor node fs (see Figure 2.6(a)):

μXm→fs
(Xm) =

∏
t∈ne(Xm)\fs

μft→Xm
(Xm), (2.15)

where ne(·) denotes the neighbors of a node in the factor graph. For the message
from factor to variable node (see Figure 2.6(b)):

μfs→X(X) =
∑
X1

· · ·
∑
XM

fs(X, X1, . . . , XM )
∏

m∈ne(fs)\X

μXm→fs
(Xm) (2.16)
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Figure 2.6: Sum-product in a factor graph. (a) Message from variable to factor
node. (b) Message from factor to variable node.

Finally, the marginal over a variable X is given by:

p(X) =
∏

s∈ne(X)

μfs→X(X) (2.17)

The order in which all these messages are sent depends on the structure of
the graph. If the factor graph contains no loops, then we begin by choosing one
(variable) node as the ‘root’ node. If we know beforehand which variable we want
to compute the marginal distribution for, it is convenient to pick that variable as
the root. This creates an undirected tree. We will then start at the leaves and
send messages (only upwards) towards the root. Each node waits with sending a
message until it has received messages from all its other neighbors. The starting
messages are trivial; for the factor leaves, μfs→X(X) = fs(X), and for variable
leaves μX→fs

(X) = 1. Evidence (clamped variables) can be incorporated by
having such a variable node send a message to itself, containing only 0’s and a 1.

If we are only interested in the marginal over the root variable, then we can
stop and use (2.17). If we are interested in the marginal for other variables as
well, we have to do a second message ‘sweep’, this time outwards from the root.
Once a variable node has received a message from all its neighbors, it can use
(2.17) to compute its marginal.

If a factor graph has loops, then the above method cannot be directly applied,
because messages could run around within the loops indefinitely. Loops in the
graph can be eliminated by multiplying factors. This is related to converting a
Bayesian network to a junction tree. In the case that one wishes to operate on
the loopy graph, a parallel scheme can be used. In this scheme, all nodes send
messages to all their neighbors simultaneously. This can be stopped when the
messages have converged, or a maximum number of iterations has been reached.
The initial messages can again be set to 1. This version of sum-product is ap-
proximate. However, the convergence properties have been studied (mainly in the
context of ‘loopy’ lambda-pi propagation), and it turns out that the outcomes are
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quite good for many networks [MWJ99, WF01, YFW01]. Furthermore, it is easy
to implement and fast, while methods such as junction tree can require a lot of
computations to construct the structure.

2.3 Learning a Bayesian Network

Construction of a Bayesian network can be done manually, using prior knowl-
edge from domain experts. Especially the network graph can often be specified
adequately by humans. Defining the precise conditional probabilities is more diffi-
cult. An alternative is then to learn a Bayesian network from example data using
learning algorithms.

Most learning algorithms attempt to maximize some score. In the case of
Bayesian networks, the most often used scores are the model’s posterior proba-
bility and the model likelihood.

Let BN i denote a particular Bayesian network, that is, a particular graph
and set of conditional probabilities. Let D be the training data set. The max-
imum a posteriori (MAP) model BNmap maximizes the model posterior, given
the training data:

BNmap = arg max
BNi

p(BN i|D) = arg max
BNi

p(D|BN i)p(BN i). (2.18)

However, this expression requires a prior distribution over the different models
p(BN i). To avoid specifying this prior distribution, it is often assumed to be
uniform, in which case the MAP model is equal to the maximum likelihood (ML)
model. The ML model maximizes the parameter likelihood:

BNml = arg max
BNi

p(D|BN i). (2.19)

As explained in Section 2.1, a Bayesian network consists of two elements: (i)
the network graph, which defines the direct dependencies among the variables,
and (ii) the conditional probabilities. When constructing a Bayesian network,
these two elements are typically determined separately.

2.3.1 Structure Learning

Learning the structure of a Bayesian network is a difficult task. The number
of possible network structures is more than exponentially large in the number
of nodes in the graph. Many approaches to the problem have been proposed
[Nea04, Hec99, Fri98, Pea88, CL68], but no method is currently accepted as the
standard.

In this thesis we have chosen not to focus on the subject of structure learning.
Structure learning is the most difficult of the two tasks, and an adequate struc-
ture can often be found with the help of domain experts. Humans are typically
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good at specifying the direct dependencies in a problem domain, especially when
it involves causal dependencies. Humans are less good at specifying precise prob-
abilities. Therefore, we assume the network structure to be fixed prior to learning
the parameters.

2.3.2 Parameter Learning

The parameters of a Bayesian network are the entries of the conditional probability
tables. Let the set of all parameters jointly be denoted by Θ. θi denotes the set
of parameters associated with one variable Ni, and θijk is one particular entry,
namely the value of p(Ni = j|Pai = k), i.e. the probability that variable i is in
state j, given that i’s parents are in the (combined) state k.

Learning the parameters of a Bayesian network means finding a value for Θ
that maximizes a certain score, for example ML or MAP, given example data D.
D denotes a set of cases {x1, . . . ,xn}, where each case xi contains the states of (a
subset of) all variables. Let us focus first on the maximum likelihood score. We
are trying to find

ΘML = arg max
Θ

p(D|Θ). (2.20)

To simplify computations, one typically maximizes the parameter likelihood
by maximizing the log-likelihood L. By assuming independent and identically
distributed data and independence between the parameters from different CPTs,
the likelihood can be maximized by maximizing for each variable Ni:

L(D, θi) =
∑
x∈D

log p(Ni|Pai,x,θi). (2.21)

We need to distinguish two possible situations with respect to the data set.
The data set is called complete if in every data case the state of all variables is
known. If the state of one or more variables is unknown in part of the data set,
it is incomplete. If the data is complete finding ΘML is a trivial task, and the
solution is given by:

θ̂ijk =
Count(Ni = j,Pai = k)

Count(Pai = k)
, (2.22)

where Count(a = b) returns the number of data cases in which a set of variables
a was in state b. Since these counts are the only statistics of the data required to
estimate the ML parameters of the model they are called the sufficient statistics.

If the data is incomplete, we cannot compute the counts, and therefore cannot
find the ML parameters using (2.22). In this case we need to perform a search for
the model with the highest score. The expectation-maximization (EM) algorithm
and gradient descent are the most used methods.



20 Overview of Bayesian Networks

2.3.3 The EM Algorithm

The EM algorithm is a popular method for finding the maximum likelihood pa-
rameters of a probabilistic model given an incomplete data set with missing values
[DLR77]. It performs a local search of the parameter space by iteratively improv-
ing the current parameter estimates until convergence.

An incomplete data set prevents us from directly computing sufficient statis-
tics. We cannot compute the counts if we are unsure about the state of a variable.
Subsequently, we cannot use (2.22) to maximize the data likelihood. The EM al-
gorithm provides the following recipe for finding a likelihood maximum despite
having incomplete data: First, we compute the expected value of the sufficient
statistics, given the current parameter estimates and the incomplete data. Next,
the parameters are maximized under the expected sufficient statistics. These are
called the E and the M step, and the sufficient statistics are the counts:

E-step For each variable Ni and all j and k, compute:

E[Count(Ni = j,Pai = k)] =
∑
x∈D

p(Ni = j,Pai = k|x; Θ) (2.23)

M-step For each variable Ni, update the entries of its CPT:

θ̂ijk =
E[Count(Ni = j,Pai = k)]

E[Count(Pai = k)]
. (2.24)

The count over Pai can be obtained by summing the counts in the numerator
over j [DLR77, Lau95, CDLS99].

The E-step requires one full belief propagation per data case, in order to
compute the posterior probabilities for each variable, given the observed variables.
A by-product of this propagation is the total data likelihood, which can be used
for monitoring the algorithm’s convergence.

Variational View

A different view of the EM algorithm was given in [NH98]. They showed that the
E-step (computing the expected sufficient statistics) and the M-step (maximizing
the log-likelihood given those statistics) are equivalent to iteratively maximizing
two forms of a function F (q, Θ) they called free energy. The free energy depends
on the parameters Θ, and some distribution q.

In the E-step, the following form gets maximized with respect to the distribu-
tion q while keeping Θ fixed:

F (q, Θ) = L(D, Θ) − KL(q(y)‖p(y|D, Θ)), (2.25)
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where y denotes the states of the unobserved variables, as used for the sufficient
statistics. KL denotes the Kullback-Leibler divergence, a measure for the differ-
ence between two distributions p1 and p2:

KL(p1(X)‖p2(X)) =
∑
x∈X

p1(x) log
p1(x)
p2(x)

. (2.26)

Since the log-likelihood term does not depend on q, maximizing this boils down
to setting q(y) = p(y|D, Θ). This is exactly what happens in the classical EM
view’s E-step, if we think of q as the expected sufficient statistics.

In the M-step, the following form gets maximized with respect to the param-
eters Θ, while keeping q fixed:

F (q, Θ) = Eq[log p(y,D|Θ)] + H(q). (2.27)

Here, the entropy term H does not depend on Θ, so instead we maximize the
expected log-likelihood given the distribution q. This is equivalent to the classical
M-step.

To guarantee convergence to a (local) free energy maximum, we do not nec-
essarily have to maximize the free energy in each step. Merely strictly increasing
F in each step is sufficient for convergence. It can also be shown that a (local)
maximum of the free energy is a (local) maximum of the true likelihood. Hence,
this view opens the way for different variations on the standard EM algorithm.

It is important to note that the total free energy can be written as a sum of
the free energy of every data case. So we could choose to perform the E-step for
only a subset of the data cases, or the M-step for only a subset of the variables.

It is allowed to choose any new q in the E-step, as long as it decreases the
KL-divergence to the posterior probability distribution over the variables. For
example we could use a winner-takes-all variant, where for each data case, we add
1 to the count of only the most likely combination:

E[Count(Ni = j,Pai = k)] =∑
x∈D

{
1 if j, k = arg maxj,k p(Ni = j,Pai = k|x, Θ)
0 otherwise (2.28)

As long as we restrict q to a certain type of distribution, it is often possible to show
that it still guarantees convergence. Similarly, we can restrict Θ to a particular
set of values, as long as a new estimate is not worse than the previous estimate.

2.3.4 MAP learning

As mentioned above, learning the maximum likelihood model is a special case of
learning the maximum a posteriori model. Instead of searching for the ΘML that
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maximizes the data likelihood, p(D|Θ), MAP learning tries to find the ΘMAP

with maximum posterior probability given the data:

ΘMAP = arg max
Θ

p(Θ|D) = arg max
Θ

p(D|Θ)p(Θ). (2.29)

We need to choose a prior distribution p(Θ) over the multinomial distributions
parameterized by Θ. If we choose to give every possible value of Θ equal prior
probability, then MAP estimation becomes equivalent to ML estimation.

If we choose a Dirichlet distribution which is parameterized by a vector α,
then the MAP estimate for complete data is given by

θ̂ijk =
Count(Ni = j,Pai = k) + αijk

Count(Pai = k) + αik
, (2.30)

where αik =
∑

j αijk [Hec99]. The parameters αijk are manually chosen. The
priors on the parameters take the form of extra counts, added to the counts
obtained from the data set. In the context of the EM algorithm, these extra
counts are added similarly to the expected counts computed in the E-step. With
these extra counts in the E-step, the algorithm is also called penalized EM [Gre90].

This method can be used for example to avoid unwanted extreme values, such
as 0 or 1, while learning, by setting all αijk = 1. Another application could
be to ‘smoothen’ the CPTs during learning, by setting all αijk’s to the same
(high) value, and decreasing this value during learning. This can help to avoid
overfitting.

2.3.5 Gradient Descent

Another approach to parameter learning is to do gradient descent on some score
function [Nea04, Hec99, Jen01]. The log-likelihood (Equation (2.21)) is a typical
score. Other score functions can for example be based on the difference between
the posterior probabilities under the current model and the observations in the
data set. The Euclidian distance or KL-divergence are typical error scores.

In an iterative process, partial derivatives for each parameter on the score
function can be used to improve the model’s score with each iteration. Computing
these derivatives requires a number of belief propagations similar to those required
by EM, one per data case. However, a tuning parameter has to be introduced
which controls the size of the step up the gradient surface. Therefore, the EM
algorithm can be preferred above gradient descent, although gradient descent is
generally more versatile.

2.4 Conclusion

This chapter gives an overview of Bayesian networks and their associated algo-
rithms. A Bayesian network is a probabilistic model that can be used to model
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problem domains involving uncertainties. It factorizes the joint probability distri-
bution into a number of conditional probability distributions. Direct dependencies
between variables are visualized in a directed graph. Thus, the (causal) network
structure and the conditional probabilities can be specified separately.

Efficient algorithms for probabilistic inference exist, which exploit the factor-
ization. A Bayesian network can be translated into an equivalent factor graph.
The sum-product belief propagation for factor graphs can therefore also be used
for inference in Bayesian networks.

The network structure can be specified by human domain experts. Humans
are however not good at specifying precise conditional probabilities. Therefore,
these probabilities are often learned from a set of example data cases. Learning
algorithms try to maximize a score, such as model posterior probability or model
likelihood. If the data sets are incomplete, search algorithms such as EM can be
used to find the parameter values that maximize the score.


