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1
Introduction

Black holes are the most massive (known) compact objects in our universe. Their
extremely strong gravitational field can attract large quantities of gas which, by the
conservation of angular momentum, cannot fall directly on to the black hole and
thus has to form an accretion disk. Rotational shear in these accretion disks excites
magnetized turbulence through the magneto-rotational instability (MRI, Balbus &
Hawley 1991, 1998), which in turn dissipates orbital kinetic energy, causing the gas
to fall in while emitting a significant fraction of this dissipated energy in the form of
radiation, making accreting ’black’ holes some of the brightest objects in our universe.
In fact, supermassive black holes, found at the centers of galaxies, can be so bright
that they outshine all stars in their host galaxy. Observations also suggest that many
black holes spin so fast that the orbit of a point particle in a tilted orbit may precess
with a speed comparable to the speed of light. Frame dragging furthermore causes
magnetic fields, which were advected by an accretion disk and began threading the
event horizon, to coil up and launch relativistic outflows (Blandford & Znajek 1977),
called jets. In the case of supermassive black holes these jets can be so powerful
that they, together with other processes such as supernova explosions and radiative
feedback, regulate the star formation in the host galaxy, the growth of the host galaxy
itself, and (re-) heat the intracluster medium (e.g. Fabian 2012).

Thus knowledge of how these accretion disks and jets form, evolve and interact
with each other and the material surrounding the black holes is important to un-
derstand the past, present and future of our universe. However, testing how known,
fundamental, laws of plasma physics and general relativity are able to explain this
phenomenology is a daunting task. One needs to incorporate the full effects of Ein-
stein’s theory of general relativity, since it warps the space-time close to the black hole
where most of the energy is released, combine it with fluid dynamics to describe the
gas flow and include magnetic fields, because they form jets and drive the turbulence
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1 Introduction

Figure 1.1: On the left a thick accretion disk-jet system misaligned by a small angle with respect
to the black hole spin axis pointed in the vertical direction (Liska et al. 2018a). On the right a
thin accretion disk with a large tilt (Liska et al. 2019c). The lack of any symmetry previously made
simulating such thin and tilted disks computationally impossible.

that causes the gas to fall in, and do this in 3D because the turbulence is essentially
three-dimensional and highly non-linear.

General relativistic magnetohydrodynamics (GRMHD) simulations are, despite
their tremendous cost, an excellent approach to the problem because they are the
only method that models all of these effects together. As explained in chapter 2,
GRMHD simulations evolve a set of basic conservation laws on a grid and thus need
far fewer assumptions than other methods such as semi-analytical modeling or hydro-
dynamics simulations. When one includes a magnetic field in the initial conditions of
an accretion disk, it will self-consistently generate the turbulence driving accretion,
and when a poloidal magnetic field threads the event horizon of a spinning black hole,
a large scale jet will be launched automatically (e.g. McKinney 2006). Furthermore,
turbulence tends to dissipate a disproportional large part of the magnetic energy in
the upper layers of the disk, heating them up and forming a low density wind-like
coronal outflow (e.g. Miller & Stone 2000), which becomes squeezed between the disk
and the jet.
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1.1 Present State of the Art

Figure 1.2: The power spectrum of the X-ray binary system GRO1655-40 shows one low frequency
Type-C QPO at 18 Hz and two HFQPOs at 300 Hz and 450 Hz. Figure reproduced from Motta
et al. (2015).

1.1 Present State of the Art
(GR)MHD simulations have brought rapid progress in our understanding of black hole
accretion disks and jets over the past 2 decades (e.g. Gammie et al. 2003; Igumen-
shchev et al. 2003; McKinney 2006; Fragile et al. 2007; Penna et al. 2010; Sądowski
& Narayan 2015; Liska et al. 2019b). They verified, for example, that magnetized
turbulence drives accretion (e.g. Balbus & Hawley 1998) and that jets can extract
large amounts of energy out of a spinning black hole’s ergosphere (e.g. Tchekhovskoy
et al. 2011). However, most of these (GR)MHD simulations were limited to systems
where the spin axis of the black hole and the rotation axis of the disk are aligned and
where the scale height of the disk is relatively large (h/r ≳ 0.2). These assumptions
were made because, when combined, they reduce the cost of GRMHD simulations by
at least a factor 103. However, as will be explained in this introduction, most gas (out
of the total amount of gas that falls into a black hole) accretes during periods when
the disk is tilted and geometrically thin and the lack of simulations of such geometries
limits our understanding of black hole accretion (Fig. 1.1).

1.1.1 Limited to Aligned Systems
All previous GRMHD simulations were constrained to systems where the spin axis of
the black hole and rotation axis of the disk are either fully aligned, misaligned by less
than 15◦ (Fragile & Anninos 2005; Fragile et al. 2007; Fragile & Blaes 2008; Morales
Teixeira et al. 2014) or where the simulation is evolved for a very short duration
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1 Introduction

(McKinney et al. 2013). Simulating a highly tilted disk is difficult since one cannot
assume any symmetry in the system and thus has to use the same resolution in all
3 dimensions, while usually the grid is focused on the equator and the azimuthal di-
mension is simulated at a 2–8 times lower resolution, which makes aligned simulations
order(s) of magnitude cheaper.

This is despite the expectation that the randomness of accretion events during
mergers of galaxies suggests a typical tilt angle of 60◦ during accretion events in active
galactic nuclei (AGN), and a growing number of observations of XRBs, including
recent gravitational wave detections, suggest many systems are tilted (Hjellming &
Rupen 1995; Greene et al. 2001; Abbott et al. 2017). Tilt is expected to significantly
alter the temporal variability and structure of the accretion flow. As explained in
Liska et al. (2019a) it can also significantly alter black hole feedback: frame dragging
of space-time will warp the accretion disk and cause it to precess around the spinning
black hole with a frequency determined by the density distribution in the disk and the
black hole spin (Fragile & Anninos 2005; Fragile et al. 2007; Liska et al. 2018a). This
precessing disk also causes the jet to precess, increasing its effective opening angle
and enhancing the jet driven feedback.

There is increasing evidence in the literature that disk precession may be the origin
of Type-C quasi-periodic oscillations (QPOs) in the light curves of black hole X-ray
binaries (e.g. van der Klis et al. 1985; van der Klis 1989; van der Klis 2006). Type-C
QPOs typically have a frequency of between 0.1 Hz and 30 Hz (see, e.g., Fig. 1.2)
depending on the luminosity, mass and spectral state of the source, and would thus
correspond to a disk of several 101–102rg in size. This simple result can be derived
by taking a typical density distribution for an accretion disk in inflow equilibrium
and integrating the total Lense & Thirring (1918) torque over the disk (Fragile et al.
2007; Liska et al. 2019c). The dependence of the Type-C QPO frequency on black
hole spin suggests that one can exploit QPOs to measure black hole spin if the other
parameters such as disk size, shape and density profile are known. Such a method
would have the advantage that it does not require assumptions about the location
of the innermost stable circular orbit, as would be the case for the continuum fitting
and iron line methods (e.g. McClintock et al. 2014; Reynolds 2014).

The origin of non Type-C low frequency QPOs, however, is a mystery. While the
mechanism causing type-A QPOs is unclear (one proposal is the accretion-ejection
instability proposed in Tagger & Pellat 1999), the inclination dependence of Type-B
QPOs suggests a jet related origin (Motta et al. 2015). High frequency QPOs (Morgan
et al. 1997) also remain mysterious. Those are observed at much higher frequencies of
typically several 102 Hz and can be often found in harmonic pairs (see e.g. Fig. 1.2).
Several mechanisms have been postulated for HFQPOs such as resonantly excited
modes in warped accretion disks (Kato 2004) or the oscillating disk-jet interface in
magnetically arrested disks (McKinney et al. 2012). However none of these claims
have been verified using a self-consistent (GR)MHD simulation, which has been post-
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1.1 Present State of the Art

Figure 1.3: On the left a volume rendering of the rest mass (blue) and magnetic energy (red)
densities of a 30 degrees tilted accretion disk and jet in model W-T60 produced in Liska et al.
(2018a). On the right a ray traced image at 230 GHz of the same simulation. Note that while the
ray traced imaged assumes a certain black hole mass (6× 109MSun), the GRMHD simulation itself
is scale invariant.

processed with a radiative transfer calculation.
QPOs may eventually lift degeneracies in our models of black hole accretion disks

and jets, and thus understanding their origin is an active area of research (e.g. Ingram
et al. 2009, 2016). In my thesis I mostly focus on Type-C QPOs (when talking
about QPOs), however, our simulation data will also be analyzed for the presence of
HFQPOs by other graduate students. This will include shooting rays of light through
the simulation domain in the form of post-processing: Ray-Tracing. An example
image of a Ray-Traced tilted thick accretion disk can be seen in Fig. 1.3.

1.1.2 Limited to Geometrically Thick Accretion Disks
GRMHD simulations were up to now constrained to accretion states where the ac-
cretion disk is geometrically thick. This occurs when either the accretion rate is very
low, or very high (i.e., around or above the Eddington rate). As explained below, low
luminosity accretion disks are thick because the gas density is so low that electrons
and ions decouple into a two-temperature fluid (Shapiro et al. 1976; Narayan & Yi
1994), while super-Eddington accretion disks become thick due to their large optical
depth trapping the photons (Abramowicz et al. 1988). In this thesis we only con-
sider the first possibility, because simulating super-Eddington accretion disks would
require including the effects of radiation, which was not yet implemented into my
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1 Introduction

Figure 1.4: Over the course of years XRBs regularly go into outbursts. The evolution of such an
outburst was illustrated by Fender et al. (2004) in a hardness (x-axis) vs intensity (y-axis) diagram.
The source starts in the jetted, low luminosity, low-hard state (I) which features a bloated torus
(yellow). When the luminosity increases, it transitions through the hard and soft intermediate states
(II and III) into the jet-less thin disk (red) dominated high soft state (IV).

code H-AMR until (very) recently.
Since in a plasma the ions are much heavier than the electrons, their Larmor radius

is much larger so it takes a far longer time to cool ions down through synchrotron
radiation than the electrons. In fact, the cooling time of the ions is entirely set by
the timescale for them to equilibrate their temperature with the synchrotron emitting
electrons (Shapiro et al. 1976; Esin et al. 1997) through Coulomb collisions and wave-
particle interactions. In a low luminosity accretion disk the accretion time will be
shorter than this thermal coupling timescale between ions and electrons, preventing
the disk from emitting most of its dissipated energy locally and thus preventing it
from cooling down. Since the scale height is typically determined by the temperature
of the plasma, such a disk will become geometrically thick. On the other hand, when
the density in the disk is high and/or the inflow time is long, the plasma will form a
one-temperature fluid. This allows the disk to efficiently radiate all its internal energy

6



1.1 Present State of the Art

locally and collapse into a geometrically thin and luminous accretion disk (Fig. 1.1
and Shakura & Sunyaev 1973).

We know from both theory and observations that while most black holes have thick
accretion disks, over the course of years stellar mass black holes can occasionally go
into outbursts where the luminosity (temporarily) increases by orders of magnitude
for several week(s) or month(s), causing the disk to cool down and collapse into a
geometrically thin disk. Typically, an outburst (Fig. 1.4) starts after the black hole
has resided in the quiescent state, characterized by a hard spectrum and the presence
of energetically powerful relativistic jets (with respect to the BH mass accretion rate).
This state features a hot and thick accretion disk, also called an ADAF (Narayan &
Yi 1994, 1995a). When the accretion rate increases, the luminosity rises by order(s)
of magnitude while the X-ray / radio luminosity correlation (e.g. Gallo et al. 2003;
Markoff et al. 2003) suggests that the jet power increases proportionally, and the
disk transitions through the low-hard state into the hard-intermediate state. Due
to a very high mass infall speed the plasma is thermally decoupled in the hard-
intermediate state and the disk remains thick within the truncation radius (separation
line between inner thick and outer thin disk). Then, due to some poorly understood
process, possibly related to the outwards diffusion of magnetic flux from the inner
disk (Ferreira et al. 2006; Begelman & Armitage 2014; Marcel et al. 2018a,b; Liska
et al. 2019c), the turbulence becomes weaker, decreasing the inflow speed of the gas.
This allows the inner thick disk to slowly collapse and the truncation radius to move
inwards forming an inner thin disk as the source transitions into the high-soft state
(Shakura & Sunyaev 1973). During such a state transition the jet behaves erratically
before disappearing (see e.g. Liska et al. (2019c) for a discussion) and the black hole
shows huge fluctuations in its luminosity. After the disk has resided for some time
in this thin disk dominated high soft state the accretion rate may again decrease for
some poorly understood reason. This leads to a drop in gas density, allowing the
plasma to decouple into a two temperature fluid and the black hole to move back into
the quiescent state, finishing the outburst cycle. Since the amplitude and frequency
of all QPO types shifts during an outburst (e.g. Motta et al. 2015), understanding
the origin of QPOs may be intimately tied to solving the mysteries behind black hole
state transitions.

Though our lifespan is too short to see such outbursts in AGN (Sec. 1.3), observa-
tions do suggest that on the order of ∼ 1 percent of supermassive black holes accrete
close to their Eddington luminosity (Sikora et al. 2007; Jones et al. 2016) and thus
reside in the thin disk dominated soft state. This suggests that while most accretion
disks are thick and ’dark’, most accretion actually happens during short periods when
the disk is thin and ’bright’, since the accretion rate is typically more than 2 orders of
magnitude higher when the disk is thin. Thus, to understand the evolution of black
holes and their feedback on the host galaxy it is of utmost importance to understand
the formation and evolution of geometrically thin accretion disks.

7



1 Introduction

However, simulating thin accretion disks is exceedingly expensive due to the very
high resolutions required to resolve the very small scale height (Fig. 1.1). Further-
more, tilt produces the most spectacular effects when the disk is thin (the disk starts
to tear and precess, see Nixon et al. 2012a; Liska et al. 2019b) and thus must be
included to capture the disk/jet dynamics correctly and produce the right QPO vari-
ability. These requirements placed (GR)MHD simulations of thin (tilted) accretion
disks computationally out of reach, which motivated me to build a GRMHD code
which can address these important questions.

1.2 The GRMHD Equations
GRMHD simulations evolve a set of inviscid conservation laws for the mass, momen-
tum and energy. These can be obtained by taking the 0th, 1st and 2nd moments
of the general relativistic Boltzmann equation (e.g. Misner et al. 1973) and can be
summarized, starting with the mass conservation equation, as follows:

∂t(
√
−gρut) = −∂i(

√
−gρui) (1.1)

Here ρ is the rest mass density, uµ the fluid 4-velocity and
√
−g is the determinant of

the metric tensor gµν . Greek indices µ and ν refer to both the spatial and temporal
components while roman indices i and j only refer to the spatial components. In this
work we furthermore use the Kerr metric written in Kerr-Schild coordinates (Debney
et al. 1969) with the radial coordinate r replaced by ln(r).

The covariant form of the momentum and energy conservation equation are defined
in terms of the stress-energy tensor Tµ

ν as follows:

∂t(
√
−gT t

ν) = −∂i(
√
−gT i

ν) +
√
−gT ζ

ηΓ
η
νζ (1.2)

Tµ
ν = (ρ+ ug + pg + b2)uµuν + δµν (pg + b2/2)− bµbν (1.3)

Here ug is the internal energy as measured in the fluid frame and pg is the corre-
sponding gas pressure given by pg = (γ− 1)ug for an ideal gas described by adiabatic
index γ and bµ is the magnetic field. It is related to the lab frame magnetic field Bi

through the projection tensor as bµ = 1
ut (δ

µ
i + uµui)B

i. Γη
νζ is the Christoffel con-

nection, which manifests itself as a source term when contracted with T ζ
η . Since this

source term vanishes for T t
t and T t

3 in a Kerr-metric, the energy and third component
of angular momentum are conserved up to machine precision in finite-volume based
codes such as H-AMR.

The spatial component of the magnetic field Bi is evolved using the induction
equation:

∂t(
√
−gBi) = −∂j(

√
−g(bjui − biuj)) (1.4)
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1.3 Scale Invariance of Ideal GRMHD

Since our GRMHD code H-AMR uses a staggered grid (Gardiner & Stone 2005), mag-
netic flux is conserved up to machine precision and, thus, the no-monopole constraint
∂i(

√
−gBi) = 0 is automatically satisfied.

Please note that these equations do not include a strict split of space and time,
which are mingled through the (0,1) and (0,3) components of the metric. This is
merely a design choice in our code H-AMR and has no effect on their evolution (see
e.g. Porth et al. 2017 for a 3+1 formulation of the same equations). Also note that
resistive and/or viscous effects are not included in these equations. However, those
are added implicitly through the usage of a Riemann solver as described in Sec. 1.4.

1.3 Scale Invariance of Ideal GRMHD
Interestingly the physics in non-radiative, non-resistive (also called ideal) (GR)MHD
is scale invariant: the size scale is set by the gravitational radius, rg = GM/c2 and
the timescale is set by tg = rg/c. This implies that to the extent that they are
well-described by ideal GRMHD, stellar-mass black holes in X-ray binaries (XRBs),
which are fed by Roche-lobe overflow in low-mass XRBs or stellar winds in high-
mass XRBs, behave similar, but with shorter time and distance scales, to accreting
supermassive black holes found at the centers of galaxies. We can exploit this scale
invariance by using the large size of supermassive black holes to test our GRMHD
models against resolved images on the scale of the event horizon (Event Horizon
Telescope Collaboration et al. 2019), giving us unprecedented constraints on the shape
and size of the accretion disk and jet, while using the short timescales of stellar mass
black holes to study within our lifetime how a single source evolves when the accretion
rate fluctuates by many orders of magnitude. In this thesis I compare my results to
either XRBs or supermassive black holes depending on the observational relevance,
but these results are likely applicable to both XRBs and supermassive black holes.

1.4 Limitations of Ideal GRMHD
Ideal GRMHD does not include radiative emission and absorption. Thus, to set the
disk’s scale height, we approximated in this thesis radiative cooling by a localized
cooling function, which removes internal energy on the Keplerian timescale (Noble
et al. 2009). While this approach generates a disk of constant scale height, it neglects
the coupling (through e.g. absorption and scattering) between the radiation field and
disk. Such effects can drive outflows (e.g. Sądowski & Narayan 2015) and can be the
origin of certain instabilities in the disk (Shakura & Sunyaev 1976). Furthermore,
when photons from an outer thin and cool disk scatter off the hot electrons in the
inner thick and hot disk and/or corona Compton cooling can occur, which may change
the inner disk’s morphology. We leave the study of these and other radiative effects
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to future work.
Furthermore, the treatment of resistivity and viscosity in ideal GRMHD is implicit.

Specifically, a Riemann solver (e.g. Harten et al. 1983) calculates (approximately) the
minimum amount of dissipation necessary to satisfy the Rankine-Hugoniot jump con-
dition in shocks (which are unresolved features on the grid, where in reality dissipation
would occur). This naturally gives a ratio of viscous to magnetic diffusion rate (also
called magnetic Prandtl number) above unity, which is a necessary criterion to drive
MRI turbulence and agrees with our present understanding of the microphysics in the
inner accretion disk (Balbus & Henri 2008). Moreover, as long as MHD simulations
resolve the relevant length scales of the largest MRI wavelength (e.g. Balbus & Haw-
ley 1991), the ’hope’ is that they will correctly capture the total amount of dissipated
energy. This dissipated energy subsequently cascades down, through the formation
of progressively smaller turbulent eddies, to the grid scale where it is converted into
heat. Whether this dissipation is of numerical or physical origin is irrelevant: with
increasing resolution the relevant dissipative length scales will become smaller, but
the total amount of dissipation will remain the same. We note though that this is
an active area of research and several convergence studies have been performed with
mixed results (e.g. Hawley et al. 2011; Shiokawa et al. 2012). Interestingly, recent
work (Porth et al. 2019) failed to find convergence for the turbulent stresses at a
resolution 5 times higher than the current state of the art in GRMHD simulations
run with a wide variety of GRMHD codes (including H-AMR). This shows that the
inclusion of explicit dissipation may be an interesting new area of research for future
GRMHD simulations (e.g. Ripperda et al. 2019).

As a final note, ideal (GR)MHD assumes local thermodynamic equilibrium (LTE),
which implies a highly collisional fluid (e.g. the mean free path of the particles is small
compared to the system/cell size). This assumption is true for high luminosity thin
accretion disks, but fails in low luminosity thick accretion disks (and the coronae of
thin accretion disks), where the electrons and ions are thermally decoupled and thus
have vastly different temperatures (Narayan & Yi 1994). Nevertheless, non-radiative
GRMHD simulations, which lack both radiation and thermal coupling, still provide a
reasonably accurate description of such systems (though see Dibi et al. 2012), because,
ironically, a two temperature fluid prevents the disk from efficiently emitting radiation
in the first place. Since such a weak radiation field has no or a minimal effect on the
evolution of the accretion disk, spectra can be obtained by post-processing the data
with a Ray-Tracing code. However, accretion disks in the transition between thick
(where one can neglect radiation and thermal coupling) and thin (where one can
only neglect thermal coupling) will benefit from two temperature radiative GRMHD
simulations (e.g. Ressler et al. 2015; Ryan et al. 2018).
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1.5 Summary: Outline of thesis

In order to simulate, for the first time, tilted accretion disks in both the thin and
thick disk regimes I have developed the world’s fastest GRMHD code, called H-AMR.
This allowed me to study black holes in unexplored regimes, that require resolutions
previously out of reach by a factor of ∼ 10 × 10 × 10, hence the name of my thesis.
All thesis projects ran in parallel, and before my first paper (Liska et al. 2018a) was
published, most of the results for the upcoming papers were already known and only
needed to be written up. Thus I present my science related publications in a logical
order, rather than the chronological order of publication.

In chapter 2 I describe the features that make H-AMR both fast and accurate.
I also demonstrate record-breaking CPU/GPU performance and scalability to the
world’s largest supercomputer OLCG Summit. The robustness of H-AMR has been
verified as a by-product of a community wide GRMHD code comparison project
(Porth et al. 2019), which is not part of my thesis.

In chapter 3 I discuss the effects of disk tilt on the jet, and show that tilted accre-
tion disks launch tilted jets aligned with the disk’s rotation axis and that these jets
can precess. The orientation of the jet was a long standing theoretical question, where
it was unclear if the jet would remain aligned with the black hole spin axis or precess
with the disk. It was not possible to resolve this question with GRMHD simulations
due to issues with the polar boundary condition in a spherical grid combined with
the huge computational cost of these simulations. The technical solution to this polar
boundary problem is described in the supplementary material to this chapter.

Subsequently, I show in chapter 4 that different components such as disk, corona
and jet can actually precess at different rates. This causes extra dissipation, altering
the jet morphology and possibly enhancing jet related feedback in AGN. I argue that
the resulting phase lags between disk and corona can be used to explain phase lags
between the hard and soft components in the energy spectrum of QPOs.

Chapter 5 considers a thin accretion disk in 3D GRMHD, which is tilted by 10◦.
With this first-of-its-kind simulation we address three important theoretical problems.
First, we show that a tilted accretion disk can align within ∼ 5rg of the black hole,
a phenomenon called Bardeen & Petterson (1975) alignment, solving a 40 year old
problem with great significance for the growth and evolution of supermassive black
holes. Second, we show that these thin disks can sustain jets for a significant amount
of time. This seems at first glance contrary to the standard expectation (Lubow et al.
1994), which tells us that standard Shakura & Sunyaev (1973) accretion disks cannot
sustain jets since the poloidal magnetic flux required to sustain them, will diffuse
out. However, we argue that we created a system in transition between the thick
disk dominated hard state and the thin disk dominated soft state, and, that in fact
the flux would diffuse out if we ran the simulation much longer. State transitions are
another long standing problem.
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The simulations presented in the previously mentioned chapters consider finite-
sized accretion disks, while we expect that most accretion disks are order(s) of magni-
tude larger than assumed in these simulations. However, in chapters 3 and 4 we have
shown that finite-sized disks cannot precess for more than a few precession periods:
they either align with the black hole, or due to turbulence transporting angular mo-
mentum outwards grow so much in size that they stop precessing. In chapter 6 I drop
this unrealistic assumption and show that rapidly precessing disk annuli can tear off
from a very large disk, for the first time confirming that there is a solid theoretical
foundation to form precessing disks in-situ.

In chapter 7 we present results of the longest GRMHD simulations ever performed
which we use to study how Blandford & Znajek (1977) relativistic jets accelerate on
parsec scales with a realistic setup that starts from just an accretion disk and, thus,
does not make any assumption about the base of the jet. Interestingly, the evolution
of this jet is remarkably different from idealized models (Tchekhovskoy et al. 2008,
2009; Komissarov & Barkov 2007; Komissarov et al. 2008), which did not include a
turbulent ambient medium collimating the jet. In particular, we show that this jet-
ambient medium interaction produces a pinch instability which dissipates magnetic
energy and heats up the jet, changing both the morphology and the acceleration
profile of the jet.

In chapter 8 I drop another assumption most GRMHD simulations made: a large
scale poloidal magnetic flux in the initial conditions of the accretion disk. This was
done for two reasons. First, poloidal fields when threading the event horizon of a
rapidly spinning black hole naturally launch powerful jets. Second, resolving poloidal-
field generated MRI turbulence is easier, making such (GR)MHD simulations cheaper.
However, as explained in this chapter, differential rotation tends to shear out poloidal
fields when an accretion disk forms/circularizes, making this a controversial assump-
tion, and instead favouring toroidal fields. To tackle this problem I have run an
exceedingly high resolution simulation for an exceedingly long time and shown that
when the toroidal field is large and strong enough, dynamo action can create excep-
tionally strong poloidal magnetic fields. These fields subsequently launch jets which
are ∼ 104 times more powerful than observed in previous toroidal field dominated
GRMHD simulations performed at much lower resolutions (McKinney et al. 2012).

I finish my thesis with a summary.
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H-AMR: A New GPU Accelerated GRMHD Code for

Exascale with 3D Adaptive Mesh Refinement and
Local Adaptive Timestepping
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Abstract

Over the past 2 decades general relativistic magnetohydrodynamics (GRMHD) sim-
ulations have revolutionized the theoretical understanding of black hole accretion
disks and jets. However, their prohibitively high computational cost often limits their
use for addressing many long-standing problems. Here, we describe our GRMHD
code H-AMR with several optimizations that, collectively, lead to a speed up by 2-
5 orders of magnitude. We first present a novel implementation of a spherical grid
with 3D adaptive mesh refinement (AMR) that can operate on each of the 3 dimen-
sions independently and includes local adaptive time-stepping (LAT). This allows
H-AMR to circumvent the Courant condition near the polar singularity, which other-
wise can slow down computation by orders of magnitude, especially at the extremely
high resolutions made possible by exascale systems. We then demonstrate that on a
logarithmically-spaced spherical grid, LAT provides a speedup by a factor of up to
10 over more traditional hierarchical timestepping approaches. Taken together, these
unique features lead to an effective speed of over 109 zone-cycles-per-second-per-node
with LAT and 3.8× 108 zone-cycles-per-second-per-node without LAT on 750 nodes,
each containing 6 NVIDIA V100 GPUs, of the OLCF Summit supercomputer for a
real-life application to a GRMHD simulation with a block size of 503 and 105 blocks.
Computationally, H-AMR achieves excellent FP64 performance on both CPUs and
GPUs, achieving ∼ 1.4 TFLOP/s on a single NVIDIA NVLINK-enabled V100 GPU
and ∼ 0.014 TFLOP/s/core on an AVX-512 enabled 2.8 GHz Intel Skylake CPU.



2 H-AMR

2.1 Introduction

General relativistic magnetohydrodynamic (GRMHD) simulations provide arguably
the most direct link between known physical laws in the areas of general relativity
and plasma physics, and the observed phenomenology of accretion disks and jets in
astrophysical black hole systems. However, most GRMHD simulations were limited
to geometrically thick advection dominated accretion flows (ADAFs, see Narayan &
Yi 1994, 1995a), which in most studies were also assumed to be aligned with the
black hole spin axis. Contrary to this assumption, most gas accretion is expected to
occur during short periods when the disk is geometrically thin (Shakura & Sunyaev
1973), but many orders of magnitude more luminous (e.g. Sikora et al. 2007; Jones
et al. 2016). Furthermore, observations and theoretical arguments suggest that a
typical accretion disk will be highly misaligned with respect to the black hole spin
axis (e.g. Caproni et al. 2006, 2007; Hjellming & Rupen 1995; Greene et al. 2001;
Volonteri et al. 2005; King et al. 2005). This significantly changes the disk dynamics
(e.g. Bardeen & Petterson 1975; Papaloizou & Pringle 1983; Ivanov & Illarionov 1997;
Ogilvie 1999; Lubow et al. 2002; Nixon et al. 2012a), and causes the disk to precess
(e.g. Fragile & Anninos 2005; Fragile et al. 2007; Lodato & Price 2010; Nixon et al.
2012a; Nealon et al. 2015). Disk and/or jet precession may be the origin of certain
types of quasi periodic oscillations (QPOs) (Stella & Vietri 1998; Ingram et al. 2009,
2016; Kalamkar et al. 2016; Miller-Jones et al. 2019) observed in the lightcurves of
X-Ray binaries (XRBs) (e.g. van der Klis et al. 1985; van der Klis 2006). QPOs
could possibly be exploited to independently verify black hole spin measurements and
provide unique constraints on the disk geometry (e.g. Liska et al. 2019b).

Also, the timescale of practically all GRMHD simulations falls short by order(s)
of magnitude compared to the timescales required to generate and advect large scale
poloidal magnetic fields (Liska et al. 2018b), propagate active galactic nuclei (AGN)
jets to galaxy scales (e.g McKinney 2006; Chatterjee et al. 2019) and study tidal
disruption events for a fallback time (e.g. Shiokawa et al. 2015; Curd & Narayan 2019).
Furthermore, fully understanding how disk precession leads to QPO variability in the
lightcurves of XRBs will require much longer simulation runtimes than the current
state of the art (Fragile et al. 2007; Liska et al. 2018a, 2019a,b).

However, the extremely high resolutions and runtimes required to tackle these
problems using GRMHD simulations are prohibitive, limiting our ability to fully un-
derstand black hole accretion and feedback. Since a logarithmically-spaced spherical
grid provides a very high resolution near the black hole’s event horizon and lowers the
resolution further out, where the timescale of the problems increases, it is the pre-
ferred choice in practically all GRMHD simulations. However, doubling the resolution
on a spherical grid in each dimension 32-folds the computational cost (Sec.2.3.2). For
example, to go from a typical h/r = 0.2− 0.4 low-luminosity accretion disk (Narayan
& Yi 1994; Fishbone & Moncrief 1976) to a typical thin quasar disk of h/r = 0.03
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(Shakura & Sunyaev 1973), which is misaligned by 45 degrees, without the use of
advanced adaptive meshes would require 103 − 104 times more computational power
than presently feasible . Even more troubling, this simple estimate does not take into
account that the viscous time scales as (h/r)−2 (Shakura & Sunyaev 1973), making
such problems even further out of reach of modern GRMHD codes.

Here, we describe our new GRMHD code H-AMR (pronounced “hammer”) and
the various optimizations that speed up the simulations by 2 to 5 orders of magnitude
for these especially challenging problems. In Sec. 2.2 we introduce our code and in
Sec. 2.3 we describe our algorithmic advances – 3D adaptive mesh refinement (AMR)
framework and local adaptive timestepping (LAT) – that provide the bulk of H-
AMR’s algorithmic speedup. In Sec. 2.4 we describe hardware-specific optimizations
that achieve leading CPU and GPU performance. We summarize our results and
provide an outlook for the future development of H-AMR in Sec. 2.5.

2.2 Numerical Scheme
H-AMR originally branched from HARM-PI, a version of the publicly available GRMHD
code HARM2D (Gammie et al. 2003; Noble et al. 2006). Both codes led to several
important results in black hole astrophysics (e.g. McKinney 2006; Penna et al. 2010;
Tchekhovskoy & McKinney 2012; McKinney et al. 2012, 2013). Like HARM-PI, H-
AMR uses a finite volume shock-capturing Godunov-based HLLE scheme with third
order accurate spatial reconstruction of cell variables (PPM, Colella & Woodward
1984) on cell faces and second order accurate time evolution. H-AMR evolves the
GRMHD equations of motion in a conservative form in arbitrary (fixed) spacetimes.
Since the code is fully covariant, any self-consistent coordinate system (and metric)
can be chosen, but most often we use a spherical grid defined by horizon-penetrating
Kerr-Schild coordinates (r, θ, φ) with the radial coordinate (r) replaced by log(r).

In 1D, the equations take a simple vector form,

∂U(p)

∂t
= −∂F (p)

∂x
+ S(p), (2.1)

where U is the cell-averaged vector of “conserved” quantities, e.g. energy density,
momentum density, particle number density, F is the corresponding vector of fluxes,
and p is the vector of primitive quantities, e.g., fluid pressure, velocity. In its most
basic form the source term S(p) accounts for the warping of space-time and grid,
but it may also include physical processes such as nuclear reactions. To evolve this
vector equation, at each time step the right-hand side is evaluated at cell faces, and
this is used to compute the cell-centered value of the conserved quantity U at the
new time. The magnetic field is evolved on a staggered grid, where the electric fields
have been velocity upwinded to add dissipation (Gardiner & Stone 2005). Because
in a staggered grid the magnetic field is evolved on cell faces and the electric fields
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Figure 2.1: Adaptive mesh refinement (AMR) allows for the selective focusing of the grid on
regions of interest. This is a transverse slice of density, log(ρ), in a GRMHD simulation of a tilted
thin accretion disk reproduced from Liska et al. (2019b). The white lines indicate AMR block
boundaries. Through the use of local adaptive timestepping, blocks closer to the black hole and/or
featuring a higher AMR level have a shorter timestep. Each of the AMR blocks has a resolution
of (Nr ×Nθ ×Nφ) = (180 × 18× 30), making this the highest resolution GRMHD simulation ever
performed, featuring a total effective resolution of 5600× 1720× 2400 in the disk.

are calculated along cell edges it guarantees, according to Stoke’s theorem, divergence
free evolution of the magnetic field.

In GRMHD the conversion of conserved variables U to primitive variables p is
performed using a (multi-)dimensional Newton-Raphson root-finding method (Noble
et al. 2006). To provide a backup inversion method for primitive variable recovery if
all other primary inversion method(s) fail, H-AMR also advects the entropy (Noble
et al. 2009), which is then used in place of the energy equation to recover the primitive
variables.

Furthermore, since the jet funnel (whose field lines thread the black hole’s event
horizon) becomes devoid of matter around the stagnation surface, H-AMR artificially
injects mass in the drift frame of the jet if the density drops below a certain threshold
(Ressler et al. 2017). This does not lead to a runaway in velocity, which occurs when
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mass is inserted in the fluid frame (Gammie et al. 2003), or to artificial drag on the
field lines, which occurs when mass is inserted in the zero angular momentum observer
(ZAMO) frame (McKinney et al. 2012).

2.3 Optimizations

2.3.1 AMR
H-AMR makes use of adaptive mesh refinement (AMR) (e.g. Berger & Colella 1989;
Balsara 2001), see Fig. 2.1. This allows H-AMR to focus the resolution on regions
where it is needed and reduce the resolution where it is not needed. Obviously,
AMR is not very useful for typical GRMHD simulations featuring thick accretion
disks, since they span most of the domain. However, AMR can reduce the number of
required cells by a factor of 2–20 for problems such as thin accretion disks and large
scale collimated jets. Additionally, using AMR, it is possible to increase the global
timestep by reducing the spatial resolution several-fold in the blocks closest to the
black hole. This is justified, because work in the GRMHD community consistently
shows that logarithmic spaced spherical grids typically over-resolve the turbulence
closest to the black hole, while underresolving the outer regions in the accretion disk
and relativistic jet (e.g. McKinney 2006; Liska et al. 2019c; Porth et al. 2019).

The AMR framework in H-AMR was designed from the ground up for performance
and scalability. We make use of an oct-tree based approach, where every parent block
can be split in either 2, 6 or 8 child blocks depending on the location in the grid
and the spatial refinement level (see Sec. 2.3.2). We do not keep track of the parent
blocks for each refined layer and, instead, directly transfer boundary cells from coarse
to fine layers and vice-versa. This drastically reduces the required inter-node MPI
bandwidth, which forms the main performance bottleneck for block sizes of ≲ 753.

Since every problem is different, H-AMR allows the user to implement any arbi-
trary refinement criterion. For example, Liska et al. (2019c,b) used a cutoff on the
maximum density in each block as the refinement criterion. Blocks satisfying the cho-
sen refinement criterion will be refined to the highest AMR level. Blocks along the
faces and edges of each refined block, which do not satisfy the refinement criterion,
are refined to 1 AMR level below that of the main block. These nesting conditions
prevent resolution jumps by factors greater than 2 along block faces and edges.

2.3.2 Handling of the Polar Region
Spherical grids are perhaps the most natural and efficient grids to study accretion
disks. They naturally follow the geometry of the disk rotating around the black hole
which forms the grid’s inner boundary. In addition, they support a logarithmic spac-
ing in the radial coordinate, naturally providing extremely high resolutions close to the
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Figure 2.2: The spherical ’base’ grid in H-AMR has a varying number of blocks in φ. This prevents
cell squeezing near the pole, speeding up high resolution GRMHD simulations by up to 2 orders of
magnitude. This grid is fully compatible with AMR.

black hole where the timescales are short, and lowering the resolution progressively as
one moves out and the timescales become longer. This is a huge advantage compared
to, for example, Cartesian grids, as one does not need to use many AMR layers to get
the typically required 2 to 5 orders of magnitude scale separation between inner and
outer boundary of the grid. This in turn allows for the use of relatively large AMR
block sizes, minimizing the number of boundary cell transfers and leading to excellent
scaling (Sec. 2.4.5). However, spherical grids have a coordinate singularity near the
polar axis. As described in the Appendix of Liska et al. (2018a), we implement trans-
missive boundary conditions across this singularity to minimize dissipation, making
the grid robust for the study of tilted accretion disks and jets.

However, spherical grids still suffer from cell squeezing near the pole, which limits
the global timestep to the shortest fast magnetosonic wave crossing time of each cell
in the grid, also called the Courant condition (Courant et al. 1928). Since the cell
aspect ratio |∆θ|/|∆φ| increases proportional to the resolution Nφ close to the polar
singularity (because |∆θ| ∼ dθ and |∆φ| ∼ sin(θ)dθdϕ), the timestep for a spherical
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grid will, empirically, be a factor 3/(2 + Nφ/(2π)) ∼ 6π/Nφ of the timestep of a
Cartesian grid with the same number of cells. This causes the cost of simulations on
a spherical grid to increase as ∼ N5 for in 3D instead of the typical ∼ N4 for Cartesian
grids, making high resolution (GR)MHD simulations on spherical grids particularly
expensive.

External SMR

We use static mesh refinement (SMR) to avoid this ’squeezing’ of cells in the φ-
direction (Liska et al. 2018a). For this, H-AMR derefines the base layer of the grid
in the φ-direction within 30◦ from the pole. This maintains the full resolution in
the r- and θ-directions, leading to a, within a factor of 2, uniform cell aspect ratio
across each radial shell (Fig. 2.2). As an example, the very high resolution run in
Porth et al. (2019) (effectively, 1608× 1056× 1024) uses a ϕ-resolution of 64 cells for
0◦ < θ < 3.75◦, 128 cells for 3.75◦ < θ < 7.5◦, 256 cells for 7.5◦ < θ < 15◦, 512 cells
for 15◦ < θ < 30◦ and the full 1024 cells for 30◦ < θ < 90◦. This unique approach
differs from similar treatments in other GRMHD codes, which use SMR to derefine
the grid near the pole in all 3 dimensions (r, θ, φ), thus losing accuracy in the polar
regions.

When refined with AMR all parent blocks in this SMR enhanced base grid will be
split into 8 child blocks, except the blocks along the polar axis. These blocks are split
into 6 child blocks, where the 2 child blocks along the pole maintain their parent’s
φ−resolution. This allows the grid near the pole to attain arbitrarily small |∆r|,
|∆θ| and |∆φ| with an (approximately) uniform cell aspect ratio. It also prevents the
Courant condition from reducing the timestep at the pole more than at the equator
when increasing the resolution by adding AMR layers.

Internal SMR

Typically, H-AMR uses external SMR to reduce the φ-resolution to Nφ ∼ 64 − 256

cells near the pole. Bringing down the φ-resolution to Nφ ∼ 20 cells would require
2 − 4 extra refinement layers featuring exceedingly small block sizes. This would
oversaturate the available memory and MPI interconnect bandwidth, leading to a
serious performance bottleneck on GPU clusters. To remedy this limitation, H-AMR
also implements φ-derefinement internally on the block level, called internal SMR.
Depending on the cell’s distance from the pole, internal SMR spatially averages the
cell’s fluxes and conserved quantities over 2n cells in the φ-direction within 2nmax−n

cells from the pole such that the cell aspect ratio remains close to unity. Here n is the
internal SMR level and nmax is the number of internal SMR levels. This can reduce the
φ-resolution by an additional factor 4−16, which is sufficient to totally eliminate cell
’squeezing’ near the pole while exploiting the computational advantages of larger-sized
blocks. To maintain higher order spatial accuracy, the spatial reconstruction method
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Figure 2.3: The computational performance of H-AMR in zone cycles/s for both previous gener-
ation Intel Haswell CPUs and NVIDIA K20X/P40 plus AMD R9 FuryX GPUs, as well as current
generation Skylake CPUs and NVIDIA P100/V100 GPUs. A zone cycle includes both the predictor
and corrector step in our 2nd order accurate timestepping routine. As can be seen, the performance
gap between GPUs and CPUs tends to increase for each subsequent hardware generation.

(PPM, Colella & Woodward 1984) is modified accordingly to compensate for the
(effectively) increased cell spacing, making internal SMR mathematically equivalent
to external SMR.

2.3.3 Local Adaptive Timestepping
H-AMR features a local adaptive timestep (LAT). While some non-GRMHD AMR
codes use smaller timesteps for higher AMR layers (aka hierarchical timestepping),
H-AMR exploits the fact that the grid is logarithmic, leading to an increase in cell size
with radius, even without any spatial refinement layers. Based on the local Courant
condition, LAT allows H-AMR to determine the time step size (in steps of a factor of
2) for each block independently from the block’s spatial refinement level, which leads
to a factor 3 − 10 speedup, depending on how the adaptive grid is structured. In
general, grids with many refinement layers further away from the black hole achieve
the largest speed-ups, while grids with no AMR only attain a factor ∼ few speedup.
Furthermore, LAT increases the numerical accuracy by decreasing the noise generated
due to the many unnecessary conserved-to-primitive variable inversions in the outer
grid of GRMHD simulations (Chatterjee et al. 2019). This is especially pronounced
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in large scale jets, where the calculations due to the large difference between the
magnetic energy density and rest mass energy density are prone to inversion errors.

2.4 Parallelization
H-AMR is written in C and triple parallelized with CUDA doing most of the com-
putations on GPUs, OpenMP routines handling communication and gridding, and
non-blocking MPI handling the transfer of boundary cells between nodes. Further-
more, H-AMR implements communication-computation overlap by (un)packing the
data into send/receive buffers in parallel with (non-blocking) MPI send/receive calls
for other SMR/AMR blocks. This is made possible by using a seperate CUDA stream
for each block. H-AMR also features fully non-blocking MPI-parallelized I/O, allow-
ing substantial overlap between computation and data transfer. Data is stored in
binary format. Since individual dump files can easily be 102 − 103 GB in size, we
use OpenMP parallelized C kernels coupled to a Python script to post-process the
data. These analysis tools also allow the user to load in data at lower resolutions for
post-processing.

Memory to store all variables (primitive, conserved, fluxes etc.) is dynamically
allocated on both the CPU and GPU at the start of each run. During each (de-
)refinement and load balancing step C pointers are used to keep track of the physical
location in memory of each SMR/AMR block. Furthermore, the CPU handles all
the necessary logic to manage the transfer of boundary cells, fluxes and electric fields
between neighbouring blocks and performs the (de-)refinement and load balancing
steps including the divergence-free prolongation and restriction of magnetic fields
(Balsara 2001). In addition, the CPU verifies at the end of each run the divergence-
free evolution of the magnetic field along block boundaries up to machine precision
by copying over the staggered magnetic field components from fine to coarse layers.

2.4.1 GPU Optimizations
H-AMR is the first GPU-accelerated massively parallel GRMHD code. While CPUs
spend the largest portion of their silicon on control logic and caches, GPUs spend most
of their silicon on floating point power. This presents unique challenges in optimizing
complex MHD codes (e.g. Grete et al. 2019). Hence, H-AMR follows a philosophy
of keeping the code as simple as possible, avoiding abstract concepts such as classes,
which eases the complexity the CUDA compiler has to deal with.

It was nevertheless challenging to develop the GPU version of H-AMR due to the
large code size (over 40,000 lines of C code and 10,000 lines of CUDA kernel code),
which made it difficult to fit it into the GPU’s register space. Failing to fit the code
into the available register space would slow down the performance by an order of
magnitude. Conventional kernels in computational fluid dynamics codes are rather
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small and do not fill up the GPU register space. GRMHD codes need to store metric
components of curved space-time of a black hole and require non-linear root finding
to convert conserved to primitive quantities (Noble et al. 2006). For this reason, fit-
ting the GRMHD equations required lots of profiler-informed optimizations. On the
previous generation of GPUs (NVIDIA Kepler architecture) it was, for example, ben-
eficial to recalculate certain quantities instead of storing them in temporary variables,
which would overflood the GPU registers. All in all, we manage to saturate 22% of
FP64 throughput and 43% of memory bandwidth without any register spillover on
the latest generation V100 GPUs.

2.4.2 CPU Optimizations
H-AMR also maintains a CPU branch that is both OpenMP parallelized and makes
efficient use of AVX vector instructions which, for modern CPUs, are either 256 (AVX-
256) or 512 (AVX-512) bits wide. AVX vectorization gives a typical speedup of 3-6
in H-AMR and is performed using OpenCL, since in our experience directive based
approaches such as OpenACC and OpenMP 4.0 are unable to properly vectorize
complicated kernels. Since OpenCL is not supported on accelerators such as the
Intel’s Knight’s Landing architecture, we will decide on a new strategy once details
of the next generation of CPU and GPU accelerators become known. Without any
CPU-specific optimizations to our GPU kernels we nevertheless manage to saturate
16% of the CPU’s theoretical FP64 throughput.

2.4.3 Benchmarks
In Fig.2.3 we compare the computational performance of H-AMR on various GPU
and CPU architectures for a single block of size 1503. On a single NVIDIA V100
GPU H-AMR attains ∼ 108 zone cycles/s, which corresponds to a factor ∼ 6 speedup
compared to a 16 core Intel Skylake CPU clocked at 2.8 GHz. This makes H-AMR
very competitive with other ideal GRMHD codes which typically generate 0.5−5×105

zone cycles/s/core. Interestingly, when upgrading from K20x GPUs to V100 GPUs we
observed a larger-than-expected speedup of factor 9 due to the V100’s larger register
size per FLOP/s (FP64 performance would merely suggest a factor of 5–6 speedup).
Furthermore, the CPU-GPU performance gap tends to increase for each subsequent
hardware generation while newer generations of CPUs implement wider vector units.

2.4.4 Load Balancing
We use a z-order space filling curve for load balancing in order to keep neighbouring
blocks in the grid also physically close to each other on a cluster (e.g. on the same
or neighbouring nodes). Depending on the problem (such as the number of spatial
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and temporal refinement levels) and the architecture of the cluster (fat-tree or 3D-
torus) we found that changing the fastest moving index in the space filling curve or
switching to a row-major order at the 0th-level may significantly improve performance.
(De)refinement is performed every 103 − 104 timesteps. This is similar to one orbital
period at the black hole event horizon, hence sufficient to capture the dynamical
evolution of the accretion disk and jet.

We note that LAT significantly complicates load balancing. If one would merely
keep the number of timesteps per GPU equal and blindly follow the space-filling
curve, a huge imbalance in memory consumption could occur, causing some GPUs
to run out of memory (this occurs when a 16 GB V100 GPU has more than ∼ 2753

cells). Furthermore, at every timestep the conserved fluxes and electric fields need
to be synchronized between fine and coarse time-layers on block faces and edges to
guarantee energy/momentum conservation and the divergence free evolution of mag-
netic fields (Balsara 2001). This synchronization step is performed half-way during
each (full) timestep, before the (final) conserved-to-primitive variable inversion, which
prevents the fine and coarse layers from running fully independently from each other,
potentially leading to an unbalanced load slowing down computation.

To mitigate these performance-related issues H-AMR uses a load balancing strat-
egy that attempts to keep both the number of timesteps and the number of blocks
at each timelevel per GPU constant, while adhering as closely as possible to the uti-
lized space filling curve. To prevent GPUs from running out of memory during e.g.
(de)refinement steps (each 16 GB GPU can only fit a ∼ 2563 grid), H-AMR may in
rare cases also perform intermediate load balancing steps or may reduce the number
of timelevels. LAT typically reduces the number of timesteps by a factor of 5 − 10,
which leads to a factor 3− 5 speedup when running on 4500 V100 GPUs.

2.4.5 Scaling

Excellent weak scaling of ∼ 25%, corresponding to ∼ 1.5 × 108 zone cycles/s/node
(∼ 109 zone cycles/s/node effectively due to LAT), is achieved on 4500 NVIDIA V100
GPUs (Fig. 2.4) through the previously described algorithmic optimizations in addi-
tion to the use of NVIDIA specific features such as NVLINK for transfers between
GPUs on a single node and GPU-DIRECT for MPI transfers between GPUs on dif-
ferent nodes. These scaling tests were performed on OLCF Summit for a complex
problem involving a h/r = 0.02 thin accretion disk tilted by 65◦ with a total effec-
tive resolution of up to 13800 × 4680 × 8096. This grid features 105 blocks of size
48 × 48 × 64 and uses 4 levels of AMR, 2 external layers of SMR, 4 internal layers
of SMR and 5 levels of LAT. Increasing the block size to 1503 and disabling LAT
increases the weak scaling efficiency to ∼ 75%, primarily because inefficiencies in load
balancing related to LAT (Sec. 2.3.3) disappear and the MPI interconnect bandwidth
becomes a smaller bottleneck for the larger sized blocks.
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Figure 2.4: H-AMR shows an excellent ∼ 25% weak scaling on 4500 GPUs/750 nodes (blue) of
OLCF Summit for a complicated grid (see Sec. 2.4.5), which uses 20 blocks of size 503 per GPU.
The weak scaling increases to ∼ 75% for a simple grid with no AMR/SMR/LAT and a single 1503

sized block per GPU (red).

We also note that as long as the AMR blocks exceed ≳ 503 in size and the prob-
lem guarantees a resolution of ≳ 1253 per GPU the strong scaling efficiency for any
arbitrary problem remains excellent. This second limitation arises from the fact that
a GPU needs to keep ∼ 105 CUDA threads occupied, which is not possible with small
grids on modern GPUs, especially when LAT reduces the total number of timesteps.

2.5 Discussion
The extensive optimizations presented in this paper bring state of the art GRMHD
simulation to the exascale level, e.g. to clusters with more than 1018 FLOP/s of FP64
performance. This has been verified using scaling tests involving 1000s of V100 GPUs
on OLCF Summit for real world problems that utilize many AMR layers, small AMR
block sizes and extremely high resolutions. H-AMR has demonstrated that through
a performance focused design involving GPUs combined with a 3D AMR framework
designed from the ground up and featuring a local adaptive timestepping routine, it is
possible to boost the performance of GRMHD codes by at least 2 and up to 5 orders
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of magnitude. This speedup is attained by the following factors. GPUs typically
provide a factor 25 speedup compared to a non-vectorized version of H-AMR running
on 16 Skylake cores. H-AMR’s largest gain comes from the advanced treatment of
the polar region which provides a typical speedup factor of 101 − 102. LAT speeds
computation up by another factor of ∼ 5. Finally, AMR can reduce the number of
cells in the grid by a factor of ∼ 10 for many complex problems.

This paves the way for a next generation of GRMHD simulations, which will
explore thin tilted accretion disks, simulate 3D jets over 5 orders of magnitude in
space and time, calculate nucleosynthesis during binary mergers and explore tidal
disruption events at unprecedented resolutions for record breaking physical runtimes.
Furthermore, the extensive speedup has created room to incorporate non-ideal physics
such as radiation, nuclear reaction networks and two temperature thermodynamics
into future versions of H-AMR, which may lead to important insights into many of
the above mentioned problems.

We refer the reader to Porth et al. (2019) for code validation tests using a relatively
recent version of H-AMR, which were performed in the context of a community-
wide GRMHD code comparison project. A more comprehensive code paper will be
published once the development of a full radiative version of H-AMR with advanced
Riemann solvers has been finished.
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Abstract

Gas falling into a black hole (BH) from large distances is unaware of BH spin di-
rection, and misalignment between the accretion disc and BH spin is expected to be
common. However, the physics of tilted discs (e.g., angular momentum transport and
jet formation) is poorly understood. Using our new GPU-accelerated code H-AMR,
we performed 3D general relativistic magnetohydrodynamic simulations of tilted thick
accretion discs around rapidly spinning BHs, at the highest resolution to date. We
explored the limit where disc thermal pressure dominates magnetic pressure, and
showed for the first time that, for different magnetic field strengths on the BH, these
flows launch magnetized relativistic jets propagating along the rotation axis of the
tilted disc (rather than of the BH). If strong large-scale magnetic flux reaches the BH,
it bends the inner few gravitational radii of the disc and jets into partial alignment
with the BH spin. On longer time scales, the simulated disc-jet system as a whole un-
dergoes Lense-Thirring precession and approaches alignment, demonstrating for the
first time that jets can be used as probes of disc precession. When the disc turbu-
lence is well-resolved, our isolated discs spread out, causing both the alignment and
precession to slow down.



3 Precessing Tilted Disc-Jet Simulations

3.1 Introduction

The angular momentum of matter accreting onto a spinning black hole (BH) is ex-
pected to often be misaligned with the BH spin, in wide range of systems including
X-ray binaries, active galactic nuclei (AGN), tidal disruption events (TDEs), and BH-
neutron star mergers, with observations indicating the presence of such discs in some
systems (e.g., Hjellming & Rupen 1995; Caproni et al. 2006).

Disc tilt has been invoked to explain quasi-periodic oscillations (QPOs) in BH
systems (Stella & Vietri 1998; Ingram et al. 2009) and variability in the jet orientation
(Tchekhovskoy et al. 2013). Without an accurate theoretical description of tilted
accretion flows, 3D MHD simulations in general relativity (GR) are an excellent tool
for understanding these important systems.

An effect of crucial importance for tilted accretion is Lense-Thirring precession
(LT; Lense & Thirring 1918). In GR, massive rotating objects distort nearby inertial
frames (“frame-dragging"). Such twisting induces nodal precession in test particles on
tilted orbits, depending on their distance to the central object (precession frequency
∝ 1/r3). We characterise warps in the disc in terms of the precession angle P(r) with
respect to the initial disc orientation and the tilt angle T (r) with respect to the BH
spin. MHD effects allow perturbations in T (r) and P(r) to travel radially, affecting
the overall disc behaviour.

Disc warps can travel by means of pressure waves and viscosity (parametrized by
the viscosity parameter α), which is generated by magnetic turbulence. In thin high-
viscosity discs, with scale height H/R < α, pressure waves are damped and warps
travel by viscous diffusion (Papaloizou & Pringle 1983). Here, we work in the opposite
limit of thick low-viscosity discs, with H/R > α. In such discs, pressure waves can
travel freely at about half the sound speed (Papaloizou & Lin 1995). In this wave-
like limit, T (r) oscillates in radius at r ≲ 20 rg (Demianski & Ivanov 1997; Ivanov
& Illarionov 1997; Lubow & Ogilvie 2000; Lubow et al. 2002). This prediction was
confirmed in simulations of tilted accretion discs using GR hydrodynamics (Mewes
et al. 2016) and GRMHD (Fragile & Anninos 2005; Fragile et al. 2007). The latter
simulations also showed LT precession of the disc around the BH at a constant rate
(constant dP/dt), with the disc behaving as a rigid body. Interestingly, the precession
frequency was found to be consistent with observed Type-C QPOs.

On the other hand, jets can strongly affect the accretion flow and its orientation:
when the magnetic flux on the BH is strong enough to obstruct the inner disc infall
(Narayan et al. 2003), the associated jets extract large amounts of rotational energy
from the BH and the disc (Tchekhovskoy et al. 2012; Tchekhovskoy 2015) and com-
press the disc vertically (Tchekhovskoy et al. 2011; Tchekhovskoy & McKinney 2012;
McKinney et al. 2012). In this so-called magnetically arrested disc (MAD) regime,
the jets can force the inner parts of tilted thick, radially extended accretion discs to
align with the BH spin (McKinney et al. 2013; Polko & McKinney 2017). However,
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Model a rin [rg] rmax [rg] Tinit [deg]
All 0.9375 12.5 25 30

Short Full model B-flux Resolution, Q-factor tsim
name name strength Nr ×Nθ ×Nφ Qr, Qθ, Qφ [105tg]

S-R S25A93 Strong 448× 144× 240 (9, 9, 32) 1.2

S-HR S25A93HR Strong 896× 288× 480 (30, 28, 80) 0.75

W-U S25A93WLR Weak 448× 144× 240 (2.5, 3, 16) 1.2

W-R S25A93W Weak 896× 288× 480 (20, 18, 53) 1.2

W-HR S25A93WHR Weak 1792× 576× 960 (59, 55, 138) 0.3

Table 3.1: [top panel:] Parameters common to all models: BH spin a, the radii of the torus
inner edge rin and pressure maximum rmax, the initial tilt angle Tinit, and simulation duration tsim.
[bottom panel:] Short and full model name (i.e., S25A93 stands for size and BH spin, W for weakly
magnetised, LR or HR for low or high resolution), the strength of the magnetic flux, the resolution
Nr,θ,ϕ, and the quality factor Qr,θ,ϕ (the number of cells per MRI fastest growing wavelength in
r−, θ−, and ϕ−directions) at t = 5× 104 tg . Short names of the models link to 3D animations in a
YouTube playlist.

the behaviour of jets produced by tilted discs with smaller magnetic fluxes, in the
so-called standard and normal evolution (SANE, Narayan et al. 2012) regime, and/or
smaller radial extents remains completely unexplored.

Here we study tilted thick disc-jet systems for a range of magnetic field strength
and with disc size changing substantially over time, using first-principles GRMHD
simulations. We describe our numerical method in Sec. 3.2 and our numerical setup
in Sec. 3.3. We present our results in Sec. 3.4 and conclude in Sec. 3.5.

3.2 H-AMR (“hammer”) code

We use a new massively parallel 3D GRMHD code H-AMR (pronounced “hammer”)
accelerated by Graphical Processing Units (GPUs). We developed H-AMR based on a
2D serial open-source code HARM2D (Gammie et al. 2003; Noble et al. 2006). H-AMR
performs 10 times faster on a GPU than on a 16-core CPU. H-AMR is parallelised
via MPI with domain decomposition and scales well to thousands of GPUs, achieving
weak scaling efficiency of 85% on 4096 GPUs for a tile size of 1003 cells on the Blue
Waters supercomputer (see Supporting Information [SI] Section 2.1).

H-AMR features a staggered grid for constrained transport of magnetic field (Gar-
diner & Stone 2005), adaptive mesh-refinement (AMR, not used adaptively here), and
a locally adaptive time step (details to be described in future work). These special-
ized features substantially speed up the simulations, which we carry out on a spherical
polar grid (see also SI Section 2.3). We use outflow boundary conditions in the r−,
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transmissive polar boundary conditions in the θ−, and periodic boundary conditions
in the ϕ−direction. The radial grid is uniform in log r and extends from just inside
of the event horizon out to 105rg, where rg = GM/c2 is the gravitational radius,
such that the outer boundary is causally disconnected over the simulation duration,
≳ 105tg, where tg = rg/c. If our grid were uniform in ϕ and θ, cells would become pro-
hibitively small near the polar axis. To mitigate this problem, we adopt the approach
of Tchekhovskoy et al. (2011) of stretching the polar cells in θ and, additionally, use
2−4 layers of static mesh-refinement to decrease the ϕ-resolution, giving a speedup
by a factor of 4−16 (see SI Sections 2.2–2.3). Local adaptive time-stepping between
the tiles gives an additional speed-up by a factor of 2−3. In practice, these advanced
features give a speedup by a factor of 10−30 (see SI Section 2.1). The high speed
of the code allows us to study tilted discs at much higher resolution and over longer
durations than was possible until now, as required to handle the large dynamic range
necessary to study tilted accretion and jets in 3D.

3.3 Numerical models

Our simulations start with a hydrostatic torus (Fishbone & Moncrief 1976) for a BH
spin a = 0.9375 and use a Kerr-Schild foliation. We use an ideal gas equation of
state, pg = (γ − 1)ug, where pg and ug are the thermal pressure and energy density,
and γ = 5/3. We place the torus inner edge at rin = 12.5rg and density maximum
ρmax = 1 at rmax = 25rg. We tilt the torus relative to the BH spin by an angle,
Tinit = 30◦. In contrast to earlier work in which the BH spin was tilted with respect
to the grid (Fragile & Anninos 2005; Fragile et al. 2007; Fragile 2009; McKinney
et al. 2013), we tilt the disc itself and leave the BH spin pointed along the polar axis,
because an axisymmetric metric lowers the memory footprint.

We carried out five production models listed in Table 3.1, each differing in the
amount of the initial magnetic flux and resolution. For our strongly magnetized mod-
els (denoted with ‘S-’), we insert in the torus a large magnetic field loop, described
by the magnetic vector potential Aϕ ∝ (ρ − 0.05)2r3, where ρ is the rest mass den-
sity. For our weakly magnetized models (denoted with W-), we use a smaller loop,
Aϕ ∝ (ρ− 0.05). We simulate the two models, S-R and W-R, using sufficiently high
resolutions (resolved, denoted with ‘-R’; see Table 3.1) to resolve the magnetorota-
tional instability (MRI; Balbus & Hawley 1991) that fuels magnetic turbulence. We
simulate models S-HR and W-HR at twice the resolution in all three dimensions to
check for convergence (highly resolved, denoted with ‘-HR’). Finally, we set up a fifth
model, W-U to be physically identical to model W-R but with only half the resolution
in all three dimensions (under-resolved, denoted with -U; see Table 3.1), in order to
investigate the effect of under-resolving the MRI.

We set the numerical resolution, Nr ×Nθ ×Nϕ (see Table 3.1), to attain a near-
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unity cell aspect ratio everywhere. We normalise the magnetic pressure, pB , such
that it is subdominant compared to pg, by setting pg,max/pB,max = 100. Follow-
ing the approach of Ressler et al. (2017), we enforce throughout the simulations
that ρc2 ≥ max(pB/50, 10

−6c2(r/rg)
−2) and ug ≥ max(pB/150, 10

−7c2(r/rg)
−2γ),

approximating physical processes that mass-load relativistic jets at their base, where
pB ≫ ρc2.

We note that using a spherical polar grid to simulate tilted disc-jet systems is chal-
lenging, because improper treatment of the transmissive polar boundary condition can
lead to numerical artifacts. To demonstrate that the disc and jets pass freely through
the polar coordinate singularity, we carried out test simulations using the parameters
of model S-R (see SI Section 2.4). Firstly, we verified that the two equivalent ways
of simulating a tilted system – i.e., separately misaligning (i) the BH (a = 0.9375)
or (ii) the disc by 30 degrees relative to the grid – do indeed give consistent profiles
for T (r) and P(r). Secondly, we verified that the simulation outcome of a BH-torus
system is independent of its orientation relative to the grid. Namely, we simulated
an aligned BH-torus system oriented along the polar axis and compared it to that
oriented at 30 degrees relative to the polar axis, for two values of the BH spin (a = 0

and a = 0.9375). Please see SI Sec. 2.4 for more detail.

3.4 Results

In all five models (Table 3.1), magnetic turbulence develops and the gas reaches the
BH as seen in Figure 3.1(a-b). Accretion occurs via two polar plunging streams,
consistent with the findings of Fragile et al. (2007) who studied the dynamics of tilted
accretion flows with weak magnetic flux at a resolution similar to our model W-U.
As Figure 3.1(c-d) shows, each of our models produces an energetically-significant
outflow of energy, with power Poutflow ≡ Ṁc2 − Ė ≳ (0.1−1)Ṁc2. Here Ṁ and Ė are
mass and total energy accretion rates onto the BH. For all five models, 3D animations
are available (see SI or this YouTube playlist).

Figure 3.2 shows a volume rendering for model W-R after 1.4× 104 tg and 105 tg.
Model S-R looks similar, but its jet has a larger opening angle reflecting the stronger
outflow power than in model W-R [see Figure 3.1(b)]. In all our models, we find that
the jets are connected by magnetic field lines to the event horizon (see Figure 3.2)
and therefore appear to be powered by the extraction of BH rotational energy via the
Blandford-Znajek (BZ; Blandford & Znajek 1977) mechanism. They reach relativistic
Lorentz factors γ ≳ 10 at r ≲ 200rg, similar to 2D jets (Beskin & Nokhrina 2006;
McKinney 2006; Tchekhovskoy et al. 2008).

Comparison of the two panels in Figure 3.2 shows that the disc orientation changes
over time, i.e., the tilted disc precesses. This is also seen in Figure 3.1(e-f) through the
increase in P. We measure P and T of the disc by calculating its angular momentum
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Figure 3.1: Time dependence of mass accretion rate Ṁ in units of Minit/tg [panels (a-b)], where
Minit is the initial torus mass; outflow power Poutflow in units of Minitc

2/tg [panels (c-d)]; precession
angle P [panels (e-f)] and tilt angle T [panels (g-h)], where both angles measured over the radial
interval 50−150 rg ; and disc radial extent rdisc [panels (i-j)], which is the average radius, in the
plane of the disc, weighted by rest mass density. The left and right columns show respectively the
weak (W-) and strong (S-) magnetic field models, for the resolved runs (-R, thick dashed blue lines),
highly resolved runs (-HR, solid thin green lines), and under-resolved run (W-U, dotted red lines).
All variables show approximate convergence between the resolved and highly resolved runs. Both
differ greatly from the under-resolved run (W-U).
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Figure 3.2: Volume rendering of density [log(ρ) in blue and green, indicating the disc] and jet
magnetic field lines coloured by the scaled magnetic energy density [pBr/ρc2 > 0.5 in red and
yellow, indicating the jets] for model W-R at 1.4 × 104 tg (left) and 105 tg (right). The magnetic
field lines in the jets are shown with yellow-red lines, threading the entire volume rendering of the
jet. We measure distances in units of rg . The disc-jet system precesses as a whole around the BH
spin vector, which is vertical in the figure. As the simulation progresses, the disc spreads outward,
its density profile flattens, and the distance between the high and low density regions increases.

vector (Nelson & Papaloizou 2000; Fragile & Anninos 2005) as a function r. [We
measure the location of of the jet by isolating the highly magnetized region (using
pB > ρc2/2r) and weighing its position by the magnetic pressure on spherical shells
(see SI Section 3).] In addition to precession, the disc also aligns with the BH spin, as
seen in Figure 3.1(g-h) through the decrease in T . In the simplest case, model W-U,
the disc precesses at a constant rate, dP/dt = constant, as expected for a misaligned
disc angular momentum vector under the action of a constant LT torque (see Fragile
et al. 2007). LT precession also induces a twist in the innermost disc. That effect
remains relatively constant over time (in agreement with Fragile et al. 2007), allowing
for solid–body-like precession of the whole system.

Figure 3.1(e-h) shows that in our models with well-resolved MRI, S-R and W-R,
the alignment and precession slow down over time. Indeed, well-resolved MRI is
crucial for capturing disc angular momentum transport and outward expansion [see
Figure 3.1(i-j)] that brings the disc angular momentum out of reach of jet and LT
torques (both are stronger near the BH) and impedes the alignment and precession.
The approximate agreement between the -R and -HR models (with numerical reso-
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Figure 3.3: Time-dependence of precession [panel (a)] and tilt [panel (b)] angles of the disc (blue)
and the upper jet (red), as measured at 50 rg ≤ r ≤ 150 rg in model W-R, with 1σ error bars
showing variation across this radius interval. The jet direction closely tracks the disc rotation axis.
Jet wobbling by several degrees, evident in both panels, could give rise to jet-powered high-energy
flares.

lutions in every dimension different by a factor of 2) indicates that our results are
reasonably converged with the numerical resolution.

Figures 3.2 and 3.3(a) show that the jets precess together with the disc: the
spatially-averaged (over 50rg ≤ r ≤ 150rg) P of the disc and jet closely track each
other in time. Figure 3.3(b) shows that the disc and jet not only precess together but
also align together, with the tilt angle decreasing from ∼ 30◦ to ∼ 25◦.

Figure 3.4 shows the tilt T (top row) and precession P (bottom row) angles for
models W-R (left column) and S-R (right column) vs r at t = 5×104 tg. The jets align
with the disc far from the BH. Radial tilt oscillations lead to the peak in disc tilt angle
at r ∼ 10 rg, as expected for a thick disc (Lubow & Ogilvie 2000; Lubow et al. 2002),
in agreement with previous work (Fragile et al. 2007). Strong twisting close to the BH,
indicated by the steep radial dependence of disc precession angle at r ≲ 10 rg, builds
up early on in the simulation and remains constant thereafter (Fragile et al. 2007).

Figure 3.4(a-b) shows that in model S-R the disc and jets tend to align with
the black hole spin in the inner few rg, while in the weak field case W-R the jet
remains misaligned up to the event horizon. This result supports the notion that
strong jets can align the inner parts of disc-jet systems with the BH spin (McKinney

34



3.4 Results

Figure 3.4: Radial profiles of tilt T and precession P angle of an upper jet (red dotted lines; the
other jet is similar), averaged over t = 4.5− 5.5× 104tg , closely follow those of the disc (blue curves)
at r ≳ 3rg (using spherical radius for both the jet and the disc, error bars indicate 1σ-variation
across this time interval). In both cases of weak (model W-R, left panels) and strong (model S-R,
right panels) magnetic flux, jets propagate along the disc rotational axis, not the BH spin axis. At
r ≲ 10rg , radial tilt oscillations cause variations in the disc and jet tilt angles [panels (b), (d)]. If
strong magnetic flux is present, as in model S-R [panel (d)], it can bend the innermost ≲ 3rg of the
disc and jets into partial alignment with the BH spin.

et al. 2013; Polko & McKinney 2017). However, the alignment can be very limited in
distance, r ≲ 3rg, and magnitude: the stronger magnetic flux in model S-R leads to an
additional disc alignment relative to model W-R by only ∼ 4 degrees at r ∼ 15−50rg.
Also, the LT torque acting on a twisted accretion disc can contribute to the alignment
indirectly. When precessed material mixes due to viscous dissipation (see, e.g., King
et al. 2005; Sorathia et al. 2013), the net result is alignment with the BH spin. Since
jets and (MRI-driven) dissipation both depend on magnetic field strength, both could
lead to differences in alignment between S-R and W-R.
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3.5 Discussion and Conclusions

We carried out GRMHD simulations of tilted BH accretion discs at the highest res-
olutions to date (effective resolution ∼1 billion cells). We find that our discs, with
an initial tilt of 30 degrees relative to the BH of spin a = 0.9375, undergo LT solid-
body–like precession (see also Fragile et al. 2007). Our simulations for the first time
show that tilted precessing discs can launch relativistic jets. The jets (i) propagate
along the disc rotation axis and (ii) precess together with the disc.

The amount of large-scale vertical magnetic flux significantly affects the orienta-
tion of the disc and jets: when the BH is saturated with the flux, as in our model
S-R, it is able to warp the disc and jets into partial alignment with the BH spin in
the inner few rg [Figure 3.4(b)]. Differences in magnetic flux content can also explain
differences with McKinney et al. (2013), who reported partial alignment of the jet
with the BH spin up to ∼100 rg. We have replicated in H-AMR one of their models
(A0.99N100T0.6). Their initial conditions contain much more magnetic flux in a 100-
fold larger disc. As accretion drags the large-scale vertical magnetic flux inwards over
time, not only the BH but also the inner accretion disc gets saturated with magnetic
flux (i.e., reaches the MAD state), with average pg/pmag within 100 rg decreasing to
∼1, much lower than 18 and 35 in our models S-R and W-R, respectively.

Type-C QPOs observed from BH XRBs have been interpreted as LT precession of
the inner accretion flow (Stella & Vietri 1998; Ingram et al. 2009, 2016). If the jet base
is X-ray bright (Markoff et al. 2005), the precession can lead to quasi-periodic swings
in the X-ray polarisation angle in addition to those expected from the inner disc
alone (Ingram et al. 2015). This can be tested with the Imaging X-ray Polarimetry
Explorer (IXPE) due to launch in 2020. Observing longer-term changes in large-scale
jet orientation due to LT precession (e.g., Ekers et al. 1978; Bridle et al. 1979; Martí-
Vidal et al. 2011; Kalamkar et al. 2016) can enable new tests of GR, BH accretion,
and jet physics (e.g., Stone & Loeb 2012). The precession of AGN jets can cause them
to spread their power over a large area and heat the ambient gas instead of escaping
out of the galaxy/cluster (Nawaz et al. 2016; Yang & Reynolds 2016). Together with
the jet wobbling due to magnetic instabilities (Tchekhovskoy & Bromberg 2016), this
can provide an explanation for the unexpectedly high temperature of the intra-cluster
medium, known as the cooling flow problem.

In addition to solid-body–like precession, we find that tilted disc-jet systems align
with the BH spin axis over longer, accretion timescales (see also Foucart et al. 2011).
Strong large-scale magnetic fields and the associated powerful jets accelerate this
alignment [Fig. 3.4(a-b)]. Short-timescale wobbles of several degrees in jet orientation
superimposed on the smooth precession and alignment trends [Figure 3.3(a-b)] could
boost jet emission in and out of our line-of-sight and result in jet-powered high-energy
flares similar to those in the X-ray light curve of a tidal disruption event Swift J1644
(e.g., Bloom et al. 2011).
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We found it important for the simulations to resolve the MRI throughout the disc
(see also this 3D visualization of the effects of resolution on our weak-field models).
Magnetic turbulence causes angular momentum transport and radial disc expansion
[Fig. 3.1(i-j)] that substantially slows down the precession [Fig. 3.1(e-f)] and alignment
[Fig. 3.1(g-h)] by redistributing most of the angular momentum out of reach of the
BH. Our thick discs are isolated, and external disc feeding from large radii (e.g., by
a stellar debris stream in TDEs or a geometrically thin disc in AGN and XRBs) can
affect the disc expansion either by the addition of new gas or by applying external
pressure. Also, geometrically-thin discs (H/R < α) have a longer viscous time, which
can reduce disc expansion and affect precession and alignment. We use H-AMR to
study that limit in future work.
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3.7 Supporting Information
Additional Supporting Information may be found in the online version of this article:
code technical details and tests, and movie files. See our YouTube playlist for 3D
visualizations of all five models.
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3.8 Supplementary Information

3.8.1 Comparison between CPU- and GPU-version of H-AMR
For GPU-to-CPU performance comparison of our code, we compare a typical GPU
node with a typical CPU node, both of the same generation. For example, on Blue
Waters, a GPU node consists of a K20x NVIDIA GPU and a CPU node of 2 AMD
Interlagos CPUs consisting of 16 floating point cores (FPUs). On the K20x GPU,
H-AMR makes 9 million zone-cycles per second, outperforming the 2 Interlagos CPUs
by a factor 9 (where each Interlagos FPU operates at 7×104 zone cycles/s). For newer
generations, we could compare a V100 NVIDIA GPU with an Intel SkyLake 16-core
CPU, running the AVX-vectorized version of H-AMR. In this case, H-AMR makes
100 million zone-cycles per second on the V100 GPU, outperforming the SkyLake
CPU by a factor 14 (where each Skylake core operates at 1.1 × 106 zone cycles/s).
This comparison does not take into account the usage of a local adaptive timestep.

3.8.2 Polar boundary condition
The first step in our treatment of the polar singularity (at θ = 0 and π ) is removing
the first slice of cells in θ , which wrap around the polar axis. These cells have no face
at the polar axis, making them incompatible with GRMHD schemes. Fluxes through
any surface at θ ∼ 0 and θ ∼ π, φ = φi are passed on to the cells located at θ ∼ 0 and
θ ∼ π, φ = φi+π. To keep the total volume of the simulation fixed, we correct for the
excision of the first slice by enlarging the second slice of cells slightly (by increasing
the value of

√
−Det(g) ). Ideally, this step would be sufficient. However, our test

simulations have shown that, under this setup, the polar axis is prone to producing
artificial magnetic flux. Associated artefacts can be strong enough to destabilize the
relativistic jets completely. The stability of the polar axis can be greatly improved by
considering the cell faces that touch the polar axis. In the staggered grid of H-AMR,
only the electric field components Er and Eφ are defined on these faces. For Er on
these faces, we take the average across the cells in φ . Also, we set Eφ = 0 for the faces
on the singularity, because the φ direction is undefined on the singularity. This is
needed because non-zero values of Eφ can create non-zero divergence of the magnetic
flux on the polar axis (or extremely close to it). From the induction equation, we have:
dB/dt = −∇×E. Non-zero values of Eφ on the polar axis introduce an artificial curl
term, increasing the magnetic flux in the radial direction.

3.8.3 Grid setup
To make sure that the timestep near the pole does not slow down our simulations,
following (Tchekhovskoy et al. 2011), we first stretch out in the θ -direction the cells
immediately adjacent to the pole, as illustrated in Figure S1. However, this approach
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Figure 3.5: An azimuthal slice of the grid setup of model W-R in z (rg) versus x ((rg), with lines
of constant internal coordinates X1 (= logr) and X2 (∼ θ ) shown, for every 8th cell, with a total
resolution of 896 × 288 × 480. This plot shows how X2 behaves as θ , but stretches near the polar
axis to avoid the catastrophic limitation of the time step by the small φ -extent of the cells.

only helps for low resolutions since the polar stretch scales linearly with the total
resolution in φ. At high resolution this stretch would become unacceptably high. To
mitigate this problem we use either 2, 3 or 4 levels of derefinement (we use more
levels for higher resolutions) in the φ -dimension as shown in figure S2. This helps
us to keep the cell aspect ratio close to 1:1:1, leading to an optimal timestep while
preserving the accuracy in the polar regions of the grid.

3.8.4 Transmissive Polar Boundary Condition Tests
We have conducted several tests to verify that our results do not depend on the
orientation of the system relative to the grid. In test 1 (Figure 3.7), we simulated
tilted accretion (30 degrees) by tilting either the disc or the black hole with respect
to the polar axis. In test 2, we simulated aligned accretion either by tilting both the
disc and the black hole or by keeping both aligned with the polar axis, both for spin
a=0.9375 (see Figure 3.8)) and a=0 (see Figure 3.9)). Since the runs show natural
variation due to different initial perturbations of thermal pressure in the disk (to seed
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Figure 3.6: Grid setup of model W-R in 3D, illustrating grid de-refinement in the φ -direction
near the polar axis, over 3 AMR levels. This de-refinement leaves the resolutions in the r- and θ

-directions unchanged. The grid consists of 1,200 blocks in total, each of which has the same number
of cells (224× 12× 30). The first row of blocks spans the range of 0− 7.5 degrees in θ at large radii
(where the grid is spherically symmetric) and consists of 2 blocks in φ (with the total φ -resolution of
60 cells); the second row (7.5−15 degrees in θ) consists of 4 blocks in φ (with the total φ -resolution
of 120 cells); the third and fourth rows (15-30 degrees in θ) consist of 8 blocks in φ (with the total
φ -resolution of 240 cells). The remainder of the grid (30− 150 degrees in θ) consists of 16 blocks in
φ (with total φ -resolution of 480 cells). (Figure credit: Mark Vanmoer)

the MRI), we also show the error bars (showing 1-σ deviation) in each figure and
the variation between runs S-R and S-HR in Figure S3. Even in initially aligned
runs, large-scale eddies develop and persist during the averaging interval, eventually
causing misaligned accretion to develop, with tilts up to 5 degrees. The results of
these tests show that the results for the tilt and precession angle evolution are robust.

3.8.5 Calculation of Jet Direction
We calculated the direction of the jet as follows:

1) First, we selected the jet regions using a cutoff for scaled magnetic energy
density: pB/ρ > 0.5.

2) Next, we separated the upper jet from the lower jet. In these simulations, above
10rg, it was sufficient to use the midplane of the BH (upper jet: 0 < θ < π/2; lower
jet: π/2 < θ < π). Below 10rg, the jets extended partly across the BH midplane
(due to the disc tilt). In this region, radial magnetic fields dominated, so we used
br > 0 to select the upper jet and br < 0 to select the lower jet. In this way, we could
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Figure 3.7: Tilt and precession profiles of the disc (until 250rg) and jet as a function of radius,
averaged over t = 10, 000− 18, 000tg , for three equivalent simulations of tilted accretion (30 degrees
initial tilt), two with the disc tilted with respect to the polar axis, in red dashed lines (model S-R)
and solid blue lines (model S-HR) and one with the black hole tilted with respect to the polar axis,
in green dotted lines. All models include 1-σ error bars of variation across t = 10, 000 − 18, 000tg .
Overlap between the three models shows convergence between the runs with small (insignificant)
differences, as expected for equivalent setups with different initial perturbations.
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Figure 3.8: Tilt profiles of the disc (until 250rg) and jet as a function of radius, averaged over
t = 10, 000 − 18, 000tg , for two equivalent simulations of aligned accretion (a = 0.9375), one with
both the disc and spinning black hole tilted with respect to the polar axis, in solid blue lines, and
one with both aligned with the polar axis, in red dashed lines. Both models include 1-σ error bars
of variability over the interval t = 10, 000 − 18, 000tg . Overlap between the two models indicates
the convergence between the runs with small (insignificant) differences, as expected for equivalent
setups differing only by the initial random perturbations.
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Figure 3.9: Tilt profiles of the disc (until 250rg) and jet as a function of radius, averaged over
t = 10, 000−18, 000tg , for two equivalent simulations of accretion (a = 0), one with both the disc and
non-spinning black hole tilted with respect to the polar axis, in solid blue lines, and one with both
aligned with the polar axis, in red dashed lines. Both models include 1-σ error bars of variability
over the interval t = 10, 000− 18, 000tg . Overlap between the two models indicates the convergence
between the runs with small (insignificant) differences, as expected for equivalent setups differing
only by the initial random perturbations.
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3 Precessing Tilted Disc-Jet Simulations

distinguish the magnetic pressure of the upper jet, pB,up, from that of the lower jet,
pB,down.

3) For each radius, we obtained the x-, y-, z-coordinates of the center of the upper
or lower jet, by calculating the average x, y, and z, weighted by magnetic pressure
pB,upor pB,down. We use cartesian coordinates to avoid ambiguities near the polar
axis. For example, for x of the upper jet, we have:

xjet(r, t) =

∫ π

0

∫ 2π

0
pB,up

√
−det(g)dφdθ∫ ∂

0

∫ 2π

0
pB,up

√
−det(g)dφdθ

) (3.1)

With identical equations for yjet and zjet. Also, we obtained the jet center as a
function of time, by choosing a specific radial range, r1 − r2:

xjet(t) =

∫ r2
r1

∫ π

0

∫ 2π

0
pB,up

√
−det(g)dφdθdr∫ r2

r1

∫ π

0

∫ 2π

0
pB,up

√
−det(g)dφdθdr

(3.2)

Or as a function of radius, by choosing a specific temporal range, t1 − t2:

xjet(r) =

∫ t2
t1

∫ π

0

∫ 2π

0
pB,up

√
−det(g)dφdθdt∫ t2

t1

∫ π

0

∫ 2π

0
pB,up

√
−det(g)dφdθdt

(3.3)

4) Finally, we transform the cartesian coordinates of the jet center to angular
values θ and φ to obtain the tilt and precession angle, respectively, as a function of
radius, time, or both. For this transformation, we used simply (x = r sin(θ) cos(φ)),
(y = r sin(θ) sin(φ)), (z = r cos(θ)) . Accounting for the black hole spin ((x =√
r2 + a2 sin(θ) cos(φ)), (y =

√
r2 + a2 sin(θ) sin(φ)), (z = r cos(θ))) produced equiv-

alent outcomes.
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Abstract

In the course of its evolution, a black hole (BH) accretes gas from a wide range of
directions. Given a random accretion event, the typical angular momentum of an
accretion disc would be tilted by ∼60◦ relative to the BH spin. Misalignment causes
the disc to precess at a rate that increases with BH spin and depends on disc mor-
phology. We present the first general-relativistic magnetohydrodynamic (GRMHD)
simulations spanning a full precession period of highly tilted (60◦), moderately thin
(h/r = 0.1) accretion discs around a rapidly spinning (a ≃ 0.9) BH. While the disc
and jets precess in phase, we find that the corona, sandwiched between the two, lags
behind by ≳ 10◦. For spectral models of BH accretion, the implication is that hard
non-thermal (corona) emission lags behind the softer (disc) emission, thus potentially
explaining some properties of the hard energy lags seen in Type-C low frequency
quasi-periodic oscillations in X-Ray binaries. While strong jets are unaffected by this
disc-corona lag, weak jets can stall when encountering the lagging corona at distances
r ∼ 100 BH radii. This interaction may quench large-scale jet formation.



4 GRMHD simulations of tilted accretion discs

4.1 Introduction

Evidence is growing that many accreting black holes (BHs) have accretion discs that
are misaligned relative to the BH equator. Because supermassive BH spin magnitude
and direction are set by the history of randomly oriented gas accretion events and
galaxy mergers, misaligned accretion can naturally arise (Volonteri et al. 2005; King
et al. 2005). Indeed, misalignment between inner and outer disc is found in AGN
masers (see e.g. Herrnstein et al. 2005; Caproni et al. 2006, 2007; Greene et al. 2013).
For X-ray binaries (XRBs) the dynamical evolution of the system, which may include
asymmetric supernova kicks and 3-body interactions in stellar clusters, can also lead
to substantial misalignment. Indeed, the jets in XRB GRO J1655–40 are offset by
15◦ from the binary plane (Hjellming & Rupen 1995; Greene et al. 2001; Maccarone
2002).

In view of these observations, it is important to understand how accretion discs
respond to the misalignment relative to the BH spin. An important effect here is
general relativistic (GR) frame dragging, which is associated with the BH spin and
known to induce nodal Lense & Thirring (1918, LT hereafter) precession of orbits
inclined to the BH equatorial plane. As the precession frequency decreases with
distance from the BH roughly as ΩLT ∝ a/r3, frame dragging is predicted to warp
tilted accretion discs. When the disc is geometrically thick, i.e. the dimensionless scale
height is larger than the viscosity parameter, h/r > α, as would be expected in all low
luminosity AGN and hard state XRBs (Narayan & Yi 1994), viscous diffusion of the
warp plays a minimal role (Papaloizou & Pringle 1983) and the warp is communicated
radially through bending waves traveling at approximately half the speed of sound
(Papaloizou & Lin 1995). When the tilt (measured in radians) is small compared
to h/r, a bending wave dominated disc accretes misaligned and forms smooth radial
oscillations in tilt closer to the BH (Ivanov & Illarionov 1997; Lubow et al. 2002;
Fragile et al. 2007; Liska et al. 2018a). Since a larger non-linear tilt, exceeding the
disc scale height, is expected in many systems (King et al. 2005), it is crucial to
understand how a disc responds to such a large tilt.

Due to the absence of a non-linear analytic theory in the bending wave regime
applicable to large tilt angles, general relativistic magnetohydrodynamic (GRMHD)
simulations are an excellent tool to gain insight into such problems since they include
magnetic fields, which generate anisotropic turbulent stresses (Balbus & Hawley
1991, 1998) that behave differently than isotropic α-viscosity. Solid-body precession
of tilted accretion discs has been suggested (Stella & Vietri 1998; Fragile et al. 2007)
as the origin of low frequency quasi-periodic oscillations (QPOs) observed in XRB
lightcurves (e.g., van der Klis 1989). However, it is inconsistent with the observed en-
ergy dependence of QPO frequency (e.g. van den Eijnden et al. 2016, 2017), suggesting
that a more complex geometry, involving differential precession between various disc
and/or jet components, may be present.
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4.2 Numerical models

Whereas the relevant timescale in the problem is comparable to the precession
period, GRMHD simulations of such a long duration have usually been prohibitively
expensive. Thick discs, h/r ∼ 0.3, whose size was chosen such that they would
(naively) produce a precession period consistent with observed Type-C QPOs, vis-
cously spread on a very short timescale. This caused precession to stall after, at most,
10 − 20% of a precession period (Liska et al. 2018a). Thinner discs have only been
simulated at a relatively small tilt of around 10◦ in both the viscous (Liska et al.
2019c) and bending wave (Morales Teixeira et al. 2014) regimes, impeding the study
of precession in highly tilted accretion disks.

Here, we present the first GRMHD simulations of highly tilted accretion discs in
the bending wave, h/r ≳ α, regime, where the tilt significantly exceeds the disc
scaleheight, around rapidly spinning BHs that span the full precession cycle. We
describe our numerical setup in Sec. 4.2, present our results in Sec. 4.3, and conclude
in Sec. 4.4.

4.2 Numerical models

We use a massively parallel 3D GRMHD code H-AMR (Liska et al. 2018a) accelerated
by Graphical Processing Units (GPUs). It is based on a 2D serial open-source code,
HARM2D (Gammie et al. 2003; Noble et al. 2006), which we rewrote and improved
with a staggered grid for constrained transport of magnetic fields (Gardiner & Stone
2005), adaptive mesh refinement (AMR, not used adaptively here), an advanced treat-
ment of the polar region, and a locally adaptive time step. We use a spherical-polar
grid of resolution 1372×480×738, which is uniform in log r and ϕ and approximately
uniform in θ. This sufficiently resolves the fastest growing wavelength of the magne-
torotational instability (MRI; Balbus & Hawley 1991) in the r-, θ-, and ϕ-directions
by ≥ 10, ≥ 10 and 40 cells, respectively, at t = 4 × 104rg/c (e.g., Shiokawa et al.
2012). To prevent the cells from becoming elongated near the poles, we reduce the ϕ-
resolution sequentially by factors of two within 30◦, 15◦, and 7.5◦ away from the pole.
We use outflow boundary conditions in the r-direction, with the inner radial boundary
inside the BH event horizon and the outer boundary at 105rg, where rg = GM/c2 is
the gravitational radius, such that both of the boundaries are causally disconnected
from the flow. We apply transmissive boundary conditions in the θ-direction ensuring
free passage of the plasma through the polar singularity (Liska et al. 2018a).

We initialize the simulations with an equilibrium torus (Fishbone & Moncrief 1976)
around a BH with spin a = 0.9375 in a Kerr-Schild foliation. We place the torus inner
edge at rin = 12.5rg, its density maximum at rmax = 25rg (without loss of genereality
we set ρmax = 1). We use an ideal gas equation of state, pg = (Γ−1)ug, where pg and
ug are gas thermal pressure and energy densities, and non-relativistic Γ = 5/3. We
tilt the initial torus relative to the BH spin axis (and grid) by an angle Tinit = 60◦ (see
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Figure 4.1: The mass accretion rate (Ṁ) in (a,b) and magnetic fluxes in the disc (Φmax) and on
the BH (ΦBH) in (c,d) as function of time. While in (e,f) the radiative (ηrad) and wind (ηwind)
efficiency are similar for both models, the jet efficiency (ηjet) is multiple orders of magnitude higher
in S-T60. This can be explained by the presence of large scale magnetic flux in S-T60.

Liska et al. 2018a for details). We cool the disc to its target thickness, h/r = 0.1, on
the Keplerian timescale using a source term (Noble et al. 2009; Liska et al. 2019c). We
consider two models, W-T60 and S-T60 respectively, whose discs are both tilted by
60◦. W-T60 features a small poloidal field loop concentrated near the BH with vector
potential Aϕ ∝ (ρ−0.05), and S-T60 has a much larger loop, Aϕ ∝ (ρ−0.05)2r3. We
initially normalize the field strength by setting max pg/max pb = 5 for W-T60 and
max pg/max pb = 100 for S-T60. The size of the loop turns out to be more important
than the normalization in setting the total amount of embedded poloidal magnetic
flux1 and with that the strength of the jet (see Sec. 4.3).

1 This is partly because the size enters the magnetic flux in the second power, as opposed to the
magnetic field strength, which enters in the first power. This is also partly because for a larger loop
the maximum of the magnetic pressure, which enters the normalization, occurs at a larger radius.
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4.3 Results

Figure 4.2: A colour map of the fluid-frame rest mass density log(ρ) for models S-T60 (left panel)
and W-T60 (right panel) at t = 4.5 × 104 rg/c. Magenta lines show the corona-jet boundary, and
black lines the disc-corona boundary. The strong jet in model S-T60 (left panel ) readily accelerates
to relativistic speeds (Fig. 4.3). However, since the corona in model W-T60 precesses slower than
the disc, it becomes misaligned relative to the disc and obstructs jet propagation. This causes the
jet to stall beyond ∼ 102rg (Fig. 4.3).

4.3 Results
Differential rotation shears up magnetic field lines, activating the MRI and lead-
ing to turbulence and accretion onto the BH. We study the system at late time,
t ≳ 104rg/c, after the disc has cooled down from to its target thickness. Fig-
ure 4.1(a,b) shows that the mass accretion rate, Ṁ , quasi-steadily declines in both
models. Figure 4.1(c,d) shows the positive (there is no negative) poloidal magnetic
flux on the BH, ΦBH = 0.5

∫
r=rH

|Br| dAθϕ and in the disc, Φmax = maxr Φp(r)

with Φp(r) = maxθ
∫ θ

0
BrdAθϕ. Compared to W-T60, model S-T60 contains an order

of magnitude more flux, most of which threads the event horizon and may launch
outflows.

Figure 4.1(e,f) breaks down the energy outflow efficiency ηtot, or the energy outflow
rate divided by the BH rest-mass energy accretion rate, Ṁc2, into radiative, ηrad,
mechanical outflow, ηwind, and jet, ηjet, constituents that we define below (see Liska
et al. 2019c for detailed definitions). The radiative efficiency, ηrad, approximated by
integrating the total radiative cooling rate from the inner photon orbit at r = 1.43rg
to 100rg, hovers around the canonical Novikov & Thorne (1973) value of 18%. The
jet efficiency, ηjet, corresponding to the mechanical energy carried by the jets, reaches
peak values of around 0.01% in W-T60 and 10% in S-T60. The wind efficiency, ηwind,
or the mechanical outflow efficiency outside of the jet, reaches around 20% for both
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models. The sum is ηtot ≈ 40%.
Figure 4.2 shows a colour map of the density ρ in a vertical slice for models W-

T60 and S-T60. We define the disc-corona boundary at ρ = 0.025 × ρmax and the
corona-jet boundary at pb/ρc2 = 5. While the disc shapes appear to be similar in both
models, the corona (yellow-green-cyan regions) in model W-T60 gets in the way of
the jets and deflects them sideways, as seen in Fig. 4.2(a) (see also SI or our YouTube
playlist). On the other hand, the stronger jet in model S-T60 propagates unhindered
through the corona, pushing it aside. Below, we show that this elongation arises
through a phase lag between the disc and corona. Figure 4.3 shows the Lorentz factor,
γ, and energy fluxes, FE , along the jets: while the jet in model S-T60 accelerates to
γ ∼ 7 and conserves its energy flux, the jet in model W-T60 loses energy and fails to
accelerate to relativistic speeds at early times when the phase lag is large.

Figure 4.4(a,b), shows the time evolution of net tilt T and precession P angles
(see Liska et al. 2018a, 2019c for definitions) for the disc, corona and jets, allowing
us to quantitatively study the phase lags. We caution that the precession frequency
depends sensitively on the size of the disc, which is ultimately set by the simulation
setup. However, since disc precession period can be estimated by integrating the
total LT torque (e.g. Fragile et al. 2007; Liska et al. 2018a), a thick disc of such a
size is expected in some models for the hard state (Esin et al. 1997). In both of our
models, P increases quasi-monotonically at approximately the same rate, reaching
200◦−400◦. This differs from our previous work (Liska et al. 2018a), where the disc
stopped precessing at P ≃ 40◦ due to very fast viscous expansion of the thicker,
h/r = 0.3, disc (see also Sec. 4.1). The phase lag between the disc and corona, ∆P,
in Fig. 4.4(e,f) initially peaks at ∆P ∼ 50◦ before stabilizing at ∆P ∼ 10◦. There is a
strong correlation between the phase lag and jet power (Fig. 4.1(e,f)), suggesting that
the corona does not only disrupt the jet (if it is weak) when the phase lag is large, but
that the initially disc-aligned jet can also torque the corona into (partial) alignment
with itself. In both models the disc-corona-jet system slowly evolves as a whole
toward alignment with the BH on the viscous timescale, from the initial T = 60◦ to
T ∼ 30◦ at t = 105rg/c. This global alignment mode differs (see Liska et al. 2019c),
from the Bardeen & Petterson (1975) alignment, which only affects the inner disk and
occurs on time-scales much shorter than the viscous timescale of the outer disk. Both
alignment modes might be caused due to the turbulent mixing (and cancellation) of
misaligned angular momentum in a warp (Sorathia et al. 2013), especially when the
precession angle shows a steep dependence on radius (Fig. 4.5(c,d)). Since we have a
finitely sized disk and this global alignment happens on the viscous time we expect
that this global alignment mode will disappear if the disk is fed by misaligned angular
momentum from an outer disk.

Figure 4.5(a–d) shows the radial runs of tilt and precession angles of the disc,
corona, and jet. Disc tilt increases away from the BH, peaks at ∼ 10rg and drops
thereafter. While this qualitatively agrees with the analytic theory for the bending
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wave regime (Ivanov & Illarionov 1997; Lubow et al. 2002), large-tilt non-linear effects
might introduce corrections (White et al. 2019). Furthermore, the disc, corona and
jet are (roughly) aligned with each other up to the disc’s outer edge located at
∼ 100rg, which is consistent with previous work (Liska et al. 2018a). At r ∼ 100rg,
corona’s precession angle sharply drops, which is qualitatively consistent with the
phase lag discussed above. At r ≳ 200rg, corona’s tilt and precession angles show
large amplitude oscillations, likely because the corona does not rotate in a single plane
anymore and is partially outflowing, leading to these angles being ill-defined. However,
since most of the corona’s angular momentum lies at r ≲ 200rg, this region does not
significantly contribute to the net tilt and precession angles shown in Fig. 4.4(a–d).

Figure 4.5(e,f) shows that both models remain gas pressure dominated, β =

⟨pg⟩ρ/⟨pm⟩ρ > 1 down to the event horizon, where ⟨q⟩ρ =
∫
ρq dA/

∫
ρdA is density-

weighted average and dA is the surface element. The Maxwell (αM = brbϕ/(pg + pb),
bµ is the magnetic 4-vector) and Reynolds (αR = ρuruϕ/(pg + pb), uµ is the 4-
velocity) stresses in Fig. 4.5(g,h), calculated in a coordinate system aligned with the
local angular momentum, are similar. However, their sum does not match the effective
viscosity (αeff = −vrvk/c

2
s, where vk is the Keplerian 3-velocity and cs is the sound

speed). Pending future analysis this may be indicative of pressure gradients, large
scale torques driving outflows, which remove the disc’s angular momentum (similar
to Liska et al. 2019c), and/or spiral shocks causing extra dissipation (Fragile & Blaes
2008).

4.4 Discussion and Conclusion

In this work we present the first GRMHD simulations of highly tilted (60 degrees),
moderately thin (h/r ≈ 0.1) accretion discs around rapidly spinning BHs (a =

0.9375). We show that such discs produce precessing relativistic jets. In fact, for
the first time, we demonstrate that the disc-jet system completes the full precession
cycle under the action of Lense-Thirring torques, in a GRMHD simulation. This is
different than thicker discs (h/r ∼ 0.3) that spread viscously too fast to complete
the full precession cycle: the spreading moves most of the disk out of reach of Lense-
Thirring torques and causes the precession to stall (Liska et al. 2018a).

The precession-induced quasi-periodic variability in XRB lightcurves could poten-
tially be exploited to measure BH spin (Stella & Vietri 1998; Ingram et al. 2009).
However, BH spin, (initial) disc size, and density profile all determine the precession
period, making such measurements impossible if the disc’s morphology is poorly con-
strained. It would be interesting if a precessing disc formed self-consistently, with a
relatively well-defined size and density profile. One way this could happen is by tear-
ing up a large misaligned accretion disc, as seen in smoothed particle hydrodynamics
(SPH) simulations: the disc tears up at a radius where the Lense-Thirring torques,
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Figure 4.3: Radial profiles of the Lorentz factor, γ, in panel (a), and energy flux, FE , through the
jet in panel (b). We plot those when the phase lag is maximum, at t = 2.0×104rg/c for S-T60 (solid
blue line) and at t = 4.2× 104rg/c (solid green) for W-T60. In addition, we show the radial profiles
for W-T60 at t = 10× 104rg/c (dashed green) when the phase lag is small. The low Lorentz factor
(γ ∼ 1) and drop of energy flux at r ≳ 50rg in model W-T60 at early times indicate that a weak
jet stalls and disrupts as it runs into the lagging corona. In contrast, acceleration to a relativistic
Lorentz factor (γ ∼ 7) and near-constancy of the energy flux in model S-T60 indicate that a stronger
jet survives this interaction. The constancy of the energy flux in model W-T60 at late times shows
that for small tilt and phase lag values (see Fig. 4.4), even a weak jet can penetrate the precessing
corona.

which try to tear the disc apart, overwhelm the viscous torques, which hold the disc
together (Nixon et al. 2012a; Nealon et al. 2015). Even though both our GRMHD and
the SPH simulations are in the wave-like regime, the discs in the SPH simulations are
twice as thin. Reducing the thickness of model S-T60 threefold leads to disc tearing
(Liska et al. 2019b).

We found that the magnetic pressure dominated disc wind, which we refer to as
the corona, lags the disc in phase by 10−40◦ (Fig. 4.4c). This can help to interpret
the phase lags of Type-C QPOs observed in XRBs (Wijnands et al. 1999; Reig et al.
2000; Qu et al. 2010; Pahari et al. 2013; van den Eijnden et al. 2016, 2017). More
specifically, van den Eijnden et al. (2016) recently used a time-resolved cross-spectral
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Figure 4.4: The tilt angle, T , in (a,b) and precession angle, P, in (c,d) as functions of time, for
the disc, corona, and jet. The disc’s and corona’s tilt and precession angles are obtained from their
total angular momentum (Liska et al. 2018a). The jet’s tilt and precession angle is obtained from
the energy density weighted centroid position (xjet, yjet, zjet) (Liska et al. 2018a). Model S-T60 and
W-T60 both align with the BH over time, while their precession angle grows semi-monotonically.
The phase lag, ∆P, between disc and corona in (e,f) first peaks, but seems to stabilize later.

analysis of GRS 1915+105 and found that the phase lags systematically change on
short timescale in a way indicating that for observations with νQPO > 2 Hz for 5-
10 cycles the QPO in the hard band is slightly faster than that in the soft band,
resulting in a gradually increasing soft lag, and for observations with νQPO < 2 Hz
the QPO in the hard band is slightly slower than that in the soft band, resulting in a
gradually increasing hard lag. The increase in soft lag for νQPO > 2 Hz was suggested
to result from differential precession, since inner regions are expected to have a harder
spectrum and to precess faster than outer regions (Stella & Vietri 1998). However,
the increase in hard lag for νQPO < 2 Hz over a QPO period remained a mystery.
The evolving coronal lag in our simulations (i.e. the increase in ∆P) may provide a
natural solution to this puzzle: the corona, which emits a harder spectrum than the
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disc (via inverse Compton scattering), precesses more slowly than the disc, resulting
in a faster QPO in the soft band. Translating the coronal lag into X-ray lightcurves
is beyond the scope of this work. However, the timescale for the phase lag build up
and its magnitude match observations well. Our model may also be able explain why
for νQPO > 2 Hz the phase lag turns soft. As νQPO increases, one would expect the
precessing inner disc to become smaller (Stella & Vietri 1998; Ingram et al. 2009).
Since a smaller disc is hotter (Shakura & Sunyaev 1973), its spectrum will become
harder and, if the hardness of the corona does not increase by the same amount, the
phase lag will gradually move from hard to soft one.

While the strong jet in S-T60 propagates unhindered, the weak jet in W-T60 dis-
rupts and stalls at r ≲ 102rg, obstructed by the lagging corona (Figs. 4.2, 4.3). Note
that a precessing jet may become truncated if the ambient medium is massive enough.
Such jets may transfer significant amounts of energy and angular momentum to the
ambient medium and, by doing so, contribute to weakly collimated matter-dominated
sub-relativistic outflows. In addition, the jet-ambient medium interaction might lead
to magnetic reconnection and acceleration of (non-)thermal particles, possibly produc-
ing flares across the electromagnetic spectrum. However, if such jets are truncated at
small radii, they might be difficult to detect. Such truncated jets might lead to the ex-
ceptionally weak radio emission in radio-quiet AGN (Sikora et al. 2007; Tchekhovskoy
et al. 2010a).

We have shown that the jets can be deflected by the ambient medium, which could
be produced by the same accretion system that produced the jet. Whether such a
deflection is possible depends on the jet power. If the jet is powerful enough, the
jet will plow through and will be hardly deflected. On the other hand, if the jet is
weak, it will be torqued into alignment with the surrounding medium and, as in model
W-T60, may stall. For instance, even though relativistic jets derive their power from
the BH spin, they do not have to point along the BH rotational axis. In particular,
changes in jet orientation observed in AGN do not imply the changes in the BH spin
direction.
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Figure 4.5: The tilt angle T in panels (a,b) and precession P angle in panels (c,d) as function of
radius. Strong flux model S-T60 (left panel) is averaged between 3.5× 104 < t < 4.0× 104 rg/c and
weak flux model W-T60 (right panel) is averaged between 5.5 × 104 < t < 6.0 × 104 rg/c. [panels
(a,b)]: The disc does not align with the BH (Bardeen & Petterson 1975), and instead develops what
looks like a radial tilt oscillation in T peaking at r ≈ 10rg (see the main text). [panels (c,d)]: Disc
precession angle P decreases at r ≲ 10rg reflecting the warping of the inner disc. In panel (d), outside
the disc edge at r ≃ 100rg , coronal precession angle sharply drops off, reflecting the precessional lag
of the corona behind the disc. [panels (e,f)]: Density, ρ, and gas-to-magnetic pressure ratio, β, in are
similar for both models. In (g,h) the Maxwell, αM , and Reynolds, αR, stresses in the disc increase
steeply within the inner disc (r < 10 rg), while their sum is insufficient to account for the effective
viscosity αeff (Sec. 4.3).
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4.6 Supporting Information
Additional Supporting Information may be found in the online version of this article:
movie files. See our YouTube playlist for 3D visualizations of all models.
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Abstract

Prevalent around luminous accreting black holes, thin discs are challenging to resolve
in numerical simulations. When the disc and black hole angular momentum vectors
are misaligned, the challenge becomes extreme, requiring adaptive meshes to follow
the disc proper as it moves through the computational grid. With our new high-
performance general relativistic magnetohydrodynamic (GRMHD) code H-AMR we
have simulated the thinnest accretion disc to date, of aspect ratio H/R ≈ 0.03 ≈
1.7◦ , around a rapidly spinning (a = 0.9375) black hole, using a cooling function.
Initially tilted at 10◦, the disc warps inside ∼ 5rg into alignment with the black
hole, where rg is the gravitational radius. This is the first demonstration of Bardeen-
Petterson alignment in MHD with viscosity self-consistently generated by magnetized
turbulence. The disc develops a low-density high-viscosity (αeff ∼ 1.0) magnetic-
pressure–dominated inner region at r ≲ 25rg that rapidly empties itself into the
black hole. This inner region may in reality, due to thermal decoupling of ions and
electrons, evaporate into a radiatively inefficient accretion flow if, as we propose, the
cooling time exceeds the accretion time set by the order unity effective viscosity. We
furthermore find the unexpected result that even our very thin disc can sustain large-
scale vertical magnetic flux on the black hole, which launches powerful relativistic jets
that carry 20−50% of the accretion power along the angular momentum vector of the
outer tilted disc, providing a potential explanation for the origin of jets in radio-loud
quasars.
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5.1 Introduction

Black holes (BHs) in X-Ray binaries (XRB) and possibly active galactic nuclei (AGN)
cycle during their lifetimes through different accretion states characterized by the total
luminosity and spectral hardness. It is widely believed that the accretion luminosity
expressed as a fraction of the Eddington limit LEdd is an important factor in de-
termining the BH’s accretion state (Esin et al. 1997; Remillard & McClintock 2006;
McClintock & Remillard 2006). At low luminosities (L ≲ 0.01LEdd), in the low-hard
state, a promising model is the advection dominated accretion flow (ADAF, Ichimaru
1977; Narayan & Yi 1994, 1995a,b). In an ADAF, the disc surface density is so low
that the plasma can decouple into a two-temperature electron-ion plasma (Shapiro
et al. 1976). Since the ions are unable to cool on the accretion time, most of the
dissipated energy is advected inwards in the disc or expelled in outflows leading to a
low radiative efficiency. It is also known through general relativistic magnetohydrody-
namic (GRMHD) simulations that these thick accretion discs can sustain and advect
inwards large scale poloidal magnetic flux (e.g. De Villiers et al. 2003; McKinney
2006; Beckwith et al. 2008; McKinney & Blandford 2009; Tchekhovskoy et al. 2011;
Tchekhovskoy & McKinney 2012; McKinney et al. 2012) which launches powerful jets
when it reaches the central BH (Blandford & Znajek 1977). The large scale height
makes ADAFs numerically easy to study since they do not require high resolutions
and have short viscous times. They have been studied extensively in GRMHD and
are relatively well understood.

However, the observed emission from X-ray binaries in the high-soft state, and
from high-Eddington fraction AGN, is incompatible with the ADAF solution. Their
thermal emission spectrum requires a geometrically thin, optically thick accretion
disc (Shakura & Sunyaev 1973; Novikov & Thorne 1973). Though X-ray binaries and
AGN only spend a rather short amount of time in the thin disc regime, most of the
BH growth and feedback may still occur there since the accretion rate is several orders
of magnitude higher. Indeed, a typical bright quasar (or XRB) radiates at ∼ 10%

of the Eddington rate, ṀEdd = 10LEdd/c
2, and its disc thickness is extremely small,

H/R ≃ 0.01×(Ṁ/0.1ṀEdd)
0.9 (see e.g. Fig. 3 in Piran et al. 2015). Thus, it is crucial

to study these systems to understand the growth and feedback of supermassive BHs.
Modelling of relativistic iron line profiles suggests that most bright local AGN

harbour rapidly spinning supermassive BHs, with spin parameter a > 0.8 (Reynolds
2014). Because the infalling material is unaware of the orientation of the BH spin,
its angular momentum vector is expected to be misaligned with respect to the black
hole spin vector, resulting in a tilted accretion disc. In fact, there exist several such
candidates for both X-ray binaries (Hjellming & Rupen 1995; Greene et al. 2001;
Maccarone 2002) and AGN (Caproni et al. 2006, 2007). Analytic theory predicts that
the inner parts of a thin disc would align with the BH midplane due to the Bardeen and
Petterson effect (hereafter BP, Bardeen & Petterson 1975; Papaloizou & Pringle 1983;
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Kumar & Pringle 1985; Pringle 1992; Ogilvie 1999) out to a Bardeen-Petterson radius,
rBP. The alignment can have profound consequences for the growth and feedback of
supermassive BHs (Rees 1978; Scheuer & Feiler 1996; Natarajan & Pringle 1998) since
a larger rBP implies a larger alignment torque on the BH, forcing it into alignment
with the outer disc on very short timescales. Aligned accretion subsequently leads
to rapid BH spinup by the disc, even if most of the infalling material is initially
misaligned (and even counter-aligned in some cases, see King et al. 2005).

The BP effect is caused by the interplay between general relativistic Lense-Thirring
precession (Lense & Thirring 1918) and viscosity. BP alignment has been observed in
pioneering smoothed particle hydrodynamics (SPH) simulations (Nelson & Papaloizou
2000; Lodato & Pringle 2007; Lodato & Price 2010). However, because these sim-
ulations are non-relativistic and hydrodynamic, they are unable to include the full
effects of GR and treat the anisotropy of magnetized turbulence accurately. In fact,
GRMHD is a powerful way to model the non-linear nature of the magnetorotational
instability (MRI) driven turbulence (Balbus & Hawley 1991) responsible for the vis-
cosity whilst including the full effects of GR. However, GRMHD work at a moderate
thickness of H/R = 0.08 did not find Bardeen-Petterson alignment (Morales Teixeira
et al. 2014; Zhuravlev et al. 2014). Moreover, there is growing evidence that the
interaction between the disc, magnetized corona and the jets should be taken into ac-
count. Jets can torque the inner accretion disc into alignment (McKinney et al. 2013)
before they align with the outer accretion flow (Liska et al. 2018a). The corona,
which we define as the hot bloated magnetic pressure supported flow surrounding the
thin disc, on the other hand, is not expected to align since thick flows cannot ex-
hibit Bardeen-Petterson alignment (Ivanov & Illarionov 1997; Papaloizou & Pringle
1983). Thus, full GRMHD simulations, which describe the entire thin-disc–corona–jet
system, are uniquely positioned to address the more than 40 year old fundamental
problem whether BP alignment occurs in the inner parts of thin tilted discs.

Indications are that jets in systems that contain a thin disc are rare: only 10% of
quasars, or luminous AGN, are observed to produce relativistic jets and the associated
radio emission (e.g Sikora et al. 2007), while there are no convincing observations in
soft state X-ray binaries (though see Rushton et al. 2012). It is crucial to understand
what factors are responsible for the formation and destruction of jets since they can
be the dominant feedback mode in galaxy clusters (see e.g. Fabian 2012). Early
theoretical work suggested that thin accretion discs are not expected to have jets
since the poloidal magnetic flux may diffuse out before it can advect inwards (Lubow
et al. 1994). However, the non-uniform vertical structure of accretion discs and their
turbulence may aid in the inward advection of poloidal magnetic flux (Rothstein &
Lovelace 2008; Guilet & Ogilvie 2012a, 2013a).

The small vertical extent of thin discs makes them very difficult to study numer-
ically, with the computational cost scaling as (H/R)−5 per accretion time. Because
of this high cost, numerical work studying the physics of such discs has been mostly
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Figure 5.1: Vertical slice at t = 18,091rg/c through density of our tilted disc with an aspect ratio
H/R = 0.03, the thinnest to date in a GRMHD simulation, shows that the inner parts of the disc
(r ≲ 5rg) align with the rapidly spinning BH’s equator (horizontal in the figure; see the inset for
a zoom-in). The warp is accompanied by a ∼ 180◦ sweep in the precession angle (see Fig. 5.2b),
creating a ‘negative’ tilt around r ∼ 8rg . Thick black curve shows that the disc tilt T smoothly
decreases toward small radii before flattening at 0◦ for r ≲ 5rg (see also Fig. 5.2a). This is the first
demonstration of Bardeen & Petterson (1975) alignment in a GRMHD simulation, i.e., in GR and in
the presence of large- and small-scale turbulent magnetic stresses. Magenta lines show the corona-jet
boundary, pb = 1.5ρc2, and cyan lines the disc-corona boundary, ρ = 1.2.

limited to shearing box simulations and semi-analytical studies. In fact, there are no
3D GRMHD simulations available for thin discs of aspect ratios H/R < 0.05, and
the thinnest discs so far simulated in 3D GRMHD (0.05 < H/R < 0.1) were aligned,
which enabled the vertical wavelength of the MRI to be resolved by a grid focused
on the equatorial plane, leading to cells compressed in the θ-direction and elongated
in the r- and ϕ-directions (e.g. Shafee et al. 2008; Noble et al. 2009, 2010; Penna
et al. 2010; Morales Teixeira et al. 2014; Avara et al. 2016; Morales Teixeira et al.
2017). Studying tilted discs, whose orbital motion does not conform to the main di-
rections of the grid, is more difficult than aligned ones because one can assume neither
axisymmetry nor use elongated cells to speed up the simulations.

In this work we present the thinnest global GRMHD accretion disc simulations
to date and study Bardeen-Petterson alignment and jet launching. We describe our
setup in Sec. 5.2, present the results and discussion in Secs. 5.3 and 5.4, and conclude
in Sec. 5.5.
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5.2 Numerical models

We use for this work our state-of-the-art GPU-accelerated GRMHD code H-AMR
(Liska et al. 2018a), which finds its heritage in the HARM2D code (Gammie et al.
2003; Noble et al. 2006) but has been significantly expanded to take advantage of
vectorization and SIMD instructions, achieving 1.2× 106 zone-cycles per second on a
single Intel Skylake 3.3GHz CPU core, and include advanced features discussed below.
We have developed a CUDA version of the code that reaches 108 zone-cycles/s on an
NVIDIA Tesla V100 GPU. It also features a staggered grid for constrained transport
of magnetic fields (Gardiner & Stone 2005), uses an Harten-Lax-van Leer (HLL)
Riemann solver (Harten et al. 1983) and advanced features such as adaptive mesh
refinement (AMR) and local adaptive time-stepping (LAT) that bring down the cost
of the simulation described in this work by 2 extra orders of magnitude (in comparison
to using a uniform grid and a global, fixed timestep).

Our thin disc model considers a spinning BH of spin parameter a = 0.9375. We
insert an initial Fishbone & Moncrief torus (Fishbone & Moncrief 1976), which is
maintained in hydrostatic equilibrium by the BH’s vertical component of gravity
counterbalancing the pressure forces in the disc. This torus has an inner radius
rin = 12.5rg, where rg = GMBH/c

2 is the gravitational radius, with the pressure
maximum at rmax = 25rg. We use an ideal gas law equation of state, pg = (Γ− 1)ug,
with ug the gas internal energy density, pg the gas pressure and Γ = 5/3 the adiabatic
index. We insert a poloidal magnetic field in the torus described by a covariant vector
potential Aϕ = (ρ− 0.05)2r3, with ρ the gas density of the torus. The magnetic field
is subsequently normalized by setting β̄ = max pg/max pb = 30, where pb is the
magnetic pressure and both maxima are taken over the torus separately. The disc is
tilted by T0 = 10◦ with respect to the BH equator (see Liska et al. 2018a for details).
Since the code is scale-free, we set the initial gas density maximum to ρmax = 1.
To maintain the desired value of disc thickness, (H/R)target = 0.03, we cool the disc
towards its target temperature on the Keplerian timescale using a prescribed source
term (Noble et al. 2009). We disable this cooling function when pb/(ρc

2) ≳ 5 at
r ≳ 10rg to avoid cooling the jets.

In this work we for the first time use the full AMR capability of H-AMR, in order
to ensure sufficient resolution within the thin disc. For the refinement criterion we
use a density cutoff equal to ∼ 4 percent of the maximum disc density. The lower
refinement levels are set such that jumps in spatial resolution are limited to a factor 2.
To avoid noise from sporadic refinement and derefinement, we only derefine at a two
times lower density than set as the refinement criterion. Typically, we use 3 levels of
AMR and attain a speedup by a factor 32–60 in comparison to an equivalent uniform
grid. By evolving lower AMR levels or parts of the grid further from the black hole,
which have larger cell sizes, at a larger timestep, LAT gives an additional speed-up of
factor ∼ 5 while reducing inversion errors in relativistic regions (Chatterjee et al 2018,
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in prep). The effective resolution of 2880×864×1200 cells in r-, θ-, and ϕ-directions,
respectively, resolves the target disc thickness, (H/R)target = 0.03, by approximately
8 cells in all 3 dimensions, and the base grid of 720× 216× 300 cells guarantees that
the jets and corona are also sufficiently resolved. As we will see in Sec. 5.3.5, the
fastest growing MRI wavelength is resolved by ≳ 10 cells over most of the disc.

Operating in Kerr-Schild spherical polar coordinates, we place the inner r-boundary
just inside the event horizon and the outer r-boundary at 105rg, so that the flow is
unaffected by the boundaries. We use transmissive polar boundary conditions in the
θ-direction (Liska et al. 2018a), and periodic boundary conditions in the ϕ-direction.

In BH powered jets, the gas either drains off the field lines into the BH or gets
flung away along the field lines into the jet. This leads to a runaway drop in density
around the jet’s stagnation surface, at which the outflow velocity vanishes. To avoid
the development of vacuum regions and the breakdown of ideal MHD, we replenish
the density in the regions where the density drops too low. For this, we follow the
approach of Ressler et al. (2017) and approximate physical processes that mass-load
relativistic jets at their base by applying a density floor of ρfloorc2 = pb/10 throughout
the jet. This adds a small amount of density on the field lines and does not noticeably
affect the energetics of the jets.

5.3 Results

We start our analysis at t = 104rg/c when the disc has cooled to its equilibrium thick-
ness, reaching a highly turbulent state, as seen in Figure 5.1. We measure throughout
this work vector quantities for the disc, corona and jet in tilted spherical polar co-
ordinates r, θ̃, ϕ̃ that are aligned with the disc’s angular momentum at each radius.
We define the jet-corona boundary at pb = 1.5ρc2 and the corona-disc boundary at
ρ = 1.2; this is approximately 10−2 times the maximum density in the disc after the
initial cooling completes.

5.3.1 Bardeen-Petterson Alignment
Figure 5.1 shows that the inner parts of the accretion disc (r ≲ 5rg) align with the BH
equator. This is the first demonstration of BP alignment in GRMHD. This alignment
happens relatively soon, already ∼ (500−1000)rg/c after accretion starts, and persists
throughout the simulation. The outer parts remain tilted, and the disc develops a
smooth warp in between.

We can see this more quantitatively by introducing the tilt, T , and precession,
P, angles. We define them as polar and azimuthal angles between the disc’s angular
momentum and the BH spin vector (e.g. Fragile & Anninos 2005; Fragile et al.
2007). While this definition works well for the disc and the corona, it produces large
fluctuations when applied to jets since they can undergo strong kinks and pinches,
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which violently change the jet angular momentum direction (by more than 10◦) on
very short time and length scales. For this reason, we adopt a more robust way of
calculating the tilt and precession angles for the jets, as described in Appendix B of
Liska et al. (2018a). Namely, instead of considering the angular momentum vector
orientation, we calculate the jet tilt and precession angles at each radius from the
jet’s average position, (X,Y, Z), weighted by the magnetic pressure pb:

ϵ = pb ×H
(
pb − 1.5ρc2

)
, (5.1)

where H is the Heaviside step function that zeroes out the weight outside of the
magnetized jet body.

Figure 5.2(a) shows that the inner parts of the accretion disc, at r ≲ 5rg, are well-
aligned with the BH equator: The tilt angle T inner

disc ≪ 1◦ of the inner disc (r ≲ 5rg)
is much smaller than the tilt angle T outer

disc ≳ 5◦ of the outer disc (r ≳ 10rg). The
alignment radius remains steady at rBP ≈ 5rg during the course of our simulation.
Note that T outer

disc ≃ 5◦ is smaller than the initial tilt of the disc, T0 = 10◦. This is
because the disc as a whole undergoes global alignment, which is distinctly different
than the BP effect (Sec. 5.3.3).

Since the corona is relatively thick, spanning an opening angle of around 30− 70◦

(e.g. Figure 5.1), it is not expected to show BP alignment (Sec. 5.1). For such thick
structures as the corona, the analytic theory predicts that BP alignment is suppressed
and accretion instead occurs in a misaligned fashion through radial tilt oscillations
(e.g. Ivanov & Illarionov 1997; Lubow et al. 2002). Indeed, Fig. 5.2(a) shows a single
radial tilt oscillation in the corona and jet peaking around r ∼ 10rg. However, the
corona still manages to align within r ≲ 2.5rg, possibly due to torque from the disc.
Since the angular momentum of the corona is negligible, the disc can easily affects its
alignment.

While the inner jets are relatively closely aligned with the BH, the outer jets are
torqued into misalignment by the corona. This is consistent with the previous work
(Liska et al. 2018a), which in the context of thick H/R ∼ 0.3 discs found that the outer
disc-corona system is responsible for reorienting and collimating the jets. Similarly
the precession angle of the disc, corona and jet are closely related at large radii, as
seen in Fig. 5.2(b). At small radii, as the system becomes aligned, the precession
angle becomes ill-defined, and we do not show it.

Since the disc shows much (∼ 2×) better alignment with the BH than the jet and
corona, it is unlikely that the jet can be responsible for torquing the inner disc into
(partial) alignment as has been demonstrated for thicker discs (e.g., McKinney et al.
2013). If this were the case, one would expect the jet tilt to be smaller than the disc
tilt and, since the jet actually has to transmit its torque through the corona to the
disc, one would expect better alignment for the corona as well.
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Figure 5.2: Radial profiles of quantities in our thin disc system, averaged over the time interval,
2 × 104 < t < 2.25 × 104rg/c. The shaded regions represent the time variability over this interval.
(a) Tilt angles of the disc, corona and jet. Whereas the outer disc is tilted by T ≈ 5◦, the inner disc
at r ≲ 5rg is aligned with the BH equator, indicating the presence of Bardeen & Petterson (1975)
alignment. While the disc aligns rapidly near the BH, the corona and jet show a single radial tilt
oscillation peaking at r ∼ 10rg , which is characteristic behaviour of thick accretion discs that do not
show Bardeen-Petterson alignment (e.g., Fragile et al. 2007; Liska et al. 2018a). That the corona
and the jets at smaller radii align less readily with the BH than the disc, suggests that the alignment
is driven by the disc dynamics rather than that of the corona or jet. (b) The precession angle for the
disc, corona, and jet are roughly consistent with each other at large radii, suggesting they become
co-aligned. As the disc aligns at small radii, r ≲ 5rg , the precession angles become ill-defined, and
we do not show them there. (c) The effective viscosity and the sum of the Maxwell and Reynolds
stresses exceed the disc’s scale height (h/r ∼ 0.03), suggesting our disc is in the viscosity dominated
warp propagation regime (see Secs. 5.3.5 and 5.4.1) (d) The half-opening angle of our jets (red curve)
exceeds the opening angle of the jets in a thick H/R ∼ 0.3 disc model (blue dotted curve, Liska et al.
2018a), suggesting that a smaller disc thickness in this work provides less pressure support for the
jet and causes its opening angle to widen.
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Figure 5.3: The tilt angle (a) and precession angle (b), as functions of time for the entire disc
(blue), coronal wind within r < 250rg (black) and jet (between 10rg < r < 100rg , red). The shaded
regions show the standard deviations within 10rg < r < 40rg . The whole system precesses and over
time aligns with the BH. The analytic estimate for the precession rate (green) is only valid at later
times. (c) The jet half-opening angle at r = 200rg decreases as function of time, possibly due to a
fall in jet power (Figure 5.4a,b).

5.3.2 Global precession and alignment
In addition to exhibiting the BP effect, which depends on space and is independent of
time and in which the inner part of the disc aligns with the BH, the entire accretion
system additionally undergoes global alignment that depends on time and is indepen-
dent of radius. Figure 5.3(a),(b) shows the time evolution of the average tilt, T , and
precession, P, angles for the disc, jet and corona. The disc and corona are angular
momentum averaged, the jet is magnetic pressure averaged (Sec. 5.3.1). Similar to
thick H/R ∼ 0.3 discs (Liska et al. 2018a, 2019a), our thin disc aligns as a whole
with the BH spin. Sorathia et al. (2013) proposed that alignment (BP alignment or
global alignment) may be caused by the turbulent mixing between disc annuli with
different precession angles (Fig. 5.2b shows that the precession angle decreases as
function of radius), which leads to cancellation of misaligned angular momentum and
thus produces net alignment.

As we discussed above, this is not BP alignment for two reasons. First, BP
alignment is characterized by a steady state solution that is established on a timescale
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shorter than an accretion time of the disc (our disc lost ∼ 20% of its initial mass by the
end of this simulation): otherwise, most of the disc’s mass would accrete misaligned.
Second, if the disc is fed externally, such as by a larger thin disc or by fallback material
in a tidal disruption event, such global alignment may disappear as the inner disc is
replenished by the gas carrying the misaligned angular momentum on the accretion
time of the inner disc. Indeed, Liska et al. (2018a) showed that global alignment
becomes slower as the disc size becomes larger due to viscous spreading.

The precession period of around 105rg/c is consistent with a Type-C quasi-periodic
oscillation (QPO) frequency of 0.2Hz for a 10M⊙ BH (e.g. Ingram et al. 2016).
Although Type-C QPOs are not observed for the clean thin discs thought to be
present in the soft state, we note that the precessing corona in our simulation could
give rise to the QPOs typically observed in the Comptonised radiation from X-ray
binaries during the transition from hard to soft state. Note that the precession angle
of the corona is smaller than that of the disc, as seen in Fig. 5.3(b). Therefore,
the precession of the corona lags that of the disc. Thus, the hard variations might
lag the soft variations (see Liska et al. 2019a). Note that, due to global alignment,
which causes the outer disc to align with the black hole to within 2◦ by 6 × 104rg/c

(Fig. 5.3a), the precession cannot be sustained for more than a single period.
We can analytically estimate the precession period PLT by calculating the total

perpendicular angular momentum L⊥ and Lense-Thirring torque τ⊥ directly from the
stress energy tensor Tµ

ν and test-particle LT precession rate ΩLT:

L⊥ =

∫∫∫ rmax

rin

T t
ϕ̃
sin T dV, (5.2)

ΩLT =
1

r3/2 + |a|

(
1−

√
1− 4

|a|
r3/2

+ 3
a2

r2

)
, (5.3)

τ⊥ =

∫∫∫ rmax

rin

ΩLT × T t
ϕ̃
sin T dV, (5.4)

PLT = 2π × L⊥

τ⊥
. (5.5)

Figure 5.3(b) shows that the above analytic expression for the precession period ap-
proximately agrees with the simulation at later times if we assume rin = 1.5 × risco.
However, at earlier times this overestimates the precession rate. To remedy this, rin
would need to increase in time, however it is unclear why this would happen.

5.3.3 Outflow and radiative efficiency
Figure 5.4(a) shows that even after the disc has approached the equilibrium thickness
at t ∼ 104rg/c, both the mass Ṁ and energy Ė accretion rates at the event horizon,
rH = rg[1 + (1 − a2)1/2] = 1.35rg, show several peaks. They stabilise to within a
factor of a few at t ≳ 4 × 104rg/c, suggesting that by then the disc has reached a
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Figure 5.4: Time-dependence of various quantities in our simulation. (a) Mass Ṁ and energy
Ė accretion rates, which initially oscillate but stabilize later on. (b) The total outflow efficiency
(black) and its constituents: jets (blue), coronal wind (red), and radiative (green) contributions.
The total efficiency of 60−80% is unprecedentedly high for such a thin disc as ours and exceeds
the standard thin disc efficiency, 17.9% (Novikov & Thorne 1973), by a factor of 3. Particularly
surprising is the high jet efficiency, ηjet ∼ 20%, indicating that thin discs are capable of producing
powerful relativistic jets. (c) The magnetic flux on the BH (blue) and in the disc (blue). While
the disc magnetic flux, Φdisc remains roughly constant at late times, t ≳ 4 × 104rg/c, the flux on
the BH decreases, suggesting that the BH might be leaking its flux into the disc and that the jet
formation by our thin disc might be a transient phenomenon reminiscent of transient jets in XRBs
(see Sec. 5.4).

quasi-steady state. That Ṁc2 > Ė shows that the BH accretes more energy than it
ejects out. To quantify this, we introduce dimensionless energy outflow efficiencies
for the relativistic jets,

ηjet = − Ėjet

⟨Ṁc2⟩t
, (5.6)

where Ėjet is the energy accretion rate in the jets at r = 20rg (chosen to be larger
than rH for robustness of identification of the jets), and the disc winds,

ηwind =
⟨Ṁc2⟩t − ˙⟨E⟩t + Ėjet

⟨Ṁc2⟩t
. (5.7)
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Figure 5.5: Transverse slices of logarithm of density ρ and the logarithm of the magnitude of
the proper velocity γv, at t ≈ 6 × 104rg/c. The field lines (black) that connect to the BH launch
relativistic jets (demarcated by magenta lines at pb = 1.5ρc2), while field lines threading the disc
give rise to a non-relativistic coronal wind (disc-corona boundary is shown with the cyan line at
ρ = 1.2, see Sec. 5.3). The twin low-density polar jets accelerate to γv ∼ 5c, whereas the winds are
limited to at most γv ≲ c, or v ≲ 0.7c, which occurs near the edges of the jets.

In the above, e.g. ⟨Ṁ⟩t is the running time-average of the mass accretion rate over
an interval of ±500rg/c. Note that, from these equations, any of the rest mass energy
of disc material not accreted onto the BH horizon, and not ejected in the jets, is by
definition lost in a wind. Figure 5.4(b) shows that the jet efficiency resides in the
range ηjet = 20−50%, implying that as much as 50% of the mass-energy accreted by
the BH can be extracted by large-scale magnetic flux from the black hole spin energy
and carried out in the form of Poynting-flux dominated jets. Figure 5.5 shows that
the field lines responsible for the jet launching are anchored in the BH: they extract
the energy via the Blandford & Znajek (1977) effect. That the jets are so efficient is a
surprising result: the standard expectation is that thin discs are incapable of holding
on to large-scale poloidal magnetic flux and hence are not expected to have powerful
jets (Lubow et al. 1994).

In addition to the jets, the disc also launches a sub-relativistic disc wind, which
is magnetic pressure dominated and thus similar to a corona, with energy efficiency
ηwind ∼ 20%. The field lines threading this outflow are anchored in the disc, suggest-
ing it may be magneto-centrifugally driven by the Blandford & Payne (1982) mech-
anism. However, the precise nature of the launching mechanism is not entirely clear,
since time-dependence, (magnetic) pressure gradient forces, and buoyancy forces, as
well as energy extraction from the BH, may also play significant roles in launch-
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ing this outflow. The outflow has a radial velocity of around 0.02 − 0.2c between
10rg < r < 500rg. This compares favorably to AGN ultra-fast outflows, whose veloc-
ities lie in the range of 0.1−0.4c (e.g., Tombesi et al. 2010, 2011), but is on the (very)
high end of winds detected in the soft state of XRBs (e.g., Ponti et al. 2012, 2016;
Miller2016 et al. 2016).

To characterize the radial distribution of the magnetic flux, we define a 1D poloidal
magnetic flux function, Φ(B, r), as the maximum of the poloidal magnetic flux at each
radius of magnetic field B,

Φ(B, r) = max
θ̃m

∫∫ θ̃m

0

B(r, θ̃, ϕ̃)dAθ̃ϕ̃, (5.8)

where dAθ̃ϕ̃ =
√
−gdθ̃dϕ̃ is the area element and g is the metric determinant. This

gives us the magnetic flux on the BH, ΦBH = 0.5Φ(|Br|, rH), and the the magnetic flux
content of the disc, Φdisc = maxr Φ(Br, r). Figure 5.4(c) shows that at early times
ΦBH ≃ Φdisc, implying that most of the positively-oriented magnetic flux resides on
the BH and very little in the disc. Over time, both initially decline roughly in the
same proportion, but at t ≳ 4× 104rg/c the value of Φdisc flattens out whereas ΦBH

continues to decline. This suggests that the magnetic flux diffuses out of the BH and
into the disc. The stability of ΦBH on short timescales suggests that the disc is not
in the magnetically arrested disc regime (MAD, Narayan et al. 2003; Igumenshchev
et al. 2003). However, it is not yet known whether the magnetic flux expulsions and
associated magnetic flux variations, as characteristic of thick MADs (Tchekhovskoy
et al. 2011), are also present at the disc thickness considered here. Assuming that the
thinner the disc the easier it is to saturate the BH with magnetic flux (Tchekhovskoy
& Giannios 2014), it is likely that our disc is close to the saturation of the MAD
state, since the dimensionless magnetic flux (ΦBH/(Ṁr2gc)

1/2 ≈ 25) is only a factor
of 2 smaller than the saturation value for thick discs (Tchekhovskoy et al. 2011;
McKinney et al. 2012).

So far we have considered mechanical outflows. To compute the full efficiency, we
also need to account for radiative losses in the disc. A rough estimate for the radiative
efficiency is obtained by integrating the cooling rate, −U̇ , used to keep our disc thin
(at the equilibrium thickness), from the photon orbit at rphoton = 1.43rg to a large
enough radius beyond which the disc luminosity is negligible, e.g., rmax = 100rg, over
volume:

ηrad =
−
∫∫∫ rmax

rphoton
U̇dV

⟨Ṁc2⟩t
, (5.9)

where dV =
√
−gdrdθ̃dϕ̃ is the volume element. This gives a radiative efficiency

consistent with the Novikov & Thorne (1973) value of ∼ 18% (Fig. 5.4(b)), which is
encouraging for the continuum fitting method used to determine BH spin (see e.g.
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Figure 5.6: Late-time vertical slice through density in our GRMHD simulation of a thin disc
(compare to Fig. 5.1 at earlier times). The disc reaches a steady state where poloidal magnetic flux
(black lines) gets trapped in the inner disc. The density maximum in the disc at |x| ∼ 25rg marks the
transition from the inner low-density, high-magnetization disc to the high-density, low-magnetization
outer disc (see also Fig. 5.7a). In Sec 5.4.2 we argue that the high effective viscosity αeff ∼ 1 in
the inner disc may cause radiative cooling to become inefficient and the flow to transition into an
ADAF.

McClintock et al. 2014). However, as also seen in Fig. 5.4(b), the total efficiency
ηtot = ηjet + ηwind + ηrad of our disc reaches 60−80%.

5.3.4 Jet geometry
A major surprise of this work is the finding of powerful jets, even in our thin disc
accretion system. How do the jets from thin discs compare to the more familiar jets
from thick discs? To carry out the comparison, we estimate the cross-sectional area
A of the jet, defined by pb > 1.5ρc2, at each radius r:

A =

∫∫
H(pb − 1.5ρc2)dAθ̃ϕ̃, (5.10)

Assuming the jet cross-section is circular, we obtain its effective half-opening angle
as

∆θ =

√
A

πr2
. (5.11)

Fig. 5.2(d) compares the radial dependence of our jet opening angle to that of a jet
from a thick H/R ∼ 0.3 disc, as found in non-radiative GRMHD simulations described
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in Liska et al. (2018a). The jet opening angle in the present work is much wider,
presumably due to lack of the support in collimation pressure from the much thinner
and cooler ambient medium consisting out of the disc and corona. This wider opening
angle associated with thin discs may lead to differences in the radiative flux (Fragile
et al. 2012), possibly explaining the absence of any observations of soft state jets in
XRBs. Figure 5.3(c) shows that ∆θ decreases over time, possibly due to a decrease
in jet power, as implied by the decreasing mass accretion rate and approximately
constant jet efficiency, as seen in Fig. 5.4(a),(b). If the power of the jet is lower, its
pressure is also lower, so the ambient medium would compress the jet into a smaller
opening angle.

5.3.5 Radial structure
Figure 5.6 shows a vertical slice through a late-time state of the system. The accretion
disc exhibits a sharp transition in density around |x| ∼ 25rg: at smaller radii, the
accretion disc is lower-density and contains a larger magnetic flux (larger number of
magnetic field lines) than at larger radii. We can see the same more quantitatively in
Fig. 5.7, which shows disc radial profiles at late time. The disc reaches a quasi-steady
state with a low-density, low plasma-β inner disc truncated at r ∼ 25rg coupled to a
high density, high plasma-β outer disc at larger radii. Here β is calculated by taking
the ratio of the density weighted average gas pressure pg and the density weighted
average magnetic pressure pb. Note the presence of a density bump before the ISCO
due to mass accumulation, as is characteristic for thin discs (Penna et al. 2010). To
understand how this density and magnetic structure affects the disc dynamics, we
compute the Maxwell viscosity, αM , Reynolds viscosity, αR, and effective viscosity,
αeff , parameters as follows,

αM =
⟨brbϕ̃⟩ρ

⟨pb + pg⟩ρ
, (5.12)

αR =
⟨(ρc2 + ug + pg)δurδuϕ̃⟩ρ

⟨pb + pg⟩ρ
(5.13)

αeff =
⟨uϕ̃ur⟩ρ
⟨c2i ⟩ρ

, (5.14)

ci =

√
pg
ρc2

. (5.15)

Here ci is the isothermal sound speed and δu = u − ⟨u⟩ρ is the velocity deviation
from the mean. The density-weighted average of a given quantity x is denoted by
⟨x⟩ρ. The averaging is performed within ∼ 10 scaleheights of the disc’s midplane,
more specifically for ρ > 0.01.

Figure 5.7(b) shows that the Reynolds stress exceeds the Maxwell stress by a fac-
tor of ∼ 2 in the inner disc while in the outer disc the Maxwell stress dominates. The
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Figure 5.7: Radial profiles averaged over 6 × 104 < t < 6.25 × 104rg/c. Radii within the ISCO
(rISCO ≈ 2.04rg) are shaded grey. (a) The accretion disc transitions from an inner low-β low-density
flow to an outer high-β high-density flow at r ≈ 25rg . (b) The radial dependence of the viscous
stresses. Since the effective viscosity exceeds the Reynolds and Maxwell stresses by one order of
magnitude, αeff ≫ αM,R, it is likely that large scale torques transport angular momentum outwards.
The dotted lines denote negative values of αeff . The disc is outflowing beyond the stagnation surface
at r ≈ 23rg . (c) Within 25rg the density scale height (H/R)ρ increases above the thermal scale
height (H/R)thermal due to magnetic pressure support in the inner disc. (d) We maintain more than
10 cells per MRI wavelength, Q, in all 3 dimensions, r, θ̃, ϕ̃ over most of the disc.

effective viscosity exceeds the sum of Reynolds and Maxwell viscosity contribution by
an order of magnitude and becomes negative in the corona. This might be indicative
of large-scale magnetic torques/winds removing the angular momentum from the in-
ner disc and is not surprising since we define the effective viscosity based on a 1D
stationary α-disc model that does not take into account any time-variability and mag-
netic effects. In fact, deviations of (GR)MHD results from the α-viscosity description
are rather typical (Avara et al. 2016; Morales Teixeira et al. 2014; McKinney et al.
2012; Penna et al. 2010; Sorathia et al. 2010) and indicative of the intrinsic limitations
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of the α-disc (Shakura & Sunyaev 1973), especially at greater field strengths. It is
an interesting question whether the reported discrepancy (King et al. 2007) between
the values for the α-viscosity found in local MHD simulations (derived from Maxwell
and Reynolds stresses) and those constrained from observations (derived from the
effective viscosity set by accretion timescale) might be due to the limitations of the
α-disc description rather than a mismatch between the simulations and observations.

Interestingly, while the Maxwell and Reynolds stresses remain positive throughout
the disc, the effective viscosity (in other words ur) becomes negative for r > 23rg,
causing the disc to spread out (Fig. 5.7(b)). Viscous spreading is characteristic for
all finite-size accretion discs and is caused by an outwards flux of conserved angular
momentum as mass moves inwards. However, in contrast to the thick H/R ∼ 0.3

discs considered in our previous work (Liska et al. 2018a), where viscous spreading
caused the precession to stall, it is unlikely to significantly affect the internal disc
dynamics in this work since the timescale for viscous spreading is more than an order
of magnitude longer than the simulation runtime.

Due to the global alignment of the disc over time, the tilt angle evolves from the
initial 10◦ to ∼ 2◦ at late times, and therefore our simulation sweeps through a wide
range of tilt angles. Throughout the evolution, we do not see any evidence of signifi-
cant tilt-related effects on the internal disc dynamics, such as standing shocks/sharp
entropy gradients aligned with the lines of nodes (Fragile & Blaes 2008).

We define the thermal and density disc scale heights, respectively, as

(H/R)thermal =
⟨ci⟩ρ2

⟨vϕ̃⟩ρ2

, (5.16)

(H/R)ρ = ⟨|θ̃ − θ̃avg|⟩ρ (5.17)

Here ci is the isothermal sound speed and v is 3-velocity, and θ̃avg is the average
θ-position of the disc’s midplane in tilted coordinates. Figure 5.7(c) shows that while
the thermal scale height remains approximately constant for r > 3rg, (H/R)thermal ≈
0.03, the density scale height develops a bump, (H/R)ρ ∼ 0.08 at r ∼ 10rg, due to
the excess magnetic pressure support in a strongly magnetized, β ≪ 1, disc. Around
the ISCO the scaleheight increases, because the disc becomes super Keplerian, while
the cooling function assumes a Keplerian disc.

To quantify the degree to which our simulation resolves the magnetized turbulence
in the disc, we compute the quality factors Qr,θ̃,ϕ̃, which give the number of cells per
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MRI wavelength in each of the three directions:

Qr,θ̃,ϕ̃ =
2π

∆r,θ̃,ϕ̃

⟨vA
r,θ̃,ϕ̃

⟩w
⟨Ω⟩w

, (5.18)

vA
r,θ̃,ϕ̃

=

√
b2
r,θ̃,ϕ̃

(ρc2 + ug + pg + b2)
, (5.19)

Ω =
vϕ̃
r
, (5.20)

where ∆r,θ̃,ϕ̃ is the size of the cell. The Alfven speed, vA, and angular frequency, Ω,
are volume-averaged with w =

√
b2ρ as the weight since a large fraction of the mass

in our thin discs resides in equatorial current sheets where the magnetic field vanishes.
Figure 5.7(d) shows that the whole disc is well resolved with Qr,θ̃ > 30, Qϕ̃ > 200 in
the inner disc and Qr,θ̃ > 10, Qϕ̃ > 70 over most of the outer disc. This satisfies the
numerical convergence criteria for MRI turbulence, Qθ > 10 and Qϕ > 20 (see e.g.
Hawley et al. 2011).

5.4 Discussion

5.4.1 Bardeen-Petterson Alignment
We found that the inner ∼ 5rg of a thin disc, H/R ≃ 0.03, initially tilted by 10◦ rela-
tive to the central spinning BH, undergoes alignment with the BH equator (Sec. 5.3.1).
This is the first demonstration of the Bardeen & Petterson (1975) effect in a GRMHD
simulation, in the presence of non-local and anisotropic turbulent MHD stresses.

This confirmation of the BP effect has profound consequences for the growth
and spin evolution of supermassive BHs (SMBHs), since BP alignment is a crucial
ingredient that has been assumed to take place for misaligned accretion episodes
(e.g. Volonteri et al. 2005; King & Pringle 2006; Fanidakis et al. 2009). Because
the alignment radius acts as lever arm helping to torque the BH, the BP effect can
torque the BH and align its spin vector with the outer misaligned accretion flow on
much shorter timescales than otherwise (Rees 1978; Scheuer & Feiler 1996; Natarajan
& Pringle 1998). This rapid reorientation of BH spin has the potential to create
the right conditions for rapid BH spin-up. If BH spin reorientation occurs on a
shorter timescale than the timescale of a single accretion episode in a chaotic accretion
scenario (in which the direction of the supplied gas angular momentum randomly
changes between different accretion episodes, see e.g. Volonteri et al. 2005), then
supermassive BHs can be efficiently spun up (e.g. Natarajan & Pringle 1998). In the
opposite case, the accretion-supplied angular momenta would tend to cancel out, and
the central BHs would be on average spun down.

Due to the high cost of GRMHD simulations, it is appealing to use them to
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calibrate both computationally cheaper SPH simulations and analytic theory. Our
simulations are in the viscosity-dominated, H/R < α regime (Papaloizou & Pringle
1983) since both our effective viscosity parameter, αeff ≃ 1, and local Maxwell plus
Reynolds stress related viscosity parameter, αM +αR ≲ 0.1, exceed H/R = 0.03 (see
Figure 5.7). However, we did not find Bardeen-Petterson alignment in any of our
simulations featuring thicker discs with < H/R = 0.1 (Liska et al. 2019a). Because
all of these simulations have αM,R ≲ H/R < αeff , it appears likely that values of local
Maxwell and Reynolds stresses determine the transition from the wave- (H/R > α)
to the viscosity- (H/R < α) dominated regime, where BP alignment is expected.

However, the alignment radius we find substantially differs from both the an-
alytical theory and SPH simulations. Specifically, Kumar & Pringle (1985) found
analytically using the corrected Bardeen & Petterson (1975) equations in Papaloizou
& Pringle (1983) a radius rBP ≈ 300 rg, while Nelson & Papaloizou (2000) find
rBP ≈ 100 rg for α = 0.05 and h/r = 0.03. SPH simulations of Nelson & Papaloizou
(2000) find rBP ≈ 30rg for α = 0.1 and h/r = 0.03. Other more recent SPH work
considers a smaller disc thickness h/r ≈ 0.013 and smaller viscosity α ≈ 0.03 (Lodato
& Price 2010), which makes comparison to our work difficult. However, assuming a
scaling relation, rBP ∼ [(h/r)−2/α]4/7 (Kumar & Pringle 1985), these results are in
similar disagreement.

One contributing factor to this disagreement with SPH simulations may be the
∼ 2 times larger density scale height, caused by the buildup of magnetic pressure,
between 5rg < r < 20rg in our simulations (see Sec. 5.3.5). We indeed see that rBP

(Fig. 5.2a) coincides with the radius where the disc becomes thicker (Fig. 5.7(c)).
Naively, analytically one would only predict (Kumar & Pringle 1985) an ≈ 0.4 times
smaller alignment radius for a similar increase in disc thickness, insufficient to account
for the full extent of the discrepancy. However since H/R ≈ αR + αM the disc
may not be in the H/R < α viscosity dominated regime required for BP alignment.
Another contributing factor might be the presence of large-scale magnetic torques in
the system, which can affect the alignment radius in at least two ways. First, these
torques might induce coupling between the inner aligned disc and outer misaligned
disc-corona-jet system moving rBP inwards. Second, as discussed in Sec. 5.3.5, large-
scale magnetic torques can remove angular momentum from the disc and increase the
inflow velocity. Because BP alignment is expected to occur more rapidly when the
radial inflow velocity is smaller (Bardeen & Petterson 1975), this might reduce the
efficiency of BP effect (Nealon et al. 2015).

To test if an external torque can explain the smaller-than-predicted BP align-
ment radius, we calculate the ratio between the external magnetic torque drag-
ging misaligned angular momentum inwards and the LT torque. Note that since
αM +αR ≪ αeff (Fig. 5.2(c)) we can safely neglect internal stresses and assume that
accretion is driven solely by an external magnetic torque. This viscous torque is given
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by (e.g. Shakura & Sunyaev 1973),

Tmag = αeff(h/r)
2 × vK × T r

ϕ̃
× sin(T ), (5.21)

while the LT torque is given by,

TLT = T r
ϕ̃
× sin(T )× ΩLT, (5.22)

Assuming αeff ∼ 1 and using eq. 5.5 we conclude that these two torques are equal
around r ∼ 15rg. This still overestimates rBP by a factor ∼ 3, but suggests that large
scale torques may indeed contribute to the discrepancy between our work and SPH
simulations. Note that in this very crude calculation we neglected that the LT torque
acts perpendicular to the magnetic torque. Namely, TLT ≳ Tmag does not guarantee
BP alignment, since the disc may keep precessing as a rigid body without aligning
(Liska et al 2019b, in prep). For BP alignment, misaligned angular momentum also
needs to mix azimuthally such that net alignment is produced (Sorathia et al. 2013).
This mixing may take place on timescales (much) longer than the viscous time and
thus explain this remaining factor ∼ 3 discrepancy.

A smaller rBP could have a significant effect on the predictions of SMBH growth
models because smaller values of rBP lead to less rapid alignment between BH and
outer disc and perhaps consequently less rapid spin up. For the same reason, our
result implies that initially misaligned X-ray binary systems will take even longer to
align than previously predicted (King & Nixon 2016), indicating that there could be
many misaligned X-ray binaries today, as implied by the Lense-Thirring precession
QPO model of Ingram et al. (2009). Future work should study the effect of BP
alignment and disc warp on the measured values of BH spin (e.g., McClintock et al.
2014).

The inclusion of a gas pressure dominated equation of state with adiabatic index
Γ = 5/3 as in this work is only applicable in the outer accretion disc of X-ray binaries
(see e.g. Zhu & Narayan 2013), while the inner part could be radiation pressure
dominated with Γ = 4/3. We find that changing the adiabatic index to Γ = 4/3

for a thin disc tilted by 45◦ behaves qualitatively similar to Γ = 5/3 (Liska et al
2019B, in prep). This is not unexpected since the most dominant effect of a softer
equation of state is that the disc becomes thinner for a given specific internal energy
ug/(ρc

2). However, the cooling function (Noble et al. 2009) automatically adapts to
the equation of state in order to maintain the desired thermal scale height and thus
the absence of any strong dependence on the adiabatic indices is not unexpected.

5.4.2 Disc Evaporation?
The transition from a low-viscosity, high-density outer disc into a high-viscosity, low-
density inner disc (See Sec. 5.3.5 and Fig. 5.6/5.7) might provide clues into a long-
standing puzzle in accretion physics: How do cool thin discs (Shakura & Sunyaev
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1973) transition into hot thick radiatively-inefficient accretion flows (Narayan & Yi
1994) near the black hole? This work shows that magnetically driven winds can
lower the disc density and increase the inflow speed with respect to the outer disc.
Subsequently, the ions and electrons may become weakly coupled and the cooling
timescale may become limited by the timescale for Coulomb collisions and other
plasma processes to equilibrate the temperature of the hot non-radiative ions with
the radiatively-cooled synchrotron emitting electrons (Shapiro et al. 1976). This may
prevent the inner disc from cooling and can conceivably lead to a radiatively inefficient
thick accretion flow at a radius r ≲ 25rg for this setup. Indeed, the finite timescale
for electron-ion coupling implies that one would generally expect such a disc to form
for Ṁ < α2ṀEdd (e.g. Esin et al. 1997). This disc-evaporation mechanism, through
the elevated α-viscosity in the inner disc, is attractive in that it does not require
conduction of heat from the corona to the disc (e.g. Meyer & Meyer-Hofmeister 1994;
Liu et al. 1999; Czerny et al. 2000; Qian et al. 2007).

How does the high-viscosity, low-β inner disc, seen in Figure 5.7(a), form? In our
simulation it may have formed due to the rapid cooling of an initial torus threaded
with poloidal magnetic flux (Sikora & Begelman 2013; Begelman & Armitage 2014):
the cooling causes the thermal pressure to decrease, but – due to vertical magnetic flux
conservation – the magnetic flux stays about the same. This causes the disc to become
more strongly magnetized and plasma β to drop. Shearing box simulations seeded
with strong vertical magnetic flux appear to develop a similarly highly magnetized
accretion state with strong outflows (Salvesen et al. 2016; Bai & Stone 2013). If this
scenario is indeed the case, it would require the presence of large scale magnetic flux in
the accretion disc prior to the disc becoming thin, which would limit the applicability
of this simulation to the intermediate states for X-ray binaries.

Future work will investigate the effect of the different initial magnetic field geome-
tries (e.g., Liska et al. 2018b), exploring if large scale poloidal magnetic flux is indeed
a necessary ingredient for the high α-viscosity inner disc. It will also include electron-
ion coupling, and on-the-fly radiation transfer, to accurately model the cooling of the
disc.

5.4.3 Jet Launching

This work shows that thin discs down to at least H/R = 0.03 can efficiently launch
relativistic Blandford & Znajek (1977) jets of substantial power, carrying out ≳ 20%

of the accretion power, over timescales comparable to the accretion time (Sec. 5.3.4).
This suggests that even such thin discs as considered in this work are capable of
retaining for their accretion time large-scale poloidal (vertical) magnetic flux on the
BH, a necessary ingredient for launching relativistic jets (Blandford & Znajek 1977).
This is particularly interesting given that simple analytical arguments suggest that
thin discs should lose their large-scale magnetic flux to outward diffusion (Lubow
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et al. 1994). It is possible that the large scale external torques may overcome this
problem by dragging flux inwards before it has time to diffuse out (see also Guilet &
Ogilvie 2012a, 2013a).

How can we reconcile the formation of powerful jets from thin discs with obser-
vations? There are no observations that have convincingly detected jets from thin
discs in the soft state of X-ray binaries (though see Rushton et al. 2012), however,
about 10% of quasars are radio loud and form jets (Sikora et al. 2007). Because our
simulated jets have wide opening angles, ∆θ ∼ 20◦ (Fig. 5.2c), they might become
less optically thick and more difficult to detect (see also Russell et al. 2011; Fragile
et al. 2012). Another possible explanation is that our simulations do not apply to the
soft state of XRBs (Sec. 5.4.4).

5.4.4 A Transitional Disc?

An interesting possibility is that our simulations apply to transitional discs, in the
middle of the hard-to-soft state transition (e.g. Fender et al. 2004). In fact, we set
up our simulations in a very similar way: the initial thick torus rapidly cools down to
the target thickness, H/R = 0.03, which is much smaller than the initial thickness,
H/R ∼ 0.3. Since thick accretion discs may be able to generate and advect large
scale poloidal magnetic flux through large scale dynamo action (e.g., Liska et al.
2018b), they are expected to retain a substantial amount of it after their collapse
into a thin disc. This can lead both to a highly viscous inner disc that evaporates
into an ADAF (Sec. 5.4.2) and sustains a strong jet (Sec. 5.4.3, see also Ferreira &
Pelletier 1993; Ferreira et al. 2006; Sikora & Begelman 2013; Begelman & Armitage
2014). Indeed XRBs in the hard-to-soft state transition are known to produce jets
(e.g. Fender et al. 2004), while radio-loud quasars may contain such transitional discs
(Tchekhovskoy 2015). Spectral modeling of two-temperature magnetically truncated
discs has proven successful in explaining both emission in X-Ray and radio during
XRB state transitions (Marcel et al. 2018a,b).

However, as proposed in Lubow et al. (1994) this flux may slowly diffuse out
and cause the jet to shut down. In addition, if this large scale poloidal magnetic
field indeed leads to evaporation of the inner disc into an ADAF (Sec. 5.4.2), the
truncation radius between the inner thick and outer thin disc will move inwards.
This is consistent with observational evidence of the truncation radius moving in
during the evolution towards the soft state (Esin et al. 1997; Done et al. 2007; Ingram
& Done 2011). Figure 5.4(c) indeed shows signs of magnetic flux diffusing out of the
BH: the flux in the disc (Φdisc) stays roughly constant while the flux on the BH (ΦBH)
drops. However, the drop is small and appears to be leveling off. Several mechanisms
have been suggested that can prevent the poloidal magnetic flux from diffusing out
in thin discs (Rothstein & Lovelace 2008; Guilet & Ogilvie 2012a, 2013a). Future
simulations spanning much longer runtimes can probe if thin discs are able to retain
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poloidal magnetic flux for a more extended time period, or are always transitional.

5.5 Conclusions

In this work we have performed the thinnest disc GRMHD simulations to date. We
started with an H/R = 0.03 accretion disc tilted by 10◦ relative to a rapidly spinning
a = 0.9375 BH. Using 3 AMR levels, we carried out GRMHD simulations at suffi-
ciently high effective resolution, 2880 × 864 × 1200, which for the first time resolved
the MRI turbulence in a thin disc in all 3 dimensions with near-cubical cells (of order
unity aspect ratio). Our results can be summarized in 3 key points.

First, we have confirmed for the first time that the inner parts of tilted thin
discs can align with the BH equatorial plane as theorized 40 years ago by Bardeen
& Petterson (1975), even when the full effects of GR, anisotropic MRI turbulence
and torquing of the disc by magnetized corona and jets are included. The disc aligns
with the BH within the BP radius, rBP ≃ 5rg, whose value is expected to increase for
thinner discs (e.g. Kumar & Pringle 1985). The development of a BP configuration
can have profound consequences for the evolution of BH spins in AGN, as the large
lever arm of rBP out to which the disc is aligned can torque the BH into alignment
with the outer, tilted disc on a much shorter timescale than without the BP effect
(e.g. Scheuer & Feiler 1996; Natarajan & Pringle 1998).

Second, we have shown that an accretion disc can develop an inner low-density,
high-viscosity disc coupled to an outer high-density, low-viscosity disc at r ≲ 25rg.
We suggested that the order unity viscosity of the inner disc we find might lead to
it evaporating into a radiatively inefficient accretion flow when the electron-ion cou-
pling time exceeds the accretion time (e.g. Esin et al. 1997). This high viscosity may
be caused by the presence in the initial conditions of large-scale poloidal magnetic
flux, which removes the angular momentum through large-scale outflows. Large scale
poloidal magnetic flux may be present in thin discs during hard-to-soft state tran-
sitions (e.g. Sikora & Begelman 2013; Begelman & Armitage 2014), as discussed in
Sec. 5.4.4.

Third, we have shown that BH accretion systems with thin discs, if initially
threaded with large scale poloidal magnetic flux, can launch powerful Blandford &
Znajek (1977) jets on the viscous timescale, with their power reaching 20−50% of
the accretion power. This challenges the standard paradigm that thin discs in the
soft state cannot advect inwards poloidal magnetic flux needed to launch jets (Lubow
et al. 1994) and is seemingly in tension with the lack of any clear detection of jets in
X-ray binaries. However the morphology of our jets, specifically their twice as large
opening angle as of those produced by thick discs (e.g. Liska et al. 2018a; McKinney
2006; Chatterjee et al 2018a, in prep), may make them more optically thin and thus
more difficult to detect (see also Fragile et al. 2012). Another possibility is that our
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simulations describe transitional discs in the hard-to-soft state transition which are
known to produce powerful jets (e.g. Fender et al. 2004) and, like our simulations,
may naturally harbor large scale poloidal magnetic flux (Sikora & Begelman 2013),
which is required to produce powerful jets (Blandford & Znajek 1977). This flux
may eventually diffuse out (e.g. Begelman & Armitage 2014) causing the jets to shut
down. Outwards flux diffusion might indeed be present in our simulation (Sec. 5.4.4).
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Abstract

Luminous active galactic nuclei (AGN) and X-Ray binaries (XRBs) tend to be sur-
rounded by geometrically thin, radiatively cooled accretion discs. According to both
theory and observations, these are – in many cases – highly misaligned with the
black hole spin axis. In this work we present the first general relativistic magneto-
hydrodynamic simulations of very thin (h/r ∼ 0.015−0.05) accretion discs around
rapidly spinning (a ∼ 0.9) black holes and tilted by 45−65 degrees. We show that
the inner regions of the discs with h/r ≲ 0.03 align with the black hole equator,
though at smaller radii than predicted by theoretical work. The inner aligned and
outer misaligned disc regions are separated by a sharp break in tilt angle accompa-
nied by a sharp drop in density. We find that frame-dragging by the spinning black
hole overpowers the disc viscosity, which is self-consistently produced by magnetized
turbulence, tearing the disc apart and forming a rapidly precessing inner sub-disc
surrounded by a slowly precessing outer sub-disc. We find that at all tilt values the
system produces a pair of relativistic jets. At small distances the jets precess rapidly
together with the inner sub-disc, whereas at large distances they partially align with
the outer sub-disc and precess more slowly. If the tearing radius can be modeled
accurately in future work, emission model independent measurements of black hole
spin based on precession-driven quasi-periodic oscillations may become possible.



6 Disc Tearing and Bardeen-Petterson Alignment

6.1 Introduction

Because the gas supply of black holes (BHs) originates from far away, the angular
momentum vector of the accreting gas will most likely be independent of the BH spin
vector. If the relative orientation of the two is random, the resulting accretion disc
would on average make a 60-degree angle relative to the BH equator. Tilted discs
are expected in many luminous systems ranging from X-ray binaries (XRBs), active
galactic nuclei (AGN), tidal disruption events (TDEs), and binary merger remnant
discs (e.g. Hjellming & Rupen 1995; Greene et al. 2001; Caproni et al. 2006, 2007;
Abbott et al. 2017). The physics of tilted accretion systems is of crucial importance
for understanding the growth of most – if not all – supermassive BHs throughout
cosmological time, and has profound implications for jet production, BH spin mea-
surements, and energy release of BH accretion systems (e.g. Natarajan & Pringle
1998; Stella & Vietri 1998; Fiacconi et al. 2018).

Over time, tilted accretion discs get distorted by frame-dragging of their central
BHs. The evolution of such warped discs depends sensitively on the ratio between
their viscosity and their dimensionless scale height, or aspect ratio (Papaloizou &
Pringle 1983). The disc viscosity, parameterized through the α-viscosity parameter,
regulates the transport of angular momentum in the disc (Shakura & Sunyaev 1973).
The disc aspect ratio, h/r, the ratio of disc scale height h to radius r, characterizes
the internal pressure of the disc. When the disc is relatively thick, h/r > α, such as
in the hard state of XRBs and low-luminosity AGN, the warps are transmitted by
pressure waves traveling at about half the speed of sound (Papaloizou & Lin 1995).
In this wave-like limit, analytic calculations (Ivanov & Illarionov 1997; Lubow et al.
2002) and general-relativistic magnetohydrodynamic (GRMHD) simulations (Fragile
et al. 2007; Morales Teixeira et al. 2014; Liska et al. 2018a, 2019a; White et al. 2019)
have shown that the tilt of the disc oscillates as a function of radius within about 20
gravitational radii, such that material gets accreted at high inclination angles. When
the disc is relatively thin, h/r < α, warps are propagated through viscous diffusion,
and radial tilt oscillations get damped by the dissipative effects of disc viscosity. This
is thought to be the case in bright quasars and soft state X-ray binaries. In this
limit, which is the focus of this work, a so-called Bardeen-Petterson configuration is
expected to emerge: the inner disc aligns with the BH spin whereas the outer disc
remains tilted (Bardeen & Petterson 1975). Since, by Newton’s third law, the torque
exerted by the BH on the inner disc is exactly equal and opposite to the torque
exerted by the inner disc on the BH, Bardeen & Petterson (1975) alignment will not
only align the disc with the BH spin, but will also torque the BH into alignment with
the the outer disc (if the disc is massive enough). Thus, the Bardeen & Petterson
(1975) effect substantially accelerates the alignment between disc and BH spin axes
(because the specific angular momentum increases with radius), possibly leading to
a rapid spin-up of supermassive BHs, even if discs are (initially) misaligned during
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6.1 Introduction

Figure 6.1: Clock-wise from top-left, panels show vertical slices through fluid frame density log(ρ)

for models UT45, T45-H at t = 7×104rg/c, MT45 at t = 4.5×104rg/c and T65 at t = 5.2×104rg/c

(red shows high and blue low values, see colour bar). Magenta lines indicate the jet boundary, defined
as pb = 5ρc2. All models except the thicker disc, h/r = 0.05, MT45 model, align with the BH spin.
The Bardeen & Petterson (1975) alignment radius increases from rbp ∼ 5rg in models T45 and
T45-H to rbp ∼ 10rg in model UT45. The transition between aligned and misaligned disc regions is
very sharp, forming a ‘break’ in tilt angle and density. In addition, the disc in model T65 forms a
discontinuity in precession angle, tearing apart into multiple, differentially precessing, sub-discs (see
also Fig. 6.3). Streamers transfer mass and angular momentum between sub-discs and directly to
the BH.
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most accretion events (e.g. Natarajan & Pringle 1998; King et al. 2005).
However, across both disc radius and height, there tend to be large, non-linear,

and anisotropic variations of the viscous stresses induced by the magneto-rotational
instability (MRI, Balbus & Hawley 1991, 1998) in magnetized accretion discs, defying
the simple α−viscosity prescription (Penna et al. 2010; Sorathia et al. 2010; McKinney
et al. 2012; Jiang et al. 2017). For example, recent GRMHD simulations (Liska
et al. 2019c) of a very thin, h/r = 0.03, magnetized accretion disc tilted by 10◦ have
shown that magnetic fields launch winds which counteract Bardeen & Petterson (1975)
alignment in a strongly non-linear fashion, producing an aligned region that is much
smaller than predicted for α−discs (Kumar & Pringle 1985; Nelson & Papaloizou
2000; Lodato & Price 2010; Nixon et al. 2012a).

Crucially, when a thin α−disc is tilted by T ≳ 45◦, smoothed particle hydro-
dynamics (SPH) simulations suggest that frame-dragging by the spinning BH tears
the disc apart into differentially precessing rings (Nixon et al. 2012a; Nealon et al.
2015). Just as in thin α−discs, once a magnetized disc starts to tear, the viscosity
may drop and encourage further tearing (Ogilvie 1999; Nixon et al. 2012a; Doǧan
et al. 2018). However, since the tilt (in radians) exceeds the disc’s scale height by
more than an order in magnitude, the warp becomes highly non-linear – requiring
a detailed treatment involving the 3D magnetized turbulence that is the glue that
holds the disc together. GRMHD simulations make this treatment possible, and we
use them in this paper to study whether and how tilted, thin, magnetized discs get
torn apart. We pay special attention to the typical tearing radius and the physical
prerequisites for tearing to occur. Forming such an understanding may pave the way
for BH spin measurements based on quasi-periodic oscillations (QPOs) observed in
XRB lightcurves (van der Klis 1989). Such QPOs could be driven by disc (Stella &
Vietri 1998; Ingram et al. 2009, 2016) and/or jet (Kalamkar et al. 2016; Stevens &
Uttley 2016) precession.

In this work we present the first GRMHD simulations of highly tilted thin accretion
discs in the diffusive limit of warp propagation (h/r < α). In Section 6.2 we describe
our code and initial conditions. We present our results in Sec. 6.3 and conclude in
Sec. 6.4.

6.2 Numerical Method and Initial Conditions

For this work we use our recently developed GRMHD code H-AMR (Liska et al.
2018a; Chatterjee et al. 2019; Porth et al. 2019). It evolves the GRMHD equations
with a finite-volume–based method in modified Kerr-Schild coordinates (as in Gammie
et al. 2003) and uses a constrained-transport scheme for magnetic field evolution (see
Gardiner & Stone 2005). Here we employ a logarithmic spherical polar grid with 3 to 4

levels of adaptive mesh refinement (AMR) and 4 levels of local adaptive time-stepping,
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allowing us to focus the resolution on the regions of interest. In particular, magnetized
turbulence in the disc needs to be resolved (Liska et al. 2018a), so we use rest-mass
density ρ as the refinement criterion in order to delineate the disc (as in Liska et al.
2019c). In this way, we achieve the following effective resolutions in spherical polar
coordinates (Nr ×Nθ ×Nϕ): 2880× 864× 1200 in our low-resolution models, and, by
doubling the resolution in every dimension, 5760× 1728× 2400 in our-high resolution
models (see Table 6.1). This resolves our thin discs by approximately 7 to 14 cells
per scale height (see Sec. 6.3 for the MRI quality factors). We use outflow boundary
conditions at the inner and outer radial boundaries, which we place inside the event
horizon and at 105rg, respectively, where rg = GM/c2 is the gravitational radius. This
way both boundaries are causally disconnected from the accretion system. Across the
polar singularity in θ we use a transmissive boundary condition, which we implement
using a multi-faceted method that minimizes numerical dissipation in the polar region
(for details, see Liska et al. 2018a).

All models, shown in Table 6.1, are initially seeded with a Kerr black hole (with
a = 0.9375) surrounded by a torus in hydrostatic equilibrium (in accordance with
Fishbone & Moncrief 1976) with its inner edge at rin = 12.5rg, its pressure maximum
at rmax = 25rg, and its density normalized by setting max ρ = 1. We use the
equation of state of an ideal gas, pg = (Γ − 1)ug, where pg and ug are thermal
pressure and thermal energy density, and we use a polytropic index that corresponds
to a non-relativistic monoatomic ideal gas, Γ = 5/3. We seed the torus with a
poloidal magnetic field defined by a covariant vector potential Aϕ = (ρ − 0.05)2r3.
We normalize the magnetic field strength by requiring that max pg/max pb = 30,
where pb is the magnetic pressure. Subsequently, we tilt the torus and magnetic field
relative to the BH spin (and the grid) by an angle Tinit (see Liska et al. 2018a for
details). Finally, we reduce the disc thickness to a target scale-height h/r by cooling
the gas at a rate slow enough to avoid disruption of the disc orbital dynamics. We
do this by letting the internal energy decay exponentially over time, with the time
constant set by the orbital timescale (Noble et al. 2009). Since the disc needs some
time to cool and reach the target scale height, we only include data after t = 104rg/c

into our analysis. We initialize the high-resolution models T45-H and UT45 with a
well-evolved state of model T45 at t = 4.8 × 104tg, where tg = rg/c (see Table 6.1
for details). In the case of T45-H, we, additionally, change the target thickness in the
cooling function from h/r = 0.03 to h/r = 0.015.

6.3 Results

Figure 6.1 shows a colour map of the density for models UT45, T45-H, MT45 and
T65 in their evolved state at t ≳ 4 × 104rg/c. As can be seen from 3D animations
(see this YouTube playlist), the inner disc always aligns with the BH spin in models
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Figure 6.2: Time evolution for models T65 (green), T45 (orange) and MT45 (blue). [panel (a)] The
BH mass accretion (ṀBH) is about 1.5-3 times higher in T65 compared to the other two models,
presumably due to cancellation of angular momentum when the sub-discs become partially opposed
(Fig. 6.3). [panel (b)] The jet efficiency (ηjet, measured at r ∼ 10rg) is reduced significantly in
T65 due to dissipation when the jet gets reoriented at the tearing radius of r ∼ 5 − 30rg . [panel
(c)] The precession angle (P) in T65 of the inner sub-disc (dotted) increases much more rapidly
than the precession angle of the outer sub-disc (solid) due to the differential nature of the Lense &
Thirring (1918) torque. [panel (d)] The inner sub-disc quickly starts aligning with the BH spin (i.e.,
decreasing T ) during phases of disc tearing when there is a large difference in P between the inner
and outer sub-discs (e.g., between 5-7.5 ×104tg). After the inner sub-disc makes a full cycle in P, it
conjoins again with the outer sub-disc and is torqued back into a tilted configuration.
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Model Full name Tinit Nr ×Nθ ×Nϕ h/r ti-tf [104tg]
T45 T45HR03L 45◦ 2880×864×1200 0.03 0-10.5
T45-H T45HR03H 45◦ 5760×1728×2400 0.03 4.8-7.2
UT45 T45HR015H 45◦ 5760×1728×2400 0.015 4.8-7.0
MT45 T45HR05L 45◦ 2880×864×1200 0.05 0-4.5
T65 T65HR03L 65◦ 2880×864×1200 0.03 0-12

Table 6.1: The tilt (Tinit), number of cells in r−, θ− and ϕ− coordinates (Nr × Nθ × Nϕ), disc
thickness (h/r) and time interval (ti − tf ) for each model.

Figure 6.3: First demonstration that a highly tilted magnetized accretion disc (blue) can tear up
into multiple, radially extended, sub-discs. In this volume rendering of model T65 at t = 4.5×104rg/c

(left) and t = 7× 104rg/c (right) the BH spin a is oriented vertically (black arrows) and the length
scale of 40 rg is indicated on the left. The jet (red) is launched along the direction of the inner
sub-disc, but, as it propagates outwards, tends to align with the corona (green), which is aligned
with the outer sub-disc. While changing orientation, the jet exerts an equal and opposite force on
the outer sub-disc, pushing it into more energetic orbits.

T45-H and UT45, aligns most of the time in model T45, some of the time in model
T65, and does not align at all in model MT45. This can be understood because the
disc is thicker in model MT45, h/r = 0.05, and may fall outside the diffusive warp
propagation regime, h/r < α, where the Bardeen & Petterson (1975) alignment is
expected (e.g. Ivanov & Illarionov 1997).

For our thinnest discs, we can establish the dependence of disc structure on thick-
ness. In particular, we observe that the Bardeen & Petterson (1975) alignment radius,
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Figure 6.4: Radial profiles for models UT45 (left) and T65 (right) averaged over 6.8× 104rg/c <

t < 7.0 × 104rg/c. [(a,b)] In both models the disc remains mostly gas-pressure dominated (β ≳ 1)
allowing it to achieve the target scale-height. The density (ρ) drops around the disc breaking/tearing
radius. [(c,d)] The effective viscosity (αeff ) exceeds the sum of the Maxwell (αM ) and Reynolds
(αR) stresses, presumably due to the presence of wind driven torques and, in T65, cancellation of
angular momentum. Negative values of the effective viscosity (αeff ∝ vr; black-white emphasis on
the plots) are obtained when a particular annulus of the disc has net local outward movement (due
to angular momentum transport). [(e-h)] The disc’s and jet’s tilt (T ) and precession (P) angles tend
to follow the same trend, since the outer disc torques the jet into (partial) alignment with itself.
The discontinuity in tilt angle between inner and outer sub-disc in T65 occurs due to the angular
momentum cancellation when the inner and outer sub-disc are partially opposed due to differential
precession. It is unrelated to Bardeen & Petterson (1975) alignment.
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rbp, increases from rbp ∼ 5rg at h/r = 0.03 (models T45 and T45-H) to rbp ∼ 10rg at
h/r = 0.015 (model UT45). While this is consistent with the predicted analytic scal-
ing of rbp ∼ (h/r)−8/7 (e.g. Kumar & Pringle 1985), the proportionality constant for
our simulation is much smaller than in the analytic scaling. This discrepancy might
be due to the torques applied on the disc by the large-scale magnetically-powered disc
outflows that counteract the Bardeen & Petterson (1975) alignment and reduce the
value of rbp (Liska et al. 2019c).

More generally, the Bardeen & Petterson (1975) alignment is variable in time: as
seen from the movies, as a general trend, an increase/decrease in BH mass accretion
rate ṀBH (Fig. 6.2a) tends to accompany the periods of misalignment/alignment of
the inner disc with the BH in models T45 and T65. This might be due to rapid
accretion giving the disc insufficient time to align with the BH spin axis (Liska et al.
2019c).

We note that there are important qualitative differences in the simulation results
presented here and our previous work, which considered a disc with exactly the same
initial conditions but tilted by a much smaller angle (Liska et al. 2019c). For a value of
tilt, T = 10◦, the inner aligned and outer misaligned parts of the accretion disc were
separated by a smooth warp (Liska et al. 2019c). However, for much larger tilt angles
considered here, T = 45−65 degrees, the inner aligned and outer misaligned parts
of the disc are separated by a discontinuity in tilt angle and sharp drop in density.
This transition is referred to as a disc break (e.g., Lodato & Price 2010; Nixon et al.
2012a). As we discuss in Sec. 6.4, the development of a break will likely change the
physical properties and observational signatures of a tilted disc and its precession.

Figures 6.1 and 6.3 show that at large values of tilt, T = 65◦, in model T65,
the disc tears into 2 or sometimes even 3 differentially precessing sub-discs at radii
ranging from 5rg to 30rg. This is caused by the differential Lense & Thirring (1918)
torques exceeding the viscous torques that hold the disc together. We observe that
the disc also tears at lower tilt values, T = 45◦, in models T45 and UT45: however,
this happens at later times, t ≳ 105rg/c for T45 and t ≳ 7 × 104rg/c for UT45,
respectively. To reach the BH, the gas must pass between sub-discs via streamers,
which are tentacle-like low density structures connecting adjacent sub-discs, as seen
in Figs 6.1 and 6.3. Note that the BP-aligned part of the inner sub-disc in Fig 6.1
for T65 is fed directly from the middle sub-disc, bypassing the misaligned part of the
inner sub-disc.

As the phase difference in precession angle P between the inner and outer sub-
disc(s) builds up (Fig. 6.2c), this contributes to effective cancellation of angular
momentum between the two (Nixon et al. 2012b,a). This might explain a factor
of 1.5−3 enhancements in BH mass accretion rate (Fig. 6.2a) at t ∼ 5 × 104rg/c

and t ∼ 15 × 104rg/c in model T65, corresponding to the moments in time when
Pinner − Pouter = 180 + 360n, n = 0, 1 degrees, i.e., when the sub-discs are counter-
rotating. Interestingly, the evolution of a sub-disc of radius 10rg formed at t ∼
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4.5 × 104rg/c differs from the sub-disc of radius 20 − 30rg present throughout the
simulation. While the smaller sub-disc slowly accretes into the BH, the large sub-disc
temporary merges with the outer sub-disc around t ∼ 8 × 104rg/c for a duration of
t ∼ 3.0× 104rg/c (both in precession angle P and tilt angle T , see Fig. 6.2c,d) before
tearing again, but this time at a slightly larger radius of r ∼ 30rg. This merging may
be driven by density fluctuations in the inner disc. Namely, during each precession
cycle a significant portion of the inner disc mass falls into the BH (viscous timescale
of inner disc equals ∼ 1−3×104rg/c), which reduces the differential Lense & Thirring
(1918) torque between inner and outer disc, allowing them to merge and subsequently
tear at a different radius.

To gain a better insight into the internal disc dynamics in models UT45 and T65
we analyze radial profiles of density, plasma β = pg/pB and α−viscosity, as shown
in Fig. 6.4(a)-(d). Here, all vectors are calculated in a frame (r, θ̃, ϕ̃) aligned with
the rotation axis of the disc (see Liska et al. 2019c for details). Since β ≳ 1 for
r > 10rg the disc remains (mostly) gas pressure dominated, except where the disc
breaks or tears and the density drops. As expected for gas pressure dominated discs,
we verified that the density weighted scale height, (h/r)ρ = ⟨θ̃ − ⟨θ̃⟩ρ⟩ρ, matches the
thermal scale height, (h/r)thermal = ⟨cs⟩ρ/⟨vk⟩ρ, where vk is the Keplerian 3-velocity,
cs is the sound speed, and ⟨. . . ⟩q indicates an angle-average weighted by the quantity
q. Throughout the disc the sum of the Maxwell, αM = brbϕ̃/(pg + pb), and Reynolds,
αR = ρuruϕ̃/(pg + pb), stress contributions to the viscosity parameter remains larger
than the disc scale height. This confirms that this disc is in the h/r < α diffusive warp
propagation regime (Papaloizou & Pringle 1983). Here, bµ and uµ are the magnetic
and velocity 4-vectors.

Surprisingly, the effective viscosity parameter, αeff = −vrvk/c
2
s, which is a mea-

sure of the radial inflow speed, exceeds the sum of αR and αM by more than an order
of magnitude. This indicates that the angular momentum transport in turbulent discs
cannot be described by stresses induced through a local α−viscosity. Most likely, sim-
ilar to our T = 10◦ disc model described in Liska et al. (2019c), large-scale magnetic
torques contribute to this discrepancy by transporting angular momentum away from
the midplane into the upper layers of the disc, where it is subsequently carried away
in the form of disc driven winds. Since the discrepancy between the effective viscosity
parameter and Reynolds plus Maxwell stresses by up to a factor of ∼few exceeds those
in the T = 10◦ tilt disc model, tilt-related effects, such as spiral shocks aligned with
the line of nodes (Fragile & Blaes 2008; White et al. 2019), could also contribute to
this discrepancy. Additionally, in our model T65, the cancellation of angular momen-
tum could cause an increase in αeff during episodes of large misalignment between
adjacent sub-discs. Observationally, this large, above unity, effective viscosity in the
inner disc may cause accretion to proceed so fast that the electrons and ions do not
have the time to equilibrate their temperatures, leading to a two-temperature plasma
(Esin et al. 1997, see also Sec. 6.4), forming a rapidly precessing advection-dominated
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accretion flow that produces a hard spectrum (Narayan & Yi 1994).
To verify numerical convergence, we compared the radial profiles of our model

T45 and model T45-H, carried out a twice as high resolution, and found a good level
of agreement. In addition, the number of cells per MRI wavelength, Qr × Qθ̃ × Qϕ̃,
saturates around 100 × 100 × 500 for r ≲ 20rg and 10 × 10 × 150 for r ≳ 20rg in
our low resolution models, indicating that the MRI turbulence is well-resolved in the
inner and reasonably well-resolved in the outer regions of the accretion disc (Sorathia
et al. 2010; Hawley et al. 2011).

All our models launch moderately strong Blandford & Znajek (1977) jets, which we
define as magnetically-dominated regions with pb/ρc

2 > 5. Figure 6.2(b) shows that
their energy outflow efficiency, or power measured in units of accretion power ṀBHc2,
reaches ηjet ∼ 1% − 10%. Interestingly, the jets appear to follow the orientation of
the disc over a wide range of length scales. For instance, jets at small radii align with
the inner disc, as seen in Figs 6.3 and 6.4(e-h). At larger radii, they get torqued via
the corona, (roughly) defined as all gas not part of the jet and whose density is a
factor 103 smaller than that in the disc (see also Liska et al. 2019a), into (partial)
alignment with the outer disc. This is also seen in Fig. 6.3. In fact, in model T65, the
disc-jet interaction can be so strong that the jets running into outer sub-disc can push
it into higher orbits (see this YouTube playlist). This may deprive the BH of its mass
supply and quench the accretion at times beyond those simulated. In nature, the
outermost sub-disc would be essentially infinite in size, definitely much larger than in
our simulations, and would have an essentially infinite precession period (Liska et al.
2018a). Due to the lack of precession of the outermost sub-disc, all precessing sub-
discs would be located at smaller radii. Thus, only the parts of the jet outside of the
aligned region, r ≳ rbp, and inside of the outermost, non-precessing sub-disc would
be expected to contribute to jet-driven QPOs (e.g., Kalamkar et al. 2016; Stevens &
Uttley 2016).

6.4 Discussion and conclusion

In this work we have presented the first GRMHD simulations of highly tilted (T =

45−65 degrees), thin (h/r = 0.015−0.05) accretion discs around rapidly spinning
BHs (a = 0.9375). We demonstrate for the first time that in the presence of realistic
magnetized turbulence the inner parts of such discs can align with the BH spin axis,
as predicted by Bardeen & Petterson (1975). However, we find that the alignment
radius of rbp ≲ 5−10rg (Fig. 6.1) is much smaller than predicted by analytic models.
This discrepancy may be caused by magnetically driven winds, which remove angular
momentum from the inner disc, leading to a high radial infall speed and, thus, giving
the inner disc insufficient time to align (see Liska et al. 2019c for discussion).

The Bardeen & Petterson (1975) effect can torque the BH into alignment with
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the outer disc (if the disc’s angular momentum exceeds the BH’s angular momentum
Natarajan & Pringle 1998; King et al. 2005; Fiacconi et al. 2018). The resulting
aligned accretion can lead to rapid BH spinup to high spin. This can lead to powerful
Blandford & Znajek (1977) jets in the presence of large scale poloidal or toroidal mag-
netic flux (e.g., Tchekhovskoy et al. 2011; McKinney et al. 2012; Liska et al. 2018b).
Consistent with semi-analytic work (Nixon et al. 2012a) and smoothed-particle hydro-
dynamics (SPH) simulations (Lodato & Price 2010) the transition between the inner
aligned and outer misaligned discs occurs over a very short distance and exhibits a
sharp drop in density. As gas crosses this ‘break’, misaligned angular momentum can-
cels rapidly, possibly leading to enhanced dissipation of kinetic and magnetic energy
causing non-thermal emission.

When the disc tilt is large, T ≳ 45◦, we show for the first time that a magnetized
thin h/r = 0.015−0.03 disc can tear into multiple independently precessing sub-discs,
as seen in Fig. 6.3. In future work we will investigate whether tearing can happen
at smaller values of disc tilt for thinner discs and whether, therefore, even weakly
misaligned discs in XRBs and AGN can be subject to disc tearing. Observationally,
we expect disc tearing to lead to a wide range of interesting phenomena. Differential
precession, as explained in Sec. 6.3, can lead to cancellation of angular momentum
leading to a factor of few increase in the mass accretion rate. This may explain
flaring in the hard-intermediate/ultra-luminous state of XRBs (Remillard & McClin-
tock 2006; McClintock & Remillard 2006). For instance if a disc undergoes several
tearing events in quick succession, its luminosity will increase. However, the inner
disc density eventually drops, because the outer disc is unable able to keep up the
supply of gas indefinitely, especially when a powerful jet injects energy and angular
momentum into the outer disc (Sec. 6.3). This drop in density, together with a very
short accretion time (due to unusually large αeff ≳ 1 in Fig. 6.4c,d), may lead to the
decoupling of ions and electrons into a two-temperature plasma, reducing the ability
of ions in the disc to cool and puffing up the inner thin disc into a hotter, and less
radiatively efficient, thick advection-dominated accretion flow (ADAF, see Narayan
& Yi 1994). In fact, for αeff > 1 a thick disc would be expected to always form
when two-temperature thermodynamics effects are taken into account (see e.g. Esin
et al. 1997; Ferreira et al. 2006; Marcel et al. 2018a,b; Liska et al. 2019c). Since the
viscous torque is stronger for a larger disc thickness, the thicker disc would no longer
undergo tearing. For instance, our thicker disc model MT45 with h/r = 0.05, seen
in the bottom-left panel of Fig. 6.1, does not show any signs of tearing. In its ab-
sence, the connection with the outer thin disc gets reestablished. The outer disc then
feeds the inner one, and the BH mass accretion rate rises. This results in the density
increase of the inner disc and its rapid cooling and collapse into a thin disc. The
cycle then repeats. During each such cycle magnetic jets violently interact with the
precessing sub-discs, making the tearing radius an interesting location for enhanced
dissipation and (non-)thermal emission. Additionally, the streamers connecting torn
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sub-discs to each other can scatter and/or reradiate the emission from the central re-
gions, substantially affecting the emergent spectrum and variability and making the
discs appear larger than otherwise. This may resolve the puzzle of what makes AGN
disc sizes exceed the predictions of an α−disc model (e.g., Blackburne et al. 2011).

It has been suggested that BH spin could be measured based on precession induced
Type-C QPOs (Stella & Vietri 1998; Ingram et al. 2009), whose frequency depends on
BH spin and disc size. Such measurements would be able to independently verify the
accuracy of the continuum fitting (e.g. McClintock et al. 2014) and iron-line methods
(e.g. Reynolds & Fabian 2008) without making any assumptions about the disc’s
emission near the innermost stable circular orbit (ISCO) or assuming that the system
is aligned. Making self-consistent predictions for the tearing radius, based on e.g. disc
thickness, tilt and magnetic field topology, requires clear theoretical understanding of
the physics driving disc tearing. On a basic level, for a disc to tear, the differential
Lense & Thirring (1918) torques need to exceed the viscous torques holding the disc
together. For α-discs, the effective torque counteracting breaking and tearing can be
derived as function of warp amplitude (Ogilvie 1999) making it possible to calculate
criteria for disc breaking and tearing (Doǧan et al. 2018). However, disc tearing in
GRMHD leads to a substantially different morphology compared to SPH simulations.
More specifically, instead of tearing up into narrow ‘rings’ with ∆r ∼ h as seen in SPH
models in the h/r < α regime (Nixon et al. 2012a), our GRMHD models form radially
extended sub-discs with ∆r ≫ h (Fig. 6.3). We note that while SPH simulations in
the thick disk, h/r > α, regime form rings which are more radially extended (Nealon
et al. 2015), their radial extent is still much smaller than presented in this work.
This discrepancy suggests the disc tearing process may be more complicated when
magnetized turbulence self-consistently determines the viscous-like coupling within
the disc. We hypothesize that this might be caused by radial tension along magnetic
field lines, which is neglected in the α-disc approximation. These and other questions,
such as how radiation pressure influences the behaviour of disc tearing into sub-discs,
how a disc break influences the angular momentum transport, and what causes the
apparent stochasticity in the disc tearing radius (see Sec. 6.3), will be addressed in
future work.
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Abstract

Accreting black holes produce collimated outflows, or jets, that traverse many orders
of magnitude in distance, accelerate to relativistic velocities, and collimate into tight
opening angles. Of these, perhaps the least understood is jet collimation due to the
interaction with the ambient medium. In order to investigate this interaction, we
carried out axisymmetric general relativistic magnetohydrodynamic simulations of
jets produced by a large accretion disc, spanning over 5 orders of magnitude in time
and distance, at an unprecedented resolution. Supported by such a disc, the jet attains
a parabolic shape, similar to the M87 galaxy jet, and the product of the Lorentz factor
and the jet half-opening angle, γθ ≪ 1, similar to values found from very long baseline
interferometry (VLBI) observations of active galactic nuclei (AGN) jets; this suggests
extended discs in AGN. We find that the interaction between the jet and the ambient
medium leads to the development of pinch instabilities, which produce significant
radial and lateral variability across the jet by converting magnetic and kinetic energy
into heat. Thus pinched regions in the jet can be detectable as radiating hotspots and
may provide an ideal site for particle acceleration. Pinching also causes gas from the
ambient medium to become squeezed between magnetic field lines in the jet, leading
to enhanced mass-loading of the jet and potentially contributing to the spine-sheath
structure observed in AGN outflows.



7 AGN jet acceleration

7.1 Introduction

Powered by magnetic fields brought inwards by infalling gas, relativistic jets form in
a variety of astrophysical black hole systems such as active galactic nuclei (AGN),
black hole X-ray binaries (XRBs), tidal disruption events (TDEs), and neutron star
mergers. Through the exchange of energy with the ambient medium, jets heat up
gas in the interstellar medium (ISM) creating a feedback loop between the AGN and
its environment (e.g., Bower et al. 2006; Fabian 2012). AGN feedback plays a key
role in regulating the growth of galaxies and star formation (e.g., Silk & Rees 1998;
Magorrian et al. 1998; for a recent review, see Harrison et al. 2018) and therefore,
its implementation in cosmological simulations (e.g., Springel et al. 2005; Anglés-
Alcázar et al. 2017; Weinberger et al. 2018) warrants an accurate understanding of
jet energetics (e.g., Sijacki et al. 2007; Bourne & Sijacki 2017). Addressing how jets
build up the magnetic and kinetic energy required to explain the radiative emission
seen from jet observations is still an open problem. Therefore, by studying how jets
accelerate and interact with the ambient gas, we can better understand jet emission
and its relation to jet-ISM interactions.

Very long baseline interferometry (VLBI) imaging of AGN jets (e.g., Lister et al.
2016) has made it possible to track radio emission features of the jet over long time
periods and estimate the bulk kinematic properties. As an example, Asada & Naka-
mura (2012) show that the parsec scale jet of the galaxy M87 is roughly parabolic
in structure. At ≃ 105 gravitational radii away from the central black hole, the jet
becomes conical, with the transition appearing to coincide with the bright HST-1 fea-
ture (Biretta et al. 1999). The HST-1 knot may be a result of self-collimation (e.g.,
Polko et al. 2010) or a changing density profile of the ISM (Asada & Nakamura 2012;
Nakamura & Asada 2013a). The change in the confining pressure may cause the jets
to over-collimate and activate magnetic instabilities or result in the formation of in-
ternal shocks, leading to particle acceleration and the appearance of knots, stationary
or moving features (Tchekhovskoy & Bromberg 2016; Barniol Duran et al. 2017). The
same phenomena also seem to occur in the jets of stellar mass black holes in XRBs
(e.g., Markoff et al. 2001, 2005; Russell et al. 2013; Romero et al. 2017). Accelerated
particles produce high energy emission, an important observational probe of these
outflows. Due to the intricate relationship between jet structure, kinematics and par-
ticle acceleration, a variety of theoretical outflow models have been constructed to
meaningfully interpret jet observations (for a review, see Meier 2012).

In spite of the large body of theoretical work on outflows, understanding their
dynamics remains a challenge, particularly because the jet structure depends on the
interaction of the outflow with the ambient medium in a complex and non-linear
way. Understanding this coupling at any scale requires knowledge of the magnetic
field configuration as well as the physical conditions at the jet base and the ambi-
ent medium, since both constrain the jet’s final energy content and Lorentz factor.
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However, constructing analytic models of jet acceleration is difficult due to the highly
non-linear nature of the governing equations. Idealised semi-analytic models, or SAMs
(e.g., Vlahakis & Königl 2003a; Beskin & Nokhrina 2006; Broderick & Loeb 2006;
Lyubarsky 2009; Pu et al. 2015), provide reasonable estimates of jet properties and
have been used to constrain the behaviour of jets both near and far away from the
event horizon.

Both the black hole and the surrounding accretion disc can launch outflows via
two popular mechanisms. The Blandford-Znajek (BZ77; Blandford & Znajek 1977)
mechanism taps into the rotational energy of the black hole, via the magnetic field
lines connected to the black hole event horizon, and leads to relativistic Poynting flux
dominated jets (Beskin & Kuznetsova 2000; Komissarov 2001; Gammie et al. 2003;
Komissarov 2005; McKinney 2005; Tchekhovskoy et al. 2010a). Field lines anchored
in the accretion disc can launch sub-relativistic mass dominated winds by means of
the Blandford-Payne mechanism (BP82; Blandford & Payne 1982, see also Meier
et al. 1997; Mizuno et al. 2004). While SAMs can explain the basic physics of energy
conversion from magnetic to kinetic form in jets, they are time-independent solutions
that often neglect accretion disc physics as well as general relativistic effects of the
space-time geometry around a (spinning) black hole. Due to these simplifications,
SAMs are not able to completely capture the complexities of real jets, which is why
general relativistic magneto-hydrodynamic (GRMHD) models are required (e.g., De
Villiers et al. 2003; McKinney 2006). GRMHD simulations typically model accretion
starting from an initial gas torus, which, when threaded with large scale vertical or
toroidal magnetic flux, launches both powerful BZ77- and BP82-type outflows (e.g.,
McKinney 2005; Hawley & Krolik 2006; Tchekhovskoy et al. 2011; Liska et al. 2018b).

There is currently a disagreement in the literature regarding jet acceleration.
While semi-analytic models (e.g., Beskin et al. 1998; Beskin & Nokhrina 2006) and
idealised jet simulations (i.e. the simulations that model the ambient medium by
placing a conducting wall at the jet’s outer boundary; e.g., Komissarov et al. 2007,
2009; Tchekhovskoy et al. 2010a) found efficient acceleration of jets to nearly the maxi-
mum Lorentz factor by utilising the jet’s entire energy budget, similar high efficiencies
have never been seen in GRMHD simulations of a disc-jet system (e.g., McKinney
2006; Bromberg & Tchekhovskoy 2016; Barniol Duran et al. 2017), where internal
pinch/kink instabilities are seen to convert a considerable amount of the jet’s energy
content to heat by dissipating magnetic energy (e.g., Eichler 1993; Spruit et al. 1997;
Begelman 1998; Giannios & Spruit 2006). Does this mean that realistic systems are
incapable of producing efficiently accelerating jets? In order to answer this question,
we need to evolve jets over large time and distance scales since jet acceleration is an
inherently time-dependent process in the presence of an ambient medium.

In this work, we revisit the problem of jet acceleration and collimation using a
new state-of-the-art, GPU-accelerated GRMHD code h-amr (Liska et al. 2018a) to
carry out high-resolution axisymmetric disc-jet simulations. This was not possible
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for a long time, since as jets collimate, their magnetic field lines bunch up towards
the jet axis, necessitating an extremely high resolution in the polar region. However,
due to several algorithmic improvements, we can produce simulations spanning more
than 5 orders of magnitude in both time and distance with unparalleled resolutions,
presenting us with a unique opportunity to understand the jet physics. In Sec. 7.2, we
give an overview of our problem setup. In Sec. 7.3, we describe our initial conditions.
In Sec. 7.4, we present our results for disc-jet models. In Sec. 7.5, we compare our
disc-jet models with an idealised one. In Sec. 7.6, we discuss our results and we
conclude in Sec. 7.7.

7.2 Numerical setup
We use the H-AMR code (Liska et al. 2018b, 2019c, 2018a) that builds upon HARM-
PI 1 and HARM (Gammie et al. 2003; Noble et al. 2006) and evolves the GRMHD
equations on a fixed spacetime. It uses a Harten-Lax-van Leer (HLL) Riemann solver
(Harten 1983) to calculate fluxes at cell faces and a staggered grid akin to Gardiner
& Stone (2005) to evolve the magnetic fields. H-AMR performs third order accu-
rate spatial reconstruction at cell faces from cell centres using a piece-wise parabolic
method (PPM; Colella & Woodward 1984) and is second order accurate in time. The
novelty of H-AMR lies in the use of advanced features such as adaptive mesh refine-
ment (AMR, not utilised in this work) and a local adaptive time-step (LAT). The
LAT reduces the number of conserved to primitive variable inversions and thereby
increases the accuracy of the simulation (Appendix 7.8.1); additionally, it speeds up
the code by a factor of ∼ 3−5. In its current version, in addition to CPUs, H-AMR
also runs on graphical processing units (GPUs), achieving 108 zone cycles per second
on an NVIDIA Tesla V100 GPU and shows excellent parallel scaling to thousands of
GPUs.

1Freely available at https://github.com/atchekho/harmpi
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7 AGN jet acceleration

7.2.1 Numerical grid

We use units such that G = M = c = 1. This sets both the characteristic timescale,
tg = GM/c3, and spatial scale, rg = GM/c2, to unity. In fact, our simulations
are scale-free, i.e., if we provide the black hole mass M and mass accretion rate Ṁ ,
we can rescale our simulation to the corresponding black hole system. Our grid is
axisymmetric, extending from 0.85rH to 105rg, where rH is the event horizon radius,
rH = rg(1 +

√
1− a2), where we set the dimensionless black hole spin parameter to

a = 0.9375. We carry out the simulations on a uniform grid in internal coordinates
(xµ, see Appendix 7.8.2) that are transformations of the spherical polar coordinates
(t, r, θ, ϕ) in the Kerr-Schild foliation specifically optimised to follow the collimating
jets. To resolve the jets, we typically use a numerical resolution of 3, 000 − 18, 000

cells in the radial direction and 800 cells in the polar direction (Table 7.1). We use
the following boundary conditions (BCs): in r−, we use outflow BCs at the inner
and outer grid radii; at the poles, we reflect the θ− component of the velocity and
magnetic field.

7.2.2 Density floors

In the jet funnel matter either falls towards the black hole due to gravity or gets
flung out due to magnetic forces depending on its location with respect to the stag-
nation surface, at which the inward pull of gravity balances the outward centrifugal
force. The vacuum region thus created at this surface is a common numerical issue
for grid-based MHD code, as gas density drops too low to be handled accurately. To
avoid this, we replenish gas density and internal energy if they fall too low. We may
physically motivate our floors as approximating the poorly understood processes lead-
ing to particle creation around the stagnation surface. Namely, mass flow divergence
around the stagnation surface may lead to charge separation followed by particle cre-
ation (e.g., Hirotani & Okamoto 1998; Broderick & Tchekhovskoy 2015; Hirotani &
Pu 2016; Ptitsyna & Neronov 2016; Levinson & Segev 2017; Chen et al. 2018; Parfrey
et al. 2019). In our simulations, we adopt the approach of Ressler et al. (2017) and
mass-load the jets in the drift frame of the magnetic field. In this method, the com-
ponent of the fluid momentum along the magnetic field is conserved. Our floor model
consists of setting a minimum rest mass density ρfl = max[b2/σ0, 2× 10−4(r/rg)

−2.5]

and a minimum internal energy of ug,fl = max[b2/750, 2 × 10−5(r/rg)
−2.5Γ], where

b =
√

bµbµ, bµ, σ0 and Γ are the co-moving magnetic field strength, magnetic four-
vector, maximum magnetisation and the ideal gas law adiabatic index, respectively.
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7.3 Simulation models

7.3 Simulation models
We have carried out 9 simulations (including 2 models from the Appendix) to elu-
cidate the physics of jet acceleration and interaction with the ambient medium (see
Table 7.1). Most of our models ran for t > 105tg. In all models we start with a Fish-
bone & Moncrief (1976) (FM76) torus in hydrostatic equilibrium around a rapidly
spinning a = 0.9375 Kerr black hole. We place the torus inner edge at rin and den-
sity maximum at rmax. For all but one of our simulations, we set rin = 36rg and
rmax = 73.97rg. We choose the density scale by setting max ρ = 1. We adopt the
ideal gas law equation of state and set the adiabatic index to that of a non-relativistic
gas Γ = 5/3. We set the magnetic field vector potential as described in Secs. 7.3.1
and 7.3.2 and normalise it such that max pg/max pB = 100, where pg and pB are the
gas and magnetic pressure, respectively.

7.3.1 Single field loop setup
We first start with a single poloidal magnetic field loop, B10-S model, where ‘S’ stands
for ‘single loop’, as seen in the left panel of Fig 7.1. We choose the magnetic vector
potential of the form:

Aϕ =

{
(ρ− 0.05)2r2, if r < 300rg and ρ > 0.05.

0, otherwise.
(7.1)

As the black hole starts accreting the gas, it drags along the magnetic flux, which
starts threading the event horizon. Over time, the accumulated magnetic flux be-
comes large enough to push the gas away and prevent it from accreting, as seen in
Fig. 7.2. This is an axisymmetric variant (Proga & Zhang 2006) of the magnet-
ically arrested disc (MAD) state (Igumenshchev et al. 2003; Narayan et al. 2003;
Tchekhovskoy et al. 2011), which leads to highly efficient outflows: their efficiency,
defined as total outflow power normalised by the time-average accretion rate, can ex-
ceed unity: Poutflow/⟨Ṁc2⟩ > 1. Here, Poutflow = Ṁc2 − Ė, where Ė =

∫∫
FEdAθϕ is

the energy accretion rate (defined to be positive when the energy flows into the black
hole, see Eq. 7.3 for FE definition), dAθϕ =

√
−gdθdϕ is the surface area element,

and g = |gµν | is the determinant of the metric. Similarly, we can define the magnetic
flux on the black hole as ΦBH = 0.5

∫∫
|Br|dAθϕ, where the integral is over the entire

event horizon. We also define its dimensionless counterpart normalised by the mass
accretion rate, ϕBH = ΦBH/⟨Ṁr2gc⟩.

In axisymmetry, the magnetic fields on the black hole and the surrounding gas have
no way of exchanging places: the magnetic interchange instability requires a third
dimension. Thus constrained by 2D symmetry, the fight between gravitational and
magnetic forces degenerates into the gas bouncing in and out on top of the magnetic
barrier, as seen in Fig. 7.2. Figure 7.3 shows that this results in large (up to an order
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7 AGN jet acceleration

Figure 7.1: We start out with a magnetised disc around a spinning black hole (at origin). We
show two different initial conditions for our accretion disc with the fluid-frame density ρ in colour
(red shows high and blue low density; see the colour bar), representing an equilibrium hydrodynamic
torus around the spinning black hole, with black lines showing the initial magnetic field configuration
of a large poloidal field loop (left panel, model B10-S) and two poloidal loops of opposite polarity
(right panel, model B10). Dashed black lines show field lines containing negative magnetic flux. The
simulation grid extends out to 105rg or 106rg , depending on the model (see Table 7.1).

of magnitude) fluctuations in the mass accretion rate Ṁ (Fig. 7.3a), dimensionless
magnetic flux ϕBH (Fig. 7.3b) and the dimensionless total outflow power (Fig. 7.3c).
Such oscillations make it difficult to extract the physics from the simulations and
thereby make this configuration undesirable.

7.3.2 Fiducial setup
We initialise our fiducial model B10 with a disc threaded with a large enough magnetic
flux such that a powerful jet forms while taking care to avoid over-saturating the black
hole and getting a MAD (Fig. 7.1, right). The magnetic field configuration in the torus
consists of two poloidal field loops described by the following vector potential,

Aϕ =

{
f, if r < 300rg and ρ > 0.05,

0, otherwise,
(7.2)
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7.3 Simulation models

Figure 7.2: Large magnetic flux near the black hole can stop accretion from the disc. We show a
time snapshot of the model B10-S within the innermost ten gravitational radii. The central black
hole is shown in black along with the rest mass matter density ρ (in colour) and the magnetic field
lines (in black). Black hole gravity attempts to pull in matter from the accretion disc (orange-red
region), while the accumulated strong magnetic flux pushes gas away, resulting in the magnetically
arrested disc (MAD) state. In axisymmetry, the accretion rate is highly variable for MADs, which
in turn affects the jet (Fig. 7.3).

where f = 0.1x1(ρ−0.05)1/2+0.9x2
1(ρ−0.05)2 sin2[π(x1−2)/2] sin(πx2/2). The first

term in f describes a large-scale field loop and the second term a pair of oppositely
polarised smaller loops embedded within the large loop (in terms of the internal co-
ordinates: x1 and x2; Appendix 7.8.2). The magnetic fluxes within the pair cancel
exactly such that the total magnetic flux is set by the large-scale loop. This cancel-
lation is convenient, because it gives us fine-grained control over the amount of net
magnetic flux in the initial conditions and allows us to choose the positive polarity to
dominate only slightly over the negative one. Unlike the model B10-S, which showed
violent variability in the black hole mass accretion rate Ṁ , dimensionless magnetic
flux ϕBH and the total outflow power, model B10 shows a steady behaviour of all
three quantities (Fig. 7.3), primarily because it has a smaller magnetic flux in the
disc. This makes model B10 ideal for studying long duration steady outflows.
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7 AGN jet acceleration

Figure 7.3: The MAD model B10-S (orange) shows an oscillating mass accretion rate (panel a),
magnetic flux (panel b) and total outflow power (panel c). In contrast, model B10 (blue) shows steady
behaviour in all. The normalised Ṁ is computed over (4 − 8) × 104tg . Free of violent variability,
model B10 is suitable for studying large scale jet dynamics.

7.4 Fiducial model results

7.4.1 Global evolution
In this section, we focus on our fiducial model B10. With time, in model B10, the
accretion disc develops turbulence through the magneto-rotational instability (MRI;
Balbus & Hawley 1991), which leads to accretion onto the black hole and launching
of the jets on both sides of the disc (Figure 7.4). For accretion to take place, angular
momentum needs to be redistributed to the outer parts of the disc via the MRI and
therefore, it is important for simulations to properly resolve the MRI turbulence.
To quantify this, we calculate the quality factors Qr,θ, where Qi = ⟨2πviA/(∆iΩ)⟩w
measures the number of cells per MRI wavelength in direction i =[r, θ], where viA is the
Alfvén velocity, ∆i the cell size, Ω the angular velocity of the fluid. Qi is averaged over
the inner disc (r < 50rg) and weighted by w =

√
b2ρ. We achieve Qθ ∼ 14 (Table 7.1)

at t = 2× 104tg, fulfilling the numerical convergence criteria (see e.g., Hawley et al.
2011). Q values decrease over time as expected for axisymmetric systems (Cowling
1934), but since we focus on the physics of the jet, it is not a significant concern that
we do not resolve the MRI well in the disc at late times.

Initially, the jet expands as if there were no confinement (i.e., ballistically) until its
ram pressure drops below the confining pressure of the disc-wind, which snaps back
on the jet. Figure 7.4 shows that this unstable interaction between the disc-wind and
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7.4 Fiducial model results

Figure 7.4: The disc in model B10 launches opposing jets with field lines anchored in the black hole
event horizon as well as the disc. Mixing between the jet and the disc-wind mass-loads the jet over
time via eddies generated from the wind-jet interaction. We show vertical slices though the density
(see the colour bar) at an early time (left panel) and at late time (right panel). Pinch instabilities,
in the form of finger-like projections, significantly contribute to mass-loading and plays a vital role
in determining jet dynamics. In order to gauge the influence of pinching on the jet, we extract useful
information about energetics along a field line (indicated by the pink line) in both jets as shown in
Fig. 7.5.

the jet leads to oscillations of the jet-wind interface: that we refer to as pinches. The
pinches also give rise to small scale eddies that mass-load the jet at late times2 (see
Sec. 7.6.4 for a more detailed discussion). Interestingly, even at an early time, the
jet on one side of the disc shows qualitative differences in behaviour compared to the
other jet. Namely, the upper jet (z > 0 in Fig. 7.4) is strongly affected by the interface
instabilities, while the lower jet (z < 0 in Fig. 7.4) remains much more stable.

To understand how the oscillating interface affects jet dynamics, we look at how
the jet evolves along a field line, which we define as a surface of constant enclosed
poloidal magnetic flux, Φ(r, θ) =

∫ θ

0
BpdAθϕ, where Bp is the poloidal field strength.

We choose a field line whose foot-point makes an angle of θj,H = 0.44 rad with the
black hole spin axis at the event horizon. This makes up about 40% of the jet’s
half-opening angle θjet. Figure 7.5 shows the evolution of various quantities along
our chosen field line at t = 2 × 105tg, a long enough time for the jet to establish a

2Movie showing magnetised jet formation of model B10: https://youtu.be/4MeLZZPYsfc
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7 AGN jet acceleration

Figure 7.5: Magnetised jets accelerate by converting Poynting and thermal energy into kinetic
energy: Lorentz factor γ increases at the expense of decreasing magnetisation σ and specific enthalpy
h, while maintaining a near constant specific total energy flux µ. We show the radial profile of these
quantities along a field line with a foot-point half-opening angle θj,H = 0.44 rad (Fig. 7.4, pink)
for both the upper (Fig. 7.4, z > 0) and lower (Fig. 7.4, z < 0) jets (solid and dash-dotted lines,
respectively) of model B10 at t = 2× 105tg . The two jets do not have the same acceleration profile,
as the upper jet is affected by strong pinches, which lead to gas moving across the field lines in a
non-uniform way and contributes to mass-loading the jet. The added inertia in the jet causes a drop
in the Lorentz factor and a rise in the specific enthalpy. We radially average the plotted quantities
over ∆r = 0.01r.

quasi-steady state solution out to 105rg. First, we consider the total specific energy
µ, which is the maximum Lorentz factor a jet could attain if it converted all forms of
energy into kinetic energy, and equals the ratio of the total energy flux, FE, and the
rest-mass flux, FM,

µ =
FE

FM
=

(ρ+ ug + pg + b2)urut − brbt
−ρur

, (7.3)

where ρ is gas density, ug is internal energy density, pg = (Γ − 1)ug is gas pressure,
bµ and uµ are the magnetic and velocity four-vectors respectively. Figure 7.5 shows
that the radial profile of µ stays approximately constant for both jets, with small
oscillations due to the lateral movement of gas in response to the jet pushing against
the confining pressure of the disc-wind (Lyubarsky 2009; Komissarov et al. 2015). The
flip in the sign of µ around 8rg is caused by the presence of a stagnation surface (see
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Sec. 7.2.2), where ur = 0 and thus µ → ∞. Downstream of the stagnation surface, the
floor values (see Sec. 7.2.2) set the value of µ. To quantify the conversion efficiency
of magnetic to kinetic energy, we calculate the ratio of the Poynting flux, FEM, to the
mass energy flux, FK, called magnetisation σ:

σ =
FEM

FK
=

b2urut − brbt
ρurut

, (7.4)

where ut ∼ −γ for r ≫ rg. Figure 7.5 shows that σ decreases to below unity as
magnetic energy is converted into kinetic energy. This means that even though the
jets started out strongly magnetically-dominated near the black hole, the process of
acceleration converted their magnetic energy into kinetic form to the point where
the jets end up becoming kinetically-dominated. Whether σ will keep decreasing
even further, leading to unmagnetised jets, or will level off around unity, leading to
somewhat magnetised jets, will require a simulation extending to even larger distances.
In the following sections, we take a closer look at the jet acceleration profile as well
as the dissipation due to interface instabilities.

Jet structure and acceleration

Figure 7.6(a) shows that both the upper and the lower jets collimate similarly from
θj ∼ 0.3 rad (or 17.2 deg) at 8rg to θj ∼ 8 × 10−4 rad (or 0.046 deg) at 105rg while
displaying a power-law shape θj ∝ (r/rg)

−0.63. Remarkably, the outer jet also displays
a continuous power-law collimation profile and resembles that of the M87 jet (see
Sec. 7.6.1).

Beyond the stagnation surface, the Lorentz factor (Fig. 7.5) increases smoothly
until r ≲ 200rg for both the lower and upper jets. Such a γ profile is typical for
highly magnetised jets in the poloidal field dominated regime (e.g., Beskin et al.
1998; Tchekhovskoy et al. 2008) where the acceleration occurs on the scale of the
light cylindrical radius, RL = c/Ω, where Ω is the conserved field line angular velocity.
The Lorentz factor in this regime behaves as γ ≈ (1 + (R/RL)

2)1/2, where R is the
cylindrical radius of the field line.

Once the jet becomes super-fast magnetosonic (i.e., the jet velocity becomes larger
than the fast magnetosonic wave speed), adjacent field lines must shift in the trans-
verse direction in a non-uniform manner for the jet to efficiently accelerate (Begelman
& Li 1994; Chiueh et al. 1998; Vlahakis 2004; Tchekhovskoy et al. 2009; Komissarov
et al. 2009). This can be thought of as differential bunching of field lines towards
the jet axis. To quantify this bunching, we can use Eq. (26) of Tchekhovskoy et al.
(2009),

γ

µ
≈ 1− πBpR

2

Φ
= 1− abp, (7.5)

where we define the field line bunching parameter abp as the ratio of the local poloidal
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Figure 7.6: The collimation of the jet has a profound effect on the acceleration profile. Continuing
from Fig. 7.5, here we show more quantities along the field line for model B10. Panel(a) shows the
jet half-opening angle θj in radians, (b) the bunching parameter abp (see text), (c) the transverse
causality parameter θj/θM and (d) a second causality parameter γθj , useful for observed jets. Both
jets show a continuous parabolic collimation profile. Strong pinching in the upper jet forces recon-
nection between two nearby field lines, and result in poloidal flux dissipation. The lower jet is also
affected by pinches but they are weaker comparatively, as illustrated by the difference in the Lorentz
factor between the two jets at approximately 103rg as shown in Fig. 7.5. Both jets are casually
connected throughout their length, in agreement to VLBI images of AGN jets (e.g., Jorstad et al.
2005).

field strength Bp and the mean poloidal field strength, Φ/πR2. For efficient accelera-
tion, the poloidal field must decrease faster with distance than the mean poloidal field,
hence creating a pressure gradient that exceeds the hoop stress, which slows down
the jet, thereby accelerating the jet. Indeed, Fig. 7.6(b) shows that the bunching
parameter abp does decrease and therefore, γ increases to values approaching, within
a factor of few, the maximum Lorentz factor µ. The Lorentz factor in this simulation
reaches γ ∼ 6, which is consistent with typical AGN jets (e.g., Pushkarev et al. 2017).

108



7.4 Fiducial model results

Figure 7.7: Transverse cross-sections of the jet at different distances (see the legend) show that as
the jet accelerates, the poloidal flux surfaces differentially bunch up towards the axis and build up
a fast inner jet core. The figure shows (panel a) the specific total energy µ, (panel b) magnetisation
σ, (panel c) Lorentz factor γ and (panel d) the specific enthalpy h at t = 2 × 105tg at different
distances r = (102, 103, 104, 105)rg . We take the jet-edge to be µ = 1.2. The corresponding jet-edge
half-opening angles (θjet) for the different distances are (0.268, 0.085, 0.026, 0.019) rad. We also
indicate with circles the opening angle of the field line shown in Fig. 7.5. The peak in the γ profile
shifts towards the jet axis with increasing distance as a result of differential field line bunching.
The jet-edge experiences mass-loading from the wind and thus with increasing distance, the specific
energies decrease at the edge. Pinching causes magnetic dissipation and hence the specific enthalpy
tends to increase with distance (see also Fig. 7.5).
.

Transverse jet causality

As we discussed in Sec. 7.4.1, for efficient jet acceleration, magnetic field lines need
to move across the jet and bunch up towards the axis. This requires the jet to
be laterally causally connected (Tchekhovskoy et al. 2009; Komissarov et al. 2009).
We approximate that a field line is in lateral causal connection with the jet axis as
long as its Mach cone (i.e., the range of directions that a point on the field line can
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Figure 7.8: Jets with higher values of µ accelerate to higher Lorentz factors. We compare the
jet acceleration profile of models B3 (dashed double dotted), B10 (solid), B50 (dashed) and B100
(dotted), with maximum magnetisation σ0 of 3, 10, 50 and 100 respectively, i.e., only varying the jet
base magnetisation (see Sec. 7.2.2). We show the evolution of specific total energy µ, magnetisation
σ and the Lorentz factor γ along field lines in the mid-jet (θj,H = 0.8 rad) at t ≈ 2×105tg . Due to a
larger jet base magnetisation, B100 accelerates to γ ∼ 10 while B3 only accelerates to γ ∼ 2. Except
for B3, pinching significantly affects all models around 103rg . Evidently, the jet base magnetisation
plays a role in determining pinch activity.

communicate with) crosses the axis of the jet. Thus, for efficient communication with
the axis, the jet half-opening angle θj must be smaller than the Mach cone half-
opening angle (θM = 1/Mf , where Mf is the fast Mach number). Using the definition
of the fast magnetosonic wave velocity vf and Lorentz factor γf (e.g., Gammie et al.
2003),

γfvf =

(
b2

ρ

)1/2

, (7.6)

and focusing on the asymptotic regime of the jet, i.e., R ≫ RL and bt ≈ 0, we can
compute the Mach cone half-opening angle as,

θM =
1

Mf
=

γfvf
γv

(7.6)
=

√
b2/ρ

γv

(7.4)
≈

√
σ

γv
. (7.7)
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Approximating the flow velocity v ≈ 1 (for a relativistic jet), we have θM ≈
√
σ/γ.

Figure 7.6(c) shows the transverse causality parameter θj/θM, the ratio of the jet and
Mach cone half-opening angles. For θj/θM > 1, we expect acceleration to slow down as
causal contact is lost (Tomimatsu 1994; Beskin et al. 1998; Tchekhovskoy et al. 2009).
However Fig. 7.6(c) demonstrates that the flow along the field line always remains in
causal contact with the polar axis, which is consistent with VLBI observations of AGN
jets (e.g., Jorstad et al. 2005; Clausen-Brown et al. 2013) that show γθj ∼ 0.1− 0.3

(Fig. 7.6d). The acceleration slow down occurs as the jet becomes matter-dominated,
i.e., σ < 1, with additional deceleration due to pinching which we discuss next.

Toroidal pinch instabilities

The upper jet has a distinctly different acceleration profile compared to the lower jet.
As the jet propagates through the ambient medium, it expands and adiabatically cools
down. Due to this, the specific enthalpy h = (ug+pg)/ρ (Fig. 7.5, black line) decreases
initially, slightly at r ≲ 100rg. However, beyond 100rg, pinch instabilities cause
magnetic dissipation that raises the jet specific enthalpy to order unity, effectively
creating a thermal pressure gradient directed against the direction of the flow at
r ≲ 103rg. This pressure gradient significantly slows down the outflow to γ ≲ 2 by
r ≈ 103rg. At larger radii, h drops, and the jet re-accelerates under the action of
both the magnetic and thermal pressure forces. We can interpret this behaviour also
through energy conservation. Using the definition of magnetisation (Eq. 7.4), specific
enthalpy and approximating ut ∼ −γ, from Eq. (7.3) we get

µ = γ(σ + h+ 1), (7.8)

a useful form of the energy equation. It clearly shows that for σ ≃constant, an increase
in enthalpy to h ∼ 1 results in γ decreasing, which is seen for the upper jet around
103rg. The upper jet shows stronger pinch activity and thus collimates slightly more
than the lower jet: θj is smaller by a factor of ≲ 2; Fig. 7.6a, solid line), and other
quantities like the maximum Lorentz factor µ and bunching parameter abp strongly
oscillate.

Energetics across the jet

Figure 7.7 shows how the different components of jet energy flux, µ, σ, γ and h, vary
across the jet at different distances along the upper jet. A fiducial field line with the
foot-point at θj,H = 0.44 rad (see also Fig. 7.5), shown with filled circles, collimates
faster than the jet-edge, indicated by θjet. We take the jet-edge to be at µ = 1.2,
which is reasonable since µ should drop rapidly at the jet-edge 3. This means that

3We also note that µ is roughly constant throughout the width of the jet as opposed to increasing
as µ ∝ sin2 θ, seen in previous simulations (e.g., Komissarov et al. 2007; Tchekhovskoy et al. 2008),
which might be a consequence of the density floor model coupled to the stagnation surface.
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Figure 7.9: Vertical slices through the density profile model B10-R, which has a small disc, show
that smaller discs have wider jets and broader wind regions as compared to larger discs (compare
to Fig. 7.4). Density and field lines are labelled as in Fig.7.4. The initial disc (left panel) is much
smaller than in Fig. 7.4, enabling the jet to freely expand laterally into the low density ambient
medium as seen in the right panel at t = 2 × 105tg . As the jet undergoes rapid lateral expansion,
pinches do not have enough time to develop and therefore, the jet mass-loading is much lower (see
the main text). We highlight two representative field lines with pink and magenta colours and show
their properties in Fig. 7.10.

there is internal reconfiguration of the flow within the body of the jet that leads to the
formation of a fast magnetised inner core. At the jet-edge, mass-loading via pinching
(Sec. 7.6.4) causes specific total energy µ, the magnetisation σ and the Lorentz factor
γ to drop gradually, forming a slower sheath that surrounds the core, resulting in a
structure similar to the spine-sheath seen in AGN jets.

7.4.2 Dependence on mass-loading at the stagnation surface
In Sec 7.4.1, we showed that pinching instabilities lead to dissipation and therefore,
reduces jet acceleration efficiency. Would the acceleration efficiency change if the jet
had a different specific total energy? In order to answer this question, we compare
results from four models different only by the density floors (Sec. 7.2.2; also see
Table 7.1), namely the maximum magnetisation σ0 values of 3 (model B3), 50 (model
B50) and 100 (model B100), along with model B10. Figure 7.8 shows that in all models
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the Lorentz factor γ increases steeply until ∼ 103rg, beyond which the acceleration
slows down. Models with higher jet base magnetisation (and hence, larger µ values)
accelerate slightly faster and reach higher Lorentz factors, but get affected by pinch
instabilities at roughly the same distance as models with lower µ. For model B3
the pinch instability is weaker and leads to smaller oscillations in, for example, the
Lorentz factor (see discussion in Sec. 7.6.3). Similar to Komissarov et al. (2009), we
find that models with smaller µ achieve smaller σ at large distances. For instance,
model B3 achieves σ ≃ 0.2 at r = 105rg. It is interesting to note that efficient heating
via relativistic shocks requires σ ≲ 0.1 (e.g., Kennel & Coroniti 1984; Komissarov
2012). Such low σ values are very difficult to achieve for collimated flows as σ drops
very gradually in the toroidally dominated regime (known as the σ problem; e.g.,
Tchekhovskoy et al. 2009; Komissarov et al. 2009). This suggests that magnetic
reconnection might be a more efficient mechanism for particle acceleration in jets.

7.4.3 Acceleration of a jet collimated by a small disc
So far, we discussed models with large discs that collimate the jets out to large
distances. Here, we consider model B10-R with a small disc. In this case, the disc
wind collimates the jets out to smaller distances4. This happens because larger, more
radially extended discs launch disc-winds over an extended range of radii: the winds
launched from small radii collimate off of those launched further out, and off of the
disc itself, leading to a radially extended collimation profile of the jets. B10-R, with
a smaller disc extending only up to 500rg, is embedded with the same magnetic field
configuration as model B10 (Eq. 7.2). The left panel in Fig. 7.9 shows the vertical slice
through the initial conditions and the right panel shows the system at t = 2× 105tg.
Model B10-R, compared to B10 (Fig. 7.4, right), has a much wider jet as the weaker
confining pressure of the disc-wind enables the jet to expand laterally.

In Fig. 7.10 we show the radial profiles of quantities along two magnetic field
lines in the upper jet, one located in the inner jet (foot-point half-opening angle of
θj,H = 0.41 rad; highlighted in pink in Fig. 7.9, right panel) and the other in the outer
jet (θj,H = 1.17 rad; magenta in Fig. 7.9, right panel), at t = 2 × 105tg. Initially,
similar to our fiducial model B10, the disc and disc-wind collimate the jet into a
parabolic shape. However, beyond 103rg, the confining pressure of the disc drops and
the outer field lines in the jet become conical (Fig. 7.10b). The deconfinement leads to
a drop in the confining pressure, causing field lines to diverge and experience a quicker
acceleration due to the outwards pressure gradient. This boost in γ due to smooth
deconfinement of the jet has been shown to occur by previous idealised simulations
(e.g., Tchekhovskoy et al. 2010b; Komissarov et al. 2010), though the increase in
acceleration is not quite as significant as in Fig. 2 of Tchekhovskoy et al. (2010b).

4Movie showing the difference in collimation and acceleration between B10 and B10-R:
https://youtu.be/2C4re4aiuQM
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Figure 7.10: Radial profiles of quantities along two magnetic field lines in the upper jet at t =

2 × 105tg for model B10-R, one in the inner jet (θj,H = 0.41 rad, solid lines; the field line is
highlighted in pink in Fig. 7.9, right panel) and the other in the outer jet (θj,H = 1.17 rad, dashed-
dotted; magenta in Fig. 7.9, right panel). Refer to Fig. 7.5 and 7.6 for the notations used. Panel(a):
The outer field line accelerates slightly faster than the inner one. The enthalpy h remains < 0.1 on
average beyond 103rg . Panel(b): The jet is initially parabolic and becomes conical beyond 103rg ,
with θj becoming constant for the outer field line. This expansion causes the outer jet to exhibit
(panel c) a sudden drop in the bunching parameter and (panel d) loss of causal contact in the
lateral direction as θj/θM ≃ 1. Panel(e): The inner jet remains causally connected while the outer
jet becomes conical with γθj ≳ 1. Thus, deconfinement has a notable influence on jet dynamics,
reinforcing the notion that jet acceleration is coupled to the jet collimation profile.
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Beyond 103rg, the quick lateral expansion of the jet suppresses pinch instabilities to
a large extent (consistent with e.g., Moll et al. 2008; Granot et al. 2011; Porth &
Komissarov 2015) and adiabatically cools the jet leading to an order of magnitude
smaller enthalpy h compared our fiducial model B10 (Fig. 7.5).

Even though the outer field line expands ballistically and maintains an approxi-
mately constant opening angle, the inner field lines continue to collimate off of the
outer ones into a parabolic shape similar to our fiducial model (Fig. 7.5). The outer
jet experiences a relatively larger change in the bunching parameter abp compared to
the inner field line (Fig. 7.10c), in accordance with Eq. (7.5) and reaches σ ≃ 0.2−0.3

(Fig. 7.10a). Upon loss of collimation, the outer jet also loses transverse causal con-
nection (θj/θM > 1; Fig. 7.10d), and the acceleration ceases (see Sec. 7.4.1). From
Fig. 7.10(e), γθj ∼ 0.7 − 1 for the outer jet, while γθj is between 0.1 and 0.4 within
1000rg for the inner jet. See Sec. 7.6.1 for further discussion of γθj values in our
models.

7.5 Comparisons to idealised jet simulations
Here we aim to study jet dynamics in the absence of pinching instabilities by con-
structing smooth idealised outflows and maintaining fine control over the jet shape by
confining the flow using a conducting collimating wall (Komissarov et al. 2007, 2009;
Tchekhovskoy et al. 2010a). Such a setup also removes the shear-induced turbulence
and dissipation at the jet edge-disc wind layer.

7.5.1 Model setup
We set up an outflow bound by a perfectly conducting wall, mimicking a jet collimated
by an external medium. We refer to this setup as a wall-jet simulation, in contrast
to disc-jet simulations in which the disc-wind collimates the jets. The field lines
threading the event horizon initially follow the shape of the wall that collimates in a
parabolic fashion:

1− cos θ =

(
r + r0
rH + r0

)−ν

. (7.9)

This gives us the initial poloidal field configuration:

Aϕ =

(
r + r0
rH + r0

)ν

(1− cos θ). (7.10)

Here, the outermost field line touching the wall is given by Aϕ = 1: it starts out
at the intersection of the event horizon (r = rH) and the equatorial plane (θ = π/2),
is initially radial for r ≲ r0 and asymptotically collimates as θ ≈ r−ν/2. In this setup,
ν = 0 results in a monopolar field shape (θj =constant), while ν = 1 gives us the
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Figure 7.11: Comparison between idealised wall-jet and disc-jet simulations shows that instabilities
at jet-disc interface slow down the outflow. Left: Lorentz factor γ plot of a jet bound by a rigid
parabolic wall. Right: combined Lorentz factor and density plot for disc-jet model B10. For the case
of the wall-jet, the field line shape is smooth and the outflow quickly accelerates. However, for the
disc-jet, the pinch instabilities distort the shape of the field line and slow down acceleration. This is
better seen when we compare quantities along the indicated field lines (cyan) in Fig. 7.12.

parabolic field shape (θj ∝ r−1/2). We set a transitional radius r0 = 10rg and employ
ν = 0.8 as these values give a good match to the disc-jet shape, as we discuss below.
We define the physical coordinates (r, θ) as functions of the internal coordinates (x1,
x2) as r = exp(x1) and x2 = sign(θ)|Aϕ|1/2. We use a resolution of 12800× 400 cells.
Our computational domain range extends radially from 0.85rH to 106rg. We employ
the same polar reflective boundary conditions at x2 = 0 as for the disc-jet simulations
(see Sec. 7.2.1). At the wall, x2 = 1, the boundary conditions are also reflective
so that the gas and fields follow the wall (Tchekhovskoy et al. 2010a). The density
floors are the same as in model B10. The left panel in Fig. 7.11 shows the resulting
wall-jet solution. For comparisons with the disc-jet model B10, we choose a field line
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Figure 7.12: Comparing the radial profile of quantities along field lines for the upper jet in disc-jet
model B10 (solid lines, θj,H = 0.52 rad) and the idealised wall-jet model (double dot-dashed lines,
θj,H = 0.9 rad) shows that the two models agree apart from the pinch instabilities that slow down the
disc-jets and dissipate magnetic fields into heat. The disc-jet simulation is shown at t = 2 × 105tg ,
while the wall-jet is in steady state. Panel(a): The specific energy profiles (µ, σ, h and γ) for
B10 match the idealised model reasonably well, with deviations arising in the pinched region of
model B10, especially in the enthalpy h. Panel(b): Both field lines have similar collimation profiles.
Panel(c): Pinching causes the poloidal field in model B10 to fluctuate and dissipate into heat, thereby
decreasing the bunching parameter.The jet mass-loading also plays a part as µ decreases with respect
to the wall-jet µ. Panels(d and e): The values of θj/θM and γθj remain below 1, indicating lateral
causal connection for both jets. Overall, the radial profiles between the two models match well except
in the disc-jet pinched region.
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in the inner jet of B10 model as field lines near the jet-edge are strongly affected by
mass-loading (Fig. 7.11, right). At time t = 0, we start the wall-jet simulation with
a purely poloidal magnetic field given by Eq. (7.10), which then develops a toroidal
component due to the rotation of the black hole. Our simulation time extends to
107tg, which ensures that the outflow reaches a steady state up to at least a distance
of 106rg. To speed up the simulation, from t = 1000tg onwards, we freeze out cells
that reached steady state, i.e., the cells located at r < 0.1ct, where t is the simulation
time (similar to Tchekhovskoy et al. 2008; see also Komissarov et al. 2007).

Here, the outermost field line touching the wall is given by Aϕ = 1: it starts out
at the intersection of the event horizon (r = rH) and the equatorial plane (θ = π/2),
is initially radial for r ≲ r0 and asymptotically collimates as θ ≈ r−ν/2. In this setup,
ν = 0 results in a monopolar field shape (θj =constant), while ν = 1 gives us the
parabolic field shape (θj ∝ r−1/2). We set a transitional radius r0 = 10rg and employ
ν = 0.8 as these values give a good match to the disc-jet shape, as we discuss below.
We define the physical coordinates (r, θ) as functions of the internal coordinates (x1,
x2) as r = exp(x1) and x2 = sign(θ)|Aϕ|1/2. We use a resolution of 12800× 400 cells.
Our computational domain range extends radially from 0.85rH to 106rg. We employ
the same polar reflective boundary conditions at x2 = 0 as for the disc-jet simulations
(see Sec. 7.2.1). At the wall, x2 = 1, the boundary conditions are also reflective
so that the gas and fields follow the wall (Tchekhovskoy et al. 2010a). The density
floors are the same as in model B10. The left panel in Fig. 7.11 shows the resulting
wall-jet solution. For comparisons with the disc-jet model B10, we choose a field line
in the inner jet of B10 model as field lines near the jet-edge are strongly affected by
mass-loading (Fig. 7.11, right). At time t = 0, we start the wall-jet simulation with
a purely poloidal magnetic field given by Eq. (7.10), which then develops a toroidal
component due to the rotation of the black hole. Our simulation time extends to
107tg, which ensures that the outflow reaches a steady state up to at least a distance
of 106rg. To speed up the simulation, from t = 1000tg onwards, we freeze out cells
that reached steady state, i.e., the cells located at r < 0.1ct, where t is the simulation
time (similar to Tchekhovskoy et al. 2008; see also Komissarov et al. 2007).

7.5.2 Disc-jets vs. idealised wall-jets

Figure 7.11 shows the comparison between the ideal wall setup (left) and disc-jet
setup (right). For the disc-jet setup, the presence of a pressure imbalance between
the jet and the accretion disc-wind gives rise to oscillations in the jet shape. In
contrast, for the idealised wall-jet, the boundary is rigid and hence, the pinches are
absent. The energy flux components, µ, σ, and γ agree between the disc-jet and
the wall-jet rather well (Fig. 7.12a), showing that wall-jet models capture most of
the time-average steady state dynamical properties of disc-jet models with the same
shape (Fig. 7.12b), especially in the absence of pinches. For the wall-jet, the specific
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enthalpy h decreases with increasing r as expected due to adiabatic jet expansion.
For the disc-jet, h increases substantially at r ∼ 200rg due to the onset of the pinch
instabilities that convert the poloidal field energy into enthalpy. Free of pinches, the
wall-jet smoothly accelerates as γ ∝ R until a few times 103rg, followed by the slower
acceleration as the field lines slowly become cylindrical when they enter the jet core
(Fig. 7.12a). The acceleration is more rapid for field lines closest to the wall as field
lines in this region diverge away from each other more (Fig. 7.11, left). For the disc-
jet, the presence of the pinches causes Bp to dissipate (Fig. 7.12c), along with a slight
drop in θj/θM (Fig. 7.12d). The product of the Lorentz factor and jet opening angle
γθj ≳ 0.1 for r < 3000rg(Fig. 7.12e), similar to the values found for the inner jet (see
Sec. 7.4.1).

7.6 Discussion

7.6.1 Comparison to the M87 jet
We find that all of our simulated jets with large discs propagate with a parabolic shape
over at least 5 orders of magnitude in distance. In this section, we consider whether
our fiducial model jet behaves the same way as the jets seen in nature, looking at the
shape and acceleration profiles inferred from multiple Very Large Array (VLA)/ Very
Long Baseline Interferometry (VLBI) observations of the M87 jet. Figure 7.13(a)
compares the jet geometry for our fiducial model B10 with the observed M87 jet.
The shape of the field line near the jet-edge fits very well with the observed data,
displaying a parabolic collimation profile up to 105rg, close to the location of HST-1
(Asada & Nakamura 2012; Hada et al. 2013; Mertens et al. 2016; Kim et al. 2018;
Nakamura et al. 2018).

Mertens et al. (2016) showed using VLBI measurements that the acceleration
profile of M87 follows γ ∝ R ∝ z0.58 till 103rg, changing to γ ∝ z0.16 up to the HST-1
knot. These power-law profiles agree reasonably well with the Lorentz factor profile
along a field line in the mid-jet as can be seen in Fig. 7.13(b). The discrepancy at
small radii may result from systematic measurement errors in the VLBI observations,
the jet opening angle becoming comparable to the viewing angle or our preference
for a particular field line. Additionally, in Fig. 7.13(a), the D12 (Doeleman et al.
2012) and A15 (Akiyama et al. 2015) data points representing the Event Horizon
Telescope Core at 230 GHz depend considerably on the assumed black hole mass and
viewing angle along with additional uncertainties on the position (Nakamura et al.
2018). Hence, it is possible that instead of the 230GHz core being smaller than the
jet interior as the figure suggests, the emission might come from the disc, i.e., outside
the jet-edge, where the Lorentz factor ∼ 1. The outer field line Lorentz factor is close
to 1.1 (Fig. 7.7), similar to the velocities found for the M87 jet sheath (Mertens et al.
2016) and agrees with previous GRMHD simulations modified for M87 (Nakamura
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Figure 7.13: Comparison of the shape and Lorentz factor of a simulated jet with M87 observations
shows remarkable resemblance. (Panel a) Jet radius along a field line near the jet-edge (θj,H =

1.53 rad) for model B10 at t = 2 × 105tg . The data points are read off from Fig. 15 of Nakamura
et al. (2018) and consist of data from Doeleman et al. (2012) (D12), Asada & Nakamura (2012)
(A12), Hada et al. (2013) (H13), Nakamura & Asada (2013a) (N13), Akiyama et al. (2015) (A15)
and Hada et al. (2016) (H16). The jet from model B10 fits very well with the M87 parabolic jet shape
up to 105rg . The de-projected distance is calculated with M87 black hole mass M = 6.2 × 109M⊙
and observer viewing angle of 14◦. (Panel b) Lorentz factor along panel(a) field line as well as a
field line in the mid-jet (θj,H = 0.77 rad) compared to the broken power-law profile for the M87 jet
Lorentz factor as measured by VLBI (Mertens et al. 2016). There is a large distribution in γ across
the jet, similar to Fig. 15 of Mertens et al. (2016).

et al. 2018). Indeed, as the jet gets mass-loaded via the jet-wind interaction, we
expect a gradual decrease in the Lorentz factor as we go from the inner jet to the
jet-edge, which may explain the wide distribution of the Lorentz factors across the
M87 jet in Fig. 15 of Mertens et al. (2016).

The HST-1 knot in M87 is a region where the jet is deemed to over-collimate and
transitions from parabolic to conical structure (Asada & Nakamura 2012). Unfortu-
nately, we do not find such a dissipative feature in any of our simulations, nor do
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we see the jet turn conical around 105rg. One possible reason may be that HST-
1 lies very close to the Bondi radius of M87 (∼ 7.6 × 105rg; Nakamura & Asada
2013a) where the shallow density profile of the ISM prevails. If there is an increase
of confining pressure from the ISM beyond 105rg, it is possible that the jet becomes
over-pressured, perhaps forming a re-collimation feature. Further, as is the case for
model B10-R (see Sec. 7.4.3), if the jet pressure subsequently becomes larger than
the confining pressure, the jet would open up and turn conical. This suggests that
it is important to consider a more realistic ISM pressure profile in future work (e.g.,
Barniol Duran et al. 2017).

The product of the Lorentz factor and the jet opening angle γθj is an important
quantity we use for comparison to AGN jets. It is clear from Fig. 7.6 that the inner jet
exhibits very low values of γθj (< 0.01) for distances larger than 103rg, compared to
those observed (∼ 0.1− 0.3, e.g., Jorstad et al. 2005; Pushkarev et al. 2009; Clausen-
Brown et al. 2013; Jorstad et al. 2017), whereas for the jet-edge, we find γθj < 0.1.
It is possible that the difference in measurements of γθj between our models and
observed jets might be a result of the latter assuming a conical jet as well as the
uncertainty of attributing the Lorentz factor of the underlying jet flow to emission
features (e.g., there might be standing shocks in the jet). In the case of model B10-R,
the outer jet becomes conical and causally disconnected: γθj ≳ 1 (see Fig. 7.10),
which may be more applicable for jets in gamma-ray bursts. Additionally, the peak
Lorentz factor for many of the observed jets is over 10, a value only one of our models
achieves (model B100), suggesting highly magnetised jets.

7.6.2 Causal structure of jets

When a jet becomes super-fast magnetosonic (i.e., downstream of the fast magne-
tosonic surface), perturbations in the jet cannot be communicated upstream and
thus, the jet loses causal connection along its flow. However, beyond the fast surface,
globally, causal contact can still be maintained as the jet can communicate upstream
via the sub-fast jet axis. Thus, when the flow along the axis turns super-fast, the
jet reaches a magnetosonic horizon and causal connection is fully lost. The loca-
tion where this causal breakdown occurs is the fast magnetosonic separatrix surface
(FMSS; for a review, see Meier 2012). Self-similar models (such as e.g., Vlahakis
2004; Polko et al. 2010; Ceccobello et al. 2018) predict that a jet collapses on its axis
once the jet reaches the FMSS and may form a highly radiating hot-spot. Could then
bright features in the jets, such as HST-1, be powered by such over-collimation seen
in self-similar models?

To test if the FMSS can explain bright jet features, we have developed an algo-
rithm that determines the FMSS location. This algorithm calculates the Mach cone
angle (Eq. D5 in Tchekhovskoy et al. 2009) for each cell assuming approximate mag-
netosonic fast wave velocity (Gammie et al. 2003). We track the left and right edges
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Figure 7.14: (Panel a) Log-log plot of characteristic surfaces along with entropy s in colour
(arbitrary units) and magnetic field lines (black) for a highly magnetised jet time-averaged over
(1.1− 1.5)× 105tg in model B10. The lines shown are, starting from small radii, the event horizon
(thick black), stagnation (magenta), Alfvén (green), classical fast magnetosonic surfaces (FMS; blue)
and the fast magnetosonic separatrix surface (FMSS; salmon). We highlight a field line in silver and
show the variability in its shape due to pinching in Fig. 7.16. The characteristic surfaces are only
shown for the jet and the wind. The FMSS does not appear to coincide with dissipative features.
(Panel b) We look at the entropy at z = 300rg , indicating the points where the fast surfaces for the
jet (diamond) and the wind (circle) crosses the horizontal line, shown in panel(a). The entropy rises
smoothly beginning from the sub-fast wind region, right up to the fast surface in the jet, suggesting
that while the FMS might be relevant for dissipation in the jet, for the wind, the FMS is not so
useful.
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Figure 7.15: Sufficient resolution is required to properly capture the small scales of the pinches.
We show the specific enthalpy h along a field line in the inner jet for our fiducial model B10 and a low
resolution model B10-SLR at t = 5× 104tg . There is larger dissipation, i.e., higher h, for B10-SLR
as it is unable to resolve the micro-structures in the jet caused by toroidal pinch instabilities.

of the Mach cone to check if a fast magnetosonic wave can travel to the sub-fast region
near the the jet’s axis. Figure 7.14(a), salmon line) shows that the FMSS in model
B10 travels inwards across the jet from the outer boundary, before joining with the
fast surface at the jet’s axis. The FMSS does not coincide with dissipative features,
which are shown in Fig. 7.14(a), via the entropy s,

s =
1

Γ− 1
log10

(
pg
ρΓ

)
, (7.11)

a proxy for identifying shocks and magnetic dissipation (Barniol Duran et al. 2017).
Instead, the fast surface (Fig. 7.14(a), blue) coincides with the steady rise in entropy
at the jet-edge (Fig. 7.14b). Outside of the jet, in the disc-wind, Fig. 7.14(b) shows
that entropy begins increasing in the sub-fast regime (due to shearing between the
disc and the wind) and continues to rise smoothly till the jet’s fast surface. The above
results suggest that the fast surface in the jet plays a role in triggering events which
cause dissipation.

While we can compare the jet structure with radially self-similar models (e.g.,
Blandford & Payne 1982; Vlahakis 2004; Polko et al. 2010; Ceccobello et al. 2018),
the lack of an over-collimation in our simulations suggests that there is a difference in
the way the FMSS manifests in the jet within a self-similar approximation. Namely,
in radially self-similar models, the FMSS is located where the flow achieves super-
magnetosonic speeds towards the polar axis, which our models never reach. That
radially self-similar models restrict the radial dependence of quantities to fixed power-
laws, which is not the case in our simulations, might be the crucial difference that
leads to different nature of FMSS in the self-similar models. Asymptotically in our
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Figure 7.16: The jet shape changes over time due to the pinching between the jet and the disc-
wind. (Panel a) We show the time averaged half-opening angle for field lines from different simulation
models, with the same foot-point half-opening angle of θj,H = 0.8 rad, along with their 1σ standard
deviation (shaded area) over (1.1 − 1.5) × 105tg . To minimise crowding, the curves are shifted
vertically. We indicate the position where the field line crosses the fast surface (FMS) with a circle.
The field line for model B10 is shown in silver in Fig. 7.14. There is significant time variation
in shape of the B10 and B50 field lines beyond the FMS due to the presence of toroidal pinch
instabilities, which continue throughout the entire jet. The fast surface moves outward as the jet
magnetisation increases (similar to Ceccobello et al. 2018). (Panel b) The relative deviation with
respect to the time-averaged jet opening angle along the B10 field line shows that there is > 10%

deviation in the pinched region. (Panel c) We show the entropy along all 3 field lines from Fig. 7.14,
with ⟨θj⟩,H = (0.352, 0.803, 1.43) rad representing the inner, mid and outer jet respectively. We also
indicate where the FMS crosses the field lines with circles. The rise in entropy appears to coincide
very well with the FMS, except for the inner jet field line where the entropy rise may be due to
round-off errors from machine-precision calculations end up affecting the smallest energy term, i.e.,
the internal energy, and consequently the gas pressure.
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Figure 7.17: Mixing due to pinch instabilities between the jet and the disc-wind leads to mass-
loading of the jet. We show a vertical slice of the B10 upper jet-wind system with density in
colour and magnetic field lines in black, at t = 2 × 105tg (left) and t = 5 × 105tg (right). We
indicate the field line shown in Fig. 7.12 with pink. Inset panels: Zoom-in snapshots of the jet
over (0− 150)rg × (1000− 1500)rg at different times. Over time, pinch instabilities at the jet-wind
interface set off reconnection events and mass-load the jet. The increase in density changes the
energy distribution along the jet, reducing its specific energy content and greatly affecting the jet’s
acceleration profile (Fig. 7.19).

jets, field lines join with the jet “core", by which point they become almost cylindrical
and stop accelerating efficiently. Perhaps this asymptotic behaviour can be explored
in self-similar models by placing the FMSS at infinity (e.g., Li et al. 1992; Vlahakis
& Königl 2003b) or via θ−self-similar models (e.g., Sauty et al. 2004).

7.6.3 Origin of pinch instabilities
Pinch instabilities forming at the jet-wind interface are easily excited in 2D GRMHD
simulations of black hole accretion (see e.g. McKinney 2006; Barkov & Baushev 2011;
Nakamura et al. 2018). Whereas previous work found that pinch instabilities do
not survive beyond ∼ 103rg (e.g., McKinney 2006), we observe them significantly
affecting jet dynamics throughout the length of the jet. We hypothesise that this
difference in pinch activity stems from the small disc size in McKinney (2006), as a
smaller disc would lead to a conical jet in which pinching instabilities are suppressed
(we see the same behaviour for model B10-R, see Sec 7.4.3). However, the amount of
dissipation seen in McKinney (2006) is far larger (> 2 orders of magnitude) than in
any of our models. To address this discrepancy, we ran an additional low-resolution
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Figure 7.18: Gas captured from the disc-wind via entrainment increases the mass flux of the jet,
while the total energy flux is conserved on average, thus decreasing the specific total energy flux µ

and reducing the jet energy budget. We show the jet total energy flux FE,jet and the rest-mass energy
flux FM,jet over the length of the upper jet at t = 2 × 105tg and t = 5 × 105tg . The jet averaged
fluxes are calculated as Fx,jet =

∫
Fx

√
−gdθdϕ using the criterion µ > 1.2 for the magnetised jet.

simulation B10-SLR. Because the B10-SLR model under-resolves the pinches at large
radii, this leads to enhanced dissipation at r ≳ 103rg (Fig. 7.15). Additionally, the
floor model used in McKinney (2006) could also contribute to larger dissipation.

To better quantify the location at which the pinches start to affect the jet, we
show in Fig. 7.16(a) the standard deviation in the jet opening angle along a field
line for several models. From Fig. 7.16(b), we see that the field lines tend to wobble
significantly due to pinching, achieving

√
⟨(∆θj)2⟩/⟨θj⟩ > 10% close to the fast sur-

face. The fast surface could play a role here since beyond the fast surface, the ram
pressure of the wind may become the dominant pressure component and may produce
shock-like events at the jet-disc wind interface (e.g., Komissarov 1994; Bromberg &
Levinson 2007). However, in our simulations, we find that the wind remains subsonic
in the θ− direction, suggesting ram pressure in the θ− direction is not prominent.
Indeed, we see a smooth increase of entropy across the jet-disc interface, indicating
no prominent shocks (Fig. 7.14). In Fig. 7.16(c), we see that the inner jet crosses the
fast surface at a very large distance, while the entropy begins to rise much earlier.
However, the fast surface coincides with the increase of entropy for the mid- and
outer-jet. These results suggest that the oscillations in the jet-wind interface (that
form very close to the black hole) might give rise to the pinch instabilities, which grow
significantly once the jet-edge becomes super-fast.

However at this point, it is not clear whether the oscillating interface at small
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radii and pinches at large radii are due to the same underlying physical phenomenon.
Both the oscillating interface and the pinches appear to be the response of the jet
to the pressure of the surrounding disc-wind (Sobacchi & Lyubarsky 2018a). Indeed,
both the oscillations and pinches disappear in the case of the idealised wall-jet, where
the rigid wall prevents a dynamic jet-wind boundary. The jet becomes susceptible
to pinch instabilities when the toroidal field dominates over the poloidal field (given
by the Tayler criterion: Tayler 1957; also see Sobacchi & Lyubarsky 2018b). We
note that the jet-edge field line shown in Fig. 7.16(c) becomes strongly toroidal at a
very small distance. The growth rate of the pinch/kink instability scales with the ϕ−
component of the Alfvén velocity, which is proportional to the toroidal field strength
(e.g., Moll et al. 2008). As Moll et al. (2008) also notes, jet expansion restricts the
growth of the pinch, seen in the case for model B10-R, where the small disc allows
rapid jet de-collimation, and hence, the jet exhibits weak pinching.

Interestingly, pinches begin to noticeably heat up the jet within 200− 800rg from
the central black hole (agreeing with e.g., Giannios & Spruit 2006). This is similar to
the distances at which the synchrotron break is estimated to occur for both AGN and
X-ray binary jets (e.g., Markoff et al. 2001, 2005; Russell et al. 2013; Lucchini et al.
2018). The break arises when the synchrotron emission of a compact jet shifts from
its characteristic power-law profile to a flat/inverted spectrum due to self-absorption,
transitioning from an optically thin regime at higher frequencies to optically thick
(Blandford & Königl 1979; for a review, see Markoff 2010; Romero et al. 2017) and
is generally attributed to non-thermal emission from particle acceleration caused by
e.g., shocks (e.g., Sironi & Spitkovsky 2009) or magnetic reconnection (e.g., Spruit
et al. 2001; Drenkhahn & Spruit 2002; Sironi & Spitkovsky 2014; Sironi et al. 2015)
in the jet. Given that pinching sets off magnetic reconnection in our simulations, we
suggest that the start of the pinch region may potentially be an ideal site for particle
acceleration to occur for the first time and hence, can manifest itself as a break in
the synchrotron spectrum. Additionally, pinching may cause variation in the optical
depth for the synchrotron self-absorption, leading to variability in the observed jet
depth at a given frequency over time, which might have consequences for the radio
core shift in AGN jets (Blandford & Königl 1979; Plavin et al. 2019; for M87: Hada
et al. 2011). Using GRMHD simulations that extended out to 100rg, Nakamura et al.
(2018) found higher values of Lorentz factor in pinched regions and suggested that if
such compressions lead to dissipation, pinches can be associated with superluminal
blobs observed in the jets.

As the jet base magnetisation increases (see Sec. 7.4.2), Fig. 7.16(a) shows that
that the fast surface moves out, away from the launchpoint of the jet (consistent with
results from radially self-similar models: Fig. 11, left panel of Ceccobello et al. 2018).
Starting from Eq. (7.6), we can derive the approximate distance at which the fast
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surface resides. We have,

γ2
fv

2
f

(7.4)
≈ σ

(7.8)
≈ µ

γ
− 1, (7.12)

assuming a cold jet, i.e., specific enthalpy h ≪ 1. At the fast surface (γ = γf ), we
then have for the jet,

γf ≈ µ1/3. (7.13)

Assuming that γ ≈ ΩR and θj = C(r/rg)
−ζ , we arrive at the location of the fast

surface,

rf ≈
(
µ1/3

CΩ

)1/(1−ζ)

. (7.14)

From Eq. (7.14), we can indeed say that rf increases with increase in µ for a given
field line. For µ = 10, Eq. (7.13) gives γf = 2.154 which is about 25% off from the
simulation value (≈ 2.7). However, the assumption of γ ≈ ΩR is not valid in the outer
jet, due to stronger effects of mass-loading. The time variability of θj decreases for
model B10 through to model B100, which suggests that larger magnetisation stabilises
against pinching activity (consistent with results of e.g., Mizuno et al. 2015; Fromm
et al. 2017; Kim et al. 2018). With higher magnetisation, the Alfvén speed and
subsequently the magnetosonic speed increases (and hence, the fast surface moves to
a larger radii: Fig. 7.16a), which means that the wave takes less time to travel across
the jet. Therefore the oscillations have smaller wavelengths and the jet exhibits a
small standard deviation in the shape over time. On the other hand, if the jet base
magnetisation is low enough, current driven instabilities are not fully triggered, which
is the case for model B3, where the jet is mildly magnetised and pinches are absent.

7.6.4 Gas entrainment and jet mass-loading
In most of our simulations, the specific total energy flux µ oscillates and drops by a
small amount in the pinched jet region (see e.g., Fig. 7.12). Pinching forces the gas
to move across field lines in a non-uniform fashion, which disrupts the jet’s outward
movement as well as causes mass-loading. Figure 7.17 shows the effect of jet mass-
loading over time, as the B10 upper jet changes substantially over t = (2 − 5) ×
105tg. Namely, eddies trap matter in the disc-wind and travel inwards through the
jet boundary during pinching, forming finger-like structures. These fingers bend as
they interact with the fast moving jet interior, dissipating poloidal field lines through
reconnection (Figure 7.17, middle panels), and finally depositing surrounding gas into
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7.6 Discussion

Figure 7.19: Over time, the disc-wind mixes with the jet and mass-loads it, significantly slowing
the jet. We show the same as Fig. 7.12, except at a later time, t = 5 × 105tg . Panel(a): There is
a large drop in the specific energy profiles for the B10 upper jet as compared to earlier (Fig. 7.12),
directly affecting the acceleration profile. µ drops by almost an order of magnitude due to the increase
in mass flux. Panel(b) shows that the jet collimation profile does not change by much. Panel(c):
The poloidal field, on the other hand, drops due to reconnection of pinched field lines, reducing the
bunching parameter. Since the jet slows down, causality is still maintained (panel e and f).
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the jet body5. Figure 7.18 shows that the mass-flux through the jet indeed increases
over time. It will be interesting to test whether explicit resistivity (e.g., Ripperda
et al. 2019; we rely on numerical dissipation in h-amr) brings any changes to the
mass-loading in jets.

The entrainment mechanism we see here might be a manifestation of the Kruskal
Schwarzschild instability (KSI, Kruskal & Schwarzschild 1954), a magnetised ana-
logue of the Rayleigh-Taylor instability. Possibly, as the jet gets pinched, acceleration
towards the axis (which can be seen as an effective gravity term) causes the heavy
wind to push against the jet funnel leading to the onset of the KSI and producing the
finger-like structures protruding into the jet. The growth rate of KSI is proportional
to the square-root of the effective gravity term (Lyubarsky 2010; Gill et al. 2017),
which increases only when the pinches are fully developed. The small gravity term
is why KSI may appear at such a late stage (t > 105rg) in the simulation. The fin-
gers, when extended long enough, may be susceptible to secondary Kelvin-Helmholtz
instabilities and bend much like the distortion of a gas blob immersed in a magne-
tised fluid under gravity, shown in Fig. 12 of Gill et al. (2017). These bent fingers
eventually collapse on themselves and lead to magnetic field reconnection. In fact,
laboratory experiments of a plasma jet by Moser & Bellan (2012) also exhibit similar
hybrid kink-KSI behaviour, which sets off magnetic reconnection events.

Figure 7.19 shows how gas entrainment and jet mass-loading affects model B10
quantities shown in Fig. 7.12. Compared to the wall-jet, specific energies µ, σ and
h drop and the jet slows down (panel a) as more and more gas enters the jet over
time. From the marginal change in the field line shape (panel b) and the drop in
the bunching parameter (panel c) as compared to Fig. 7.12(b,c), we conclude that
the entrainment leads to significant poloidal field reconnection. Ultimately, due to
the increasing jet density, the transverse profile of the Lorentz factor undergoes a
dramatic change, as the slow sheath region decelerates from γ ∼ 3 at t = 2 × 105tg
(Fig. 7.7, see also Sec. 7.4.1) to γ ∼ 1− 2 at t > 5× 105tg, suggesting a dynamically
changing sheath layer.

In order to understand how the jet behaves in various regimes, we have looked at
jet quantities along field lines in different parts of the jet in model B10. In Sec. 7.4,
we presented jet properties close to the axis (the foot-point jet opening angle θj,H =

0.44 rad), where the mass-loading is low. We find that even though the inner jet,
experiences a slowdown due to pinching, it achieves the peak Lorentz factor ∼ 5. If
we look at the mid-jet (Sec. 7.5.2, θj,H = 0.9 rad), mass-loading is more prominent
between 103−104rg and eventually brings down γ from 3 to near non-relativistic values
at t ∼ (2−5)×105tg. When we look at the jet as a whole, we find that the distribution
of gas from mass-loading and jet velocities is similar to the two-component (spine and
sheath) structure of jets (e.g., Ghisellini et al. 2005; Ghisellini & Tavecchio 2008)

5Movie of mass-loading via gas entrainment in the B10 jet model: https://youtu.be/1aBoNormcS0
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deduced from limb brightening in AGN jet observations (e.g., Giroletti et al. 2004;
Nagai et al. 2014; Hada et al. 2016; Kim et al. 2018).

7.7 Conclusions
In this work, we use our new GPU-accelerated GRMHD h-amr code to investigate
the largest extent disc-jet simulation performed till now, reaching over over 5 orders
of magnitude in both distance and time in ultra high resolution. We start with a
magnetised accretion disc around a spinning black hole that launches and accelerates
a jet. This jet is self-consistently collimated by the disc-wind with the support of
a large disc and qualitatively resembles the shape and acceleration profile of the
M87 jet (Sec. 7.6.1). We find that the highly collimated jet maintains lateral causal
connectivity with γθ ≲ 0.1, consistent with VLBI observations of AGN jets ( 7.6.1).

Instead of the smooth outflow produced by jets in idealised models (e.g., Komis-
sarov et al. 2007; Tchekhovskoy et al. 2010a), the interacting jet-wind interface ex-
hibits oscillations from very near the jet origin. These oscillations appear to drive
pinch instabilities at the jet’s outer boundary when the jet becomes super-fast (Sec. 7.6.3).
Pinch instabilities significantly affect jet dynamics as they not only heat up the jet via
magnetic reconnection, creating a thermal pressure gradient, but also lead to mass
loading of the jet, both of which decelerate the jet. The dissipation due to pinch-
ing may lead to particle acceleration, potentially explaining non-thermal synchrotron
and inverse Compton hot-spots in jets (e.g., Narayan et al. 2011; Sironi et al. 2015;
Christie et al. 2018). The mass-loading, over time, helps to form a distinct slow mov-
ing layer with Lorentz factor γ ∼ 1 that surrounds an inner fast moving jet core γ ≳ 4

(Sec. 7.6.4), resembling the spine-sheath structure seen in AGN jets (e.g., Kim et al.
2018).

The instability causing the pinch modes is important to understand, since it may
excite kink instabilities in 3D. As the jet kinks, it will interact with the ambient
medium, leading to enhanced dissipation (e.g., Begelman 1998; Giannios & Spruit
2006), which disrupts the jet and potentially explains the FR-I/FR-II dichotomy
(e.g., Bromberg & Tchekhovskoy 2016; Tchekhovskoy & Bromberg 2016; Barniol
Duran et al. 2017; Liska et al. 2019a). Our future work will thus focus on extending
these results to full 3D, utilising the AMR capability of h-amr to focus the resolution
on the dissipative regions.
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7.8 Supplementary Information

Figure 7.20: The Lorentz factor along a field line for our lowest resolution models, B10-SLR (with
LAT implemented; in red solid) and B10-SLRL (without LAT, see text; in black dashed dotted) at
t = 4× 104tg . The spikes in γ correspond to inversion failures and are, therefore, unphysical. Using
LAT, we reduce these failures and achieve a simulation speedup by a factor 3− 5.

7.8 Supplementary Information

7.8.1 Local adaptive time-stepping
We have implemented in our block based AMR code h-amr (Liska et al. 2018a) a
so-called local adaptive time-stepping (LAT) routine. In addition to evolving higher
spatial refinement levels with a smaller time-step, similar to AMR codes with a hier-
archical time-stepping routine, LAT can also use different timesteps for blocks with
the same spatial refinement level. Since most GRMHD simulations utilise a logarith-
mic spaced spherical grid, where cell sizes are small close to the black hole and large
further away from the black hole, this can speed up the simulation by an additional
factor 3− 5. In a future publication we will describe the detailed implementation of
the LAT algorithm and show excellent scaling on pre-exascale GPU clusters.

LAT can also increase numerical accuracy by reducing the number of conserved
to primitive variable inversions (Noble et al. 2006). Namely, as one moves away from
the black hole on a logarithmic spaced spherical grid, the timescale of the problem
increases. Evolving the outer grid with the same timestep as the inner grid leads
to many unnecessary variable inversions. To illustrate that this produces noise in
the outer grid, we produced two simulations with the same initial conditions at a
resolution of 640 × 256 × 1 (as lower resolutions naturally produce more noise): one
with LAT enabled (Model B10-SLR) and one with LAT switched off (named B10-
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SLRL). Figure 7.20 shows that there are unphysical spikes in the Lorentz factor for
model B10-SLRL caused by variable inversion failures in the outer jet region, which
are absent in model B10-SLR. This confirms that LAT has the potential to increase
speed and numerical accuracy.

7.8.2 Grid shape
We have designed a grid that can track the shape of the jet over 5 orders of magnitude
in distance (Fig. 7.21, top). Furthermore, the grid keeps the cell aspect ratio in the
outer jet below 10 (Fig. 7.21, bottom), such that turbulent eddies at the disc-jet
boundary remain resolved. The internal grid coordinates (x0, x1, x2, x3) are related
to the real physical coordinates (t, r, θ, ϕ) as follows,

t = x0, (7.15)
r = exp (xnr

1 ) , (7.16)

θ = A1πx1 + π(1−A1)

[
A3x

A2
2 +

1

2π
sin
(
π + 2πA3x

A2
2

)]
, (7.17)

ϕ = x3, (7.18)

where A1 = [1 + g1j(log10 r)
g2j ]−1, A2 = g3j log10 r + g4j and A3 = 0.51−A2 . The

parameters g1j = 0.8, g2j = 3.0, g3j = 0.5 and g4j = 1.0 are used to focus resolution
on the jet, while nr = 0.95 is used to focus extra resolution on outer parts of the grid.

7.8.3 Convergence of jet properties
Here we compare the time and spatial evolution of jets produced by the fiducial model
B10 and its exceedingly high resolution version B10-HR. B10-HR has a resolution of
18000× 1200× 1 and extends till 105rg, with all other parameters the same as B10.
Figure 7.22 shows that the accretion properties of the B10 disc-jet system converges
very well with respect to B10-HR. However, Fig. 7.23 shows that the jet in B10-HR
gets mass-loaded (µ drops) earlier than the jet in B10, presumably because mass-
loading is more efficient at higher resolutions, which capture the small scale eddies
better.
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Figure 7.21: Top: A colour map of density at t = 0 for fiducial model B10 overplotted by grid lines
(black). As designed, the grid follows the shape of the jet. Bottom: the cell aspect ratio ∆r/r∆θ for
two field lines, one in the inner jet and the other near the jet-edge. To resolve the jet’s microstructure
in both dimensions this ratio is ideally kept below 10.

135



7 AGN jet acceleration

Figure 7.22: Accretion rate Ṁ , normalised magnetic flux ϕBH and normalised jet power from model
B10 is compared with the high resolution B10-HR model. The parameters evolve similarly which
gives us confidence that the B10 model is sufficiently converged. Ṁ averaged over 5− 7.5× 104tg is
taken as the normalisation.
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Figure 7.23: The specific total energy µ, magnetisation σ and the Lorentz factor γ along a field
line close to the upper jet axis from model B10 is compared with the high resolution B10-HR model
at 5 × 104tg . Additionally, the parameters for B10 at 2 × 105tg is also shown. Resolving the pinch
instabilities is thus important as the jet is mass-loaded over time, vastly changing dynamics.
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Abstract

Accreting black holes (BHs) launch relativistic collimated jets, across many decades
in luminosity and mass, suggesting the jet launching mechanism is universal, ro-
bust and scale-free. Theoretical models and general relativistic magnetohydrody-
namic (GRMHD) simulations indicate that the key jet-making ingredient is large-scale
poloidal magnetic flux. However, its origin is uncertain, and it is unknown if it can
be generated in situ or dragged inward from the ambient medium. Here, we use the
GPU-accelerated GRMHD code h-amr to study global 3D BH accretion at unusu-
ally high resolutions more typical of local shearing box simulations. We demonstrate
that turbulence in a radially-extended accretion disc can generate large-scale poloidal
magnetic flux in situ, even when starting from a purely toroidal magnetic field. The
flux accumulates around the BH till it becomes dynamically-important, leads to a
magnetically arrested disc (MAD), and launches relativistic jets that are more power-
ful than the accretion flow. The jet power exceeds that of previous GRMHD toroidal
field simulations by a factor of 10,000. The jets do not show significant kink or pinch
instabilities, accelerate to γ ∼ 10 over 3 decades in distance, and follow a collimation
profile similar to the observed M87 jet.
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8.1 Introduction

BHs can launch relativistic jets by converting BH spin energy into Poynting flux
(Blandford & Znajek 1977). The ratio of jet and accretion powers, or jet efficiency,
is maximum when the BH is both rapidly spinning and has accumulated a substan-
tial amount of large-scale poloidal (i.e., confined to a meridional, R−z plane) mag-
netic flux (see e.g. Komissarov 2001; Tchekhovskoy et al. 2010a). Given enough
poloidal magnetic flux, a magnetically arrested disc (MAD) can form (e.g. Narayan
et al. 2003), with jet efficiency exceeding 100% for thick (Tchekhovskoy et al. 2011;
Tchekhovskoy & McKinney 2012; McKinney et al. 2012) and reaching 50% for thin
discs (with an aspect ratio h/r = 0.03; Liska et al. 2019c).

One way of obtaining the large-scale poloidal magnetic flux near the BH is ad-
vecting it from large radii. While thick discs can do this over short distances (as
confirmed by 3D GRMHD simulations, e.g., Hawley & Krolik 2006; Tchekhovskoy
et al. 2011), it is unclear whether they can do this over 5–6 orders of magnitude in
distance, from the ambient medium all the way down to the BH. This is particularly
uncertain given that in many systems the accretion discs at large radii are expected
to cool radiatively and become thin. In such discs the poloidal magnetic flux may
diffuse out faster than it can be advected inwards (Lubow et al. 1994; however, see
Rothstein & Lovelace 2008; Guilet & Ogilvie 2012b, 2013b).

Large-scale poloidal magnetic flux on the BH can also form in situ through a
turbulent dynamo (Brandenburg et al. 1995) powered by the magnetorotational in-
stability (MRI, see Balbus & Hawley 1991). Local shearing box studies found that
the dynamo can produce radial and toroidal magnetic fluxes on the scale of the box
(e.g., Brandenburg et al. 1995; Stone et al. 1996; Shafee et al. 2008; Davis et al. 2010;
Simon et al. 2012; Salvesen et al. 2016; Shi et al. 2016; Ryan et al. 2017). However,
persistent jets lasting an accretion time require poloidal magnetic flux on a much
larger scale. Additionally, the often used quasi-periodic boundary conditions in the
horizontal direction imply that the net vertical magnetic flux through the box cannot
change in time: in fact, it is a crucial externally-imposed parameter. Shearing box
simulations without net flux do not appear to generate poloidal magnetic flux that
affects the turbulence in the same way the net flux does (Pessah et al. 2007; Bai &
Stone 2013; Salvesen et al. 2016; Shi et al. 2016).

Free from these limitations, global GRMHD simulations are particularly attractive
for studying the formation of large-scale poloidal magnetic flux and the associated jets
and outflows. Most global simulations have focused on the initial seed poloidal mag-
netic flux, in the form of one or several poloidal magnetic field loops; and those show
no signs of a large-scale poloidal magnetic flux dynamo (e.g., McKinney 2006; Haw-
ley & Krolik 2006; Shafee et al. 2008; Noble et al. 2009; Penna et al. 2010; Narayan
et al. 2012). Beckwith et al. (2008) found that jets formed only for initial conditions
with net poloidal magnetic flux, and no jets formed for a purely toroidal initial mag-
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Figure 8.1: Time evolution of various quantities (data between t = 5.7× 104 and t = 8.2× 104rg/c

is missing). (a) The mass accretion rate Ṁ peaks at early times and gradually decreases; (b) The
jets start out much weaker than the disc wind, ηjet ≪ ηwind. However, the two become comparable
at t = (1.2−1.8) × 104rg , and at later times the situation reverses. Eventually, ηjet exceeds 100%,
i.e., jet power exceeds the accretion power. (c) This increase in jet power comes from the increase in
the strength of BH poloidal magnetic flux, ΦBH, due to the BH accreting dynamo-generated poloidal
magnetic flux. Eventually, ΦBH exceeds a critical dimensionless value, Φ/(⟨Ṁ⟩r2gc)1/2 ∼ 50, as seen
from the right axis that shows the BH flux normalized by the late-time value of ⟨Ṁ⟩ ≈ 0.2: ΦBH

becomes dynamically important and leads to a MAD. A reservoir of positive poloidal magnetic flux
Φdisc remains in the disc and may reach the BH at later times.
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netic flux. For a similar toroidal magnetic field initial condition, but for a larger initial
torus, McKinney et al. (2012) found short-lived jets with duration ≲ 12MBH/(10

8M⊙)

days and a low duty cycle, ∼ 2%, where MBH is BH mass. Their low time-average
efficiency, ≲ 0.01%, implied that such weak jets would disrupt easily through the
kink instability (Tchekhovskoy & Bromberg 2016; Bromberg & Tchekhovskoy 2016).
This low efficiency also appears insufficient to account for feedback from AGN jets
on kiloparsec scales (e.g. Fabian 2012) and for the substantial jet power inferred in
AGN jets (see, e.g., Prieto et al. 2016 for M87, Nemmen & Tchekhovskoy 2015 for
low-luminosity AGN, and Ghisellini et al. 2014 for blazars). Thus, there appears to be
a serious mismatch between theory and observations due to the inability of GRMHD
simulations to generate sufficient large-scale poloidal magnetic flux starting without
one initially.

Yet, toroidal magnetic flux is a natural starting point for accretion discs in var-
ious contexts. In compact object mergers, the orbital shear is expected to produce
a toroidally-dominated magnetic field geometry. In X-ray binaries, the stream over-
flowing the Roche lobe (or wind from the companion star) would stretch out in the
toroidal and radial directions as it feeds the outer disc, and the disc shear would then
substantially amplify the toroidal component. Similarly, the tidal debris stream feed-
ing the supermassive BH during a tidal disruption event (TDE) is also expected to
lead to a toroidally-dominated magnetic field. While AGN appear to have more than
sufficient large-scale magnetic flux in the interstellar medium, it is unclear whether
their thin accretion disks can drag it to the BH. Thus, it is important to understand
whether accretion discs can produce large-scale poloidal magnetic flux on their own.

This motivates our study of BH accretion seeded with purely a toroidal magnetic
flux. In Sec. 8.2 we describe the numerical setup, in Sec. 8.3 we present our results,
and in Sec. 8.4 we conclude.

8.2 Numerical Approach and Problem Setup

We use the h-amr code (Liska et al. 2018a) that evolves the GRMHD equations of
motion (Gammie et al. 2003) on a spherical polar–like grid in Kerr-Schild coordinates,
using PPM spatial reconstruction (Colella & Woodward 1984) and second order time-
stepping. h-amr includes GPU acceleration and advanced features, such as adaptive
mesh refinement (AMR) and local adaptive timestepping.

We start with a BH of dimensionless spin a = 0.9 surrounded by an equilibrium
hydrodynamic torus with a sub-Keplerian angular momentum profile, ℓ ∝ r1/4, inner
edge at rin = 6rg, density maximum at rmax = 13.792rg, and outer edge at rout =

4 × 104rg (Kumar & Pringle 1985; De Villiers et al. 2003); rg = GMBH/c
2 is the

gravitational radius. The torus aspect ratio ranges from h/r = 0.2 at rmax to 0.5

at rout. We insert into the torus toroidal magnetic field with a uniform plasma
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Figure 8.2: (a) Meridional slices through the simulation at the approximate times shown, illus-
trating the development of large scale poloidal flux loops (black lines) of size comparable to the disc
thickness, plotted over the density distribution (shown in colour; see the colour bar in panel b). The
loops form slightly offset from the equator and buoyantly rise away from it, as expected in an α−Ω

dynamo. Initially, several poloidal field loops of positive (solid lines) and negative (dotted lines)
polarity stochastically form. However, most of them get expelled, and one largest, lucky, loop takes
over. See SI and this link for a movie. (b) A snapshot at t = 4.2 × 104rg/c reveals two large-scale
dynamo-generated poloidal magnetic flux loops: their size, l ≳ 100rg , vastly exceeds that of the event
horizon, and the loops present themselves to the BH as large-scale poloidal flux. (c) The colour map
of the Lorentz factor, γ, shows that this flux leads to the launching of relativistic jets with a typical
spine-sheath structure. The movie (see SI) shows no obvious signs of global kink or pinch modes in
the jets, which reach γ ∼ 5 at z ≲ 500rg . We see no signs of such modes out to z ∼ 2000rg by which
the jets reach γ ∼ 10 (not shown due to space constraints).

β = pgas/pmag = 5 and add random 5%-level perturbations to pgas to seed the non-
axisymmetric MRI.

Operating in spherical polar coordinates, with a logarithmically-spaced r-grid and
uniform θ- and ϕ-grids, we use transmissive boundary conditions (BCs) at the poles,
sin θ = 0 (see the supplementary information [SI] in Liska et al. 2018a), periodic BCs
in the ϕ-direction, and absorbing BCs at the inner and outer radial boundaries, located
just inside of the event horizon and at r = 105rg, respectively (thus, both radial
boundaries are causally disconnected from the accretion flow). We use a resolution
of Nr ×Nθ ×Nϕ = 1872× 624× 1024, resulting in 70−90 cells per disc scale height,
h/r ≈ 0.35−0.45. Such high resolutions are typically reserved for local shearing box
simulations. To increase the timestep and maintain a near-unity cell aspect ratio
everywhere, we reduce the ϕ-resolution near the pole (at sin θ < 0.5, using 4 AMR
levels, from Nϕ = 1024 at equator to Nϕ = 128 at the poles).
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Figure 8.3: The space-time diagram of toroidally averaged rest-frame magnetic field bϕ̂ at r = 40

rg shows an irregular butterfly pattern, indicating sporadic dynamo activity characteristic of thick,
sub-Keplerian, or strongly magnetized disks (see Sec. 8.3). Black lines track the disk-jet boundary.

8.3 Results
Figure 8.1(a) shows that after peaking, mass accretion rate remains approximately
constant at t ≲ 104rg/c. At this time, the only outflow present is a sub-relativistic
wind with energy efficiency ηwind ≈ 5% (Fig. 8.1b). Poloidal magnetic flux on the BH,
ΦBH = 0.5

∫
r=rH

|Br| dAθϕ, grows from 0 to 20, as shown by the blue line (Fig. 8.1c).
Here, the integral is over both hemispheres of the event horizon, rH = rg[1 + (1 −
a2)1/2], and the factor of 0.5 converts it to one hemisphere (Tchekhovskoy et al. 2011).
The reservoir of positive poloidal magnetic flux in the disc, Φdisc = maxr Φp(r) with
Φp(r) = maxθ

∫ θ

0
BrdAθϕ, shown with the red line, also keeps growing, pointing to a

large-scale dynamo activity in the disc.
Figure 8.2(a) shows a time sequence illustrating the generation of poloidal mag-

netic flux loops by the MHD turbulence (see the movie in the SI): several loops form
just outside the equatorial plane, grow in strength, and buoyantly rise away from the
equator. This process is stochastic: one of the loops ends up taking over the inner
100rg of the disc with the others getting expelled in outflows. This is consistent with
the α−Ω large-scale poloidal magnetic flux dynamo (Parker 1955; Moffatt 1978): a
toroidal magnetic field loop undergoes Parker instability, buoyantly rises, and the
Coriolis force twists it into a poloidal magnetic field loop. This way, the α-effect
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can convert toroidal into poloidal flux. The Ω-effect then does the opposite, shearing
out this freshly-generated poloidal magnetic flux loop into toroidal magnetic flux, and
thereby completing the positive feedback cycle. This is a possible mechanism for both
the initial formation of the poloidal magnetic flux loops and their subsequent runaway
growth in strength and size, as seen here.

This picture is consistent with the butterfly diagram in Fig. 8.3: patches of toroidal
magnetic field, bϕ̂, rise with alternating signs away from the equator. However, our
dynamo is rather sporadic and irregular, reminiscent of lower plasma β (e.g. Bai
& Stone 2013; Salvesen et al. 2016) and sub-Keplerian (Nauman & Blackman 2015)
shearing box simulations, and global simulations of very thick discs (Shafee et al. 2008;
Dhang & Sharma 2019) that show similar irregularity and even complete absence of
sign flips. Global simulations at high β tend show a more regular butterfly diagram
(Shi et al. 2010; O’Neill et al. 2011; Flock et al. 2012; Beckwith et al. 2011; Simon
et al. 2011, 2012; Jiang et al. 2017; Siegel & Metzger 2018).

Figure 8.1(c), right axis, shows that the magnetic flux grows until the critical
value Φ/(⟨Ṁ⟩r2gc)1/2 ≈ 50 (Tchekhovskoy et al. 2011) at which the BH flux becomes
dynamically-important, obstructs accretion, and leads to a MAD. Figure 8.1(b) shows
that jets reach ηjet ≈ 150%, comparable to or exceeding 100%: a tell-tale signature
of the MAD state. Figure 8.2(b),(c) shows that the jets collimate to small aspect
ratios, R/z ≈ 0.3, 0.12, 0.08, and accelerate to relativistic Lorentz factors, γ ∼ 3,
5, 10 at z/rg = 100, 500, 2000, respectively, similar to the observed M87 galaxy jet
(Nakamura & Asada 2013b; Mertens et al. 2016; see also Chatterjee et al. 2019).

Figure 8.4(a) shows that whereas at early times the magnetic pressure in the disc
is mostly subdominant, at later times it comes close to equipartition as characteristic
of MADs (McKinney et al. 2012). This leads to relatively high α-viscosity in the disc,
with Maxwell and Reynolds stress contributions of αM ≃ 0.1 and αR ≃ 0.01, respec-
tively. Such high Maxwell stresses are atypical and were only found in the presence
of large-scale poloidal magnetic flux threading the disc (McKinney et al. 2012; Bai
& Stone 2013; Salvesen et al. 2016): indeed, while 40% of the poloidal magnetic flux
reaches the BH, the disc retains the rest; see Figs. 8.2(b),(c) and 8.4(c). If such in-
situ generation of equipartition (β ∼ 1) magnetic fields from sub-equipartition toroidal
fields carries over to thin disks, this may stabilize them against the viscous-thermal
instability (Begelman & Pringle 2007).

8.4 Discussion and Conclusions

Using global GRMHD simulations, we demonstrate for the first time that a large-
scale poloidal magnetic flux dynamo operates in BH accretion discs. Poloidal field
loops form in situ, of size l ≲ h ∼ r, slightly offset from the equator, and tend to
rise buoyantly (Fig. 8.2a). The formation mechanism is consistent with the α−Ω
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dynamo, which relies on the buoyancy and Coriolis forces to convert toroidal into
poloidal magnetic flux (α-effect), and on the disc shear to convert poloidal into toroidal
flux (Ω-effect). With most of the loops expelled, the lucky remaining loop structure
resides at r ≳ 200rg (Fig. 8.2b). It presents itself to the BH as a large-scale poloidal
magnetic flux, whose scale exceeds the local radius by 2 orders of magnitude. The
flux accumulates around the BH until it becomes dynamically-important, and leads
to a MAD and magnetically-launched jets of constant magnetic polarity whose power
exceeds the accretion power (Fig. 8.1b).

We initialized our simulations with a relatively strong toroidal magnetic field,
with plasma β = 5, to ensure that they resolve the MRI due to both the initial
toroidal and dynamo-generated poloidal magnetic fields: we found that the dynamo
did not operate in the simulations that formally resolved the former but not the
latter. Figure 8.4(d) shows that the MRI is well-resolved, with Qr,θ ≳ 100 cells per
MRI wavelength in the r-, and θ- and Qϕ ≳ 200 in the ϕ−direction. Using the same
physical setup, same effective θ-resolution near the equator, and 4 times lower ϕ-
resolution, resulted in twice as low jet efficiency of 20% at t = 2.5×104rg/c (obtained
with the HARM code at a resolution of 288 × 128 × 128, with the θ-grid focused on
the equator and using a toroidal wedge, ∆ϕ = π). This suggests that for toroidal
flux to generate large-scale poloidal flux it is crucial that the MHD turbulence is
well-resolved. In fact, ours is the highest-resolution GRMHD simulation of strongly
magnetized BH accretion (see Porth et al. 2019 for the highest-resolution simulation
of weakly magnetized accretion).

Figure 8.4(c) shows that the poloidal flux produced in our simulation makes up
≲ 15% of the initial toroidal flux, Φϕ(r) =

∫ r

0
BϕdArθ, at r ≲ 200rg; here, the integral

is in the r- and θ−directions. Thus, large-scale toroidal flux might be a prerequisite for
the large-scale poloidal flux dynamo to operate. Assuming that the dynamo converts
a fixed fraction of the initial toroidal flux into poloidal flux, it will take longer to
generate the same poloidal flux for a weaker initial toroidal flux or, equivalently,
higher value of plasma β. If the dynamo-generated poloidal magnetic flux is limited
by the time available for the dynamo to operate, stagnation points in the disc – where
the gas lingers instead of falling in or flying out and where the effective viscosity αeff

vanishes – can become centers of poloidal flux generation. Figure 8.4(b) shows that
the radius of the stagnation point changes very slowly: from 65rg at t = 104rg/c

to 230rg at t = 1.3 × 105rg/c. The gas flow is directed away from the stagnation
point in all directions, and this expanding flow pattern assists the dynamo not only
in inflating the poloidal flux loop but also in trapping it at the stagnation point. As
seen in Figure 8.2(a), this trapping might be responsible for one lucky loop getting
pinned down at the stagnation point, outgrowing the rest of the loops, and dominating
the long-term evolution of the system. In a similar way, even for an initial small-scale
toroidal magnetic field, a stagnation point may trap a poloidal magnetic flux loop
and inflate it to large scales, thereby producing large-scale poloidal magnetic flux.
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Figure 8.4: Radial profiles at t = 104rg/c (thin lines) and t = 1.3 × 105 rg/c (thick lines),
averaged over ∆t = 103rg/c. (a) While at early times the magnetic pressure is subdominant (β ∼
few), at late times the magnetic pressure reaches equipartition (β ≲ 1), as the dynamo-generated
poloidal magnetic flux increases in strength. (b) The effective viscosity, αeff = −vr̂vϕ̂/c

2
s , and the

contributions to viscosity of Maxwell (αM ) and Reynolds (αR) stresses. Solid curves show positive
and dashed negative values. Maxwell stress dominates over Reynolds stress. Near the BH we have
αeff > αM , likely due to plunging of the gas into the BH. Stagnation points in the flow, where
αeff = 0, are favorable locations for dynamo operation (see Sec. 8.4). (c) The disc has a large
reservoir of positive polarity magnetic flux Φp, whose peak moves outward with time. Blue dashed
line shows that the initial toroidal magnetic flux Φϕ(t = 0) (scaled by 0.1x) exceeds by a factor of
∼ 7 the late-time poloidal flux at 200rg , suggesting that even more poloidal magnetic flux may be
generated at times beyond those simulated. (d) High values of quality factors, Q#, the number of
cells per MRI wavelength in direction #, show that the turbulence is very well resolved in all three
dimensions.
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Figure 8.4(c) shows that in our simulations the peak of the poloidal flux grows in
amplitude and moves out to a larger distance, loosely following the movement of
the stagnation point. This suggests that the dynamo might indeed benefit from the
presence of stagnation points in the flow. Since the stagnation point in externally
fed accretion discs in XRBs and AGN would form around the disc’s circularization
radius located order(s) of magnitude further away from the BH than in this work,
the buildup of poloidal flux on the BH would take much longer than presented in this
work.

The lack of large-scale poloidal flux generation in global toroidal field GRMHD
simulations till now might stem from a lower field strength considered, lack of stag-
nation points suitably located in the flow, a limited radial range of the initial toroidal
magnetic flux distribution (Beckwith et al. 2008) or a high radial inflow velocity (due
to large disc thickness) that may not give the poloidal field loops enough time to grow
(McKinney et al. 2012). It will be important to assess which (if any) of these spec-
ulations is correct. After we posted this work on the archives, Christie et al. (2018)
showed in a toroidal-field simulation of a compact, neutrino-cooled merger remnant
accretion disc that dynamo can generate and retain magnetic flux loops of alternating
polarity, leading to striped jets (see also Parfrey et al. 2015). The difference with our
work can potentially emerge due to neutrino cooling and/or smaller disc size making
their accretion flow more tightly bound and conducive to retaining the alternating-
polarity dynamo-generated loops instead of expelling most of them in an outflow, as
seen in Fig. 8.2(a).

A robust large-scale poloidal flux dynamo can help us understand the prevalence of
jets across a wide range of astrophysical systems. Even though typical jet-producing
accretion discs are thick near the BH, they may be thin at large radii (Esin et al.
1997). Thin discs are thought to be incapable of efficiently transporting large-scale
poloidal magnetic flux from the ambient medium to the BH (Lubow et al. 1994;
Guilet & Ogilvie 2012b, 2013b), decreasing the prospects for jet formation. However,
if the outer thin disc can transport even just a very weak poloidal magnetic flux,
dynamo action in the inner, thick disc could amplify the magnetic flux in situ to
levels sufficient for forming jets. In systems such as the jetted TDE Swift J1644+57
the stellar magnetic flux falls several orders of magnitude short of that necessary to
power the observed jet (Tchekhovskoy & Giannios 2014). The rapid dynamo action
in this work may amplify the available magnetic flux, explaining their observed jet
power.
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general supervision of the project and contributed ideas in numerics, theory and
observations for the discussion.

162



Chapter 5: Bardeen-Petterson Alignment, Jets and Magnetic Truncation in GRMHD
Simulations of Tilted Thin Accretion Discs

M. Liska , A. Tchekhovskoy, A. Ingram & M. van der Klis

MNRAS, 2019, 487-550

The PhD candidate came up with the idea to investigate the role of magnetic
fields and to search for the presence of Bardeen-Petterson alignment in weakly
misaligned thin accretion disks, extracted the most interesting data and wrote
it up into an article. A. Tchekhovskoy, A. Ingram and M. van der Klis helped to
conceive the project, provided general supervision of the project and contributed
ideas in numerics, theory and observations for the discussion.

Chapter 6: Disc Tearing and Bardeen-Petterson Alignment in GRMHD Simulations
of Highly Tilted Thin Accretion Discs

M. Liska , C. Hesp, A. Tchekhovskoy, A. Ingram, M. van der Klis & S.
Markoff

Submitted to MNRAS
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the results in an article. C. Hesp analyzed all data related to the jet and made
the visualizations included in the supplementary material to this article. A.
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Chapter 7: Accelerating AGN jets to parsec scales using general relativistic MHD
simulations

K. Chatterjee, M. Liska , A. Tchekhovskoy & S. Markoff

Submitted to MNRAS
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ran the first preliminary simulations and co-mentored K. Chatterjee in running
and analyzing data from new, vastly improved, simulations and writing it up into
an article. A. Tchekhovskoy and S. Markoff conceived a precursor to this project
(idealized walled-jet simulations), provided general supervision of this project
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The PhD candidate extended previous simulations performed and conceived by
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times. He subsequently analyzed the data and wrote the results up in an article.
E. Quataert helped to conceive the project and provided general expertise in
plasma physics for the discussion.
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10
Nederlandse Samenvatting

In mijn promotieprojekt heb ik het eerste met grafische processors (GPU’s) versnelde
algemeen relativistische magnetohydrodynamische (’general relativistic magnetohy-
drodynamics’ or GRMHD) simulatieprogramma, H-AMR, ontwikkeld en met dit pro-
gramma GRMHD simulaties uitgevoerd met record-hoge resoluties. Met deze simula-
ties hebben we aanzienlijke vooruitgang geboekt in het begrijpen van het proces van
’accretie’, waarbij materiaal naar een zwart gat valt. We hebben meer inzicht verwor-
ven in belangrijke processen in de bij accretie optredende gasstromen rondom zwarte
gaten, zoals het oplijnen van gekantelde accretieschijven, de vorming en versnelling
van relativistische straalstromen (’jets’) en de formatie van grootschalige verticale
magneetvelden.

10.1 H-AMR: een GRMHD revolutie met GPU’s

Ik heb ons GRMHD programma H-AMR (Liska et al. 2018a en hoofdstuk 2) ontwor-
pen met op de eerste plaats de nadruk op prestaties en schaalbaarheid, waardoor het
nu mogelijk is om bijzonder moeilijke vraagstukken aan te pakken die tot op heden
3 − 5 ordes van grootte te complex leken voor zelfs de huidige zeer krachtige super-
computers. H-AMR is het eerste GRMHD-programma dat efficiënt gebruik maakt
van grafische processors (GPU’s), oorspronkelijk ontwikkeld voor computer games.
Deze versnellen de simulaties met een factor 25 ten opzichte van een standaard 20-
core CPU, waarbij bovendien H-AMR efficiënt kan opschalen tot ’s werelds snelste
supercomputer (DOE Summit, met 28800 GPU’s). H-AMR bezit een geheel nieuw
ontworpen ’adaptive mesh-refinement’ (AMR) framework, dat gekoppeld is aan een
’local adaptive timestepping’ routine waarmee het mogelijk is zowel de numerieke cel-
groottes als de tijdstapjes dynamisch aan te passen aan de eisen van de berekening.
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Terwijl de meeste AMR-codes hun resolutie verfijnen in alle 3 de dimensies tegelijk,
kan H-AMR dit voor elke dimensie onafhankelijk doen en zo voorkomen dat cellen zeer
langwerpig worden nabij de polaire as in het gebruikte bolvormige coördinatenstelsel,
waardoor de rekensnelheid aanzienlijk toeneemt en de nauwkeurigheid vergroot wordt.
H-AMR is ook de eerste (GR)MHD-code met een ’local adaptive timestep’ (LAT),
die veel efficiënter is dan de meer traditionele ’hierarchical timestep’. LAT verhoogt
namelijk niet alleen de tijdstap voor grovere AMR-niveaus, maar voor alle delen van
het rooster waar de cellen groter zijn, wat de berekening significant kan versnellen.
Deze diverse optimalisaties leiden tot een complex programma waarbij de uitdaging
was dit alles te implementeren binnen de beperkingen van de grafische processors,
die zeer snel zijn, maar een beperkte geheugenruimte en communicatiebandbreedte
hebben.

10.2 Simulaties van gekantelde accretieschijven

Omdat het van grote afstand invalt, is de beweging van het gas bij accretie onafhanke-
lijk van de draairichting van het zwarte gat. Over het algemeen maakt dus de draaiing
van de materie rondom het zwarte gat een hoek met de draaiing van het zwarte gat
zelf. De fysica van de resulterende gekantelde accretieschijven is van cruciaal belang
voor het begrijpen van de groei van superzware zwarte gaten (bijv. Natarajan &
Pringle 1998), en heeft ingrijpende gevolgen voor vorming van jets, het meten van
de spin (draaiing) van het zwarte gat en de terugkoppeling (’feedback’) van actieve
kernen van melkwegstelsels (AGN) op hun omgeving (bijv. Fragile & Anninos 2005;
Fragile et al. 2007; McClintock et al. 2014; McKinney et al. 2013; Liska et al. 2018a).
Ons werk laat voor de eerste keer zien dat gekantelde schijven jets uitstoten die op
één lijn liggen met de rotatie-as van de schijf, en dat zowel de schijf als de jet prece-
deren (Liska et al. 2018a). Op basis van dit resultaat voorspellen wij quasi-periodieke
oscillaties (QPOs) in de oriëntatie van de röntgenpolarisatie. Verder toonden wij aan
(Liska et al. 2019a) dat differentiële precessie van accretieschijf en corona de jet kan
verstoren, energie in een sterrenstelsel kan injecteren, en wellicht de raadselachtige
fase-verschuivingen kan verklaren die met de ruimtetelescopen RXTE en NICER in
de quasi-periodieke oscillatie (QPO) lichtkrommen van röntgendubbelsterren worden
waargenomen.

De helderste accretieschijven zijn geometrisch dun (Shakura & Sunyaev 1973), en
dit kan invloed hebben op hun energieafgifte, op hun reactie op een kanteling ten
opzichte van het zwarte gat, en op de vorming van jets. Het bleef bijvoorbeeld ge-
durende de afgelopen 40 jaar onzeker of de binnenste delen van gekantelde dunne
schijven kunnen oplijnen met het centrale zwarte gat (bijv. Papaloizou & Pringle
1983; Ivanov & Illarionov 1997; Lubow et al. 2002; Nealon et al. 2015) zoals voorspeld
door Bardeen & Petterson (1975). Dit heeft invloed op de evolutie van superzware
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10.2 Simulaties van gekantelde accretieschijven

zwarte gaten, omdat deze ’Bardeen-Petterson (BP) alignment’ ervoor zorgt dat de
spin van het zwarte gat op langere tijdschalen weer oplijnt met de buitenste delen van
de accretieschijf (Scheuer & Feiler 1996; Natarajan & Pringle 1998; King et al. 2005),
wat de draaiing van superzware zwarte gaten zeer snel kan doen toenemen, hetgeen
op zijn beurt weer een noodzakelijk ingrediënt is voor het lanceren van krachtige jets
(Blandford & Znajek 1977). Geen enkele MHD-simulatie had tot dusver aanwijzin-
gen voor een dergelijk oplijnen laten zien. Het primaire probleem bij het uitvoeren
van zulke simulaties is de noodzaak om tegelijkertijd met voldoende oplossend ver-
mogen de extreem geringe schijfdikte, H/R ∼ 0.01 te simuleren, en de precessie bij
te houden: hiervoor is ’adaptive mesh refinement’ (AMR) onontbeerlijk. Dankzij de
verbeteringen in H-AMR, met name AMR en GPU-versnelling, waren we in staat
de dunste schijven te simuleren tot nu toe. We ontdekten (Liska et al. 2019c,b) dat
een dunne schijf, tot 45◦ gekanteld, de effecten van de algemene relativiteitstheorie
in aanmerking nemend inderdaad oplijnt in de buurt van het zwarte gat (Fig. B),
zelfs in aanwezigheid van magnetische turbulentie, waarmee dit 40 jaar oude vraag-
stuk is opgelost. Terwijl bij een kanteling van 10◦ de overgang tussen het opgelijnde
binnendeel en het gekantelde buitendeel van de schijf geleidelijk verloopt, ontstond
er bij een kanteling van 45◦ een discontinuïteit die de dynamiek van de schijf en de
gedetecteerde emissie aanzienlijk kan beinvloeden (Fig. B en Liska et al. 2019b).

We ontdekten bovendien dat bij grote kantelingshoeken het algemeen relativis-
tische ’Lense-Thirring effect’ de visceuze koppels overwint die de schijf bij elkaar
houden, waardoor de schijf uiteen scheurt in meerdere concentrische onafhankelijk
precederende sub-schijven (Fig. C), een effect dat nog niet eerder was waargenomen
in GRMHD simulaties (Liska et al. 2019b). Dit laat tevens zien hoe de binnendelen
van een niet precederende schijf zouden kunnen loskomen van de buitendelen en pre-
cessie kunnen gaan vertonen. Het scheuren van accretieschijven leidt tot het tegen
elkaar wegvallen van het impulsmoment in verschillende delen van de schijf, waar-
door er meer massa op het zwarte gat valt, wat tot opvlammingen in de straling van
röntgendubbelsterren en actieve kernen van melkwegstelsels kan leiden. Verder heb-
ben we kunnen aantonen dat, onder bepaalde omstandigheden, een krachtige jet de
buitendelen van de schijf naar hogere banen kan duwen, waardoor de accretie wordt
onderdrukt en de emissie afneemt. Het scheuren van accretieschijven vormt een geheel
nieuw onderzoeksveld. Scheuring beinvloedt vermoedelijk de structuur, dynamica en
energie-afgifte van veel, zo niet de meeste, schijven rond zwarte gaten, en kan dus van
groot belang zijn bij het interpreteren van de waarnemingen met zowel huidige als toe-
komstige observatoria. Op welke afstand van het zwarte gat de schijf scheurt bepaalt,
samen met de spin van het zwarte gat de precessiefrequentie en dus de periodiciteit
van de emissie die wordt waargenomen met observatoria zoals NICER.
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10.3 Modeleren van spectrale toestandsovergangen
Waarnemingen vanaf de aarde en vanuit de ruimte over het gehele elektromagnetische
spectrum, van radio to gammastraling, tonen aan dat röntgendubbelsterren, door ver-
anderingen in de massa-accretiesnelheid, in de loop van maanden tot jaren transities
vertonen tussen verschillende spectrale toestanden (bijv. Remillard & McClintock
2006). De fysica achter de overgang van een dikke naar een dunne schijf is onduide-
lijk (zie de Introduction van dit proefschrift voor een discussie), terwijl de gevolgen
enorm kunnen zijn: de jet wordt eerst krachtiger en onregelmatig en verdwijnt vervol-
gens (bijv. Fender et al. 2004), de spectrale toestand verandert en de nieuw gevormde
dunne schijf kan gaan scheuren. De structuur en dynamica van schijven tijdens zo’n
toestandsovergang zijn slecht begrepen, wat ons vermogen om de waarnemingen van
deze systemen te interpreteren ernstig beperkt. Het is te verwachten dat de straal
waarop de schijf scheurt zal verschuiven tijdens deze toestandsovergangen en dus de
waargenomen QPO-frequentie zal veranderen.

Mijn werk (Liska et al. 2019c) met betrekking tot gekantelde dunne accretieschij-
ven biedt twee fysisch gemotiveerde aanwijzingen dat de dikke-naar-dunne schijfover-
gang kan worden veroorzaakt door naar buiten gerichte diffusie van verticale magne-
tische flux (Begelman & Armitage 2014). Ten eerste hebben we aangetoond dat de
aanwezigheid van verticale magnetische flux in het binnendeel van de schijf een daling
in dichtheid en een stijging van de instroomsnelheid ten opzichte van de buitenste
schijf veroorzaakt. Het binnendeel en het buitendeel van de schijf zijn duidelijk ge-
scheiden (Fig. D). Bij zulke lage dichtheden in de binnenste schijf is het plasma zo
verdund dat ionen en elektronen ontkoppelen en een twee-temperatuur plasma vor-
men met hete ionen en koele elektronen (Shapiro et al. 1976; Esin et al. 1997). Dit
verlaagt de uitstraling, waardoor de overgang naar een dunne schijf wordt vertraagd.
Ten tweede vonden we aanwijzingen dat de magnetische flux vervolgens door diffusie
begon te verdwijnen uit deze binnenste dikke schijf (Liska et al. 2019c). Als deze trend
zich voortzet, dan is de verwachting dat de gehele schijf dun zal worden (Begelman
& Armitage 2014).

10.4 Vorming en versnelling van relativistische jets
GRMHD simulaties hebben eerder aangetoond dat als een accretieschijf begint met
een magnetische veldstructuur die op grote schaal poloïdaal is (dus wijst in cilindrische
R- en z-richtingen), de resulterende jets extreem krachtig kunnen zijn en de dynamica
van de accretieschijf kunnen beïnvloeden (Tchekhovskoy et al. 2011, 2012; McKinney
et al. 2012). Echter, in afwezigheid van een dergelijke poloïdale flux produceerden
tot nu toe alle GRMHD simulaties extreem zwakke jets (Barkov & Komissarov 2008;
McKinney et al. 2012). Dit lijkt in tegenspraak te zijn met aanwijzingen uit de
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waarnemingen voor jets die worden geproduceerd door ‘tidal disruption events‘ en
’binary mergers’, systemen waarbij wordt verwacht dat verschillen in baansnelheid
in het gas leiden tot een door toroïdale flux gedomineerd magneetveld (wijzend in
de cilindrische ϕ-richting). Ons werk laat voor de eerste keer zien dat een zuiver
toroïdaal magnetisch veld met behulp van het dynamo-effect kan worden omgezet tot
een grootschalig poloïdaal veld, dat in staat is uitzonderlijk krachtige jets uit te stoten
met een efficiëntie van meer dan 140% van de accretie-energie (Liska et al. 2018b).

Niet alleen de vorming, maar ook de voortbeweging en versnelling van het materi-
aal in dergelijke jets is belangrijk voor het begrijpen van de feedback van zwarte gaten
op hun omgeving, en het ontrafelen van de mysteries achter de extra-galactische kos-
mische straling, die in groot detail zal worden bestudeerd met bijvoorbeeld het Che-
renkov Telescope Array (CTA). Met een andere promovendus heb ik de eerste 2.5D
GRMHD-simulaties uitgevoerd van relativistische jets die schaalgroottes bestrijken
van meer dan 5 ordes van grootte in ruimte en tijd. We vonden dat een verschil in
snelheid (’shear’) tussen de jet en het materiaal eromheen sterke variabiliteit in jets
kan veroorzaken, hetgeen vooral van belang is bij AGN jets (Chatterjee et al. 2019).
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11
Summary

During my PhD I developed the new state-of-the-art graphics processing unit (GPU)
accelerated general relativistic magnetohydrodynamic (GRMHD) code H-AMR, and
carried out high-resolution simulations to achieve substantial progress on several im-
portant problems in black hole accretion physics such as alignment of tilted accretion
disks, formation and acceleration of relativistic jets and generation of large scale
poloidal magnetic flux. In this chapter I summarize these results.

11.1 H-AMR: Revolutionizing GRMHD on GPU
clusters

I have designed our newly developed GRMHD code H-AMR (Liska et al. 2018a and
chapter 2) with a prime focus on performance and scalability on the largest GPU clus-
ters, making it possible to attack especially difficult, long-standing problems deemed
3−5 orders of magnitude too challenging for even the largest supercomputers. H-AMR
is the first GRMHD code that efficiently utilizes graphics processing units (GPUs),
which speed up computation 25-fold versus a typical 20-core CPU, and scales up to
the world’s fastest supercomputer (DOE Summit). H-AMR also features a newly de-
signed more flexible and powerful adaptive mesh refinement (AMR) algorithm coupled
to a first-of-its-kind local adaptive timestepping routine. While most AMR codes have
to focus their resolution using AMR in all 3 dimensions at the same time, H-AMR
can decide this for each dimension independently and prevent cells from becoming
highly elongated where the cells converge on the polar axis in a spherical-logarithmic
grid, speeding up computation by order(s) of magnitude and increasing numerical
accuracy. H-AMR is also the first (GR)MHD code with a local adaptive timestep
(LAT), which improves on a more traditional hierarchical timestepping approach, by
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not only increasing the timestep for coarser AMR levels, but also for other parts of
the grid with a larger cell size, which speeds up the computation by an extra factor
of a few. These optimizations led to a complex code, which made them challenging
to implement on GPUs, which are very fast, but suffer from limited memory/register
space and (MPI) communication bandwidth.

11.2 GRMHD simulations of tilted accretion disks

A black hole’s gas supply is located far enough from the hole that it is unaware
of the black hole spin direction. Thus, the angular momentum direction of matter
accreting onto a spinning black hole (BH) is naturally expected to be tilted relative
to the BH spin direction in a wide range of luminous systems including X-ray binaries
(XRBs), active galactic nuclei (AGN) and tidal disruption events (TDEs). The physics
of tilted disks is of great importance to understanding the growth of supermassive
BHs (SMBHs) through cosmological time (e.g., Natarajan & Pringle 1998), and has
profound implications for jet production, BH spin measurements, and energy release
of accreting BHs (e.g., Fragile & Anninos 2005; Fragile et al. 2007; McClintock et al.
2014; McKinney et al. 2013; Liska et al. 2018a). We showed for the first time that
tilted disks launch jets aligned with the rotation axis of the disk and that both the
disk and the jet change direction relative to the black hole, precessing around like a
spinning top (Liska et al. 2018a). Based on this result we predicted quasi-periodic
swings in X-ray polarization angle to be detected by NASA’s IXPE. In later work
we showed that jet precession can disrupt the jet, possibly injecting energy into the
galaxy, and that differential precession between disk and corona may explain energy
lags in the light curves of XRBs detected by RXTE and NICER (Liska et al. 2019a).

The most luminous (but still sub-Eddington) accretion disks are geometrically
thin (Shakura & Sunyaev 1973), which affects their energy release, response to tilt
and jet production in ways that are poorly understood. In fact, for the past 40 years
it was unclear whether the inner regions of tilted thin disks undergo alignment with
the central black hole (e.g., Papaloizou & Pringle 1983; Ivanov & Illarionov 1997;
Lubow et al. 2002; Nealon et al. 2015) as was predicted by Bardeen & Petterson
(1975). This impacts the evolution of a supermassive black hole, since Bardeen-
Petterson (BP) alignment causes the BH to align with the outer disk on timescales
much shorter than the accretion time (Scheuer & Feiler 1996; Natarajan & Pringle
1998; King et al. 2005), which may lead to rapid spinup of SMBHs, a necessary
ingredient for launching the most powerful jets (Blandford & Znajek 1977). Until
recently, no GRMHD simulation had shown any signs of such alignment, since the
extremely small disk thickness of H/R ≲ 0.01, for which alignment is expected to
occur, had proven prohibitive to resolve. The enhancements in H-AMR, in particular
adaptive mesh refinement (AMR) and GPU acceleration, allowed us to simulate the
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11.2 GRMHD simulations of tilted accretion disks

Figure A: First demonstration that a disk-jet system can precess as a whole around the BH spin,
which is vertical in the figure (Liska et al. 2018a). Left and right panels show early and late times
respectively. The disk is shown in blue and green, the jet in red and yellow.

thinnest disks to date. We discovered (Liska et al. 2019c,b) that a thin disk, tilted
by up to 45◦, aligns near the black hole (Fig. B) even in the presence of magnetized
turbulence and full GR, solving this 40 year old problem. While at a tilt of 10◦ the
transition between aligned inner and misaligned outer disk was smooth, at 45◦ a break
appeared, which may change the disk’s dynamics and emission detected across the
electromagnetic spectrum (Fig. B and Liska et al. 2019b).

We also found that at large values of the tilt angle, the Lense-Thirring torque
of the BH fully overcomes the viscous torques holding the disk together, causing
the disk to tear apart into multiple independently precessing sub-disks (Fig. C) with
varying levels of alignment, an effect seen in GRMHD for the first time (Liska et al.
2019b). This explains how finitely sized precessing sub-disks may be formed without
making assumptions about the disk size in the initial conditions. When the sub-disks
collide this leads to cancellation of angular momentum causing rapid mass infall and
flaring in XRB and AGN lightcurves. Furthermore, we have shown that a powerful
jet can push the outer disk into higher orbits during periods of large misalignment,
suppressing the mass accretion rate. Disk tearing affects the structure, dynamics,
and energy release of many accreting black holes and can have profound implications
for the observational appearance of accretion disks. The tearing radius and black
hole (BH) spin control the disk precession frequency and, hence, the periodicity of
emission detected by observatories such as NICER.
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Figure B: This simulation of the thinnest magnetized disk to date, H/R = 0.015, not only for the
first time demonstrates the long-sought Bardeen-Petterson (1975) alignment (Bardeen & Petterson
1975) of the inner accretion disk with the black hole, but also shows that the disk breaks into inner
aligned and outer misaligned parts (Liska et al. 2019b). Such breaks can substantially change the
disk emission and understanding them is crucial for interpreting AGN and XRB observations across
the electromagnetic spectrum.

11.3 GRMHD modelling of black hole spectral state
transitions

Ground and space based observations spanning the radio to gamma-ray frequency
range show that, driven by fluctuations in the BH mass accretion rate, XRBs cycle
through different spectral states of accretion over the course of months to years (e.g.,
Remillard & McClintock 2006). The physics driving a thick-to-thin disk state tran-
sition is unaccountable (see the introduction of this thesis for a discussion) while the
consequences can be huge: the jet increases in power before shutting off, the spectral
signature changes and the newly formed thin disk may start to tear. Furthermore,
the structure and dynamics of such transitional disks are poorly understood, severely
limiting our ability to interpret the observations of these systems. It is furthermore ex-
pected that the tearing radius will shift during these state transitions, likely changing
the observed QPO frequency.

Our work (Liska et al. 2019c) on tilted thin disks also provides two physically
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11.3 GRMHD modelling of black hole spectral state transitions

Figure C: First demonstration in GRMHD that a highly tilted (by 65◦) disk (blue) tears up into
multiple rings (Liska et al. 2019b). The jet (red) is launched along the direction of the inner ring,
but, as it propagates outwards, tends to align with the corona (yellow), which tends to align with
the outer ring.

motivated clues as to the physical mechanism driving the transition from thick to
thin disk accretion that had been suggested to explain the observed spectral state
transitions in BH XRBs (Shapiro et al. 1976; Esin et al. 1997; see Introduction for
more details). We suggest that the thick-to-thin disk transition may be driven by the
outwards diffusion of large scale vertical magnetic flux trapped in the inner disk (e.g.
Begelman & Armitage 2014).

First, we found that trapping of vertical magnetic flux in the inner disk causes a
drop in density and rise in inflow speed with respect to the outer disk. The inner and
outer disk are clearly separated by something resembling a truncation radius (Fig. D),
which is defined in the literature as the separation line between the inner thick and
outer thin disk (e.g. Esin et al. 1997) . At such low densities in the inner disk, the
plasma is so dilute that ions and electrons are expected to remain decoupled with cool
electrons and hot ions in a two-temperature plasma (Shapiro et al. 1976; Esin et al.
1997). This lowers the radiative efficiency, delaying the transition to a thin disk state
and, instead, the inner disk remains thick. Second, we found signs that the magnetic
flux is diffusing out from the inner thick disk (Liska et al. 2019c). If this magnetic
flux diffuses out fully, the entire disk is expected to transition to the thin disk state
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Figure D: The first demonstration of the development of a low-density, thick inner disk (low density
part within ∼ 25rg) coupled to an outer thin disk (high density part beyond ∼ 25rg) in a GRMHD
simulation, paving the path to modeling thick-to-thin disk state transitions (Liska et al. 2019c).

(Begelman & Armitage 2014).

11.4 Formation and acceleration of relativistic jets
GRMHD simulations have found that if an accretion disk is seeded with a large
scale poloidal (pointing in cylindrical R− and z−directions) initial magnetic flux, the
resulting jets can be extremely powerful and can even outshine the accretion flow
(Tchekhovskoy et al. 2011, 2012; McKinney et al. 2012). However, absent such a
flux, the simulations produced extremely weak jets (McKinney & Blandford 2009;
McKinney et al. 2012). This seems in contradiction with jetted TDEs and jetted
binary mergers where orbital shear is expected to lead to toroidally-dominated mag-
netic fields. We showed for the first time that a purely toroidal magnetic field can be
dynamo-amplified into a large scale poloidal field capable of launching and sustaining
exceptionally powerful jets with energies exceeding 140% of the BH mass accretion
rate (Liska et al. 2018b).

Not only the formation, but also the propagation and acceleration of such jets is
important for understanding BH feedback and unraveling the mysteries behind extra-
galactic cosmic rays detected by cosmic-ray detectors such as CTA. I and another
graduate student conducted the first 2.5D GRMHD simulations of relativistic jets
extending over more than 5 orders of magnitude in time and distance. We found that
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shear motions between the jet and ambient medium can contribute to the variability
in AGN jets detected by e.g. HST and Chandra (Chatterjee et al. 2019).
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“I am enough of an artist to draw
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circles the world.”
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