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Het tastbare laat zich alleen door het ontastbare vormen. 
De werkelijkheid laat zich door niets veranderen dan door de geest. […]  

Om de dingen anders te maken hoef je ze niet aan te raken,  
je moet ze alleen anders zien. 

A. Japin 2003 

 
 
 



  

 
 
 
To make a prairie it takes a clover 
and one bee.  
One clover, and a bee,  
and revery.  
The revery alone will do  
if bees are few.  
E. Dickinson 1830 – 1886 
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Chapter 1. Introduction 
 

Visual perception is experienced as instantaneous and effortless. However, on further 
consideration it turns out to be a far from trivial accomplishment. Objects can be presented in 
many different viewpoints, shadows are cast onto the scene, and the eyes are constantly 
saccading from one point to the next, thereby changing the image that falls onto the retina. 
The extraction of useful information from a visual scene is further complicated by the fact that 
objects in a scene tend to overlap and can be spatially extended. Fortunately, image fragments 
in the scene that belong to the same object have been shown to behave according to certain 
structural and statistical properties (Elder & Goldberg, 2002; Kersten, Mamassian & Yuille, 
2004; Sigman, Cecchi, Gilbert & Magnasco, 2001), and these can be exploited by the visual 
system.  
 
Perceptual grouping 
The criteria that are used to organize image fragments in a meaningful way have been 
systematically delineated by the Gestalt psychologists in the beginning of the previous 
century (e.g. Koffka, 1935; reviewed by Rock & Palmer, 1990). For example, the Gestalt rule 
of connectedness can be used to group image fragments that belong to the same object, 
thereby segregating it from other objects and the background. However, although elements 
that belong to the same object are usually connected to each other, they can also connect to 
different, overlapping objects as in Figure 1A. Here the distinction between the circles is 
made because elements that belong to the same object tend to be colinear; i.e. there exists a 
fluent curvature, while the intersection with another object usually leads to an abrupt angle. 
Other principles of grouping are similarity between elements (Figure 1B), their proximity 
(Figure 1C), and the way they move together, known as common fate. By combining these 
principles, the theoretically infinite range of interpretations of a scene is constrained and 
scene segmentation and figure-ground assignment can take place. 
 

 
 
Figure 1. Examples of Gestalt rules. (A) The outlines of the circles are connected with each other. Nevertheless two objects 
can be distinguished on the basis of the colinearity of their respective outlines. (B) An example where elements of two 
objects are distinguished on the basis of similarity. (C) Here, nearby elements group on the basis of proximity. 

 
Most theories on visual processing consider Gestalt grouping and scene segmentation to 

proceed in parallel across the visual scene without drawing from a limited-capacity attention 
resource (Julesz, 1981; Nothdurft, 1993; Treisman & Gelade, 1980). Support for parallel 
grouping comes from “pathfinder studies”, where a figure that consists of colinear elements 
has to be detected on a background of distractor elements with random orientations (Figure 2; 
Field, Hayes & Hess, 1993; Kovacs & Julesz, 1993). There are no local properties that 
distinguish an element of the path from the randomly oriented elements in the background, so 
the path percept must be derived from a process that integrates the relative orientation of the 
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constituent elements on the basis of good continuation. Nevertheless it appears to “pop-out” 
without any effort, suggesting that Gestalt laws are applied in parallel across the visual field. 
A further indication that grouping on the basis of Gestalt criteria takes place without limited 
attentional capacity comes from patients that suffer from unilateral neglect. Their attention to 
one side of the visual field is impaired, and when an object is presented there concurrently 
with an object in the non-affected field they fail to notice it. However, when the objects group 
according to a Gestalt rule they both will be perceived (Driver, 1995; Gilchrist, Humphreys & 
Riddoch, 1996).  
 

 
 
Figure 2. In pathfinder studies, subjects have to detect a path of colinearly aligned Gabor patches (marked here with white 
arrows) on a background of randomly oriented elements. Note that there are no local properties to distinguish a path element 
from a background element. Adapted from Hess & Field (1999). 
 
Selective attention 
Not all visual processing can proceed with unlimited capacity. For example, a simple 
classification of a rotated letter as a ‘T’ or an ‘L’ cannot be performed above chance when 
subjects are engaged in another task (Li, VanRullen, Koch & Perona, 2002), showing that the 
classification draws from limited-capacity resources. Numerous studies using different 
paradigms have investigated what sort of information requires attentional processing, most 
notably visual search experiments. In visual search, subjects have to indicate whether or not a 
target item is present among distractors. The number of distractors is varied and response 
times are measured as a function of this ‘set size’. For certain stimuli, response times do not 
increase with set size, which implies that target detection takes place in parallel across the 
visual field (Figure 3A). But with other stimuli, response times increase linearly with the 
number of distractors, implying that there is a limit on the processing capacity for these 
stimuli (Figure 3B; Treisman & Gelade, 1980). Studies on texture segregation also find that 
some classes of texture elements segregate effortlessly while other boundaries are only 
detected after extensive scrutiny (Bergen & Julesz, 1983).  
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Figure 3. In (A) the detection of the orientation singleton does not depend on set size. (B) The time to find a conjunction of 
features, in this case dark grey and horizontal, increases with the number of distractor elements. 

 
What is the general feature of stimuli that require limited resources? The defining factor 

seems to be that in a time-consuming serial task the relation between the different features of 
an object has to be appreciated. To discriminate a ‘T’ from an ‘L’ for example, it is necessary 
to determine the relative position of the horizontal and the vertical bar. And in Figure 3B the 
target has no single unique feature to distinguish it from distractors and the color ‘dark grey’ 
has to be evaluated in combination with the orientation ‘horizontal’ in order to detect the 
target. This poses a challenge to the visual system, because not all these possible 
combinations of features can be coded by dedicated neurons in the visual cortex (e.g. von der 
Malsburg, 1999). Therefore objects are coded as a pattern of activity across a collection of 
neurons selective for the constituent features. When more than one object is present in the 
scene, however, this gives rise to the binding-problem, i.e. the question which features belong 
to which object. According to one influential account, this problem is solved by a spotlight of 
attention that selectively integrates pre-attentively extracted simple features within its focus 
(Treisman & Gelade, 1980). Because of its selective nature, the spotlight has a limited 
capacity that explains the serial nature of attentional processing.  
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Over time more spotlight- and zoomlens-based accounts of feature integration have been 
proposed (Eriksen & St.James, 1986; Posner & Petersen, 1990), but because of the inherently 
spatial selection mechanism, overlapping or extended objects pose a problem for these 
theories. As an alternative it was proposed that attention can be selectively directed to image 
elements that are pre-attentively grouped according to Gestalt criteria (Baylis & Driver, 1993; 
Driver, Davis, Russell, Turatto & Freeman, 2001; Duncan, 1984). Thus, an object is 
segregated from other objects and the background, also when objects are spatially 
overlapping. As a result, features that belong to the same object can be evaluated in parallel, 
suggesting a functional role for object-based attention (e.g. Duncan, 1984). Furthermore, 
because shapes are defined by the relative layout of their parts, the integration of all parts of 
an object and their relative position leads to the appreciation of its shape (Baylis & Driver, 
2001). Support has accumulated for both location- and object-based attention proposals, and 
the two mechanisms are now thought to coexist (Behrmann, Zemel & Mozer, 1998; Egly, 
Driver & Rafal, 1994). 
 
Directing selective attention 
Because attentional resources are limited, it is necessary to guide attention through the visual 
field in an efficient manner. But how can the visual system determine which object or location 
is potentially interesting and where to direct attention? First of all attention can be guided by 
the output of bottom-up grouping and segregation processes (Nothdurft, 1992; Treisman, 
1988; Wolfe, 1994). These will designate a figural item in a scene as salient when it is distinct 
from its neighbors in the background. This is also the case when an object is for example very 
bright, very fast, etc., and the higher the salience, the more likely it is that the item will be 
selected (Treisman & Sato, 1990; Wolfe, 1994).  

Besides bottom-up influences from the visual scene, there is often a pre-specified target 
that one wishes to locate, such as a horizontal dark grey bar in a psychophysical experiment or 
a familiar face in a crowd (Cover back). One needs to remember this target shape, termed 
“search template”, during visual search, and then attention should be guided by its 
representation in working memory (Desimone & Duncan, 1995; Phaf, Van der Heijden & 
Hudson, 1990; Van der Velde & De Kamps, 2001; Wolfe, 1994). This can occur at a 
neurophysiological level through an enhanced response of neurons that are tuned to an 
attended object or feature (reviewed by Desimone & Duncan, 1995). If the attended stimulus 
is removed from sight, but needs to be remembered for a later response, these same cells 
maintain their activity, thereby providing a correlate of working memory for the relevant 
feature (Chelazzi et al., 1993, 1998, 2001; Fuster, 1997; Miller et al., 1994, 1996; Rainer, 
Asaad & Miller, 1998). 

Because the pattern of neuronal activity that occurs if an object is held in working 
memory closely resembles the pattern that results if it is attended, feedback from cortical 
areas that encode the search template to areas with a spatiotopic representation can enhance 
the representation of features in the scene that match the target template (Hamker, 2005; Van 
der Velde & De Kamps, 2001; Wolfe, 1994). Thus selective attention will be biased towards 
items that resemble the target in order to compare these with the search template. Top-down 
influences interact with bottom-up grouping and segregation processes so that when similarity 
among distractors is high, they can be grouped and inhibited together, and search efficiency is 
improved. However, when the distractors resemble the target, they are also activated, leading 
to decreased search efficiency (Duncan and Humphreys, 1989).  
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The present thesis 
Thus far, we seem to have quite a complete picture of how the brain processes visual input 
and extracts useful information from the image that falls on the retina. A general outline 
emerges in which image fragments are grouped on the basis of Gestalt criteria in a pre-
attentive and parallel fashion. Thereafter attention can be directed to regions of interest or 
proto-objects in order to bind the different features of an object. Attention is guided both by 
bottom-up influences from the visual scene and top-down influences from working memory. 
However, there are some unresolved issues. 
 
First, Gestalt grouping does not invariably proceed independent of attention. Several studies 
have shown that Gestalt criteria cannot always be applied under conditions of inattention 
(Ben-Av, Sagi & Braun, 1992; Mack, Tang, Tuma, Kahn & Rock, 1992). Furthermore, lateral 
interactions that are responsible for grouping by colinearity are not insensitive to attentional 
control (Freeman, Sagi & Driver, 2001; Freeman, Driver, Sagi & Zhaoping, 2003; see Driver 
et al., 2001 for a review). 

Other experiments have shown that contour grouping on the basis of colinearity and 
connectedness is a time-consuming, serial process if stimuli consist of two continuous curves 
and subjects have to judge whether contour segments do or do not belong to the same curve 
(Jolicoeur, Ullman & Mackay, 1986, 1991; Pringle & Egeth, 1988; Roelfsema, Scholte & 
Spekreijse, 1999). For example in the cover figure, the kite-flyers have to perceptually group 
the contour elements of their kite-line to see which line belongs to which kite. All the 
elements of this line are locally colinear and connected. Nevertheless, the studies cited above 
find that processing time in such tasks increases with the length of the line.  

Chapter 2 describes a curve-trace experiment that tries to reconcile these apparently 
conflicting findings and delineate when contour grouping proceeds in parallel or serially. It is 
suggested that only local groupings form in parallel. A serial attentional process comes into 
play whenever a correct global segmentation requires the joint evaluation of many of these 
local groupings. 

Object-based attention theories propose that attention is directed to pre-attentively 
established groupings, or proto-objects (Driver et al., 2001). In the light of the previous 
chapter that shows that Gestalt criteria are not always evaluated by a parallel process, the 
question arises how attention can be specifically directed to one of multiple equally colinear 
objects. Chapter 3 investigates the relation between contour grouping on the basis of Gestalt 
criteria and object-based attention. We show that in the case of spatially extended objects, 
object-based attention is not directed to a pre-attentively established grouping. Instead 
attention gradually spreads along the local groupings that belong to the object of interest to 
bind them into a coherent whole. 

In Chapter 4 this process, referred to as ‘incremental grouping’, is explored in the context 
of proximity and similarity grouping of image elements. The serial process is shown to be 
relatively fast if both proximity and similarity can be used as grouping cues. It slows down 
when only proximity is available, and is particularly slow when similarity and proximity have 
to be evaluated in combination. Furthermore, a high degree of similarity between the elements 
that have to be grouped speeds up incremental grouping, just as dissimilarity between target 
and distractor elements. We propose that if nearby distractor elements are similar to the target 
elements, the local groupings that are combined during serial processing have to be small. But 
if the target elements are more homogeneous and dissimilar from distractors, large chunks of 
target elements can be extracted in parallel and added to the evolving incremental group so 
that the grouping operation can finish within a few iterations.  
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Second, the nature of the relationship between selective attention and working memory in the 
allocation of limited processing resources has remained undetermined. Although recent 
psychophysical experiments have confirmed the idea that the contents of working memory 
guide selective attention (Awh & Jonides, 2001; Downing, 2000), no cost was associated with 
biasing attention towards the information in working memory. Therefore, these experiments 
leave the question open if attention is directed to items in working memory automatically. In 
Chapter 5 we show that this is not the case. Subjects searched for a target item while 
maintaining an item in working memory for a subsequent search, and this memory-item could 
be present as a distractor in the search array. The results show that the target-template has a 
special active status in working memory that allows it to guide attention. The other item in 
working memory has a weak influence on the deployment of attention that can only be 
observed if the search-target is not present in the display. 

In the experiment described in chapter 5, it was detrimental for performance to maintain 
both items in working memory in an active state, because this would result in interference. 
Chapter 6 considers whether it is possible for more than one template to support target 
detection when this is required by the task. We show that when subjects have to detect one of 
two pre-specified targets in a stream of rapidly presented objects, performance decreases 
significantly compared to a condition with only one possible target. This effect occurs 
irrespective of whether the targets are from the same or from different feature dimensions. We 
conclude that search can only take place for one item at a time and explain this restriction by 
limitations in the process that matches the target template with the input. Further research will 
have to determine the precise relationship between this process and the selection of 
information from the visual scene. 
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Abstract 
The visual system has to segregate objects relevant for behavior from other objects and the 
background. Important cues for this segregation are Gestalt criteria, and most theories propose 
that these are applied in parallel across the visual field. However, recent studies have shown 
that grouping on the basis of colinearity and connectedness can be a serial and time-
consuming process. In the present study we investigate the difference between conditions that 
permit parallel contour grouping and conditions that require serial processing. We show that 
the detection of local colinearity is parallel process, but that the combination of local 
groupings into a globally coherent representation invokes a serial process.  
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Introduction 
At any given moment, a wealth of information is presented to our visual system. Because of 
inherent capacity limitations we cannot act upon all of this information at once, and it is 
necessary to select relevant objects for further processing. An important step in this process is 
the grouping of image elements that are part of the same object, and their segregation from 
elements that belong to different objects and the background. 

This process of perceptual organization is usually assumed to consist of two stages. 
The first, pre-attentive stage provides an initial parsing of the scene by applying grouping and 
segmentation cues in parallel across the entire image. If the pre-attentive parsing is 
insufficient for the task at hand, a second stage of serial processing that requires visual 
attention is brought into play (Bergen & Julesz, 1983; Treisman & Gelade, 1980; Treisman & 
Gormican, 1988).  

The criteria that are used to group image elements have been delineated by the 
Gestalt-psychologists in the beginning of the previous century (e.g. Koffka, 1935). If the task 
requires grouping of contour elements, for example, the Gestalt-rule of “good continuation” is 
applied; elements that are colinear and connected to each other tend to be grouped together. 
Most theoreticians assume that Gestalt criteria are applied during the pre-attentive stage. This 
assumption is supported by several lines of evidence. First, the Gestalt rule of good 
continuation can be applied in cases where visual attention is impaired. Specifically, grouping 
on the basis of colinearity and connectedness occurs in the affected hemifield of patients with 
unilateral neglect (Driver, 1995; Gilchrist, Humphreys & Riddoch, 1996; Vuilleumier, 
Valenza & Landis, 2001).  

Second, support for parallel contour grouping comes from “pathfinder studies”, where 
a single figure that consists of colinear elements has to be detected on a background of 
distractor elements with random orientations (see Figure 1 and 2A; Field, Hayes & Hess, 
1993; Kovacs & Julesz, 1993). Observers are presented with an image in which a number of 
Gabor patches are aligned along a path and surrounded by randomly oriented Gabor patches. 
The colinearly aligned elements appear to ‘pop-out’ of the display, suggesting that grouping 
on the basis of good continuation can occur in parallel across the visual field. 

In contrast, other experiments suggest that contour grouping on the basis of Gestalt 
criteria is a time-consuming, serial process (Jolicoeur, Ullman & Mackay, 1986, 1991; Pringle 
& Egeth, 1988; Roelfsema, Scholte & Spekreijse, 1999). These studies employ a curve-
tracing task, where stimuli consist of two continuous curves and subjects have to judge 
whether contour segments do or do not belong to the same curve (see Figure 2D). The 
observed delays imply that Gestalt criteria are not invariably evaluated by an unlimited 
capacity mechanism. Indeed, we recently showed that attention gradually spreads over the 
curve that is traced, from attended contour segments to other segments that are colinear and 
connected to them (Houtkamp, Spekreijse & Roelfsema, 2003 ; see also Scholte, Spekreijse & 
Roelfsema, 2001).  

It thus seems that we are left with conflicting results: one line of research reports 
parallel contour grouping and the other suggests that it is a serial process. Here we aim to 
delineate the factors that determine whether perceptual grouping of image elements occurs 
serially or in parallel. We consider three factors that differ between pathfinder and curve-
tracing studies, and that therefore could be responsible for the apparent discrepancy. First, in 
the pathfinder studies but not in the curve-trace studies, a background of randomly oriented 
Gabor patches is present that could influence the integration of contour segments. Second, the 
pathfinder studies use oriented Gabor patches that perhaps are treated differently than the 
continuous curves that are used in curve-trace studies. Third, the pathfinder studies require the 
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detection of a single colinear path in a background of randomly oriented elements. This is a 
“figure-ground” segregation task that can be solved by a process that is sensitive to the degree 
of colinearity. In contrast, the curve-tracing task is a “figure-figure” segregation task that 
requires the segregation of a curve from one or more curves with the same degree of 
colinearity. The first experiment examines which of these three factors determines whether 
contour grouping occurs in parallel or serially. 
 

 
 
Figure 1. A schematic representation of the stimulus that consisted of a target curve connected to the fixation point, and (in 
some cases) a distractor curve. Two colored circles were present. One fell on the first (1), middle (2), or last (3) part of the 
target curve, and the other circle fell on the distractor curve (if present) or on the background (if there was no distractor 
curve). The task of the subject was to indicate the color of the circle on the target curve. Here the colors are represented by 
different textures.  
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Experiment 1: Grouping by colinearity 
Stimuli consisted of either a single curve that had to be detected against a background (figure-
ground segregation), or a target curve together with a distractor curve (figure-figure 
segregation) (Figure 1 and 2). Subjects had to indicate which of two colored circles was 
located on the target curve that was defined as the curve connected to the fixation point. The 
target circle could appear at one of three positions on this curve. When a parallel process is 
involved in contour grouping, response times should not depend on target position. When 
response times are slower for target positions further along the curve, we can conclude that a 
serial process is involved.  

The curves could be continuous or were defined by colinearly oriented Gabor patches, 
and were presented with or without a background of randomly oriented Gabor patches. When 
we compare the slope of the response times for the conditions with two curves with (Figure 
2B) and without a background (Figure 2C), we can determine the effect of background 
elements on contour grouping. Comparison between performance for curves defined by 
oriented Gabor patches (Figure 2C) and continuous curves (Figure 2D), will reveal the effect 
of continuity. Finally, by comparing the response times in the situation where one curve is 
present with a background (Figure 2A) to the situation where two curves are present without a 
background (Figure 2C), we can determine the difference between figure-ground and figure-
figure segregation. 
 
Method 

Participants. Seven subjects participated in the first experiment (age 20-40, 5 women). 
All reported normal or corrected-to-normal visual acuity. One of the subjects was an author, 
the others were healthy volunteers, naive about the purpose of the experiment. They were paid 
€10.50 for their participation in a single 1½-hour session including short breaks after every 
block.  

Apparatus and stimuli. Stimuli were displayed on an Iiyama S102GT monitor with a 
resolution of 1024 x 768 pixels and a frame rate of 60 Hz. The stimulus monitor was located 
78 cm in front of the subject. At this distance the diagonal of the display subtended 33º of 
visual angle. The design of the stimuli is shown in Figure 1. The curve that is connected to the 
fixation point is referred to as the target curve, and the second curve, if present, is called the 
distractor curve. The colored circles (1.4º in diameter) could appear on the first, middle, or 
last part of the curves, all at the same eccentricity (6.5º). The distance between the first and 
the middle target position as measured along the curve was about 12.5º, and the distance 
between the middle and the last target position was 14º. One of the circles was presented on 
one of the three possible target locations and the other circle was presented at the 
corresponding location on the distractor curve or the background (i.e. both at location 1, 2, or 
3 in Figure 1).  

We used the stimuli of Figure 2 (note that in this figure the contrast of the curve 
elements is enhanced for clarity, in the actual task they had the same luminance as the 
background elements) and versions that were rotated by multiples of 60º as well as mirrored 
versions, yielding a total of 12 different stimulus-types. The four different conditions were 
tested in a blocked design with 216 trials per block. The order of conditions was 
counterbalanced across subjects. In the OneBackground condition (Figure 2A), only the target 
curve defined by colinearly oriented Gabor patches was present on a background with 
randomly oriented elements. In the TwoBackground condition (Figure 2B); both the target 
and the distractor curve were present on a background with randomly oriented elements. In 
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the TwoAlone (Figure 2C) condition the two curves were displayed on a uniform background, 
and in the TwoContinuous condition (Figure 2D) the curves were continuous. 

Gabor patches were the product of a sinusoidal grating and a Gaussian envelope (σ = 
.15º). They were placed on imaginary curves with an orientation parallel to the curve. Sixty 
patches were placed on each curve, with a spatial jitter of six pixels, drawn from a uniform 
distribution. In the conditions with a background, randomly oriented patches were placed on a 
grid with the same density and spatial jitter as the curve elements. The luminance of the 
patches ranged from 1 to 92 cd/m2, the fixation-point was presented at full luminance (105 
cd/m2), and the background had a luminance of 10 cd/m2. In the TwoContinuous condition, 
the curves had a luminance of 20 cd/m2. 
 

 
 
Figure 2. The four stimulus conditions. For clarity the contrast of the Gabor elements on the curves has been enhanced; in the 
actual task they had the same luminance as the background elements. (A) In the OneBackground condition, the stimulus 
consisted of the target curve and background elements, but there was no distractor curve. (B) The stimulus of the 
TwoBackground condition contained a target and a distractor curve, as well as background elements. The TwoAlone 
condition (C) had two curves composed of Gabor elements, and the TwoContinuous condition (D) consisted of two 
continuous curves. 
 

Procedure. A trial started with the presentation of a central fixation-point for 300 ms. 
Subjects were encouraged not to move their eyes by telling them that the task could be 
accomplished best when maintaining fixation. After the fixation-period, the stimulus 
appeared, and a red and a green circle that were superimposed. The stimulus stayed on the 
screen until the subject responded, or 5 s had passed. The subject’s task was to decide as fast 
and accurately as possible which circle was presented on the target curve. When this circle 
was green they pressed a button with their left thumb, and when it was red they pressed 
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another button with their right thumb. After a response was made, a new trial was initiated. 
When they made an error, subjects heard a beep. 
 
Results 
The response times and error rates for the four conditions are presented in Figure 3 as a 
function of target position. There was no speed-accuracy trade-off, as error rates increased 
with increasing response times. Mean response times on correct trials were analyzed with an 
ANOVA with condition and target position as factors. There was a main effect of condition 
on reaction time (F(3,18) = 15.04, p < .001). Post hoc comparisons indicated that differences 
in reaction times between conditions were all significant (TwoAlone vs. TwoContinuous p = 
.021; all other comparisons p < .001, Tukey HSD). Furthermore, there was a main effect of 
target position on response times (F(2,12) = 35.35, p < .001). Post hoc comparisons indicated 
that differences in reaction times between target positions were all significant (p < .001, 
Tukey HSD).  
 

 
 
Figure 3. Mean response times across subjects as a function of target position for the four different conditions in experiment 
1. Squares indicate average reaction time. Error bars indicate S.E.M. Bars on the x-axis show the percentage of errors. 
 

The ANOVA also revealed an interaction effect between condition and target position 
(F(6,36) = 11.73, p < .001). We therefore calculated the slopes for the different conditions as 
the difference in response times between the first and the last target position divided by the 
total distance in degrees (26.5º) between these positions. The slope in the OneBackground 
condition (1 ms/degree) was not significantly different from zero as response times did not 
differ between the target positions (within-condition ANOVA: F(2,12) = .23, p > .7). For the 
other three conditions response times increased with the distance from the fixation point (first 
vs. second position and second vs. third position: p < .001, Tukey HSD for all comparisons). 
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We then used separate ANOVAs with condition and target position as factors, 
selecting two conditions at a time to compare their respective slopes. These planned 
comparisons showed that the slope in the OneBackground condition (1 ms/deg) was shallower 
than that in the TwoAlone condition (17 ms/degree), the TwoContinuous condition (17 
ms/degree), as well as the TwoBackground condition (28 ms/degree, all p-values < .001). The 
slope in the TwoContinuous condition did not differ significantly from that in the TwoAlone 
condition, but the slope in the TwoBackground condition was steeper than that in the other 
conditions (p < .05 for all three comparisons). 
 
Discussion 
The present results demonstrate that contour grouping is only parallel when one curve has to 
be segregated from a background of randomly oriented elements. In the three conditions with 
two curves, contour grouping was a serial process; the reaction time increased with the length 
of the curve that needed to be grouped together. The continuity of curve segments had little 
effect on contour grouping, as the slopes in the conditions with continuous curves (Figure 2D) 
and colinearly oriented Gabor patches (Figure 2C) were similar. This indicates that the 
integration of colinear Gabor patches into an elongated path relies on a similar process as the 
tracing of a continuous curve.  

If the Gabor elements belong to two different curves, the speed of their integration is 
further reduced by a background of randomly oriented Gabor patches (compare Figure 2B to 
figure 2C). We propose that this is caused by the inadvertent detection of accidental colinear 
groups of background elements, a point that will be taken up in the general discussion.  

Thus, experiment 1 demonstrates that perceptual grouping of colinear image elements 
only occurs in parallel if the background consists of elements with random orientations, i.e. 
when background elements are less colinear. This is consistent with computational models 
demonstrating that colinearity is a feature that can be computed by local operators, which can 
be applied in parallel across the visual field (e.g. Gigus & Malik, 1991). These local 
computations can, however, not determine which elements belong to one of two curves, 
especially if the elements of these curves are equally colinear (Minsky & Papert, 1969). The 
data show that in that case the Gestalt rule of good continuation is applied serially, so that 
elements of a single curve can be incrementally grouped together.  Thus, a parallel process 
can segregate a figure from the background on the basis of good continuation, but the same 
Gestalt rule is applied serially to segregate a figure from another one. This represents a drastic 
deviation from previous theories on perceptual grouping, and it is therefore important to 
investigate whether our results generalize to other grouping criteria. Experiment 2 will 
therefore investigate grouping of image elements by the Gestalt rule of common fate. 
 
Experiment 2: Grouping by common fate 
According to the grouping criterion of common fate, image elements that move in the same 
direction tend to be grouped in perception. This experiment investigates the conditions that 
permit parallel and serial grouping on the basis of common fate. The curves consisted of 
elements with a circular motion. Elements of the target and distractor curve all moved in the 
same direction and with the same phase, whereas background elements moved in the opposite 
direction and with random phases (Figure 4).  
 
Method 

Participants. Eight new subjects participated in the second experiment (7 women, age 
18-30). One of them was excluded from analyses due to an excessive error rate (40%) on the 
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last target position in the TwoBackground condition. The other subjects performed much 
better than chance-level for all target positions in the four conditions (error rates < 26%). All 
reported normal or corrected-to-normal visual acuity. One of the subjects was an author, the 
others were healthy volunteers, naive about the purpose of the experiment. They were paid 
€10.50 for their participation in a single 1½-hour session including short breaks after every 
block. 
 

 
 
Figure 4. A schematic representation of the stimulus of experiment 2. The left panel shows four groups of 8 dots of the target 
curve (T) and seven groups of the background (B). At any given video-frame, 1 of the 8 dots in each group was shown (black 
dots in the figure, in the actual task these were white against a grey background). On the next frame, the dot located next to 
the previous one was shown. On half of the trials the dots on the curve(s) rotated clockwise and on the other half 
counterclockwise. The dots on the curve(s) had the same phase, and this allowed grouping of these elements by common fate. 
Elements of the background rotated in the opposite direction, and with a random phase. 

 
Apparatus and stimuli. The apparatus was the same as in the first experiment, as was 

the general lay-out of the stimuli (Figure 1). But in this experiment the elements of the 
curve(s) were defined by common fate in three of the conditions (the TwoContinuous 
condition was identical to experiment 1). Hundred groups of 8 dots (each 3 pixels in diameter) 
were placed on an imaginary curve-stimulus with a spatial jitter of two pixels. A group of dots 
was drawn on a circle with a radius of 8 pixels (Figure 4). At any given frame, 1 of the 8 dots 
in each group was shown. On the next frame, the dot located next to the previous one was 
shown. Using a refresh rate of 60 Hz, this resulted in the impression of a dot rotating with a 
rate of 1 cycle per 133 ms. On half of the trials the dots on the curve(s) rotated clockwise and 
on the other half counterclockwise. The phases of the dots on the curve(s) were identical and 
this permitted grouping of these dots by common fate. The background was composed of 
similar groups of dots rotating in the opposite direction with random phases.  

Procedure. The four conditions of this experiment were analogous to the ones of the 
previous experiment (Figure 2), but in this experiment the subject was given more time to 
respond (10 s instead of 5 s). 
 
Results and Discussion 
The response times and error rates for the four different conditions as a function of target 
position are shown in Figure 5. There was no speed-accuracy trade-off, as error rates 
increased with increasing response times. Only trials with a correct response were included in 
the analysis of reaction times. An ANOVA with condition and target position as factors 
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revealed a main effect of condition (F(3,18) = 15.81, p < .001). Post hoc comparisons showed 
that all conditions differed significantly from each other (all p < .001, Tukey HSD, except 
OneBackground vs. TwoAlone: p = .003) There also was a main effect of target position 
(F(2,12) = 36.53, p < .001), and the differences between the reaction times were all significant 
(p < .001, Tukey HSD).  

Furthermore, the ANOVA showed an interaction between condition and target 
position (F(6,36) = 13.50, p < .001). A within-condition ANOVA revealed that response times 
in the OneBackground condition differed between target positions (F(2,12) = 5.96, p < .02). 
This was due to a difference between the middle and the last (p = .01, Tukey HSD) but not the 
first and the middle (p = .85, Tukey HSD) target position. For the other conditions response 
times increased with the distance from the fixation point (p < .001, Tukey HSD for all 
comparisons). 

Planned comparisons revealed that the slope was significantly shallower in the 
OneBackground condition (3 ms/degree) than in the TwoAlone condition (17 ms/degree; 
F(2,12) = 27.94, p < .001). In addition, the slope in the TwoContinuous condition (13 
ms/degree) was marginally shallower than in the TwoAlone condition (F(2,12) = 3.44, p = 
.07). The slope in the TwoBackground condition (32 ms/degree) was steeper than that in the 
TwoAlone condition (F(2,12) = 9.42, p < .01). 

These results are consistent with the conclusions drawn from experiment 1. Grouping 
of image elements on the basis of common fate is a serial process if the image contains 
multiple coherently moving objects. The grouping operation can only proceed in parallel in 
the case of a single curve on an incoherently moving background. 
 

 
 
Figure 5. Mean response times across subjects as a function of target position for the four different conditions in experiment 
2. Squares indicate average reaction time. Error bars indicate S.E.M. Bars on the x-axis show the percentage of errors. 
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General Discussion 
The present study delineates a previously unrecognized critical factor that determines whether 
perceptual grouping of image elements is achieved in parallel or requires serial processing. 
The data show that a parallel process is capable of detecting a set of well-aligned or 
coherently moving image elements if they are presented on an incoherent background. This 
process may be called figure-ground segregation. In contrast, perceptual grouping becomes 
serial when image elements need to be grouped in the presence of another equally coherent 
object, a process which we call figure-figure segregation. Two other factors, the continuity of 
the curves and the presence of background elements have a comparatively small influence on 
the speed of grouping, and do not determine whether it occurs in parallel or serially. Thereby, 
our results shed light on an apparent discrepancy between previous studies suggesting either 
parallel or serial processing during perceptual grouping.  
 
Figure-ground segregation occurs in parallel across the visual scene 
Several lines of research suggested that Gestalt criteria are applied in parallel across the visual 
field (Driver, 1995; Field, Hayes & Hess, 1993; Gilchrist, Humphreys & Riddoch, 1996; 
Kovacs & Julesz, 1993; Vuilleumier, Valenza & Landis, 2001). These studies investigated 
grouping of image elements of a single object, but did not require the segregation of multiple 
spatially extended and equally coherent objects. Our results are in accordance with these 
previous studies by demonstrating that the detection of local structure on an incoherent 
background can occur in parallel across the visual field. In the pathfinder studies (and in the 
OneBackground condition of experiment 1) a local operator that is sensitive to the degree of 
colinearity suffices. Indeed, computational studies have proposed local operators that are up 
to this task (e.g. Gigus & Malik, 1991). Neurophysiological evidence also supports the local 
nature of colinearity detection, as responses of neurons in the primary visual cortex to 
oriented image elements are enhanced by flanking elements, but only if these flankers have a 
colinear configuration (Kapadia, Ito, Gilbert & Westheimer, 1995). The response 
enhancement occurs soon after the visual response triggered by stimulus onset. This suggests 
that it is the result of a local process operating in parallel across the visual scene, because 
more global forms of perceptual organization are usually associated with longer processing 
delays (see also Lamme & Roelfsema, 2000). A similar line of reasoning can account for the 
parallel detection of a single coherently moving object (as in the OneBackground condition of 
experiment 2). In that task a local operator sensitive to the degree of motion coherence can 
suffice. 
 
Figure-figure segregation as an incremental grouping operation 
However, not all grouping tasks are solved in parallel and without attention. Indeed, a number 
of studies demonstrated that some forms of perceptual grouping do not occur in the absence of 
attention (Ben-Av, Sagi & Braun, 1992; Mack, Tang, Tuma, Kahn & Rock, 1992). The 
involvement of attention in perceptual grouping was also implied by studies that reported 
substantial delays during grouping of contour elements (Jolicoeur, Ullman & Mackay, 1986, 
1991; Pringle & Egeth, 1988; Roelfsema, Scholte & Spekreijse, 1999). Our data are 
compatible with these earlier studies, because they required subjects to segregate a target 
curve from an equally coherent distractor curve. In these situations, a local operator that is 
sensitive to the degree of colinearity cannot solve the task, because a long chain of local 
groupings has to be combined to form a representation of the entire curve. An incremental 
grouping operation is required to integrate such a chain of local groupings. It starts at the 
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beginning of the target curve and gradually adds successive colinear curve elements to the 
representation of this curve, so that reaction times increase approximately linearly with the 
length of the curve that needs to be grouped (Jolicoeur, Ullman & Mackay, 1986, 1991; 
Pringle & Egeth, 1988). We previously showed that this incremental grouping operation 
works by spreading visual attention from contour segments at the start of the target curve to 
other colinear segments that belong to the same curve until attention 'labels' all its contour 
elements (Houtkamp, Spekreijse & Roelfsema, 2003). Attention thereby binds contour 
elements into a coherent representation.  

This view is supported by neurophysiological results. A target curve evokes stronger 
responses than a distractor curve in the primary visual cortex (Roelfsema, Lamme & 
Spekreijse, 1998). The enhancement of neuronal responses does not occur immediately, 
during the initial transient neuronal response but at an additional delay. This delay is longer 
for neurons that respond to segments further along the curve, especially if the target curve is 
close to a distractor curve (Roelfsema & Spekreijse, 1999). The enhanced neuronal response 
labels all contour segments that need to be grouped together and it thereby provides a 
correlate of object-based attention. 

Our proposal is partially consistent with the feature integration theory (FIT) by 
Treisman and co-workers (e.g. Treisman & Gelade, 1980) in that attention binds features into 
coherent object representations. At the same time, our theory deviates from the FIT in at least 
two respects. First, the FIT proposed that a spotlight of attention binds different features, such 
as colors and shapes, on the basis of their spatial location, whereas the results by Scholte, 
Spekreijse, and Roelfsema (2001) and Houtkamp, Spekreijse, and Roelfsema (2003) imply 
that attention is object-based and can even be directed to one of two overlapping objects. 
Second, in the FIT Gestalt cues are evaluated pre-attentively, whereas our results demonstrate 
that attention has to label the image elements that need to be grouped together in the case of 
figure-figure segregation. 

 
Interactions between figure-figure and figure-ground segregation 
The present data also demonstrate that figure-figure and figure-ground segregation interact 
with each other, because the speed of figure-figure segregation decreases in the presence of 
background elements. If the figure-ground segregation process could extract a global 
configuration of the curves in parallel and selectively suppress all background elements, then 
the speed of incremental grouping should be unaffected by these background elements. The 
increased slope caused by the addition of background elements can be explained if these 
elements form spurious groupings with elements of the target curve that require additional 
processing time to be discarded. 
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Abstract 
The visual system has to segregate objects that are relevant to behavior from other objects and 
the background, if they are embedded in a visual scene. This segregation process can be time-
consuming, especially if the relevant object is spatially extended, and overlaps with other 
image components, but the cause of the delays is presently not well understood. In the present 
study we use a curve-tracing task to investigate processing delays during the grouping of 
contour segments into elongated curves. Our results indicate that contour segments that need 
to be grouped together are labeled with visual attention. Attention gradually spreads from 
contour segments that were labeled previously to other contours that are colinear and 
connected to them. The contour-grouping task is completed as soon as attention is directed to 
the entire curve. We conclude that processing delays during contour grouping are caused by a 
time-consuming spread of visual attention.  
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Introduction 
At any given moment, a wealth of information is presented to our visual system. We cannot 
act upon all of this information at once, and it is therefore necessary to segregate relevant 
objects from the background. Scene segmentation is usually assumed to be subdivided into 
two stages. The first, pre-attentive stage provides an initial parsing of the scene by applying 
grouping and segmentation cues in parallel across the entire image. It is generally believed 
that Gestalt criteria, such as colinearity and connectedness, are applied during this stage. If the 
pre-attentive parsing is insufficient for the task at hand, visual attention is brought into play, at 
the cost of additional processing time. Two classes of models have been proposed for 
attentive scene segmentation. In spatial attention models, visual features within the focus or 
spotlight of attention are grouped together and segregated from the rest of the image (e.g. 
Eriksen & St.James, 1986; Posner, 1980; Treisman & Gelade, 1980). According to object-
based models, attention may also be directed selectively to the features of a spatially extended 
object (Egly, Driver & Rafal, 1994), which is thereby segregated from other image 
components that may even be spatially overlapping (e.g. Driver & Baylis, 1989; Duncan, 
1984). It has been noted that these models are not mutually exclusive (Behrmann, Zemel & 
Mozer, 1998). Proponents of both types of models have assumed that the source of the 
additional temporal delays in attentive processing (as for example manifested in visual search 
tasks) is the time that is needed for attention to shift to either successive locations or objects.  

However, several experiments on contour grouping have reported temporal delays 
associated with the integration of information that belongs to a single, spatially extended 
object (Jolicoeur, Ullman & Mackay, 1986, 1991; Pringle & Egeth, 1988; Roelfsema, Scholte 
& Spekreijse, 1999). These studies employed a curve-tracing task, in which subjects have to 
judge whether contour segments do or do not belong to the same elongated, smooth curve. All 
segments of such a curve can be grouped, since they are locally colinear and connected to 
each other. However, the observed temporal delays imply that these Gestalt criteria are not 
invariably evaluated by an unlimited capacity mechanism. Two models have been proposed 
for these delays, and both suggest that the application of Gestalt criteria sometimes requires 
visual attention. 

The first model is a spatial attention model (McCormick & Jolicoeur, 1991). In this 
model, a curve is traced by shifting a beam of attention over its successive segments until 
some preset goal is reached. Shifts of this beam take time and account for the temporal delays 
during curve-tracing. The second model is a spreading-attention model (Roelfsema, Lamme & 
Spekreijse, 2000). According to this model, attention spreads over the curve that is traced, 
from attended contour segments to other segments that are colinear and connected to them. 
Thus, although locally colinear and connected elements can be grouped pre-attentively, 
attention has to spread across the entire curve to integrate all contour segments into a coherent 
representation. In this model, temporal delays associated with the integration of the elements 
of a spatially extended object are a consequence of a time-consuming spread of visual 
attention. 
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Figure 1. (A) The eight stimuli of the curve-tracing task. Subjects had to report whether a fixation point was connected to a 
left or a right circle. Results are pooled across stimuli that are each other’s mirror-image. This results in four stimulus-
categories (I – IV). (B) The stimuli differed from each other at three critical zones (gray circles). In the upper critical zone the 
fixation point was connected to either the left or the right curve. At the other two critical zones, the curves could intersect 
each other. 
 
The present experiment investigated the cause of processing delays during the grouping of 
contour segments into a global object-representation. To distinguish between the focal 
attention and the spreading-attention model, we used a dual-task design. The primary task was 
a curve-tracing task that is illustrated in Figure 1. Subjects saw one of eight stimuli (Figure 
1A), and had to decide whether a fixation point was connected by a curve to either a left or a 
right circle. We will refer to the curve that makes this connection as the target curve, and to 
the other curve as distractor (Figure 1B). In order to probe the distribution of attention at 
different stages of the curve-tracing process, colors were presented on different segments of 
both curves at various time-intervals. The secondary task was to report one of these colors. If 
attention is directed to a segment of a curve, this segment should be perceptually enhanced 
relative to other segments. A color presented at that segment should therefore be reported 
more reliably than a color that is presented at an unattended segment (Scholte, Spekreijse & 
Roelfsema, 2001). 

Both models predict that all segments belonging to the target curve are attended at 
some point in time. However, they make different predictions regarding the spatiotemporal 
distribution of attention during curve tracing. According to the focal attention model, the 
processing focus moves over the curve and attention does not need to linger at locations that 
were processed before. Colors will be reported reliably only when they are presented at the 
moment that the processing focus is passing over their location (Figure 2A). In contrast, the 
spreading-attention model predicts that attention remains present at contour segments that 
were integrated into the coherent object-representation at an earlier point in time. Therefore, 
performance in the color-report task is expected to be high when a color is presented at any 
segment that has been reached by the spread of attention (Figure 2B). Both models predict 
that performance in the color-report task is poor for the distractor curve, since attention is not 
directed to this curve. 
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Figure 2. The expected results on the secondary (color-report) task, for the focal attention model (A) and the spreading-
attention model (B). The different graphs present the different stages of the tracing process at which a color can be presented. 
Lower panels show expected performance on the secondary task (ordinate), as a function of the location of the probed 
segment (abscissa). Diamonds depict the expected performance for the curve that is being traced (target curve), squares the 
performance for the non-traced (distractor) curve.  
 
Method 

Subjects. Thirteen female and five male students (mean age 22, s.d. 2) received course-
credits for their participation in the experiment that lasted two hours. All reported normal or 
corrected-to-normal visual acuity and normal color vision. Informed consent was obtained 
from all subjects. The data of three subjects were excluded from analysis because of poor 
performance on the primary task. They responded correctly to the stimulus-category with two 
intersections (category IV in Figure 1A) on less than two thirds of the trials. 

Stimuli. The stimuli used consisted of a fixation point, two curves, and two circles. 
The viewing distance was 129 cm, resulting in 5° of visual angle for the height of the patterns. 
The luminance of the stimuli was 20 cd/m2, and that of the background was 0.7 cd/m2. The 
stimuli differed from each other at three critical zones (Figure 1B). In the upper critical zone 
the fixation point connected to either the left or the right curve. At the other two critical zones, 
the curves could intersect each other. Responses to mirror-image stimuli were grouped, 
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thereby creating four different stimulus-categories (Figure 1A, I-IV). The primary task of the 
subjects was to decide whether the left or the right circle was connected to the fixation point 
by one of the curves, by pressing a button with their left or their right hand, respectively.  
 

 
 
Figure 3. The sequence of events during a trial. Colors were briefly presented at two of six possible locations, and masked 
thereafter. After the response in the primary curve-tracing task, one of the two color locations was cued, and the secondary 
task was to report the color that had appeared at this location. 

 
Dual-task procedure. Each subject was tested in six blocks consisting of 144 trials 

each. The sequence of events during a trial is illustrated in Figure 3. A trial started with the 
presentation of a fixation point for 300 ms. Thereafter, one of the eight stimuli of the primary 
task was presented until response, i.e. a press of the left or right button. During the 
presentation of the stimulus, two of three randomly chosen isoluminant colors (red, green, and 
blue) were presented for 150 ms. The colors were presented at two of six possible locations at 
the upper, middle, or lower segment of the target or the distractor curve, outside the critical 
zones. They appeared at either an early, intermediate or late time-interval during a trial. After 
their presentation, a colored mask was shown for 100 ms in the colors yellow, purple, and 
light-blue. These mask colors appeared at randomly chosen locations on the curves, covering 
the whole stimulus. When the subject had responded correctly in the primary task, one of the 
two previously colored segments was cued and subjects had to verbally report the color that 
had been presented at the cued location. If subjects made an error in the primary task, no 
segment was cued and subjects did not have to report a color. Thus, secondary task 
performance was only analyzed on trials on which the subjects responded correctly. Trials on 
which the mask had not been present for 100 ms because of an early response of the subject 
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were also removed. This resulted in the exclusion of 2.5% of the trials. Equiluminance of the 
six colors was determined for each subject by using a heterochromatic flicker paradigm. 

Determination of color-intervals. Prior to the dual-task condition, each subject was 
first tested on 240 trials with the primary curve-tracing task only, to determine a baseline 
reaction time distribution for each of the four stimulus-categories. The onset-times of colors 
in the subsequent dual-task condition were derived from these distributions. The colors were 
always presented for 150 ms, and for each stimulus-category there were three intervals. The 
first interval started at the stimulus onset (t1start = 0 ms, t1end = 150 ms). The start of the third 
interval equaled the 10th percentile of the baseline reaction times for a particular stimulus-
category minus 250 ms (t3start = t10th-250 ms, t3end = t10th-100 ms). The second interval was 
exactly between the first and the third interval. It started at (t1start+t3start)/2 and ended 150 ms 
later. 

Emphasis on primary task. The addition of the color report task might bias subjects to 
concentrate on this secondary task and thereby change their strategy on the primary curve-
tracing task. To ensure that subjects concentrated on curve tracing, they were instructed to 
respond as fast and accurately as possible on the primary task. Moreover, if a reaction time on 
a trial in the dual-task session was longer than the 90th percentile of the distribution of 
reaction times during the base-line task for the corresponding stimulus-category, subjects 
were instructed to speed up in the primary task by means of auditory feedback immediately 
after the trial. Furthermore, in a post-hoc analysis for each subject, reaction times in the dual-
task session were compared to the reaction times in the base-line condition for each stimulus-
category. For each subject, an ANOVA with task and stimulus-category as factors confirmed 
that reaction times in the dual-task condition were not significantly longer than in the baseline 
task. In addition, there was no significant interaction between task (single or dual) and 
stimulus-category. This suggests that the subjects did not change their strategy in the curve-
tracing task when the color-report task was added. 

Eye-movement recording. Subjects were instructed to maintain fixation at the fixation 
point. To verify this, eye-movements and blinks were recorded by means of four electrodes 
placed around the right eye and one reference-electrode placed on the forehead. Trials on 
which an eye-movement or blink was detected (off-line) were excluded from the analysis.  
 

 
 
Figure 4. Performance on the primary curve-tracing task, for each of the four stimulus-categories (I – IV), and pooled across 
subjects. Squares indicate average reaction time. Error bars indicate S.E.M. Dark bars show the percentage of errors. ** 
indicates a significant difference between stimulus-categories at the 0.0001 level (Tukey HSD test). 
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Results 

Primary task performance. The reaction times in the primary task are presented in 
Figure 4, averaged across subjects. Mean individual reaction times were analyzed with an 
ANOVA with stimulus-category as a factor. There was a main effect of stimulus-category on 
reaction time (F(3, 42) = 154, p < .0001). More intersections led to longer reaction times, 
increasing from 580 ms at zero intersections to 649 and 677 ms at one intersection, and to 856 
ms at two intersections. Post hoc comparisons indicated that differences between the reaction 
times to all stimulus-categories were significant (p < .0001, Tukey HSD). This is not due to a 
speed/accuracy trade-off since the percentage of errors increased with the number of 
intersections from 3.3% at zero intersections, to 5.1% and 5.0% at one intersection, and to 
19.6% at two intersections (Figure 4). An ANOVA indicated that there was a main effect of 
stimulus-category on the number of errors (F(3, 42) = 65.81, p < .0001). This is due to a 
larger number of errors for the stimulus with two intersections than for any other stimulus-
category (p < .0001, Tukey HSD).  

 

 
 
Figure 5. Percentages of correctly reported colors for the different stimulus-categories (I – IV) at the three time-intervals, 
pooled across subjects. Significant differences between performance on corresponding locations of the target and distractor 
curve are indicated by a darker color. * indicates a significant difference at the 0.05 level, ** indicates significance at the 0.01 
level. 
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Secondary task performance. After the removal of trials in which the subjects 

responded incorrectly in the primary task, trials in which the mask had not been present for 
100 ms, and trials in which an eye-movement or blink was detected, 80.6% of the trials 
remained for analysis. The results are summarized in Figure 5. Numbers between brackets 
indicate the mean onset and offset times of the colors, averaged across subjects. To measure 
the spatial distribution of attention, performance on the color-naming task was compared 
between cue-locations at corresponding locations on the target and distractor curve for each 
stimulus-category, and for each time-interval. Significance was determined by using a Monte-
Carlo procedure (Foster & Bischof, 1991; Press, Flannery, Teukolsky & Vetterling, 1986; 
Thompson, 1993; see Appendix). For stimulus-category I (Figure 5, upper panel), no 
significant difference was observed in the early interval, although the difference did approach 
significance for the upper location (p < .06). In the intermediate interval, performance at the 
upper and middle cue-location was better for the target curve than for the distractor curve (p < 
.05). In the late interval, performance was better at the middle and lower cue-location of the 
target curve (p < .01), but not at the upper location (although this difference approached 
significance, p < .06). 

For stimulus-category II (Figure 5, second row), no significant difference in 
performance between the target and distractor curve occurred in the early interval, but again 
the difference at the upper location approached significance (p < .07). In the intermediate 
time-interval, performance became better at the upper, middle, as well as the lower cue-
location on the target curve (p < .01). In the late interval, performance remained better at all 
cue-locations of the target curve (p < .05, p < .01, and p < .05 for the upper, middle, and lower 
cue-location, respectively). 

Performance for stimulus-category III (Figure 5, third row) in the early interval was 
better at the upper location of the target curve (p < .01). In the intermediate time-interval, 
performance was better at both the upper (p < .01) and middle (p <  .05) cue-location of the 
target curve, and it was better at all its cue-locations in the late interval (p < .01). 

Finally, no significant differences in performance in the color-naming task occurred in 
the early interval for stimulus-category IV (Figure 5, lower row). In the intermediate time-
interval, however, performance became significantly better for the upper (p < .05) and middle 
(p < .01) cue-location of the target curve, and these differences remained in the late interval 
(both p < .01).  

Presentation of the colored segments was followed by a mask, to avoid visual 
persistence of the presented colors (Phillips, 1974). This proved to be important, since color-
information that persists in a sensory buffer can be boosted by attention at a later point in 
time. Without the mask, a different pattern of results was obtained (data not shown). In that 
case, also colors that were presented at lower segments of the target curve at early time-
intervals were reported reliably, which suggests that they were indeed stored in a sensory 
buffer which was boosted when attention arrived at these segments at a later point in the 
tracing process. In the present experiment, performance in the color-report task did not differ 
between the target and the distractor curve for the middle and lower locations in any of the 
stimulus-categories in the earliest time-interval, and differed at the lower locations in only one 
of the four stimulus-categories in the intermediate time-interval. We may therefore conclude 
that the mask was effective in removing colors from this sensory buffer.  

39 
 
 



  

 
Discussion 
The pattern of reaction times in the primary task demonstrates that contour grouping on the 
basis of colinearity and connectedness is not always performed with unlimited capacity in 
parallel across the visual field. Reaction times increased significantly with each additional 
intersection between the target and the distractor curve, showing that contour grouping can be 
time-consuming (see also Jolicoeur, Ullman & Mackay, 1986, 1991; Roelfsema, Scholte & 
Spekreijse, 1999; Scholte, Spekreijse & Roelfsema, 2001). 

One might expect that subjects become more efficient over trials if the same eight 
stimuli are used throughout the experiment, as was the case in the present paradigm. 
However, previous experiments have shown little improvement in tracing efficiency even 
after 100 consecutive trials with the same curves (Wolfe, Klempen & Dahlen, 2000). Thus, 
contour grouping takes time, even if the stimuli are highly familiar. 

The present curve tracing task could, in principle, also be solved by a strategy that 
only takes the information inside the critical zones (gray in Figure 1) into account. One such 
strategy would be to count the number of intersections and to press the button on the same 
side as the connection to the fixation point if this number is even, and to press the other button 
if it is odd. Previous results demonstrated that the pattern of reaction times observed in the 
primary task (Figure 4) are inconsistent with this strategy (Roelfsema, Scholte & Spekreijse, 
1999). If subjects are forced to use only information of the critical zones, average reaction 
time increases substantially, and the pattern of reaction times is drastically different from that 
in Figure 4. The results obtained in the secondary task of the present study also exclude this 
strategy, by demonstrating that subjects direct their attention to contour segments of the target 
curve that are outside the critical zones. 

Two attention models have been proposed that can both account for the delays 
observed during curve tracing (Figure 2). The first model employs a processing focus, which 
is shifted to successive segments along the target curve (McCormick & Jolicoeur, 1991; 
Figure 2A). In this model, the processing focus does not need to linger at contour segments 
that were encountered earlier. The second model suggests that object-based attention is 
gradually spread over the target curve (Roelfsema, Lamme & Spekreijse, 2000; Figure 2B). 
According to this model, all segments of the target curve are eventually labeled by attention, 
which thereby groups them together into a coherent representation. Thus, the spreading-
attention model predicts that attention remains on the initial segments of the target curve, 
whereas this is not required in the focal attention model (we note that the two models become 
identical if it is assumed that the processing focus leaves an attentional trace behind). 
 

 
 
Figure 6. Mean percentages of correctly reported colors at the three time-intervals, pooled across stimulus-categories and 
subjects. * indicates a significant difference between the performance on the target and the distractor curve at the 0.05 level, 
** indicates significance at the 0.01 level. 
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The results support the spreading-attention model, since in three out of the four 

stimulus-categories performance at the initial segment of the color-task remained better for 
the target than for the distractor curve, even during the late interval (Figure 5) (in the 
remaining stimulus-category there was a similar trend that just failed to reach significance, p 
< .06). If the results are collapsed across stimulus-categories (Figure 6) it is evident that 
attention indeed gradually spreads along the target curve. Apparently, attention spreads from 
attended contour segments to other segments that are colinear and connected, until the end of 
the target curve is reached. We propose that attention labels these contour segments in order 
to integrate them into a coherent representation of the target curve. 

This conclusion contradicts theories that assume that Gestalt grouping rules are 
applied pre-attentively (e.g. Treisman & Gelade, 1980), and may even seem to be at odds with 
data from other contour integration tasks, such as the so-called “pathfinder displays” studied 
by e.g. Field, Hayes, and Hess (1993; see also Hess, Beaudot & Mullen, 2001; Kovács & 
Julesz, 1993). In the pathfinder task, a single figure that consists of colinear elements has to 
be detected on a background of distractor elements with random orientations. It may therefore 
be called a “figure-ground” segregation task. It can be solved by local operators that are 
sensitive to the degree of colinearity between neighboring image elements (e.g. Gigus & 
Malik, 1991). These operators could, in principle, be applied in parallel across the visual field. 
In contrast, curve tracing is a “figure-figure” segregation task, since the degree of colinearity 
does not differ between the target and distractor curve. In this case, grouping requires an 
additional process that combines the local groupings between neighboring contour segments 
to form a coherent representation of an entire curve. The present results demonstrate that such 
a coherent representation is formed by attention, which labels all contour segments that need 
to be grouped together. 

This view is partially consistent with the feature integration theory (Treisman & 
Gelade, 1980), which proposed a similar role for attention in grouping features of different 
domains, like colors and orientations. However, our results are not entirely consistent with the 
feature integration theory for two reasons. First, in the feature integration theory, Gestalt 
criteria are applied pre-attentively, whereas in curve tracing they are also applied during 
attentive processing. We propose that in curve tracing local groupings form pre-attentively, 
but that attention comes into play whenever a correct global segmentation requires the joint 
evaluation of many of these local groupings. Second, in feature integration theory attention 
can move from one location to another, but the possibility of a time consuming spread of 
attention across a single object is not considered. 

The present results are consistent with physiological data from the primary visual 
cortex of monkeys engaged in similar curve-tracing tasks. During curve tracing, neuronal 
responses in the primary visual cortex to the target curve are enhanced relative to responses 
evoked by the distractor curve (Roelfsema, Lamme & Spekreijse, 1998). Furthermore, the 
response enhancement of neurons with a receptive field distal to an intersection is delayed 
relative to the response enhancement of neurons with a receptive field proximal to the 
intersection (Roelfsema & Spekreijse, 1999). This suggests that curve tracing is implemented 
in the visual cortex by the gradual spread of a firing-rate enhancement among neurons that 
respond to various segments of a single curve. Numerous studies have reported enhanced 
firing rates in various visual cortical areas during tasks that require attention to be directed to 
one of several visual objects (e.g. Maunsell, 1995; Moran & Desimone, 1985), which suggests 
that this spreading rate enhancement is manifested at the psychological level as a gradual 
spread of attention across the object of current relevance. 
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Appendix 
Because the performance data of individual subjects in the secondary color-report task are not 
normally distributed, and the numbers of trials per cell differ substantially, we used a Monte-
Carlo procedure to analyze the significance of differences in performance in the color-report 
task (Foster & Bischof, 1991; Press et al., 1986; Thompson, 1993). The null hypothesis stated 
that performance at a particular segment is similar for corresponding cue-locations on the 
target curve and distractor curve. Differences in performance between subjects, stimulus-
categories (I – IV), intervals (early, intermediate, late), and color-locations (upper, middle, 
lower) were allowed in the null hypothesis. Suppose that t is a cue location on the target 
curve, and that d is a cue location at the corresponding location on the distractor curve. In 
addition, suppose that the total number of responses of a subject s for cue locations t and d at 
interval i are Nti,s and Ndi,s, and that Cti,s and Cdi,s are the number of correct responses. 
According to the null hypothesis, we may pool the data across t and d, and a good estimate of 
performance that takes all data into account would be (Cti,s+Cdi,s)/(Nti,s+Ndi,s). In other words, 
an unbiased estimate of the performance of this subject in this interval according to the null 
hypothesis is Perfi,s = (Cti,s+Cdi,s)/(Nti,s+Ndi,s). Because, according to the null hypothesis, 
performance is similar for t and d, the expected value of Perfi,s should equal the expected 
value of both Cti,s/Nti,s and Cdi,s/Ndi,s. The expected value of Cti,s/Nti,s – Cdi,s/Ndi,s should 
therefore be 0 for each subject s. This implies that in this interval the expected value of the 
total td-difference = ∑ (Ct

s
i,s/Nti,s – Cdi,s/Ndi,s), summed over subjects, should also be 0. For 

each stimulus-category and interval, 10,000 experiments were simulated in which Nti,s and 
Ndi,s responses were generated for each subject s. In this simulation the probability of a 
correct response was set to Perfi,s for both cue-locations (t and d). This gives a distribution of 
10,000 td-differences, generated according to the null hypothesis. The significance of a 
difference in performance between cue locations t and d was determined by comparing the 
experimental td-difference to the distribution of the 10,000 simulated td-differences. The 
significance of differences in secondary task performance between target and distractor curve 
at other cue locations was analyzed in the same way.  
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Abstract 
The visual system groups image elements that belong to an object and segregates them from 
other objects and the background. Most theories propose that grouping and segregation occur 
in parallel across the visual scene. Here we outline a theory that rather suggests that in many 
cases perceptual grouping requires a serial, time-consuming process called ‘incremental 
grouping’. Although local groupings are extracted in parallel, incremental grouping occurs in 
tasks that require the transitive combination of multiple local groupings. Previous studies 
demonstrated serial grouping for colinear contour elements, and we demonstrate that it also 
occurs for proximity- and similarity-based grouping. Incremental grouping proceeds slowly 
when the elements to be grouped are dissimilar to each other, but similar to other elements in 
the display, and speeds up when the elements are homogeneous and dissimilar from 
background elements. We propose that in the latter case large chunks of image elements are 
added to the emerging perceptual group, which accelerates the grouping process. The outlined 
incremental grouping theory explains why grouping is achieved in parallel under some 
conditions and why it requires serial processing in others. 
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Introduction 
An important step in vision is to group elements in a visual scene that belong together and are 
part of the same object, and to segregate them from elements that belong to different objects 
and the background. Many of the cues that are used by the visual system for grouping and 
segmentation were described originally by the Gestalt psychologists. Some examples of their 
grouping laws are illustrated in Figure 1. One example of a Gestalt rule is that of ‘similarity’. 
It states that similar elements in a visual scene tend to be grouped in perception. Other Gestalt 
laws are that of ‘proximity’ implying that nearby elements are grouped, the ‘law of 
connectedness’ suggesting that connected elements are grouped, and the ‘law of good 
continuation’ stating that well aligned contours are assigned to the same perceptual object 
(e.g. Koffka, 1935; Kubovy, Holcombe & Wagemans, 1998;  Rock & Palmer, 1990; 
Wertheimer, 1923). 
 

 
 
Figure 1. Examples of Gestalt principles: (A) Grouping by similarity: note that circles with a similar color tend to form 
perceptual groups, (B) proximity: nearby image elements are grouped together, (C) connectedness: connected elements are 
grouped in our perception, (D) and good continuation: line elements in each other’s good continuation are grouped. Adapted 
from Rock & Palmer (1990). 
 

Most of the contemporary theories of visual perception have assumed that the Gestalt 
criteria are evaluated pre-attentively, by an unlimited capacity mechanism (e.g. Bergen & 
Julesz, 1983; Julesz, 1981; Neisser, 1967; Treisman & Gelade, 1980; Treisman & Gormican, 
1988). There is experimental evidence to support this claim, as grouping on the basis of 
Gestalt criteria occurs, under some conditions, in parallel across the visual scene. In 
“pathfinder studies” (see Figure 2A), for example, observers are presented with Gabor 
elements. Their task is to detect the presence of a subset of patches that are aligned colinearly 
to form a curved path (Field, Hayes & Hess, 1993; Kovacs & Julesz, 1993). There are no 
simple cues to distinguish the elements of the path from the background elements. The 
percept of the path therefore derives from a process that integrates the relative orientation of 
the elements along the path. Nevertheless the path appears to pop-out (Field, Hayes & Hess, 
1993), which suggests that grouping on the basis of good continuation occurs in parallel 
across the visual field. Palmer & Rock (1994) have expressed a similar view regarding 
connectedness as a grouping cue. They suggested that grouping of connected image elements 
occurs in parallel as one of the first steps in the analysis of the visual scene.  
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However, there are also conditions where the grouping of image elements on the basis 
of connectedness and good continuation is associated with substantial delays (Jolicoeur, 
Ullman & Mackay, 1986, 1991; Pringle & Egeth, 1988; Roelfsema, Scholte & Spekreijse, 
1999). This occurs, for example, if stimuli consist of two curves and participants have to 
judge whether contour elements belong to the same curve. An example of such a contour 
grouping task is shown in Figure 2B. The fishermen in this figure have to perceptually group 
the contour elements of their line to see who will catch the big fish. All the elements of this 
line are related to each other, as they are locally colinear and connected, i.e. they are in each 
other’s good continuation (the Gestalt law of good continuation was originally described by 
Wertheimer, 1923). By studying a laboratory version of this task, Jolicoeur, Ullman & 
MacKay (1986, 1991) demonstrated that the processing time in this task increases linearly 
with the length of the lines. Thus, Gestalt criteria are not invariably evaluated by an unlimited 
capacity mechanism.  
 

 
 
Figure 2. Parallel and serial contour grouping: (A) Example of a pathfinder display. White arrows mark a subset of the Gabor 
patches that are colinearly aligned along a curved path. Adapted from Hess & Field (1999). (B) A situation that requires 
serial contour grouping. To see who will catch the big fish, the visual system has to group together the contour elements that 
belong to one of the lines. Processing time in this task increases linearly with the length of the line. 
 
Two forms of perceptual grouping 
Apparently, contour grouping occurs in parallel across the scene in some tasks, whereas it 
requires serial processing in others. The incremental grouping theory outlined below accounts 
for these findings by proposing two distinct mechanisms for perceptual grouping. The first is 
called ‘base-grouping’. In the visual cortex, base-groupings are coded by specialized neurons, 
in parallel across the visual scene. The computation of these groupings can rely on the 
selectivity of feedforward connections that propagate activity from lower to higher areas of 
the visual cortex (Figure 3A). A second type of grouping, called ‘incremental grouping’, 
comes into play when base-groupings do not provide sufficient information to solve the task. 
Incremental grouping relies on feedback connections that run from higher to lower visual 
areas as well as on lateral connections between neurons in the same area. These ‘recurrent’ 
connections propagate a neuronal response enhancement in order to label all the neurons that 
code image elements that belong to a single object (Fig. 3B). The labeling operation thereby 
permits the representation of feature conjunctions that are not coded as base-groupings. 
Incremental grouping is a serial process because this labeling operation is associated with 
processing delays. 
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Figure 3. Hierarchical organization of the visual cortex. (A) Neurons in lower areas of the visual cortex such as the primary 
visual cortex (area V1) code simple features. Feedforward connections selectively propagate this information to higher areas 
V2, V4 and IT. Neurons in these higher areas are tuned to more complex features and feature conjunctions. These feature 
conjunctions are called base-groupings. (B) Recurrent processing involves feedback connections that propagate information 
from higher to lower areas, and lateral connections that interconnect neurons in the same area. The recurrent connections 
propagate an enhancement of neuronal firing rates to label all the neurons that respond to features of the same object 
(highlighted contour elements on the right). This labeling process is called incremental grouping. 
 
Base grouping 
Base grouping depends on the tuning of individual neurons to feature conjunctions. Neurons 
in early visual areas respond selectively to relatively simple features such as the orientation of 
a line element (Figure 3A). Orientation is usually considered to be a basic feature that is 
extracted before grouping operations come into play. However, a line element can also be 
conceived as a grouping of simpler elements (e.g. pixels) that are aligned in a specific 
configuration. It is therefore not easy to draw the line between what is a feature and what a 
feature conjunction. Moreover, many neurons in early visual areas are in addition tuned to 
other features, like colors and movement directions (Leventhal et al., 1995). A neuron tuned 
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to, for example, a red horizontal line represents a conjunction between these two features, and 
this is what we call a base-grouping. The tuning of single neurons to feature conjunctions 
implies that the representation of some feature conjunctions is not fundamentally different 
from the representation of single features.  

In higher areas neurons are tuned to more complex feature conjunctions (Fukushima, 
1980; Riesenhuber & Poggio, 1999). Neurons in the inferotemporal cortex, for example, code 
specific configurations of contour elements that form a shape (e.g. Brincat & Connor, 2004; 
Kayaert et al., 2005; Tanaka, 1995). Consider the neurons in this brain region that are tuned to 
the shape of a face: some of these cells are only activated if a number of face components, 
like mouth, eyes, and nose are present in their correct relative positions (Kobatake & Tanaka, 
1994; Tsao et al., 2006). The activity of such a cell implies that the face components have 
been detected as a perceptual group (analogously to a group of aligned pixels that are detected 
as a line element). Barlow (1972) called these highly selective neurons ‘cardinal cells’ (they 
are also known as grandmother cells).  

Base-groupings are extracted rapidly after the presentation of a visual image, in early 
(Celebrini et al., 1993) as well as in higher visual areas (Kreiman et al., 2005; Oram & Perrett, 
1992; Sugase et al., 1999). The tuning to such feature conjunctions emerges as soon as the 
neurons are activated by a newly presented stimulus. This implies that base grouping mainly 
reflects the selectivity of feedforward connections, because these connections provide the 
shortest route from the retina to any particular area of visual cortex (Lamme & Roelfsema, 
2000; Thorpe et al., 1996). The fast emergence of tuning is incompatible with a major role for 
recurrent pathways that involve lateral connections and feedback connections as these are 
associated with additional synaptic and axonal conduction delays. They can therefore not 
contribute to the early base-groupings. We will use the term ‘base representation’ when we 
refer to the pattern of neuronal activity that is evoked by the selectivity of feedforward 
connections (Roelfsema et al., 2000; Ullman, 1984). 
 There are limits to the number of groupings that can be coded in the base 
representation. In higher areas multiple objects can fall into a single receptive field. The 
representations of these objects compete with each other through mutual inhibition (Desimone 
& Duncan, 1995), and the depth of processing and the number of computed base-groupings 
therefore depends on the distance between an object and other objects in the surround. These 
inhibitory interactions take place on such a fast time scale that they curtail the initial wave of 
feedforward processing (Knierim & van Essen, 1992; Miller et al., 1993). 

There also exists a more fundamental limit on the number of base-groupings, because 
there are more objects possible than there are neurons available in the visual cortex (e.g. von 
der Malsburg, 1999). This problem is solved by coding objects as patterns of activity across a 
large number of neurons. An elongated curve, for example, can be coded as a collection of 
contour elements, even if there is no neuron that is tuned to the overall shape of the curve. 
Such a distributed representation has a number of virtues. First, it is efficient, because neurons 
can participate in the representation of many objects that share a particular feature. Second, 
objects that were not encountered previously can be coded as a new pattern of activity across 
the existing neurons (see also Singer & Gray, 1995). However, there is also a disadvantage 
associated with distributed representations called the ‘binding problem’: in the presence of 
multiple objects, information is lost about whether features belong to the same object or to 
different objects (Treisman & Gelade, 1980; Von der Malsburg, 1999). If there are multiple 
elongated curves, for example, all the constituent elements are coded, but this code does not 
reveal which contour elements belong to the same curve (as in Figure 2B). These situations 
require incremental grouping. 
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Incremental grouping 
Incremental grouping is necessary if feature conjunctions have to be established that are not 
coded as base-groupings. The central idea is that neurons that respond to features that are 
grouped incrementally are labeled in the visual cortex by an enhanced neuronal response. 
This idea is illustrated in Figure 3B, where a collection of contour elements that belong to one 
of lines have been highlighted. Our hypothesis is that these contour elements are grouped 
together in perception when the neurons in the visual cortex that represent these elements 
enhance their firing rate.  

Our theory aims to account for the selectivity of perceptual grouping. It should explain 
why the firing rate enhancement spreads selectively to all neurons that represent image 
elements that belong to a single object, and not to image elements that belong to other objects. 
At the same time, the theory aims to address another key aspect of perceptual grouping, which 
is that it is a transitive process. Transitivity means that if an image element 1 is grouped with 
element 2, and if 2 is grouped with 3, then 1 is also grouped with 3 (see Figure 4A). Image 
elements can thus be grouped indirectly, through a chain of local groupings.  
 
Selectivity and transitivity of the labeling process  
To start with a simple example, we will first illustrate how the theory accounts for grouping of 
image elements on the basis of connectedness. Figure 4A shows an input image and a network 
of neurons that could be situated in an early area of the visual cortex. When the image is 
presented to the network, some neurons have an image element in their receptive field and 
they are therefore activated (grey circles) through feedforward connections. Other neurons do 
not have an image element in their receptive field and remain silent (white circles). At this 
stage (base representation), the pattern of activity represents a collection of image elements, 
but it does not reveal which elements belong to the same object. To compute the incremental 
groupings, a subset of the neurons will have to propagate an enhancement of their firing rate, 
but this spread should only occur among neurons that respond to contour elements that are 
connected to each other. 

The theory makes two assumptions to provide the labeling process with the required 
selectivity and transitivity. The first assumption is a specific topology of the connections that 
propagate the neuronal response enhancement. Only neurons that are tuned to features that are 
likely to belong to the same object should be interconnected. Thus to implement the detection 
of connectedness, lateral connections (lines in Figure 4A) interconnect neighboring neurons 
that would be activated by pixels that are directly connected to each other in the visual scene. 
The second assumption is an interaction between the base representation and the label 
spreading process: label spreading is only permitted between neurons that are activated by 
feedforward connections (i.e. between the grey circles). This rule subdivides lateral 
connections into two classes. The first class of connections is ‘enabled’ because there is an 
active neuron on both sides (thick lines in Figure 4A) and the second class of connections is 
‘disabled’ (thin lines). We refer to the set of enabled connections as ‘interaction skeleton’. It 
can be seen that the interaction skeleton selectively links neurons that respond to pixels that 
are directly or indirectly connected to each other in the image. Linkage by the interaction 
skeleton thus ensures transitivity of the grouping process.  

It can be seen in Figure 4 how the base representation constrains the label spreading 
process by enabling some connections and disabling others. The two images in Figure 4A 
differ in the location of only a single square. The movement of this square disables two 
connections and enables two other connections so that squares 1 and 3 are either indirectly 
connected or disconnected. Due to the transitivity, small changes in the input can cause 
relatively large changes in the set of neurons that are connected by the interaction skeleton. 
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Figure 4. A mechanism for incremental grouping on the basis of connectedness. (A) Left panels show two input patterns, 
right panels show the representation of these patterns in an early area of the visual cortex. Each circle denotes a neuron. 
Neurons that are activated by feedforward connections (the base representation) are shown in grey, neurons that remain silent 
in white. Lines between the neurons indicate horizontal connections between neurons that respond to neighboring pixels. 
Connections between active neurons are enabled (thick lines), the other connections are disabled (thin lines). Note that 
neurons that respond to pixels that belong to the same object are linked by a chain of enabled connections. (B) During 
incremental grouping an enhancement of neuronal firing rates (shown in black) spreads through the recurrent connections 
between activated neurons to make the additional, incremental groupings explicit. (C) At a psychological level of description, 
incremental grouping corresponds to the selective spread of attention across elements that belong to the same object. 
 

An extra processing step is necessary to make these linkages explicit, because neurons 
do not have access to the overall shape of the interaction skeleton. Neurons can only receive 
information about the activity of other cells, but not about a (transitive) pattern of enabled 
connections. Thus, the neurons that respond to connected pixels are linked in the base 
representation, but these pixels are not yet grouped. To make these latent groupings accessible 
to other neurons, an enhanced firing rate has to spread through the network of enabled 
connections. Figure 4B illustrates how during incremental grouping the enhanced firing rate 
starts to spread from one of the activated neurons so that it eventually highlights the 
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representation of an entire connected image component. It follows that incremental grouping 
is a serial process. The build-up of processing delays during the spread of the rate 
enhancement will produce a linear increase in the reaction time with the length of the curve as 
is indeed observed experimentally (Jolicoeur et al., 1986). 

Importantly, the distinction between a feedforward (base grouping) and recurrent 
(incremental grouping) processing phase is supported by neurophysiological data. When 
monkeys are trained in a contour grouping task, two processing phases can be distinguished 
(Roelfsema et al., 1998). After the presentation of an image, neurons in the visual cortex 
initially signal whether there is a contour element in their receptive field, but in this phase the 
neurons do not code which contour elements belong the same curve. After a delay, however, 
the neurons coding to-be-grouped contour elements start to enhance their response. 
 
The role of attention 
At a first approximation, base-grouping maps onto pre-attentive processing as processing by 
feedforward connections occurs fast and in parallel across the visual scene (Lamme & 
Roelfsema, 2000; Treisman & Gelade, 1980). Incremental grouping, on the other hand, 
requires the time-consuming spread of enhanced firing rate. Many neurophysiological studies 
have suggested that firing rate modulations in the visual cortex are a correlate of shifts of 
visual attention (reviewed by Desimone & Duncan, 1995; Lamme & Roelfsema, 2000). This 
suggests that incremental grouping maps onto attentive processing. We therefore conjecture 
that the spread of an enhanced response in the visual cortex corresponds to the spread of 
attention at a psychological level of description (Figure 4C). 
 We obtained support for this proposal in a psychophysical study that investigated the 
distribution of visual attention during contour grouping (Houtkamp, Spekreijse & Roelfsema, 
2003). Participants were presented with a target curve that started at a fixation point, and a 
distractor curve. Their primary task was to indicate the location of a marker at the other end of 
the target curve. To probe the distribution of attention, colors were presented on different 
segments of the curves at various intervals during a trial and the secondary task was to report 
one of these colors. The performance in the secondary task showed that at the start of the trial 
attention was directed to the initial contour elements of the target curve, and that it 
subsequently spread across the entire curve until all its contour elements were labeled by 
attention (schematically indicated in Figure 4C). Thus, attention gradually adds elements to 
the evolving perceptual group by spreading from attended image elements to other elements 
that are related to them by Gestalt criteria, until the entire object has been labeled. 

 
Figure 5. Transitive grouping on the basis of proximity and similarity. (A) Circle 1 groups with circle 2, although it is closer 
to circle 3. (B) Distances between circles 1-3 are the same as in A, but other circles are displaced and circle 1 now groups 
with circle 3. (C) Interaction between proximity and similarity. Nearby elements with a similar color are grouped together 
(circles 1 and 2). Circles 1 and 3 also have a similar color but do not group because they are separated by a boundary where 
the color changes abruptly. Circles 1 and 4 are grouped together because the gradual color change between these regions 
permits transitive grouping.  
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This distinction between base- and incremental grouping can explain why some 
contour grouping tasks can be solved in parallel while others require serial processing. In the 
pathfinder displays (Figure 2A), a single colinear figure is presented on an incoherent 
background consisting of contour elements with random orientations. Segregation of such a 
figure from the background can occur in parallel if we assume that the visual system contains 
operators that are sensitive to the local colinearity of contour elements (see Gigus & Malik, 
1991 for a formal definition of these operators, and Kapadia, Ito, Gilbert & Westheimer, 1995 
for neurophysiological evidence). Thus, local operators permit the parallel segregation of 
well-aligned contour elements from an incoherent background. However, the same process 
cannot determine which colinear elements belong to one of two curves, if the contour 
elements of both curves are equally colinear (as in Figure 2B). The segregation of an 
elongated curve from an equally colinear distractor requires the transitive combination of 
many local groupings, and this can only be achieved by serially labeling its contour elements 
with attention.  
 
Incremental grouping on the basis of other Gestalt cues 
The connectivity scheme of Figure 4 works well for the detection of connectedness but it must 
be generalized to accommodate other Gestalt grouping laws. The law of good continuation, 
for example, could be implemented by label spreading connections between neurons tuned to 
well-aligned contour elements (Field et al, 1993; Grossberg & Raizada, 2000; Li, 1999). 
Likewise, grouping by similarity can be enforced by connections between neurons tuned to 
similar features (e.g. Grossberg & Mingolla, 1985; Roelfsema et al., 2002), and the rule of 
proximity by connections between neurons with nearby receptive fields. However, to our 
knowledge, substantial delays during perceptual grouping have been observed only in tasks 
based on connectedness and good continuation. To investigate the generality of incremental 
grouping, it is therefore important to know whether it also occurs for these other Gestalt 
grouping cues. Our theory predicts an accumulation of processing delays whenever a number 
of local groupings have to be combined in a transitive way.   

It is relatively easy to create stimuli where transitive grouping occurs on the basis of 
other Gestalt laws. Figure 5A illustrates transitive grouping by proximity. The circles in this 
figure can be seen to form two strings. Circle 1 is close to a neighboring circle, which is close 
to another one, and we eventually reach circle 2 through a chain of local groupings. 
Transitivity dictates that the entire chain is seen as a single perceptual group and circle 1 
therefore groups with circle 2, although it is actually closer to circle 3. Thus, the transitivity 
implies that grouping is sensitive to the context set by other elements in the display. This is 
illustrated in Figure 5B, where the distances between circles 1, 2 and 3 remain the same, but 
other circles are displaced so that circle 1 groups with circle 3. According to the incremental 
grouping theory, attention spreads from one circle to the next until the whole string is labeled. 
Previous studies demonstrated that attention indeed tends to spread from target elements to 
distractors that are in their proximity (e.g. Eriksen & Eriksen, 1974). The theory assigns a 
functional role to this effect: it promotes grouping of items that are close together. 

Figure 5C illustrates a similar phenomenon for the grouping law of similarity. Nearby 
image regions with a similar color are grouped together (e.g. circles 1 and 2). However, this is 
not necessarily the case for image elements with the same color that are farther apart. At 
locations where neighboring circles have a categorically different color, boundaries form and 
elements on one side do not group with elements on the other side, even if they have a similar 
color (e.g. circles 1 and 3). Note that this implies an interaction between the Gestalt laws of 
similarity and proximity: similarity grouping between nearby image elements is stronger than 
between image elements that are far apart (we note that Bundesen & Pedersen, 1983 observed 
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a comparable interaction between proximity and similarity in visual search). A gradual color 
change within a region permits transitive grouping between elements with a dissimilar color 
(e.g. circles 1 and 4). Thus, although similarity of color is responsible for the grouping in 
Figure 5C, it is neither necessary nor sufficient for grouping because of its interaction with 
proximity. 
 
Delays during similarity and proximity grouping 
A direct prediction of the incremental grouping theory is that there are processing delays 
associated with transitive grouping by similarity and proximity. If perceptual groups are not 
coded as base groupings, then they are formed by labeling image elements with visual 
attention. During proximity grouping, for example, attention will have to spread from 
attended image elements to other image elements in their vicinity (Figure 6A) and processing 
time should increase linearly with the number of circles that have to be grouped together.  
 The observations that we made in Figure 5C indicate that color similarity interacts 
with proximity. Grouping of nearby image elements might therefore speed up when they have 
the same color, in particular if they have to be segregated from elements with a different color 
(as in Figure 6B). Such an effect of color similarity would not be unprecedented, as Jolicoeur 
et al. (1991) demonstrated that color similarity accelerates grouping of contours that are in 
each other’s good continuation. We therefore hypothesize that elements with a similar color 
can be added to an evolving perceptual group as a single large chunk (or base-grouping), 
without the need to evaluate local proximity relationships (see also Mahoney & Ullman, 1988 
for a related proposal). Another implication of our theory is that the beneficial effect of color 
on proximity grouping is reduced when the color changes gradually (Figure 6C), because this 
decreases the size of the base-groupings that can be added to the evolving incremental group. 
 
Experiment 1: Incremental grouping by proximity 
The main aim of experiment 1 is to test whether conditions exist where grouping by proximity 
requires a serial, time-consuming operation. A secondary aim is to explore if and how color 
similarity interacts with grouping by proximity.  

Participants saw two strings of colored circles that were defined by local proximity 
relationships between the circles (Figure 7). One of the strings started at the fixation point and 
will be called ‘target string’. The second string started at some distance from the fixation 
point and will be called ‘distractor string’. Two markers, a star and a circle, were 
superimposed on the image. It was the task of the subject to report which of the markers fell 
on the target string by pressing one of two buttons. The marker could appear on the 
beginning, middle part, or end of the target string and we investigated how response time 
depends on the distance between the fixation point and the marker, as a measure of the speed 
of incremental grouping.  

To examine if elements with a similar color can be added to an evolving perceptual 
group as a single chunk, which would speed up the incremental grouping process (as in Figure 
6B), we varied the colors of the circles in two ways. First, we varied the difference between 
the colors of the two strings. We expect that grouping speed is maximal if the strings are 
shown in different colors. Second, we varied the similarity of the colors within the strings. 
The theory predicts that this will influence the size of the chunks that are added to the 
evolving incremental group. Grouping speed should decrease if the colors within the strings 
are more heterogeneous (as in Figure 6C).  
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Figure 6. Delays during proximity and similarity grouping. (A) Attention spreads from attended elements to elements in their 
vicinity (shown by arrow). (B) The process shown in A can speed up if elements with a similar color are added to the 
evolving perceptual group as a single large chunk (multiple arrows). (C) When the color changes within the perceptual group 
the process is slower (fewer arrows). 
 
Method 
Participants. Twenty subjects participated (16 women, age 18-31). The subjects were healthy 
volunteers, and reported normal or corrected-to-normal visual acuity. They were naive about 
the purpose of the experiment, and were paid €7.00 for their participation in a 1-hour session 
that included short breaks after every block. 

Apparatus and stimuli. Stimuli were displayed on an Iiyama S102GT monitor with a 
resolution of 1024 x 768 pixels and a frame rate of 60 Hz. The stimulus monitor was at a 
distance of 78 cm from the subject. The diagonal of the display subtended 33º of visual angle. 
The design of the stimuli is shown in Figure 7 (drawn to scale). Ninety colored circles were 
placed on imaginary curves with a spatial jitter of two pixels, drawn from a uniform 
distribution. The circles had a diameter of 0.6º. The colors varied from purple (RGB-value: 
125, 0, 125) to yellow (RGB: 255, 255, 0)1. The fixation-point was presented at full 
luminance (105 cd/m2), and the grey background had a luminance of 10 cd/m2. 

 
 

Figure 7. Design of the stimuli. Ninety circles were placed on imaginary curves. The group of circles that were placed on the 
curve connected to the fixation point is called target string, and the other group is called the distractor string. On each trial 
two markers, a circle and a star, were positioned on the strings. One of the markers was on one of three possible locations of 
the target string and the other marker was presented at the corresponding location of the distractor string (i.e. both at location 
1, 2, or 3; these numbers did not appear in the actual stimulus). 
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The two markers (circle and star) were shown in white and had a diameter of 1.2º. 
They always appeared at the same eccentricity (6.5º). One of the markers was presented on 
one of three locations of the target string and the other one at the corresponding location of 
the distractor string (i.e. both at location 1, both at 2, or both at 3 in Figure 7). The distance 
between the fixation point and the first marker was approximately 8º  (as measured along the 
string), the distance between the first and the middle marker was approximately 12.5º, and the 
distance between the middle and the last marker position was approximately 14º. 
 

 
 
Figure 8. The stimuli for the global (first column), semi (second column), and local (third column) similarity conditions of 
experiment 1. In the same initial-color condition the target and distractor string started with the same color (upper row). In 
the different initial-color condition (lower row) the target string started with one color and the distractor string with the 
opposite color in color-space 
 

We defined three conditions that differed in the degree of similarity of the circles of a 
string. The first condition is the global similarity condition (Figure 8, first column), where all 
elements of a string had the same color. In the second, semi similarity condition (Figure 8, 
second column) the color of the circles changed gradually from one color near the fixation 
point to the opposite color in color space at the end of the string (e.g. from yellow to orange, 
red, and then to purple). The third condition was the local similarity condition (Figure 8, third 
column); here the circles gradually changed from one color near the fixation point to the 
opposite color in the middle of the string, and then back to the first color at the end of the 
string (e.g. from purple to blue, green, yellow, red, and then back to purple).  

The factor within-string similarity was crossed with a between-strings similarity 
factor. In the same initial-color condition, the target and the distractor string started with the 
same color (both purple or yellow; Figure 8, first row). In the different initial-color condition 
(Figure 8, second row) the target string started with one color (purple or yellow) and the 
distractor string with the opposite color in color-space (yellow or purple). Thus in the global 
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similarity condition, all elements of both strings had the same color on half of the trials and 
the opposite color on the other half. In the different-color/semi-similarity condition (middle 
panel in the lower row of Figure 8) the elements of the target string also had a different color 
than the elements of the distractor, but the within-string similarity was lower. In the local 
similarity condition all colors appeared on both strings, regardless of the initial color 
condition. We used the stimuli of Figure 8 and versions that were rotated by multiples of 60º 
as well as mirrored versions, yielding a total of 12 configurations. 

Procedure. The three within-curve similarity conditions were tested in separate blocks 
of 144 trials. Stimuli of the same and different initial-color conditions were presented in a 
randomly interleaved fashion within these blocks. Every subject started with a practice block 
of 24 trials, followed by the three similarity conditions. The order of the blocks was 
counterbalanced across participants.  

The subject initiated a trial by pressing a button. Then a central fixation-point was 
presented for 300 ms. Subjects were encouraged not to move their eyes by telling them that 
the task could be accomplished best while maintaining fixation, but eye movements were not 
measured. After the fixation-period, the stimulus appeared and it stayed on the screen until the 
subject responded, or 5 s had passed. The subject’s task was to decide as fast and accurately 
as possible which marker was presented on the target string. If it was the circle they pressed 
the left mouse-button with their right index-finger, and if it was the star they pressed the right 
mouse-button with their right middle-finger. When they made an error, subjects heard a beep 
and the word ‘wrong’ appeared on the screen. Stimuli to which an incorrect response was 
made were repeated on a later trial. 

Control task. To measure the time required for the mapping of the marker shape 
(circle or star) onto the corresponding response button, we tested nine of the participants in a 
control task. Both before and after the experimental conditions they were presented with a 
block of 100 trials where only a star or a circle was presented in the center of the screen at the 
end of the fixation-period. The task was to press the corresponding response button as fast and 
accurately as possible. 
 
Results 
The response times averaged across all subjects are presented in Figure 9 as a function of the 
position of the marker (star or circle). Figure 9A shows the results for the global similarity 
condition, Figure 9B for the semi-similarity condition, and Figure 9C data from the local 
similarity condition. The bars at the bottom of the graphs show the error rates. It can be seen 
that there was no speed-accuracy trade-off, as error rates increased with increasing response 
times.  

Mean response times on correct trials were analyzed with a 3-way ANOVA with 
marker position, within-curve similarity condition, and same vs. different initial-color as 
factors. Two of the factors yielded a main effect. First, there was a main effect of the marker 
position on reaction time (F(2,38) = 104.0, p < 0.001). Reaction times increased 
approximately linearly with the distance between the fixation point and the marker as 
measured along the target string (Figure 9). This suggests that the slope of the relation 
between marker position and reaction time provides a measure for grouping speed. We 
calculated this slope (in ms/deg) using a linear regression analysis. The obtained values 
(shown next to the curves of Figure 9 and in Table 1) indicate the time taken by the grouping 
process to cover a degree of the curve. Post-hoc comparisons indicated that differences 
between the reaction times for all marker positions were significant (p < .001, Tukey HSD). 
Second, there was a main effect of the initial color as response times were significantly faster 
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for different than for same initial-color trials (F(1,19) = 52.3, p < 0.001). Within-curve 
similarity did not yield a significant main effect (F(2,38) = 1.1, p > 0.3). 
 

 
 
Figure 9. Mean response times across participants in experiment 1 as a function of marker position for the three similarity 
conditions, presented separately for the same (solid) and different (dotted) initial-color trials. Error bars show 95% 
confidence limits. Grouping speed (in ms/deg) is shown next to the curves. Error percentages are shown as bars on the x-axis 
separately for same (solid) and different (striped) initial-color trials.  
 
 

 
 
Table 1. Slopes in ms/deg for participants that completed both experiments satisfactorily. Columns present same and different 
initial-color conditions for the two experiments; rows present the various similarity conditions. Numbers in brackets show 
95% confidence intervals. 
 

In addition, all the 2-way interactions were significant: (1) there was an interaction 
between within-curve similarity and marker position, as grouping speed tended to decrease 
when the color heterogeneity was higher (F(4,76) = 8.4, p < .001); (2) Marker position 
interacted with initial color, as grouping speed increased if the two strings started with a 
different color (F(2,38) = 6.8, p = .003); (3) There was an interaction between within curve-
similarity and initial color, because a difference in the initial color of the two strings was most 
beneficial in the global similarity condition (F(2,38) = 20.1, p < 0.001). Importantly, the 
three-way interaction was also significant (F(4,76) = 3.6, p = 0.01). If both curves started with 
a different color, grouping speed was highest in the global similarity condition (8 ms/deg), 
and it decreased in the semi (13 ms/deg) and local similarity conditions (17 ms/deg). In 
contrast, if the two curves started with the same color, there was hardly any effect of within-
curve color-similarity on grouping speed (15, 15 and 16 ms/deg). 

Overall, the response times were quite high. We hypothesized that a fraction of the 
response time was not due to proximity grouping but rather to the processes that map the 
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marker shape (circle or star) onto the correct response button. The results of the control task 
supported this idea. In this task only a star or a circle was presented in the center of the screen 
and the subject pressed the corresponding response button as fast and accurately as possible. 
The error rate in this task was only 1.7%, indicating that the star and circle were not easily 
confused. But even in this task response times were substantial, with an average of 945 ms 
before the experiment and an average of 852 ms after the experiment (F(1, 8) = 7.9, p < .03). 
The response times to the circle (908 ms) and star (887 ms) differed only marginally (F(1, 8) 
= 4.0, p = .078), and there was no interaction with test-interval (F(1, 8) = 2.7, p > .1). Thus, a 
substantial fraction of the response time (about 900 ms) can be attributed to the stimulus-
response mapping. 
 
Discussion 
In experiment 1 we created stimuli where perceptual grouping could be based on proximity, 
and at the same time varied the similarity of the elements. The results demonstrate that 
grouping by proximity is not invariably evaluated by a parallel process with unlimited 
capacity. Proximity relationships are presumably initially only encoded between circles that 
are direct neighbors of each other. To establish larger perceptual groups, many of these local 
groupings have to be combined in a transitive manner (as in Figure 6A). The time required by 
this transitive grouping operation increases approximately linearly with the number of circles 
that have to be grouped together. If all elements of the two strings had the same color so that 
only proximity was available as grouping cue (Figure 8, upper left), grouping proceeded at a 
speed of approximately 15 ms/deg. It is unlikely that this speed is a universal constant, as it 
presumably depends on the distance between the target and distractor string. Indeed, Jolicoeur 
and co-workers showed that the speed of grouping by good continuation depends on the 
distance between a target curve and surrounding distractors (Jolicoeur et al., 1991; Jolicoeur 
& Ingleton, 1991).  
 We further hypothesized that the similarity between elements would influence the size 
of the base-groupings (as in Figures 6B and 6C). And although in every condition the task 
could be solved on the basis of proximity alone, we observed a clear interaction between 
proximity and similarity grouping if the two strings started with a different color (dashed 
curves in Figure 9A-C). Grouping speed increased (it required only 8 ms/deg) if the color of 
the circles of one of the strings was homogeneous and different from the circles of the other 
string. This is in line with findings from Jolicoeur et al. (1991) who showed that a 
homogenous color can speed up perceptual grouping of contour elements of a single 
elongated curve in the presence of distracting curve with a different color. The observed 
increase in grouping speed suggests that larger chunks could be added to the evolving 
perceptual group. In our task, clusters of circles with a similar color could be detected in 
parallel as base-groupings as soon as the stimulus is presented (see also Mahoney & Ullman, 
1988), and their size depends on color homogeneity. The grouping speed decreased when the 
color changed gradually within the string. This manipulation presumably decreased the size of 
the base groupings that were added at each step to the perceptual group.  

It is remarkable that grouping remained serial even if the target string was presented in 
a homogeneous color that differed from the distractor string (dashed curve in Figure 9A). This 
stimulus would, in principle, permit the formation of single large base-grouping that includes 
all elements of the target string. One possible explanation for the delays during grouping of 
this string is that the different initial-color stimuli were intermingled with same initial-color 
stimuli where relying on color similarity alone was counterproductive. An alternative 
explanation is given by the interaction between similarity and proximity grouping cues: the 
effect of similarity on grouping is stronger for nearby elements than for elements that are 
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farther apart (see also Figure 5C). It is conceivable that the strings of our experiment were too 
long to be coded as a single chunk. 
 If the two curves started with the same color, there was hardly any influence of color 
homogeneity on grouping speed (solid curves in Figure 9). In this case, elements of the two 
strings had similar colors and could not be distinguished from each other on the basis of color 
similarity. The task thus had to be solved primarily by proximity grouping, and the similar 
grouping speed for the different homogeneity conditions suggests that proximity grouping of 
circles of the same color occurs at the same speed as proximity grouping of circles with 
different colors. The observed 3-way interaction indicates that color similarity speeds up 
grouping if this cue distinguishes the target from the distractor string, but when grouping has 
to proceed on the basis of proximity alone, it is not hindered if the colors of a single string are 
heterogeneous. 

The results of experiment 1 are consistent with the incremental grouping theory, which 
proposes that incremental groups are formed iteratively, by adding new elements to a 
gradually evolving perceptual group. Thereby, the theory has been generalized to 
accommodate grouping by proximity. As a further test of the generality of the incremental 
grouping theory, experiment 2 will investigate processing delays that occur during grouping 
on the basis of color similarity. 
 
 

 
 
Figure 10. Stimuli for experiment 2 where randomly colored circles were present in the background. The global, semi, and 
local similarity conditions are presented in the first, second, and third column, respectively. The upper row presents the same 
initial-color condition and the lower row the different initial-color condition. 
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Experiment 2: Incremental grouping by similarity 
Experiment 2 focused on grouping by similarity. The design was similar to that of experiment 
1, as subjects were presented with two strings of colored circles. However, we now placed 
additional circles with random colors in the background (Figure 10). These additional circles 
prevented the segregation of circles of the target string from other circles on the basis of their 
proximity relationships. We note that the circles of the target string cannot be identified by 
relying on color similarity alone, because a particular color appeared on both strings in some 
of the conditions and also in the background. The task therefore required incremental 
grouping of similar elements that were in each other’s proximity. We predict that the speed of 
this process increases when the colors within the string are more homogeneous so that larger 
base-groupings can be detected. To test this prediction we varied the similarity of the colors 
within the strings. Moreover, we investigated if a difference in the colors between the strings 
also has an effect on grouping speed (as was observed in experiment 1), under the present 
conditions where the target string has to be segregated not only from the distractor, but also 
from the background elements.   
 
Method 
Participants. The same 20 subjects of experiment 1 participated in this experiment, in an 
additional 1-hour session. The data of six subjects had to be excluded from the analysis, 
because their performance was at chance for the last target position in the local similarity 
condition (third column in Figure 10). The other participants performed above chance-level 
for all target positions in all conditions (Chi-square test, p < 0.05 at all target positions).  

Apparatus and stimuli. Figure 10 shows the design of the stimuli. In addition to the 
ninety colored circles of the target and distractor string, randomly colored circles were placed 
in the background on an imaginary grid. The density of the background circles was the same 
as the density of circles on the target and distractor strings and the position of the background 
circles was slightly jittered (within a range of 16 pixels, i.e. 0.4º).  

Procedure. The procedure was similar to that of experiment 1. After a practice block 
of 24 trials, the three within-curve similarity conditions were tested in separate blocks (144 
trials each), while the same and different initial-color conditions were intermingled within 
blocks. The order of blocks was counterbalanced across participants.  

 

 
 
Figure 11. Mean response times in experiment 2 as a function of marker position for the global (A), semi (B), and local (C) 
similarity conditions. Solid lines show same, and dotted lines different initial-color trials. Error bars represent 95% 
confidence limits. Grouping speed is shown next to the corresponding lines in ms/deg. Error rate is shown on the x-axis for 
same (solid) and different (striped) initial-color trials.  
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Figure 12. Comparison between experiments 1 and 2. Mean response times for participants that completed both experiments 
satisfactory are shown separately for same (A) and different (B) initial-color trials as a function of marker position. Dotted 
lines with closed symbols represent data from experiment 2 (with randomly colored circles in the background) and solid lines 
with open symbols data from experiment 1 (with a uniform grey background). Square, circle, and triangle markers show the 
local, semi, and global similarity condition, respectively. Error bars represent 95% confidence limits.  
 
Results 
Figure 11 shows the average response times as a function of the marker position. The panels 
A-C show the results for the 3 similarity conditions. It can be seen that the subjects did not 
trade accuracy for speed, because they made more errors in the conditions with longer 
response times. 

The data were analyzed with a 3-way ANOVA with marker position, color 
homogeneity and same/different initial color as factors. All three factors had a significant 
main effect on response time. First, there was a main effect of marker position, as response 
time increased with the distance between the marker and the fixation point (F(2,26) = 87.3, p 
< 0.001). In the local similarity condition with two curves starting with the same color, for 
example, the difference in response time between the first and last marker position was larger 
than 1000 ms (continuous curve in Figure 11C). These results demonstrate that similarity 
grouping requires serial processing in the present task. The grouping speed ranged from 11 to 
40 ms/deg (values for all conditions are shown in Figure 11 and Table 1), and post-hoc 
comparisons indicated that the differences in response time between marker positions were 
highly significant (all three pair-wise comparisons p < 0.001, Tukey HSD).  

The second main effect was a difference between similarity conditions (F(2,26) = 
24.7, p < 0.001). Response times were shortest in the global similarity condition, increased in 
the semi similarity condition, and were highest in the local similarity condition. These 
differences were confirmed by post-hoc pair-wise comparisons that were all significant (p < 
0.001, Tukey HSD). The third main effect was an increase in response time in the same initial 
color condition relative to different initial color condition (F(1,13) = 32.7, p < 0.001). The 
response times were shortest when the strings started with different colors. 
Also all the 2-way interactions were highly significant. There was a significant interaction 
between marker position and color homogeneity (F(4,52) = 13.2, p < 0.001), which was due 
to a decrease in grouping speed when the colors of the strings were more heterogeneous. The 
initial color of the two curves (same vs. different) also exhibited a significant interaction with 
marker position (F(2,26) = 24.9, p < 0.001).  A difference in the  
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Figure 13. The influence of within-string and between-string similarity on chunk size. (A) Similarity grouping is fast when 
within-string similarity is high. In this situation large base groupings are formed. In each processing step a large chunk of 
similar elements can be added to the incremental group. (B) Chunk size is reduced if the similarity of the elements that 
belong to the target string is lower. Now multiple local groupings have to be combined, and this results in a decreased 
grouping speed. (C)  Grouping speed also decreases if the target string is similar to the distractor. In this case the size of the 
base groupings must be reduced to prevent the erroneous chunking of elements that belong to different strings.  
 

 
 
Figure 14. Linking and grouping. (A) Circle 1 belongs to the same perceptual group as circle 2. Circles 2 and 3 are not linked 
even though they have the same color. (B) Linking takes place in the base representation. When the image appears, 
connections between neurons that respond to nearby image elements with a similar color are enabled. Neurons that respond to 
elements 1 and 2 are linked indirectly, through a number of intermediate elements. This linkage is not accessible to neurons 
in higher visual areas and the elements are therefore not yet grouped. Grouping only occurs when a neuronal response 
enhancement spreads through the enabled connections. In psychological terms: incremental grouping depends on the spread 
of attention.  

64  



  

 
initial color of the two strings increased grouping speed. The final two way interaction 

was between starting color and color similarity (F(2,26) = 12.3, p < 0.001). The beneficial 
effect of a difference in starting color was most pronounced in the global similarity condition 
and absent in the local similarity condition. In contrast to experiment 1, the 3-way interaction 
of the ANOVA was not significant (F(4,52) = 1.2, p = 0.309). In the same as well as in the 
different initial-color condition, heterogeneity of colors within the string decreased grouping 
speed. 
 
Discussion 
Experiment 2 demonstrates unequivocally that, under some conditions, grouping by similarity 
requires serial processing. We delineated two factors that influence the speed of grouping. 
The first factor is the degree of heterogeneity of the colors within a string. Grouping speed 
was lowest in the local condition where the color of the circles changed within the string, and 
it was highest in the global condition where all the elements of a string had the same color. 
We suggest that in the global condition larger chunks of image elements with a similar color 
can be detected as base-groupings so that fewer of these base-groupings have to be combined 
to arrive at a certain position within the string (see also Figure 6B). These base groupings are 
smaller in the local condition so that more local groupings have to be combined in a transitive 
way, and this increases response time.  
 The second factor that influenced grouping speed was a difference in starting color. 
Grouping speed was highest if the two strings started with a different color. This beneficial 
effect of target-distractor dissimilarity was absent in the local condition, but particularly 
pronounced in the global similarity condition where the colors of the target and distractor 
curve were entirely different. In this situation, the target string could be distinguished from 
the distractor string as well as from the background elements on the basis of its unique color. 
Nevertheless, even in this condition grouping required serial processing (11 ms/deg; dashed 
curve in Figure 11A). Unlike in experiment 1, color homogeneity increased grouping speed 
independent of the colors on the distractor string. The results of the two experiments will be 
further compared below. 

In experiment 2 the target string had to be segregated not only from the distractor 
string, but also from the randomly colored background elements. These background elements 
did not produce large chunks of similar elements because they were surrounded by elements 
with a random color. Nevertheless, occasional background elements had a color similar to a 
neighboring circle of the target string, which may have caused them to group with the target 
string. These random additions to the target string may have further decreased grouping 
speed. 
 
Comparison of experiments 1 and 2  
It is of interest to directly compare the results of experiments 1 and 2, as the only difference 
between these experiments was the presence of the background elements. These background 
elements increased the difficulty of the task, as in experiment 1 the target string had to be 
segregated only from the distractor string, while in experiment 2 it also had to be segregated 
from the background elements. Moreover, in experiment 1 proximity alone could be used for 
grouping, whereas only the combined evaluation of proximity and similarity was available as 
a grouping cue in experiment 2. We therefore compared response times between the 
experiments in the 14 subjects that performed well enough in experiment 2. To facilitate the 
comparison, we replotted the response times of experiment 2 in Figure 12 (see page 63), 
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together with the response times of the same participants in experiment 1. To analyze the 
significance of the differences, we carried out an additional ANOVA with 4 factors: the first 
three factors were the same as in the previous analyses (marker position, color similarity and 
same/different initial color), and we included the presence of background elements as an 
additional factor.  

All four factors caused main effects in the ANOVA. The main effects of marker 
position, color similarity and initial-color were anticipated on the basis of the results of 
experiments 1 and 2. The new main effect is a difference between experiments. Response 
times were larger in the presence of background elements (F(1,13) = 78.5, p < .001). The 
increase in response time in experiment 2 indicates that the background elements indeed make 
the task more difficult as they prevented grouping on the basis of proximity alone, so that the 
task required the joint evaluation of proximity and similarity cues. A potential confound is 
that the order of the two experiments was not counterbalanced across participants, because all 
subjects were tested in experiment 1 before experiment 2. However, it is unlikely that the 
difference in response times between experiments is caused by training effects, because 
training should rather have decreased response times in the second experiment. 

All the two-way interactions were significant in the 4-way ANOVA. We will focus on 
the two-way interactions that included the factor ‘background elements’, because the other 
interactions were also observed in experiments 1 and 2 and have been discussed above. The 
first new interaction is between background elements and marker position (F(2,26) = 21.0; p < 
0.001). Grouping speed was lower in the presence of the background elements (compare 
slopes between experiments in Figure 12 and Table 1 on pages 63 and 59, respectively). The 
second two-way interaction was between background elements and within-curve similarity 
(F(2,26) = 11.8; p < 0.001); the beneficial effect of color homogeneity was more pronounced 
in the presence of background elements. The third interaction was between background 
elements and the initial color of the two curves: a difference in the initial color of the two 
strings decreased response times more in the presence of the background elements. These 
interactions can all be explained by the absence of proximity as a grouping cue in experiment 
2 and the requirement to segregate the target curve from the background elements. Color 
similarity was crucial for grouping in experiment 2, and this apparently amplified the 
beneficial effect of within-string color homogeneity and the effect of a difference in color of 
the two strings.  

Finally, all the three-way interactions were significant in the ANOVA. The three-way 
interaction marker position x color similarity x initial-color had been observed in experiment 
1 and will not be discussed further. New are a three-way interaction background x marker 
position x color similarity (F(4,52) = 6.1, p < 0.001) as well as a three-way interaction 
between background x marker position x initial color (F(2,26) = 9.7, p = 0.001). These 
interactions indicate that the two factors initial color and color similarity that facilitate 
similarity grouping do not only cause a larger reduction in response times in experiment 2 
compared to experiment 1, but that they also have a stronger effect on grouping speed (i.e. a 
stronger effect on the slopes in Figure 12).  

The fourth three-way interaction is between background x color similarity x initial 
color (F(2,26) = 4.3; p = .025). In experiment 1, color homogeneity of the strings had little 
effect on response time in the same initial-color condition but a clear effect if the two curves 
started with a different color. In contrast, color similarity had a large effect in both initial-
color conditions of experiment 2. A possible explanation for this three-way interaction is that 
color similarity always helps to segregate the target string from random background elements 
(as required in experiment 2), but that it only helps to segregate the target string from the 
distractor string (as required in experiment 1) if they have a different color. The four-way 
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interaction was not significant (F(4,52)=0.3; p > 0.5). In summary, we observed a rich pattern 
of interactions between the factors that were manipulated experimentally within and between 
the experiments. These interactions suggest that proximity and similarity grouping cues are 
jointly evaluated by a unitary process.   
 
General discussion 
Here we have outlined a theory that proposes two forms of perceptual grouping. The first is 
base-grouping, a process that requires neurons tuned to conjunctions of features. We reviewed 
neurophysiological evidence demonstrating that base-grouping occurs and that it happens fast 
and in parallel across the visual scene. The second type of grouping is incremental grouping, 
which is a serial process that has to be invoked when neurons tuned to the relevant feature 
conjunctions are not available, so that new perceptual groups have to be formed in a flexible 
way. Incremental grouping is achieved by labeling the features to be grouped by attention, 
which corresponds to labeling of neurons that represent the to-be-grouped features with an 
enhanced response. 

We tested a unique and distinguishing prediction of the incremental grouping theory, 
which is that grouping becomes serial when multiple local grouping cues have to be combined 
in a transitive way. Conditions where perceptual grouping becomes serial had, to our 
knowledge, so far only been observed in tasks where subjects group contour elements 
together on the basis of their connectedness and good continuation. The present study 
generalizes these findings to other Gestalt grouping cues such as proximity and similarity. 
Response times increased almost linearly with the number of elements that had to be grouped 
together, showing that grouping could not be accomplished in parallel and incremental 
grouping was required. 

Furthermore, we outlined a number of new effects of proximity and similarity 
grouping cues and their interaction on the speed of grouping. First, grouping speed depended 
on the availability of proximity and similarity cues. Grouping speed was highest if the subject 
could use both cues as in experiment 1 (Figure 7: global-different), while the speed decreased 
if only proximity (Figure 7: global-same) could be used. In experiment 2, we prevented 
proximity grouping so that participants could only use similarity as a grouping cue. We note 
that in most of our conditions it did not suffice to group all image elements of a particular 
color as this would include elements of the distractor curve as well as background elements. 
In the local and semi similarity conditions of experiment 2, grouping by similarity was only 
useful between neighboring elements of the string forcing participants to exploit the fact that 
similarity grouping is strongest between nearby items (i.e. an interaction between similarity 
and proximity). Under these conditions, grouping slowed down by a factor of four compared 
to the fastest conditions of this experiment (from 11 ms/deg down to 40 ms/degree, see Table 
1).  

Second, our experiments exposed two factors that influence the processing time during 
similarity grouping. A high degree of within-string similarity promoted fast grouping. We 
suggest that in this situation large chunks of similar string elements can be detected as base 
groupings and added to an evolving incremental group (see Figure 13A on page 64) so that 
the grouping operation can finish within a few iterations. If neighboring elements are similar 
while elements separated by a larger distance are only indirectly related, multiple local 
groupings have to be combined in a transitive way, and this decreases grouping speed (Figure 
13B). Moreover, processing time depends on the similarity between a target object and other 
objects in its vicinity. Grouping speed decreased if the target string had the same color as the 
distractor string. This can be explained analogously, because the extent of the base groupings 
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should be limited to prevent chunking elements of the target string with elements of the 
distractor string (Figure 13C).  

In this discussion we will first consider potential confounds that could invalidate the 
interpretation of our results. We will then explore the relation between our findings and 
previous results that suggested the involvement of attention in perceptual grouping, as well as 
a number of apparently conflicting findings. We will proceed by comparing the incremental 
grouping theory to previous theories on perceptual grouping, and suggest how conflicting 
results in the literature on perceptual grouping can be reconciled within the framework of the 
incremental grouping theory. 
 
Role of eye movements 
We encouraged the participants not to move their eyes, but the long response times in some of 
the conditions make it likely that subjects made eye movements on at least a fraction of the 
trials. We did not enforce gaze fixation, because this would have required a substantial 
amount of training for our naïve subjects. It seems unlikely, however, that eye movements 
influenced our results, for the following reasons.  
 First, previous research suggests that eye movements have relatively little influence on 
the pattern of response times in contour grouping (curve tracing) tasks. Jolicoeur et al. (1991) 
compared a condition where curve tracing stimuli were visible for only 180 ms so that eye 
movements were prevented (their Experiment 2) to a condition where the same stimuli 
remained visible until the subject’s response (their Experiment 1). In both experiments 
reaction times increased approximately linearly with the length of the curve that had to be 
traced, and were shorter for straight curves than for curves with a high curvature. This is 
explained by the incremental grouping theory if the base-groupings that are added to an 
incremental group are larger for straight lines than for contorted curves. Importantly, the 
beneficial effect of low curvature on the serial grouping process occurred irrespective of 
whether eye movements could be made during stimulus presentation.  

Second, Crowe et al. (2000) studied the pattern of eye movements during a maze 
solving task, were participants had to trace a path to localize the exit out of a maze. An 
important result was that the subjects’ eyes tended to land on successive locations along the 
target path. Let us consider what happens while the subject fixates, during the interval 
between eye movements. During such a fixation interval, the participants have to ‘mentally’ 
trace the path between the current eye position and the next, in order to determine the 
endpoint of their next eye movement. Crowe et al. (2000) observed a linear relation between 
the fixation duration and the length of the path that was traversed by the succeeding saccade, 
suggesting that the subjects serially trace the path between the current eye position and the 
next to determine the endpoint of the upcoming saccade. Moreover, turns in the path tended to 
decrease the length of the path traversed by a saccade, which corroborates the effect of 
curvature on tracing speed that was observed by Jolicoeur et al. (1991). These results, taken 
together, imply that mental curve tracing is a serial process and that the factors ‘curve length’ 
and ‘curvature’ that influence reaction times do so irrespective of the subjects’ eye 
movements. We therefore infer that it is unlikely that eye movements are the main 
determinant for the pattern of response times observed in our experiments. 
 
Is tracing equivalent to grouping? 
We asked participants to indicate the shape of a marker that was on the same string as the 
fixation point. This is a question about grouping: subjects have to determine which image 
elements belong to the same object. However, there are strategies to solve this task that do not 
require the grouping of the entire object at once. For example, for the curve tracing task where 
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participants have to report whether two markers are located on the same curve, McCormick & 
Jolicoeur (1991) proposed a model where a ‘spotlight’ or ‘zoom lens’ of attention is shifted 
along a target curve until a marker is reached. The crucial difference between the zoom lens 
model and the incremental grouping theory is that in the former model attention is removed 
from contour elements that have been passed by the zoom lens. Thus, only a small sector of 
the target curve is in the focus of attention at a time, and simultaneous labeling of contour 
elements at a larger separation does not occur.  

An experiment by Houtkamp et al. (2003) aimed to distinguish between the zoom-lens 
and the incremental grouping model using a dual task design. The primary task of the 
participants was to trace a target curve that could cross a distractor curve one or two times. To 
probe the distribution of attention, segments of the target or distractor curve briefly changed 
their color and the secondary task was to report these colors. Participants reported the colors 
on the target curve more reliably than the colors on the distractor curve, which suggests that 
attention is directed to this curve. Importantly, the accuracy for the initial segments of the 
target curve stayed high even by the time that the participants reached the end of the target 
curve. Thus, the entire target curve was eventually labeled by attention, which supports the 
incremental grouping theory. Neurophysiological studies in monkeys that carry out contour 
grouping tasks provide another line of evidence in support of the incremental grouping theory. 
In these tasks, the neuronal responses evoked by contour elements of the entire target curve 
are jointly enhanced (Roelfsema et al., 1998). 

The incremental grouping theory does not claim that complex curves or strings are 
always entirely labeled by attention. There may well be an upper limit on the number of 
image elements that can be grouped incrementally, although the results of Houtkamp et al. 
(2003) demonstrate that this limit is much larger than one base-grouping. Thus, if a curve or a 
string is very long or complex, attention might retract from the initial segments while it 
spreads over image elements that are further along the curve (a ‘moving sausage’ of 
attention). Such a limit on the number of base groupings that can be grouped incrementally 
would be in line with other studies that demonstrated limits in the number of image elements 
that can be attended at the same time. For example, Pylyshyn & Storm (1988) observed an 
upper limit of about four items that can be tracked simultaneously in a task where participants 
had to follow multiple independently moving image elements. A series of experiments by 
Yantis (1992) suggests that participants perform this task by grouping the image elements into 
a dynamically morphing object. For moving elements, the limit on the number of items that 
can be successfully tracked together is about four, and future work could investigate whether 
similar limitations occur in the number of base groupings that can be labeled by attention to 
form an incremental group. 
 
Resolving conflicts in the literature on perceptual grouping 
Let us now, for the sake of the argument, step in the shoes of an outsider who tries to 
familiarize himself with the literature on perceptual grouping. It is likely that he (or she) will 
first be confused. Some workers argue that perceptual grouping takes place in parallel across 
the visual scene, while others state that it requires serial processing. Some maintain that 
grouping depends on visual attention while others claim that it largely happens at a pre-
attentive stage. Moreover, all these viewpoints are supported by substantial experimental 
evidence. Our present finding that conditions exists where proximity and similarity grouping 
require serial processing might simply add to the confusion. We will therefore now suggest 
how the incremental grouping theory provides a framework capable of resolving the 
discrepancies.  
 

69 
 
 



  

When grouping takes time, and when it does not 
A number of studies have demonstrated that grouping is a rapid process that occurs in parallel 
across the visual scene. For example, pathfinder tasks where participants have to identify a 
string of colinearly aligned contour elements can be solved in parallel (see introduction and 
Figure 2A). Another example of fast grouping is the rapid detection of feature constellations 
that form objects, as is observed for e.g. faces and cars (Thorpe et al., 1996). The incremental 
grouping theory proposes that these feature constellations can be extracted as base-groupings 
because they are coded by dedicated neurons in the visual cortex. Neurons tuned to simple 
contour configurations (Brincat & Connor, 2004; Pasupathy & Connor, 2001) and faces (Tsao 
et al., 2006) have indeed been found in the visual cortex, and these cells are rapidly activated 
if the visual stimulus contains the critical feature constellation (Oram & Perrett, 1992; Sugase 
et al., 1999). It is not possible to have a neuron for every possible combination of features and 
we conjectured that incremental groupings have to be formed when there is no neuron that 
codes the relevant constellation. This process is time-consuming, especially when multiple 
local base-groupings have to be combined in a transitive way. This explains why contour 
grouping tasks take time, especially if a larger number of contour elements have to be 
grouped into an elongated, unfamiliar shape and segregated from other contour elements that 
may be equally colinear (Jolicoeur et al., 1986, 1991; Pringle & Egeth, 1988; Roelfsema et al., 
1999). It also explains why serial incremental processing is required if a number of 
disconnected image elements have to be grouped into a string on the basis of their proximity 
and similarity relationships, as was the case in the present study. 

A study by Holcombe & Cavanagh (2001) gives a beautiful illustration of the 
distinction between base- and incremental grouping. Participants saw a red vertical grating 
that alternated rapidly with a green horizontal grating at the same location. The alternation 
rate was varied to determine the maximal rate at which the participants could report the color 
of, say, the horizontal grating. They could do this at the remarkably short exposure duration of 
20 ms per alteration. This rapid grouping only worked, however, if the color and orientation 
were present at the same location. If a horizontal grey grating was juxtaposed to a 
homogeneously colored red region and this stimulus was alternated with a vertical grating 
next to a green region, correct grouping between color and orientation was only possible for 
exposure durations longer than 400 ms. This suggests that the conjunction between an 
orientation and a color is a base grouping coded by single neurons, but only if these features 
are present at a single location (i.e. they fall in the same receptive field). Neurons tuned to 
both color and orientation are indeed abundant in early visual cortical areas (Sincich & 
Horton, 2005). Conjunctions between a color at one location and an orientation at another 
location can, on the other hand, presumably only form as incremental groupings. They require 
the spread of an enhanced neuronal response between neurons coding the orientation at one 
retinal location and other neurons coding the color at another retinal location, and their 
formation is therefore associated with longer processing delays.  
 
The role of attention 
Let us now consider the discrepancies that exist in the literature about the involvement of 
attention in grouping. We will compare studies that suggest that some forms of grouping do 
not occur without attention with studies that suggest that Gestalt grouping takes place at a pre-
attentive stage. We will argue that also these discrepancies can be resolved by the distinction 
between base-grouping and incremental grouping. In the next session, we will elaborate on 
incremental grouping and clarify the distinction between a parallel stage where label-
spreading connections become enabled (‘linking’), and a serial stage where these connections 
propagate an enhanced response to form incremental groups (‘grouping’). 
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 Curve tracing tasks suggest that grouping requires attention. In this task, the 
contour elements that have to be grouped together are labeled by attention (see Figure 4C; 
Houtkamp et al., 2003; Scholte et al., 2001). Other studies also indicated that some forms of 
grouping do not occur when attention is directed elsewhere. Ben-Av et al. (1992), for 
example, investigated grouping of image elements surrounding a centrally displayed letter. 
When the participants directed their attention to the letter, they were unable to report the 
perceptual organization of the other image elements, which were arranged in rows or columns 
on the basis proximity or similarity. This result suggests that proximity and similarity groups 
do not form without attention.  
 Another line of evidence that seems to imply a role for attention in perceptual 
grouping comes from the ‘inattentional blindness’ paradigm introduced by Mack et al. (1992; 
see also Mack & Rock 1998). Their participants had to report about the relative length of two 
arms of a central cross. After a few trials in this task, the participants were unexpectedly 
presented with a more complex display. Now the central cross was surrounded by an array of 
image elements that could be grouped in columns or rows on the basis of proximity or 
similarity cues. The observers received a surprise question about the perceptual organization 
of the array, and they were usually unable to report about perceptual grouping into rows or 
columns. Mack et al. (1992) therefore concluded that Gestalt grouping does not take place 
without attention. However, the inattentional blindness methodology has been criticized on at 
least two grounds. First, it is conceivable that grouping took place outside awareness and that 
participants therefore were not able to report about it. Second, the observers may have 
forgotten their percept by the time of questioning as they did not expect to see an array 
(Russell & Driver, 2005).  
 Subsequent studies with similar arrays but using more sensitive and implicit 
measures of grouping substantiated these criticisms, and instead obtained evidence for 
grouping without attention. Moore and Egeth (1997), for example, asked participants to carry 
out a line length discrimination task on a background of black and white dots. On some of the 
trials, the black dots were configured to induce the Müller-Lyer or Ponzo illusion in case of 
grouping. Remarkably, the dots indeed influenced the line length judgments, even though 
participants could not report about the groupings when questioned. A later study by Russell & 
Driver (2005) extended these findings. They investigated the influence of perceptual grouping 
of background elements while participants carried out a change detection task. Subjects had to 
compare two arrays in central vision to detect a change. Unbeknownst to the subjects, the 
image elements in the surround formed columns on the basis of (isoluminant) color similarity 
in some of the images. If both the central pattern and the grouping of background elements 
changed across displays, the participants were more likely to report the change than when 
only the central configuration changed. Again, the observers were unaware of the grouping of 
the background elements.  
 These studies demonstrate that perceptual grouping can occur without attention 
and outside the awareness of the observer. According to the incremental grouping theory this 
is only possible for feature constellations that are coded as base groupings, and we argue that 
this assumption indeed holds true for the experiments described above. The arrays of black 
dots of Moore & Egeth (1997) looked like lines if observed through a low spatial frequency 
filter. It is plausible that neurons in the visual cortex could detect these dot arrays as base-
groupings during feedforward processing, which may have influenced perceived line length 
just as normal line inducers that are commonly used to produce the Müller-Lyer and Ponzo 
illusion. A similar explanation can be given for the isoluminant dot arrays used in the change 
detection task of Russell & Driver (2005). These isoluminant patterns are likely to activate 
orientation selective cells (e.g. Gegenfurtner et al., 1997) and would therefore be registered 

71 
 
 



  

outside the focus of attention as base-groupings according to the incremental grouping theory. 
Thus, the studies that obtained evidence for grouping without attention are consistent with 
what is known about the tuning of visual cortical neurons to conjunctions of features. 
 Another line of evidence that, at least at first sight, seems to imply that Gestalt 
grouping occurs without attention comes from studies in patients with hemineglect. These 
patients fail to perceive objects in the hemifield that is contralateral to a brain lesion that is 
often located in the parietal cortex (reviewed by Halligan & Marshall, 1993; Driver, 1995). 
This failure of perception is usually interpreted as the inability to direct attention to objects in 
the affected hemifield. It is not due to low-level deficits like blindness in a region of visual 
space, because the patients can usually perceive spots of light at the respective visual field 
location. Many of these patients suffer from extinction: if they are presented with two visual 
objects, one in each hemifield, they see only the object in the good hemifield and fail to see 
the one in the bad hemifield. This deficit occurs even though patients are able to see the same 
stimulus in the impaired hemifield if presented alone. A remarkable finding is that an item in 
the bad hemifield can be rescued from extinction if it forms a perceptual group with an item in 
the good hemifield, i.e. if the patients are presented with two items that form a perceptual 
group they perceive both. This relieve from extinction has been observed for objects that are 
grouped on the basis of luminance similarity (Gilchrist et al, 1996), connectedness (Driver, 
1995; Humphreys & Riddoch, 1993), and good continuation (Gilchrist et al, 1996; Mattingly 
et al, 1997; Pavlovskaya et al, 1997). 
 Because one of the main impairments of neglect patients is in shifting their 
attention to the bad hemifield, the results have been interpreted as evidence for grouping 
without attention (e.g. Driver, 1995). We note, however, that the groupings in these 
experiments need not to be detected as base-groupings. The reason is that the grouped items 
are related to each other by Gestalt grouping cues, and neurons that represent them are 
therefore linked by recurrent, attention spreading connections. These connections reside in 
early visual areas that are usually spared by the lesion (e.g. Bosking et al., 1997). According 
to the incremental grouping theory, the enabling of these connections is without effect during 
the pre-attentive processing stage. However, when the patient attends the item in the good 
hemifield, the enabled connections cause attention to spread to the item in the impaired 
hemifield, thereby facilitating its detection. 
 
Linked but not grouped 
A subtle and potentially confusing issue concerns the status of items linked by enabled 
attention-spreading connections. Our theory claims that the enabling of connections in the 
base representation occurs in parallel across the image. One might therefore argue that these 
items are grouped in parallel and pre-attentively, which would bring our theory into 
correspondence with most previous theories on perceptual grouping (Bergen & Julesz, 1983; 
Neisser, 1967; Treisman & Gelade, 1980; Treisman & Gormican, 1988). However, in our 
theory only base groupings are computed outside the focus of attention as soon as an image, 
like Figure 14A, appears (see page 64). Connections between neurons that code image 
elements of the same elongated string are enabled (Figure 14B), but the base representation 
does not reveal whether element 1 belongs to the same string as element 2 or element 3. We 
argue that grouping has not taken place until attention spreads across the enabled connections 
to make these additional, incremental groupings explicit. 
 The distinction between ‘linking’ and ‘grouping’ can account for the results 
observed in neglect patients that were discussed above. The idea would be that linking can 
occur in these patients so that attention can spread across linked items, from the good to the 
impaired hemifield. The distinction between linking and grouping may also shed light on 
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recent intriguing results on the influence of grouping in the motion-induced blindness (MIB) 
paradigm (Bonneh et al., 2001). In this paradigm a number of high contrast slowly moving or 
stationary items are superimposed on a background of rapidly moving dots. Under these 
conditions, the high contrast items disappear spontaneously from perception for a period of 
several seconds and then reappear. Bonneh et al. (2001) suggested that the moving dots 
increase the level of competition between the representations of visual objects so that they can 
completely disappear from perception. Importantly, Gestalt cues have a strong influence on 
MIB. Visual objects disappear and reappear together if they form a perceptual group on the 
basis of colinearity and proximity cues. Ungrouped objects, on the other hand, disappear and 
reappear independently. Mitroff and Scholl (2005) extended these findings to other grouping 
cues including connectedness. In their study, Gestalt grouping cues were added or removed 
between objects while they were invisible. Remarkably, the changes in the grouping cues 
occurring outside awareness nevertheless influenced the simultaneity of reappearance. If 
grouping cues were removed outside awareness then the items tended to reappear 
independently, and vice versa, if grouping cues were added then items tended to reappear 
together.  
 The enabling of attention spreading connections between items on the basis of 
Gestalt cues can account for their simultaneous reappearance in MIB. We recall that the 
enabling process is the direct consequence of the pattern of activity of the base-representation, 
and modifications in the base-representation are therefore associated with changes in the set 
of enabled connections (as was discussed in relation to Figure 4A). Thus, enabling and 
disabling of connections (i.e. linking) is independent from attention and can occur outside 
awareness. However, once attention is directed to one item, then it will spread to other items 
that are linked and they will become visible at approximately the same time.  
 An additional assumption is required to account for the simultaneous 
disappearance of grouped items. One possibility is that the mutual facilitation between 
grouped items causes them to remain visible for a longer time than they would if presented 
alone. Bonneh et al. (2001) indeed demonstrated that grouped items were less prone to 
disappear from awareness. When one of the grouped items disappears, this decreases the 
facilitation of the other items and increases the probability that they also become invisible.  
 
The influence of grouping cues on attentional selection 
The incremental grouping theory requires that attention flows within perceptual groups, a 
requirement that is supported by many studies. Kahneman and Henik (1981) may have been 
the first to study the effect of perceptual grouping cues on the spread of attention. In some of 
their experiments, they investigated the effect of proximity and similarity cues in partial 
report tasks. They demonstrated that perceptual groups act as units because grouped items 
tend to be jointly reported or jointly missed, which suggests that they are co-selected by 
attention. Here we will briefly review a number of research lines that have extended these 
findings with a variety of techniques.  
 A powerful method to probe the influence of Gestalt grouping cues on the spread 
of attention is given by the flanker task. In this task, participants have to map target objects 
onto arbitrary responses. The target is flanked by distractors that are either response 
incompatible (they map onto the opposite response), neutral (not associated with a response), 
or compatible (associated with the same response as the target). The general finding is that 
response incompatible flankers increase response time, while compatible flankers tend to 
reduce response time. Importantly, flankers that are linked to the target by Gestalt grouping 
cues cause more interference than unlinked flankers. These effects can be explained if 
attention spreads from the target to the flankers if they are linked by Gestalt grouping cues. 
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Eriksen & Eriksen (1974), for example, showed that nearby flankers generate more 
interference than flankers that are farther away, supporting of the hypothesis that attention 
flows among items linked by proximity (see also Baylis & Driver, 1992). Similar results have 
been obtained for similarity as a grouping cue. Flankers with a similar color cause more 
interference than flankers with a different color (Baylis & Driver, 1992; Harms & Bundesen, 
1983; Kramer & Jacobson, 1991). The same holds for motion: flankers moving with the target 
interfere more than flankers that do not (thus attention flows among items with a ‘common 
fate’; see Driver & Baylis, 1989). Connectedness and good continuation have a similar effect. 
Flankers that are connected to a target (Kramer & Jacobson, 1991) or are linked to the target 
by good continuation (Baylis & Driver, 1992) have a stronger influence on response time. 
These results, taken together, provide strong support for the hypothesis that attention spreads 
among items linked by Gestalt grouping cues, enhancing the impact of flankers linked to a 
target.    
 Cueing tasks provide a second line of evidence in support of the hypothesis that 
attention flows among linked items. In an elegant study, Egly et al. (1994) presented two 
elongated objects and asked participants to detect a probe item that was presented on one of 
these objects. The probe was preceded by a cue that could appear at one of four locations. The 
first cuing location was valid: it predicted the location of the upcoming probe. The second 
location was invalid, but it was on the other end of the valid object. The third cuing location 
was on the other object, at the same distance from the probe as the second location. The fourth 
cuing location was on the other object and farther away from the probe, and was added to 
make the design symmetric. As expected, probe detection was fastest for the valid cue. The 
comparison of most interest is between cuing locations two and three, at the same distance 
from the target location. Remarkably, a cue at location two, on the same object, gave rise to 
shorter response times than a cue at location three, on the other object. A recent experiment 
by Haimson & Behrmann (2001) suggests that attention even spreads across the entire cued 
object when parts of it are occluded. 
 He & Nakayama (1995, Experiment 3) obtained a similar result. They presented 
two sets of image elements at different depths in 3-D displays. One set of elements was cued, 
and then a target appeared in one of the two sets. Response times were shortest for validly 
cued elements. Importantly, the cue-validity effect was largest if the two groups of elements 
were seen to be in different planes, and was reduced if all the elements fell in a single, tilted 
plane. These results imply that attention tends to spread among neighboring items that are 
linked by a disparity gradient that defines a plane in the image.   
 Visual search experiments provide yet another line of evidence in support of the 
conjecture that perceptual groups act as units that can be selected by attention. Duncan & 
Humphreys (1989) demonstrated an important role for similarity grouping in visual search. 
They showed that visual search for a particular target item is most efficient if the shapes of all 
the distractors are similar, but dissimilar from the shape of the target. Duncan & Humphreys 
(1989) proposed that a set of similar distractors can be rejected efficiently as a perceptual 
group (see also Bundesen & Pedersen, 1983). They proposed that the ‘attentional weights’ of 
the items that belong to the same perceptual group are linked, and that a suppression of 
activity spreads among these items. Such a spread of suppression would be complementary to 
the spread of attention proposed here. A reduction in the interference from distractors that 
belong to a different perceptual group than the target during search tasks has also been 
observed for grouping by proximity (Banks & Prinzmetal, 1976), good continuation 
(Donnelly et al., 1991), connectedness (Wolfe & Bennett, 1997), and for a set of distractors 
that is located on an image plane tilted in depth (He & Nakayama, 1995).  
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 We conclude that studies that have used a variety of techniques provide converging 
evidence for the role of Gestalt grouping cues in attentional processing. Attention spreads 
among the items that belong to a perceptual group and these items are either jointly selected 
or jointly blocked from further processing.  
 
The Feature Integration Theory 
In 1980, Treisman and Gelade formulated their Feature Integration Theory (FIT). This theory 
claimed that features like colors, motions and shapes are initially registered in separate feature 
maps. A spotlight of attention has to be directed to the location of an image element to 
highlight all its features in the various feature maps so that they are bound in perception. 
Thus, the FIT was the first to propose that attention can be used to represent feature 
conjunctions that are not coded by dedicated neurons (Treisman and Gelade, 1980; Treisman 
& Schmidt, 1982). We acknowledge this crucial insight that plays a fundamental role in the 
incremental grouping theory. We note, however, that the incremental grouping theory is not a 
straightforward extension of the FIT. The experimental data from the last 25 years necessitate 
a number of important deviations. 
 A major difference between the present theory and the FIT is that the latter only 
considers spatial attention: i.e. a spotlight or zoom lens that is directed to the spatial location 
of a target item to bind its features into a coherent representation. The binding of information 
at a single location is a relatively easy problem if compared to the binding of features at 
different locations of a spatially extended object (see e.g. Shadlen & Movshon, 1999). The 
incremental grouping theory holds that conjunctions between features at a single spatial 
location are usually coded as base-groupings that can be extracted in parallel. The hard 
problem that requires labeling with attention is binding the features of a spatially extended 
object. In this situation attention does not act as a spotlight, but it rather adopts the shape of 
the relevant object (Figure 4C). There is compelling evidence that attention can be object-
based, which means it can be directed selectively to an object that overlaps with another 
object (Blaser et al., 2000; Duncan, 1984; O'Craven et al., 2001; Roelfsema et al., 1998).  

Another important difference between the incremental grouping theory on the one 
hand, and the FIT and object-based theories of attention on the other hand, is that the latter 
suggest that Gestalt grouping takes place pre-attentively, whereas the incremental grouping 
theory claims that this is only true for the detection of local base-groupings and ‘linking’ (i.e. 
enabling of connections), while the transitive combination of local groupings on the basis of 
Gestalt criteria requires the spread of attention. Thus, while the FIT suggests that processing 
delays are caused by shifts of the attentional spotlight, the incremental grouping theory 
suggests that delays are also caused by the time consuming spread of attention across an 
elongated object. 

One of the appealing features of the FIT is that it gives clear predictions about tasks 
that can be solved pre-attentively and tasks that can not. The FIT proposes that items with a 
unique feature (e.g. a single red item among items with a different color) can be distinguished 
pre-attentively, by accessing a single feature map. If the task requires the evaluation of feature 
conjunctions, then attention comes into play, as the spotlight has to move across the display to 
evaluate the feature conjunctions, for one or a few objects at a time. Unfortunately, this view 
is no longer tenable as it has become clear that there exist single neurons that code 
conjunctions between different features as base groupings (as was discussed above). Thus, 
neurophysiological experiments have demonstrated that many feature conjunctions are coded 
before attention comes into play. 
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Illusory conjunctions 
In a seminal study, Treisman & Schmidt (1982) demonstrated that participants make 
conjunction errors: they sometimes perceive features in erroneous combinations. In this study, 
the participants had to direct their attention to a large region in the display because their 
primary task was to report two briefly presented digits appearing at peripheral locations to the 
left and right of fixation. A number of colored letters were presented between the digits, and it 
was the subjects’ secondary task to report the identity and color of the letters. An illusory 
conjunction occurred if the subject reported a letter of the secondary task with a color that 
actually belonged to a different letter. Thus, the subject might for example report a brown T, 
although a blue T and a brown R had been presented. Treisman & Schmidt (1982) interpreted 
this result in the context of the FIT. They suggested that features within a large attentional 
focus are free floating, because attention has to constrict around one of the letters before the 
letter identity is correctly bound with the corresponding color.  
 Ashby et al. (1996) noted, however, that the participants of this study (and other 
studies on illusory conjunctions) were much better in detecting genuine conjunctions than the 
expected performance if features were completely free-floating and recombined randomly. 
This is consistent with the incremental grouping theory that proposes that base-groupings 
provide hardwired conjunctions between shapes and colors at the same location. However, the 
same proposal does not explain why participants sometimes erroneously recombine features 
of different objects in their report if these conjunctions are coded as base-groupings. The 
answer may be that Treisman & Schmidt (1982) had to present the letters so briefly to observe 
these conjunction errors that the participants also made feature errors: i.e. they reported a 
letter or a color not present in the display. The occurrence of conjunction errors is not 
incompatible with coding as base-groupings, if the display duration is so short that even the 
features themselves are sometimes misperceived. Even if feature conjunctions are coded as 
base-groupings, it is conceivable that short display durations occasionally cause the preserved 
representation of the identity of one letter and the color of another one while the feature 
conjunctions are lost. In these situations, participants may report the features that they did 
perceive and remember in erroneous combinations.  
 A further interesting finding in previous studies on illusory conjunctions is that 
conjunction errors occur more frequently between items that belong to the same perceptual 
group than between items of different groups (Prinzmetal, 1981). Illusory conjunctions are, 
for example, more abundant between nearby items than between items at a larger separation 
(Cohen & Ivry, 1989). They also occur more frequently between items with a similar color, 
shape or motion than between items with a different color, shape or motion (Baylis et al., 
1992; Ivry & Prinzmetal, 1991; Prinzmetal, 1981). To explain the effects of grouping on 
illusory conjunctions, we note that the subjects may sometimes direct their attention to these 
items, even if they are part of a secondary task (see also Ashby et al., 1996; Treisman & 
Schmidt, 1982). Above, we reviewed the results of Kahneman & Henik (1981) who 
demonstrated that Gestalt grouping cues determine the features that are jointly reported in 
partial report tasks, presumably because these cues determine the spread of attention (for a 
similar view see Prinzmetal, 1981). Thus, linked image elements are more likely to be co-
selected by attention and their features are therefore more likely to be extracted. It follows 
naturally that participants are also more likely to report the features of different elements of a 
group in an erroneous combination than the features of items that belong to different groups.  
 
Can the incremental grouping theory be falsified? 
A possible criticism for the incremental grouping theory is that it seems hard to falsify, at 
least at first sight. Whenever the experimental results indicate that efficient grouping takes 

76  



  

place in parallel across the visual scene, the theory suggests that the task is solved by base 
grouping. If grouping is less efficient, then the theory proposes that it is implemented by a 
time-consuming spread of attention. Thus, the theory does not provide a clear distinction 
between tasks that are associated with base-grouping and tasks that require incremental 
grouping.  
 The main reason why it is difficult to draw the line between base- and incremental 
grouping is that new base groupings may form as a result of perceptual experience. Tasks that 
initially require incremental grouping may therefore be solved by base grouping if sufficient 
training has taken place. There is experimental support for a role of training in perceptual 
grouping. Vecera & Farah (1997), for example, tested the effect of stimulus familiarity in a 
figure-figure segregation task. Participants saw two superimposed letters and they had to 
indicate whether two markers were located on the same letter or on different letters. The 
remarkable result was that response times were shorter if the letters were shown in their 
upright position than if they were shown upside down. Apparently, our lifelong experience 
with upright letters makes them easier to segregate from each other. Similar effects of training 
have been observed in texture segregation tasks (Karni & Sagi, 1993; Karni et al., 1994) and 
contour grouping tasks (Kourtzi et al. 2005), where a few hours of training can greatly 
improve performance.  
 The emergence of new base-grouping has also been observed in 
neurophysiological experiments. Baker et al. (2002) trained monkeys to discriminate between 
“batons”, elongated objects consisting of two distinct shapes joined by a straight line. Initially 
many neurons in the monkey’s inferotemporal cortex (an area involved in object recognition) 
were tuned to the local shapes, but not to the overall configuration. This situation was altered 
after training, because now many neurons had become selective for conjunctions between the 
two shapes. Thus, new base-groupings were formed after experience with behaviorally 
relevant feature conjunctions. This conclusion is supported by studies that uncovered single 
neurons in the temporal cortex of human subjects tuned to famous individuals, like Bill 
Clinton or Jennifer Aniston (Kreiman et al., 2002; Quiroga et al., 2005). These cells respond 
selectively to pictures of these celebrities and not to pictures of a variety of other people. It 
seems likely that the precise tuning of these cells is the result of perceptual experience. Thus, 
we are forced to conclude that new base groupings can form during perceptual experience and 
that it is unrealistic to search for a fixed boundary between base- and incremental grouping.  
 Thus a potential drawback is that the incremental grouping theory is too flexible to 
generate predictions that can be tested experimentally. Our first line of defense is that the 
theory has provided new structure in a complex set of seemingly incompatible results. 
Moreover, the theory is supported by unequivocal neurophysiological data in favor of base-
grouping as well as for the labeling process associated with incremental grouping, and 
psychophysical evidence for both parallel and serial grouping on the basis of Gestalt criteria. 
It seems unlikely that future theories on perceptual grouping can ignore these findings, in an 
era where the newly emerging links between neurophysiology and experimental psychology 
provide a major driving force behind new theoretical developments.  
 Nevertheless, we consider it important to close with a number of predictions that 
permit the falsification of the incremental grouping theory. A first and major prediction is that 
grouping becomes serial whenever the following two conditions are met: (1) the task requires 
the transitive combination of local groupings, and (2) the overall configuration is unfamiliar 
so that base-groupings cannot have formed. We note that this prediction distinguishes the 
present theory from most, if not all, previous theories of perceptual grouping that did not 
envision serial grouping.  
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 A second prediction is that serial grouping requires attention to gradually spread 
across all the items that have to be grouped. This prediction gained support with 
psychophysical methods in the present experiment, and can be further tested with imaging 
techniques because the neuronal responses evoked by the grouped image elements are 
predicted to be stronger than the responses evoked by image elements that belong to other 
objects and the background.  
 A third and perhaps less obvious prediction can be derived from the fact that there 
is only a single label: neuronal responses are enhanced or they are not. Another theory could 
propose that features of one object are labeled by a strong neuronal response, the features of a 
second one by an intermediate response level, and the features of the rest of the objects and 
the background by a weak response. This situation is not envisioned by the incremental 
grouping theory, because there is at present no evidence to suggest that neurons could 
selectively spread a certain level of response. The implication of this ‘one-label conjecture’ is 
that if the image elements of two objects (that are not coded as base-groupings) are labeled by 
the enhanced response, then these elements are no longer segregated from each other. It 
follows that there can be only one such incremental group at a time. A strong prediction of the 
theory is that it is not possible to simultaneously group two sets of image elements which are 
only linked transitively, by a chain of local grouping cues. We note for clarity that the theory 
does permit the coexistence of an incremental group with a number of base-groupings that are 
extracted during feedforward processing. 
 
 
Note 
Note 1. The colors were derived by interpolation of the RGB-values in the standard 
geometrical representation of color space as a circle (red-orange-yellow-green-blue-purple). 
The resulting colors started from purple (RGB: 125, 0, 125), and went through greenish blue 
(RGB: 0, 255, 255), green (RGB: 0, 255, 0), yellow (RGB: 255, 255, 0), orange (RGB: 255, 
125, 0), red (RGB: 255, 0, 0), and then back to purple in 254 steps. We note that the colors 
were not isoluminant, and that it is therefore possible that luminance similarity contributed to 
the grouping process. We were interested in similarity grouping per se (either on the basis of 
color or luminance), and did not attempt to assess the relative weight of color and luminance 
in the similarity grouping process. 
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Abstract 
Paying attention to an object facilitates its storage in working memory. Here we investigate 
whether the opposite is also true, i.e. whether items in working memory influence the 
deployment of attention. Subjects performed an attention-demanding search for a prespecified 
target while they held another item in working-memory. In some of the trials the item in 
working memory was also present in the search display as a distractor. We show that such a 
distractor has no effect on search time if the search-target is in the display. In that case, the 
item in working memory is unlikely to be selected as target for an eye movement, and if the 
eye does land on it the fixation duration is short. In the absence of the target, however, we 
observed a small but significant effect of the item in working memory on search time. We 
conclude that the target for visual search has a special status in working memory that allows it 
to guide attention. Guidance of attention by other items in working memory is much weaker 
and can only be observed if the search-target is not present in the display. 
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Introduction 
A large body of research indicates that there is an intimate relation between attention and 
working memory (reviewed by Cowan, 2001). The evidence for this relationship comes from 
psychophysical, as well as from neurophysiological studies. In psychology it is well 
established that items that are attended are better remembered, on the short as well as on the 
long term, than items that are not (e.g. Bundesen, 1990; Reeves & Sperling, 1986; Smyth, 
1996). There is also substantial neurophysiological evidence for a close relationship between 
attention and working memory (Desimone, 1996). In many, if not all, areas of the visual 
cortex, neuronal responses to attended objects are stronger than responses to non-attended 
objects (reviewed by Desimone & Duncan, 1995; Maunsell, 1995). The enhancement of 
neuronal responses by visual attention had been found in early visual areas (Kastner, De 
Weerd, Desimone & Ungerleider, 1998; Luck, Chelazzi, Hillyard & Desimone, 1997; 
Maunsell, Sclar, Nealy & DePriest, 1991; Moran & Desimone, 1985; Motter, 1994; Reynolds, 
Pasternak & Desimone, 2000; Roelfsema, Lamme & Spekreijse, 1998), areas of the 
inferotemporal cortex (Chelazzi, Miller, Duncan & Desimone, 1993; Fuster & Jervey, 1981; 
Wojciulik, Kanwisher & Driver, 1998), the parietal cortex (Colby & Goldberg, 1999; 
Corbetta, Kincade & Shulman, 2002; Wojciulik & Kanwisher, 1999), prefrontal cortex 
(Miller & Cohen, 2001; Miller, Erickson & Desimone, 1996; Rainer, Asaad & Miller, 1998), 
and frontal eye-fields (Schall, 1995).  

Correlates of visual working memory have also been found in most of these areas. If a 
behaviorally relevant object is removed from sight, but some of its features need to be 
remembered for a later response, neurons that encode these features have stronger activity 
than neurons that encode other features (Fuster, 1997). Sustained firing in the absence of the 
stimulus has often been observed in the prefrontal cortex (Courtney, Ungerleider, Keil & 
Haxby, 1997; Miller et al., 1996; Rainer et al., 1998; Wilson, Ó Scalaidhe & Goldman-Rakic, 
1993), but it also occurs in the frontal eye fields (Sommer & Wurtz, 2001), the parietal cortex 
(Chafee & Goldman-Rakic, 2000; Corbetta et al., 2002; Gnadt & Andersen, 1988), the 
inferotemporal cortex (Chelazzi et al., 1993; Fuster & Jervey, 1981; Miller & Desimone, 
1994; Ranganath & D'Esposito, 2001), and it has even been observed in the primary visual 
cortex (Supèr, Spekreijse & Lamme, 2001). Many individual neurons that are influenced by 
working memory are also influenced by attention. As a result, the pattern of neuronal activity 
that occurs if an object is held in working memory resembles the pattern that occurs if it is 
attended, but with one major difference; visually driven neuronal activity declines if the 
object is removed from sight. 
 A study by Rainer et al. (1998) in the prefrontal cortex of monkeys nicely illustrates 
the relation between attention and working memory at the level of single neurons. Monkeys 
were trained to search for a target object with a specific shape among distractors, and to store 
its location in memory. During stimulus presentation, neurons that were tuned to the target 
object’s location enhanced their response, which provided a correlate of attention that was 
directed to this location. The same cells maintained their activity in the delay that followed, 
thereby providing a correlate of working memory for this location. The involvement of the 
same cells can explain how attention gates storage of information in working memory. 

These results suggest that gating might also work in the opposite direction; items in 
working memory might influence the deployment of attention. This type of gating is useful, 
for example, in the common task of searching for a prespecified object among distractors, like 
searching for a pen on a desk or a face in a crowd. One needs to remember the target shape, 
which we will call “search template”, during visual search.  
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Models of visual search rely on the guidance of attention by items in working memory 
(Desimone & Duncan, 1995; Phaf, Van der Heijden & Hudson, 1990; Van der Velde & De 
Kamps, 2001; Wolfe, 1994). These models propose that feedback from cortical areas that 
encode the identity of the target object, i.e. the search template, to areas with a spatiotopic 
representation is responsible for the focusing of attention onto the target object’s location 
(Roelfsema, Lamme & Spekreijse, 2000). Physiological studies in the inferotemporal and the 
prefrontal cortex support these theories (Chelazzi et al., 1993, 1998, 2001; Miller et al., 1994, 
1996), since neurons that are active during the delay between target-presentation and visual 
search encode the search template. Moreover, the same neurons enhance their activity after 
presentation of the search display, if attention is focused on the target object during visual 
search. 

The guidance of attention by information in working memory was recently confirmed 
in a psychophysical experiment (Downing, 2000). Participants had to hold a sample object in 
working memory for subsequent recall. During the delay period, two objects were 
simultaneously presented, one that matched the sample and one that did not. Attention shifted 
to the matching object, which confirms that working memory guides the allocation of 
selective attention. 

However, another recent study suggests that the deployment of selective attention 
during visual search and the maintenance of information in working memory rely on 
independent mechanisms (Woodman, Vogel & Luck, 2001). Subjects had to maintain 0, 2, or 
4 objects in working memory for later recall while performing a visual search task. Memory 
load had no effect on the search-slope, i.e. the increase in reaction times caused by increasing 
the number of distractors. Memory load did, however, increase reaction times by an amount 
that was independent of the set-size. This was attributed to an effect of memory load on a 
process that either preceded or followed visual search.  

The relation between attention and working memory discussed above does not 
necessarily imply that a memory load interferes with search, as long as there still is sufficient 
capacity to store the search template. Instead, it predicts a specific type of interference, which 
only occurs if there are distractors in the search display that match one of the items in working 
memory, other than the search template. In this situation, attention should be misguided to 
these distractors, and this should interfere with target detection. Here, we investigate whether 
attention is indeed misguided by items in working memory. 

To increase the probability of observing interference, we used a task in which subjects 
had to store two similar objects in working memory, both as templates for an attention-
demanding visual search task. One of the objects had to be searched immediately, while the 
second object had to be remembered for use in a subsequent search task. On half of the trials, 
the second template appeared in the first search array as a distractor. In this situation, it is 
referred to as memory-item. To examine the extent to which attention is attracted to such a 
memory-item, eye movements and response times were recorded. Interference of the memory-
item should result in an increase in reaction times. 

Furthermore, by recording eye movements, we should be able to monitor items in the 
search array that attract attention. Numerous studies have reported that the generation of a 
saccade requires a shift of attention to the target location (Deubel & Schneider, 1996; 
Hoffman & Subramaniam, 1995; Kowler, Anderson, Dosher & Blaser, 1995). Moreover, the 
pattern of saccades reflects the deployment of attention during visual search (Bichot & Schall, 
1999; Findlay, 1997; Maioli, Benaglio, Siri, Sosta & Cappa, 2001; McPeek, Maljkovic & 
Nakayama, 1999; Motter & Belky, 1998). Therefore, we expect that the memory-item attracts 
the eyes, and is fixated more often than other distractors. 
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It is conceivable that less interference is observed when subjects can store the 
memory-item as a verbal code. To control for this, articulatory suppression can be used to 
prevent subjects from verbally labeling the targets (e.g. Baddeley, 1992). Unfortunately, this 
precludes recording of eye movement data, as this requires the use of a bite-bar. We therefore 
carried out our experiments twice, once with eye movement recording, and once with 
articulatory suppression. 

In addition, we wished to investigate whether memory load has an aspecific effect on 
search performance, or on a process that precedes or follows search (Woodman et al., 2001). 
We therefore included “same-target trials” with two identical search templates. Thus, on these 
trials subjects had to search twice for the same object, and the memory load was reduced by 
50%.  
 

 
 
Figure 1. The sequence of events during a trial. In the search-target display (B), the target for the first search was presented 
on the left and the target for the second search on the right. When the left search-array was presented (D), subjects had to 
search for the left target, which was present on half of the trials. In 50% of the trials the right target was also present. In this 
situation it is referred to as the memory-item. After a response was made, subjects had to search the right array for the right 
target (E). In half of the trials, the left (former) target was also present. Shown here are the Snodgrass and Vanderwart stimuli 
used in the first experiment. 
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Exp. 1A Line-drawings of real-life objects: eye movements 
Figure 1 illustrates the sequence of events during a trial. Subjects were presented with two 
line-drawings of real-life objects that they had to remember. These stimuli were selected from 
the Snodgrass and Vanderwart (1980) stimulus-set. The left item was a target for a first visual 
search, and the right item for the second search. Then a first search array with a set-size of 1, 
2, or 6 items appeared and subjects had to indicate whether it contained the object that was 
previously presented on the left half of the screen (the target). On half of the trials, the object 
that was previously presented on the right half of the screen (the memory-item) was also 
present. If items in working memory attract attention, it is predicted that distractors that are in 
working memory cause more interference during visual search than distractors that are not. 
Immediately after a response was made, subjects searched a second search array for the right 
target. On 50% of the trials, the first target appeared as a distractor in the second array. We 
will refer to these distractors as “former targets” (Figure 1).  
 
Methods 

Participants. Four subjects participated in the first experiment (3 women and 1 man, 
age 22-36). Because of recording difficulties, no eye-movement data are available for one of 
them. All subjects reported normal or corrected-to-normal visual acuity. Two of the subjects 
were authors, the others were healthy volunteers, naive about the purpose of the experiment. 
They were paid €14 for their participation in a single 2-hour session including short breaks 
every 10 minutes.  

Procedure. A trial started with the presentation of a central fixation-point for 600 ms 
(Figure 1). Eye position was monitored, and when subjects broke fixation during the initial 
600 ms of a trial, the trial was aborted and a new one was initiated. After the fixation-period, 
two randomly chosen objects were presented for 2000 ms and subjects were free to move their 
eyes. One of the objects was presented on the left half of the screen, the other one on the right 
half. On 25% of the trials, the two objects were the same. These trials are referred to as same-
target trials. The subjects were instructed to use the objects as targets in a visual search task. 
They were free to choose their strategy of encoding, but post-experimental interviews 
indicated that all subjects mentally named the objects. 

After a 1000 ms blank interval, a search-array was presented on the left half of the 
screen. The array consisted of 1, 2 or 6 items placed on an imaginary circle. Subjects had to 
search for the left target, which was present on half of the trials. In 50% of the trials the right 
target was also present. It is referred to as the memory-item in this situation. Remaining 
locations were filled with different distractor-items (chosen randomly without replacement). 
In case of a set-size 2 array, the items were always placed at opposite positions in the array. 
At every set-size, the target and the memory-item were positioned at opposite locations (if 
both were present).  

The subject’s task was to decide as fast and accurately as possible whether the display 
contained the target. If this was the case, a button was pressed with the right hand. If not, a 
button had to be pressed with the left hand. Immediately after a response was made, the left 
array was extinguished and a new search-array was presented on the right half of the screen. 
The set-size of the right array was always the same as the left array. Now the subjects had to 
search for the object that had been presented on the right. In half of the trials, the left target 
was also present. In this situation, it is referred to as the former target. After a response was 
made, a new trial was initiated. When they made an error, subjects heard a beep. Only trials 
with a correct response for both arrays were included in the analysis. Search-slopes were 
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calculated by dividing the difference between the mean response time at set-size 2 and the 
mean response time at set-size 6 by four. 

Apparatus and stimuli. Stimuli were displayed on an Iiyama S102GT monitor with a 
resolution of 1024 x 768 pixels and a frame rate of 60 Hz. Stimuli consisted of a selection of 
the Snodgrass and Vanderwart stimulus-set, presented as white line-drawings on a black 
background. 184 items were included that were considered by the authors as easily 
recognizable representations of concrete objects. 

Eye movement recordings. Eye movements were recorded using an SMI Eyelink 
tracker (SR Research Ltd.). This system uses infrared (940 nm) video-based tracking 
technology to compute center and size of the pupils with 0.2° spatial resolution at a sampling 
rate of 250 Hz. The system was calibrated at the beginning of the test session and after every 
break. The experimentor was able to monitor the eye position online and interrupt the session 
for recalibration when necessary. The head of the subject was fixed using the system’s 
headband and a custom-made bitebar attached to the table on which the stimulus monitor was 
placed. The stimulus monitor was located 78 cm in front of the subject. A fixation was 
counted as falling on an item when it fell within a circle with a radius of 2.3° (3.1 cm) 
centered on the item (see dashed circles in Figure 3). When calculating fixation duration, 
subsequent fixations on the same item due to microsaccades were collapsed. In the analyses of 
the percentage of fixated items we included only the first fixation on an item.  
 

 
 
Figure 2. Performance in experiment 1A. (A) Accuracy and response times as a function of set-size. Squares indicate average 
reaction time. Error bars indicate standard error of the mean across subjects. Dark bars show the percentage of errors. 
Continuous lines, target-present trials. Dashed lines, target-absent trials. (B) Accuracy and response times for set-size 6 as a 
function of memory-item and target-presence. Error bars indicate standard error of the mean across subjects. Bars on the x-
axis show the percentage of errors. 
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Results  
First array 

Set-size effects. Accuracy data were analyzed with a chi-square test that compares the 
observed and expected frequencies of correct and incorrect responses in each category to test 
if the proportions are the same (see Snedecor & Cochran (1989) for a detailed explanation of 
chi-square testing). There was no significant effect of set-size (1, 2, or 6) on accuracy (χ2 (2) = 
3.10, p > .2). In this and all further experiments, only trials with a correct response on both the 
first and the second search array were further analyzed. Analyses of the response times are 
conducted on the logarithmically transformed values that have a distribution that is closer to 
the normal distribution. 

As in most attention-demanding visual search experiments, the search-slope was 
shallower when the target was present (21 ms/item), than when it was absent (66 ms/item; 
Figure 2A). An ANOVA with target (present versus absent) and set-size (1, 2, or 6) as factors, 
revealed a main effect of target-presence (F(1, 3) = 13.88, p < .04), set-size (F(2, 6) = 18.42, p 
< .003), and an interaction between these factors (F(2, 6) = 6.22, p < .03).  

Influence of the memory-item. At set-size 1, subjects did not have to conduct a visual 
search to decide whether the only item that was present matched the target. Since we are 
interested in the effect of the memory-item on visual search, the clearest results are expected 
at set-size 6. In this condition, the display contains a considerable amount of information, 
which enforces an efficient guidance of attention. We therefore expected the strongest effects 
of the memory-item at set-size 6, and focused our analyses on this set-size. All main results 
were replicated for set-size 2, as will be described more briefly. 

At set-size 6 there was no significant effect of memory-item (present versus absent) on 
accuracy (χ2 (1) = .10, p > .5). Moreover, an ANOVA with target-presence and memory-item 
as factors showed that the memory-item did not affect reaction times (F(1, 3) = .06, p > .8; 
Figure 2B). The effect was also not significant when target-present trials were analyzed 
separately (F(1, 3) = .60, p > .4). However, on target-absent trials, the difference between the 
response times on memory-item absent (1186 ms) and memory-item present (1203 ms) trials, 
was almost significant (F(1, 3) = 4.30, p = .051). 
 

 
 
Figure 3. A typical eye-movement pattern during a trial in which the target is present in the left search-array and absent in the 
right array. The right target is present in the left array (as memory-item). Fixations were considered to be on an object if they 
fell within 2.3° of the center of that object (dashed circles). These fixations are shown as squares. Numbers next to the 
fixation positions indicate fixation duration in ms. Note that the left and right search array are actually presented sequentially 
during a trial (Figures 1D and 1E). 
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Figure 4. (A) Mean fixation duration in experiment 1A. Error bars show standard error of the mean across subjects. Upper 
panel, first array. Lower panel, second array. (B) Percentage of items fixated on correct different-target trials. Error bars 
indicate standard error of the mean across subjects. 
 

We then analyzed the eye movement recordings. Figure 3 shows a typical eye-
movement pattern during a trial with both the target and the memory-item present in the left 
search-array, but absent in the right array. Numbers next to the fixation positions indicate 
fixation duration in ms. The eye position started in the middle of the left array, when it 
appeared on the screen. The first saccade was not directed to an object, and the second one 
brought the eye to the target object (the salt shaker). Thus, the eye did not land on the 
memory-item (the baby carriage) in the left array. When the subject pressed a button with his 
hand to indicate target-presence, the left array disappeared while the right array appeared on 
the screen. The subject fixated two objects of the right array (the swan and the coat) before 
giving a target-absent response. 

To investigate the influence of item identity (target, memory-item, or distractor) on 
fixation duration we used an ANOVA (Figure 4A). In this analysis, subsequent fixations on 
the same item due to small saccades (e.g. the two fixations on the salt shaker in Figure 3) 
were collapsed. There was a marginally significant effect of object-type on fixation duration 
(F(2, 4) = 6.60, p = .052). Fixations were longer on targets (312 ms) than on memory-items 
(210 ms) and distractors (189 ms) (both p < .001, Tukey HSD). Fixation duration did not 
differ between memory-items and distractors. 

Next, we examined the probability of fixation of the different object-types (Figure 
4B). Averaged across subjects, the target was fixated significantly more often (76%) than a 
memory-item (19%; χ2 (1) = 35.84, p < .0001) or a distractor (20%; χ2 (1) = 111.25, p < 
.0001) on target-present trials. Memory-items and distractors were fixated with equal 
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probability (χ2 (1) = .04, p > .5). This was also the case on target-absent trials. On these trials, 
the probability that a memory-item was fixated (39%) did not differ significantly from that of 
a distractor (42%; χ2 (1) = .11, p > .5).  

Also at set-size 2, presentation of the memory-item neither prolonged response times, 
nor affected accuracy. Furthermore, fixation duration was similar for memory-items and other 
distractors, and they were fixated with equal probability. 
 
Second array 
Subjects performed only slightly worse on the second search array than on the first search 
array (93.8% versus 96.6% correct). Although this effect was significant (χ2 (1) = 12.86, p < 
.001) the decrease in performance was small, indicating that they remembered the second 
target very well while searching for the first one. 

Set-size effects. The response times on the second search array show essentially the 
same pattern as on the first array. The search-slope for target-present trials was shallower (51 
ms/item) than that of target-absent trials (64 ms/item; Figure 2A). An ANOVA revealed a 
main effect of target-presence (F(1, 3) = 21.57, p < .02), set-size (F(2, 6) = 199.35, p < .001), 
and a marginally significant interaction-effect (F(2, 6) = 3.52, p = .054). There was no 
significant effect of set-size (1, 2, or 6) on accuracy (χ2 (2) = 1.38, p > .5). 

Influence of the former target. We again focused our main analysis on set-size 6. 
There was no significant effect of the former target on accuracy (χ2 (1) = .37, p > .5). 
Moreover, there was no significant effect of the former target on response times, neither in the 
presence, nor in the absence of the target (F(1, 3) = .25, p > .6; Figure 2B). There was a 
significant effect of object-type on fixation duration (F(2, 4) = 8.81, p < .04; Figure 4A). 
Fixations were longer on targets (345 ms) than on former targets (187 ms) and distractors 
(195 ms) (both p < .001, Tukey HSD). Fixation duration did not differ between former targets 
and distractors. 

The target was fixated more often (87%) than a former target (39%; χ2 (1) = 34.38, p < 
.0001) and a distractor (22%; χ2 (1) = 150.71, p < .0001) on target-present trials (Figure 4B). 
In contrast to the first array however, the former target was fixated more often than the 
distractors (χ2 (1) = 7.13, p < .02). Also on target-absent trials the former targets were fixated 
more often (53%) than distractors (43%; χ2 (1) = 8.29, p < .01).  

At set-size 2, former targets could not be distinguished from other distractors on the 
basis of accuracy, response times, fixation duration, or the probability of fixation. 
 

 
 
Table 1. Response times (± s.e.m. across subjects) in experiment 1A, as a function of set-size and trial-type. Δ: difference in 
response times between different-target and same-target trials. 
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Effects of memory load 
In 25% of the trials, the items in the search-target display (Figure 1B) were the same, which 
indicated to the subjects that they had to search for the same item in the left and right array. 
Thus, the memory load was reduced by 50% on these same-target trials. On the first search 
array, performance was somewhat better on same-target trials than on different-target trials 
(98.2% versus 96.1%; χ2 (1) = 3.86, p < .05). The response times on same- versus different-
target trials for the different set-sizes are shown in Table 1. To examine aspecific effects of 
the maintenance of a second object in working memory on visual search, we performed an 
ANOVA with trial-type (same-target versus different-target), and set-size (1, 2, or 6) as 
factors. For the response times on the first array there was a main effect of trial-type (F(1, 3) = 
10.56, p < .05). When averaged across set-sizes, response times on different-target trials were 
56 ms slower than response times on same-target trials (954 ms versus 898 ms). There also 
was a main effect of set-size (F(2, 6) = 17.35, p < .004), but the interaction between trial-type 
and set-size was not significant (F(2, 6) = 2.45, p > .1). This suggests that memory load did 
not influence the search-slope (ms/item), but rather a process preceding or following search 
(Woodman et al., 2001). 

The effect of trial-type on responses on the second array was more dramatic. 
Performance was better on same-target trials than on different-target trials (96.4% versus 
93.0%; χ2 (1) = 5.71, p < .02). The average response times increased by more than 200 ms 
from 739 ms in the same-target condition to 954 ms in the different-target condition (F(1, 3) = 
162.72, p < .001). Again there was a main effect of set-size (F(2, 6) = 496.28, p < .001). The 
interaction between set-size and trial-type was also significant (F(2, 6) = 4.89, p < .04), since 
response times were prolonged more on different-target trials at larger set-sizes. 
 
Discussion 
The low error rates show that subjects were able to maintain the second target in memory 
while they were searching the first array. However, there was no effect of the memory-item 
during visual search in the first array on either accuracy, reaction time, fixation duration, or 
the percentage of items fixated on target-present trials. This suggests that items in working 
memory do not automatically attract attention when presented during visual search, even 
when they are stored for a subsequent search task. However, we did observe a marginally 
significant interference of the memory-item on the response times on target-absent trials that 
suggests that the memory-item is more like a target than other distractors. 

A concern regarding this experiment is related to the memory-representation of the 
second target during the first search. It is possible that subjects used verbal labeling to retain 
the item in working memory, and perhaps we will see a more robust interference effect when 
subjects have to rely on a visual code to retain the second target. We address this issue in 
experiment 1B. 
 
Exp. 1B Line-drawings of real-life objects: articulatory 
suppression 
Stimuli in experiment 1A could be verbally labeled. It is conceivable that more interference is 
observed when subjects have to rely on a visual code to retain the second target. To test this 
idea, we used articulatory suppression to prevent subjects from verbally labeling the targets 
(e.g. Baddeley, 1992). Unfortunately, the articulatory suppression did not allow recording of 
reliable eye movement data, since the articulation precluded the use of a bitebar. To increase 
the statistical power of the experiment, we only used the condition were interference is most 
likely to occur, namely set-size 6 and different target trials.  
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Methods 

Participants. Ten new subjects participated in this experiment (6 women and 4 men, 
age 19-24). All subjects reported normal or corrected-to-normal visual acuity. They were 
healthy volunteers, naive about the purpose of the experiment. They were paid €10.50 for 
their participation in a single 1½-hour session including short breaks every 10 minutes.  

Procedure. The sequence of events during a trial was the same as in the previous 
experiment (Figure 1). But now the array always consisted of 6 items, and the targets for the 
first and the second search were always different. We discouraged verbal labeling of the 
stimuli by using articulatory suppression. Subjects had to repeat a series of three digits, at a 
rate of three digits per second. This series was changed every 20 trials. 

Apparatus and stimuli. The apparatus and stimuli were the same as in the previous 
experiment.  
 

 
 
Figure 5. Accuracy and response times as a function of memory-item and target-presence in experiment 1B. Squares indicate 
average reaction time. Error bars indicate standard error of the mean across subjects. Continuous lines, target-present trials. 
Dashed lines, target-absent trials. Bars on the x-axis show the percentage of errors. 
 
Results  
First array 

Influence of the memory-item. There was no significant effect of memory-item 
(present versus absent) on accuracy (χ2 (1) = .43, p > .5). Again, only trials on which both the 
response on the first and the second search array were correct were further analyzed and 
analyses are conducted on log transformed response times. As in the previous experiment, 
there was a significant effect of target-presence on response times (F(1, 9) = 74.96, p < .001; 
Figure 5). Responses were slower on target-absent trials (1105 ms) than on target-present 
trials (929 ms). Response times in the presence of the memory-item were significantly slower 
(1034 ms) than when the memory-item was absent (999 ms; F(1, 9) = 15.30, p < .004). There 
also was a significant interaction between target and memory-item (F(1, 9) = 7.52, p < .03). 
There was only an effect of the memory-item on target-absent trials (F(1, 9) = 23.73, p < 
.002) and not on target-present trials (F(1, 9) = .43, p > .5). 

Experiment 1B reproduced the absence of interference of the memory-item on target-
present trials, although we included 10 subjects and focused on set size 6. How confident can 
we be in this negative result? To assess the reliability of this null-effect we carried out a 
Monte-Carlo simulation. In brief, we simulated 10.000 experiments using the response-time 
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distributions and the number of trials carried out by the 10 subjects, under the null-hypothesis 
of no effect of the memory-item (i.e. the response-time distributions were collapsed across 
memory-item present and memory-item absent trials). In 95% of the simulated experiments 
the average difference in response time between conditions across subjects was smaller than 
27 ms. The actual response time difference on target present trials was 10 ms, which falls well 
within the estimated 95% confidence interval around the null-hypothesis. We conclude that 
experiment 1B was sensitive enough to measure response time differences that are small 
compared the average response time of 929 ms. The average response time difference of 57 
ms on target absent trials, on the other hand, fell outside the 95% confidence interval of [-
39ms, 39ms], estimated by the Monte-Carlo simulation. 

 
Second array 
Subjects performed slightly worse on the second search array than on the first search array 
(89.0% versus 95.8% correct). Although this effect was significant (χ2 (1) = 164.94, p < .001) 
the decrease in performance was small, indicating that they usually could remember the 
second target while searching for the first one. 

Influence of the former target. There was no significant effect of the former target on 
accuracy (χ2 (1) = .22, p > .6). Response times were significantly longer on target-absent 
(1180 ms) than on target-present trials (966 ms; F(1, 9) = 109.25, p < .001; Figure 5). 
Moreover, there was  a significant effect of the former target on response times. The response 
times were slower on former target present (1099 ms) than former target absent trials (1051 
ms; F(1, 9) = 13.22, p < .006). Also the interaction effect between these factors was 
significant (F(1, 9) = 7.38, p < .03). When analyzed separately, a significant effect was 
revealed for target-absent (F(1, 9) = 22.77, p < .002), but not for target-present trials (F(1, 9) 
= .48, P > .5). This mirrors the confidence interval analysis, where the observed difference of 
18 ms on target-present trials falls within the range of [-28 ms, 28 ms]. The difference of 82 
ms on target-absent trials falls outside the 95% confidence interval of [-58 ms, 58 ms]. 
 
Discussion 
We found that subjects that were tested without articulatory suppression showed a better 
performance on the second search array (92.7% at set-size 6) than those tested with 
articulatory suppression (89.0%; χ2 (1) = 6.49, p < .02). Therefore we conclude that our 
manipulation was successful, as the articulatory suppression that made it difficult to attach a 
verbal label to the second search template led to a decrease in working memory capacity 
(Baddeley, 1992). When subjects have to rely on visual representations, which are more 
volatile than the verbal label, the representation of the second target is probably more 
susceptible to interference during visual search in the first array. 

Although subjects in experiment 1B presumably had to store the target for the second 
search as a visual code, we still did not observe an effect of the memory-item on target-
present trials, indicating that it does not have the status of a search template. However, we did 
observe significant interference of the memory-item on target-absent trials which shows that 
the memory-item is more target-like than other distractors. 

A possible concern regarding the first experiment is related to the complexity of the 
Snodgrass and Vanderwart stimuli. It is possible that simple features such as colors that are 
very effective in guiding attention and the eyes (Motter & Belky, 1998) would result in an 
even stronger interference when stored in working memory during visual search. We address 
this issue in the second experiment. 
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Exp. 2A Colors: eye movements 
The Snodgrass and Vanderwart stimuli are fairly complex pictures. The complexity of these 
stimuli could have attenuated automatic orienting towards the object that was maintained in 
working memory. In the second experiment we wanted to test whether stronger interference 
would be observed if search could be based on simple features. It has been shown that colors 
are very effective in guiding attention and eye movements to a location (e.g. Motter & Belky, 
1998). Therefore, in the second experiment the general procedure was the same as before, but 
this time the stimulus-set consisted of circles drawn in one of eight different isoluminant 
colors. 
 
Methods 

Participants. Three women and 1 man, age 18-36 participated in the second 
experiment. All subjects reported normal or corrected-to-normal visual acuity. Two of the 
subjects were authors. The other subjects were healthy volunteers, naive about the purpose of 
the experiment, and were paid €14 for their participation in a single 2-hour session including 
short breaks every 10 minutes.  

Procedure. The sequence of events during a trial was the same as in experiment 1A 
(Figure 1), but now, after the initial fixation-period, two randomly chosen colors were 
presented for 2000 ms. Subjects were again free to choose their strategy of encoding, but post-
experimental interviews indicated that all subjects mentally named the colors. 

Apparatus and stimuli. The apparatus was the same as in the first experiment. The 
stimulus-set consisted of eight different colors; red, dark-blue, green, light-blue, yellow, 
purple, gray, and orange. Isoluminance of the colors was determined for each subject by 
means of a heterochromatic flicker procedure. 

Eye movement recordings. As in the first experiment, eye movements were recorded 
using an SMI Eyelink tracker. 
 
Results 
First array 

Set-size effects. As expected, the search-slope in the present experiment was shallower 
than in the first experiment. Also the overall mean of the response times was more than 200 
ms faster in the present experiment than in the previous experiment. An ANOVA revealed a 
marginally significant effect of target-presence (F(1, 3) = 9.54, p = .054), a significant effect 
of set-size (F(2, 6) = 59.27, p < .001), and an interaction between the two factors (F(2, 6) = 
8.36, p < .02). The search-slope of target-present trials was approximately 23 ms/item, 
compared to 57 ms/item on target-absent trials (Figure 6A). There was no significant effect of 
set-size (1, 2, or 6) on accuracy (χ2 (2) = .38, p > .5).  

Influence of the memory-item. At set-size 6 there was no significant effect of the 
memory-item on accuracy (χ2 (1) = .01, p > .5). There was also no significant effect of the 
presence of the memory-item on response time (F(1, 3) = .07, p > .8; Figure 6B). The effect 
was also not significant when target-present (F(1, 3) = .07, p > .8) and target-absent trials 
(F(1, 3) = .06, p > .8) were analyzed separately. In addition, fixation duration for memory-
items and other distractors was similar (F(2, 6) = 2.57, p > .1; Figure 7A). However, as in the 
first experiment fixations tended to be longer on targets (324 ms) than on memory-items (215 
ms) and distractors (231 ms).  

Next, we examined the probability of fixating targets, memory-items, and distractors 
(Figure 7B). The target was fixated significantly more often (68%) than both the memory-
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item (22%; χ2 (1) = 37.14, p < .0001) and distractors (12%; χ2 (1) = 193.33, p < .0001). On 
target-present trials, memory-items were fixated more often than distractors (χ2 (1) = 5.13, p < 
.03). However, this just significant effect of the memory-item was not observed on target-
absent trials where 23% of memory-items and 26% of distractors were fixated (χ2 (1) = .29, p 
> .5). 

At set-size 2 there was an effect of the memory-item on response times (F(1, 3) = 
27.11, p < .02), but accuracy, fixation duration, and probability of fixation did not differ 
between items in working memory and distractors. 
 

 
 
Figure 6. Performance in experiment 2A. (A) Accuracy and response times as a function of set-size. Squares indicate average 
reaction time. Error bars indicate standard error of the mean across subjects. Dark bars show the percentage of errors. 
Continuous lines, target-present trials. Dashed lines, target-absent trials. (B) Accuracy and response times for set-size 6 as a 
function of memory-item and target-presence. Error bars indicate standard error of the mean across subjects. Bars on the x-
axis show the percentage of errors. 
 
Second array 
Subjects’ performance on the second search array (90.9%) was lower than performance on the 
first search array (96.1%; χ2 (1) = 26.36, p < .001). The accuracy on the second array was still 
very good, however, indicating that they were able to memorize the second target while 
searching for the first target. 

Set-size effects. The search-slopes were similar for target-presence (44 ms/item) and 
target-absent trials (44 ms/item; Figure 6A). An ANOVA on the response times on the second 
array revealed a marginally significant effect of target-presence (F(1, 3) = 5.85, p = .094), a 
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significant effect of set-size (F(2, 6) = 19.68, p < .003), but no significant interaction (F(2, 6) 
= .52, p > .6).  There was no significant effect of set-size (1, 2, or 6) on accuracy (χ2 (2) = 
1.98, p > .3).  

Influence of the former target. There was neither an effect of the presence of the 
former target on accuracy (χ2 (1) = .08, p > .5), nor on response times (F(1, 3) = .05, p > .8; 
Figure 6B). There was no significant effect of object-type on fixation duration (F(2, 6) = 1.42, 
p > .3; Figure 7A), but again fixations tended to be longer on targets (377 ms) than on former 
targets (261 ms) and distractors (223 ms). 

The target was fixated more often (81%) than the former target (18%; χ2 (1) = 78.33, p 
< .0001) and the distractors (17%; χ2 (1) = 237.42, p < .0001) on target-present trials (Figure 
7B). Former targets and distractors were fixated with equal probability, on target-present (χ2 
(1) = .14, p > .5), as well on target-absent trials (38% versus 30%; χ2 (1) = 2.33, p > .1).  

At set-size 2, presentation of the former target had no effect on accuracy and response 
times. Furthermore, fixation duration did not differ between object-types, and former targets 
were equally often selected for an eye movement as distractors. 
 

 
 
Figure 7. (A) Mean fixation duration in experiment 2A. Error bars show standard error of the mean across subjects. Upper 
panel, first array. Lower panel, second array. (B) Percentage of items fixated on correct different-target trials. Error bars 
indicate standard error of the mean across subjects. 
 
Effects of memory load 
We found no effect of memory load on accuracy on the first search array (χ2 (1) = 1.00, p > 
.3). Table 2 shows the response times on same- and different-target trials for the various set-
sizes. An ANOVA on the response times was performed with trial-type (same-target versus 
different-target), and set-size (1, 2, or 6) as factors. Averaged across set-sizes, response times 
on the first array were slower on different-target trials (742 ms) than on same-target trials 
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(666 ms; F(1, 3) = 65.65, p < .005). There also was a main effect of set-size (F(2, 6) = 129.01, 
p < .001), but the interaction between trial-type and set-size was not significant (F(2, 6) = .16, 
p > .8). As in the first experiment, this suggests an aspecific effect of memory load on search 
performance, which does not influence search rate (in ms/item). 

On the second array, accuracy was lower on different-target trials (90.9%) than on 
same-target trials (94.5%; χ2 (1) = 5.43, p < .03). The response times averaged across set-sizes 
increased from 575 ms in the same-target condition to 712 ms in the different-target condition 
(F(1, 3) = 35.75, p < .01). Again there was a main effect of set-size (F(2, 6) = 71.52, p < .001) 
but no interaction (F(2, 6) = .92, p > .4). 
 

 
 
Table 2. Response times (± s.e.m. across subjects) experiment 2A, as a function of set-size and trial-type. Δ: difference in 
response times between different-target and same-target trials. 
 
Discussion 
In this experiment, search for a particular color had a serial component. Nevertheless, the 
search-slope was shallower and the overall response times were faster than in the first 
experiment, suggesting that the colors could be discriminated more easily than the line-
drawings of the first experiment. The positive search-slope can be explained in the light of 
recent experiments by Bauer, Jolicoeur, and Cowan (1999). They found that when subjects 
search for a color, the position of the target relative to the distractors in color space 
dramatically affects the efficiency of search. Inefficient search results when no straight line 
can be drawn that separates the target from all distractors in color space, i.e. if the target is not 
linearly separable from the distractors. Our use of eight different colors implies that the target 
was not linearly separable from the distractors in a substantial proportion of trials. 

There was no consistent effect of the memory-item during visual search. Although it 
had a somewhat higher probability of fixation on target-present trials, this was not the case on 
target-absent trials. Furthermore there was no significant effect on accuracy, response times, 
or fixation duration. As in experiment 1A, the lack of a strong interference of the memory-
item could be explained if it is represented verbally during the first search. Therefore we 
repeated the color search task with articulatory suppression in experiment 2B. 
 
Exp. 2B Colors: articulatory suppression 
As in experiment 1A, the stimuli of experiment 2A could be verbally labeled. We wanted to 
know if more interference would be observed when subjects have to rely on a visual code to 
retain the second target. Therefore, in experiment 2B we used articulatory suppression to 
prevent subjects from verbally labeling the targets (e.g. Baddeley, 1992). As in experiment 
1B, we now only tested the condition with set-size 6 and different targets. 
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Methods 
Participants. Nine new subjects participated in this experiment (5 women and 4 men, 

age 17-23). Two of them were excluded from further analyses due to excessive error rates (i.e. 
1/3 of the trials) on the second array. All subjects reported normal or corrected-to-normal 
visual acuity. They were healthy volunteers, naive about the purpose of the experiment. They 
were paid €10.50 for their participation in a single 1½ -hour session including short breaks 
every 10 minutes.  

Procedure. The sequence of events during a trial was the same as in the previous 
experiment. The array always consisted of 6 items, and the targets for the first and the second 
search were always different. We discouraged verbal labeling of the stimuli by using the same 
articulatory suppression protocol as in experiment 1B. 

Apparatus and stimuli. The apparatus and stimuli were the same as in the previous 
experiment.  
 

 
 
Figure 8. Accuracy and response times as a function of memory-item and target-presence in experiment 2B. Squares indicate 
average reaction time. Error bars indicate standard error of the mean across subjects. Continuous lines, target-present trials. 
Dashed lines, target-absent trials. Bars on the x-axis show the percentage of errors. 
 
Results 
First array 

Influence of the memory-item. There was no significant effect of the memory-item on 
accuracy (χ2 (1) = .11, p > .7). An ANOVA revealed a significant effect of target-presence on 
response times, with slower responses on target-absent trials (1136 ms) than on target-present 
trials (1008 ms; F(1, 6) = 18.58, p < .006; Figure 8). There also was a significant effect of the 
presence of the memory-item on response time (F(1, 6) = 11.23, p < .01). Response times 
were slower on trials were the memory-item was present (1088 ms) than on trials were the 
memory-item was absent (1053 ms). There was no significant interaction between target and 
memory-item presence (F(1, 6) = .84, p > .3). When we analyzed the target-present and 
target-absent data separately, this revealed an effect of the memory-item on target-absent 
trials (F(1, 6) = 7.73, p < .03) but not on target-present trials (F(1, 6) = 1.77, p > .2), just as in 
experiment 1B. 

We also determined the sensitivity of the experiment by calculating the difference in 
response times that would have allowed rejection of the null-hypothesis of no effect of the 
memory-item (α = 0.05). For target-absent trials this interval is [-32 ms, 32 ms], and the 
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observed difference of 47 ms falls outside this range. However, on target-present trials the 
difference was 25 ms, and this falls within the 95% confidence interval [-33 ms, 32 ms]. 
 
Second array 
Subjects’ performance on the second search array (85.2%) was lower than performance on the 
first search array (95.3%; χ2 (1) = 177.16, p < .001). The accuracy on the second array was 
still good, however, indicating that they were able to memorize the second target while 
searching for the first target. 

Influence of the former target. There was no significant effect of the former target on 
accuracy (χ2 (1) = 2.95, p > .08). There was a significant effect of the target on response times 
(F(1, 6) = 36.86, p < .002; Figure 8) with slower responses to target-absent (1196 ms) than 
target-present trials (1006 ms). But unlike in experiment 1B there was no effect of the former 
target (F(1, 6) = 2.13, p > .1) and no significant interaction (F(1, 6) = .28, p > .6). The analysis 
of the confidence interval also shows that the observed difference between former target 
present and absent trials falls within the 95% confidence interval on target-present trials (-39 
< 16 < 39 ms) and target-absent trials (-38 < 12 < 39 ms). 
 
Discussion 
Subjects that were tested without articulatory suppression showed a better performance on the 
second search array (89.9%; set-size 6) than those tested with articulatory suppression 
(85.2%; χ2 (1) = 8.50, p < .004). This suggests that the articulatory suppression made it 
difficult to attach a verbal label to the second target, leading to a decrease in working memory 
capacity (Baddeley, 1992). 

Presumably due to the greater statistical power and the articulatory suppression in the 
present experiment, we did observe a clear interference of the memory-item on target-absent 
trials, suggesting that the memory-item interferes with visual search on target-absent trials. 
On target-present trials, however, it did not interfere, just as in the first experiment. 
Apparently, a different priority is assigned to the current target than to the item that is stored 
for later use, perhaps through a different level of activation of the items in working memory. 
However, in the first two experiments, the stimuli were concrete and highly familiar. It is 
therefore still possible that the currently relevant item was represented in the form of a 
visually based template that guides attention, whereas items stored for later use were coded as 
more abstract or symbolic representations.  
 
Exp. 3A Fractal stimuli: articulatory suppression 
It seems clear from the first two experiments that the second target stored in working memory 
during the first visual search has less influence than the active search template. This begs the 
question of how it is stored. Stimuli of the first and the second experiment were highly 
familiar. It is conceivable that even more interference is observed when the stimuli are 
unfamiliar and subjects cannot recode them into some abstract form. To test this assumption, 
in experiment 3A we used abstract fractal stimuli (Figure 9A) and articulatory suppression to 
prevent subjects from recoding the targets (e.g. Baddeley, 1992). 
  
Methods 

Participants. Five subjects participated in the first part of experiment three (4 women 
and 1 man, age 19-24). All subjects reported normal or corrected-to-normal visual acuity. One 
of the subjects was an author. The other subjects were healthy volunteers, naive about the 

103 
 
 



  

purpose of the experiment, and were paid €14 for their participation in a single 2-hour session 
including short breaks every 10 minutes. 

Procedure. The sequence of events during a trial was similar to the previous 
experiments. After an initial 600 ms, two randomly chosen fractal stimuli were presented for 
3000 ms (2000 ms in experiments 1 and 2). Set-sizes 1, 2, and 6 and same as well as different 
target trials were used. We discouraged verbal labeling of the stimuli by using articulatory 
suppression. 

Apparatus and stimuli. The apparatus was the same as in the previous experiments. 
The stimulus-set consisted of 50 fractal stimuli that did not resemble familiar objects or 
symbols (see Figure 9A). 
 

 
 
Figure 9. Performance in experiment 3A. (A) Accuracy and response times as a function of set-size. Squares indicate average 
reaction time. Error bars indicate standard error of the mean across subjects. Dark bars show the percentage of errors. 
Continuous lines, target-present trials. Dashed lines, target-absent trials. (B) Accuracy and response times for set-size 6 as a 
function of memory-item and target-presence. Error bars indicate standard error of the mean across subjects. Bars on the x-
axis show the percentage of errors. 
 
Results 
First array 

Set-size effects. An ANOVA on the response times revealed a main effect of target-
presence (F(1, 4) = 45.14, p < .004), set-size (F(2, 8) = 52.21, p < .001), and an interaction-
effect between target-presence and set-size (F(2, 8) = 16.66, p < .002). The search-slope for 
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target-absent trials (153 ms/item) was almost three times as steep as that for target-present 
trials (59 ms/item; Figure 9A). There was a significant effect of set-size (1, 2, or 6) on 
accuracy (χ2 (2) = 18.60, p < .001), but because the amount of errors increased with set-size 
(2.9%, 4.3%, and 8.0%), the effects on response times are not due to a trade-off between 
speed and accuracy. 

Influence of the memory-item. No difference in accuracy was observed between trials 
in which the memory-item was present (91.2%) and trials were the memory-item was absent 
(92.9%; χ2 (1) = .64, p > .4). The response times were also not affected by the memory-item 
(F(1, 4) = .53, p > .4; Figure 9B). The effect was not significant when target-present (F(1, 4) = 
.40, p > .5) and target-absent trials (F(1, 4) = .02, p > .9) were analyzed separately. Also at 
set-size 2, neither accuracy nor response times were affected by the memory-item. 
 
Second array 
Subjects’ performance on the second search array (82.8%) was worse than performance on 
the first search array (94.9%; χ2 (1) = 147.58, p < .001), but performance on the second array 
was still well above chance level, indicating that the second target fractal could be 
memorized. 

Set-size effects. The performance decreased significantly with set-size (χ2 (2) = 62.39, 
p < .001). Performance was worst for set-size 6 (73.6%), better for set-size 2 (85.3%), and 
best for set-size 1 (89.5%). An ANOVA on the response times revealed a main effect of 
target-presence (F(1, 4) = 38.75, p < .004), set-size (F(2, 8) = 23.10, p < .001), and an 
interaction-effect (F(2, 8) = 6.76, p < .02). The search-slope was steeper for target-absent 
trials (160 ms/item) than for target-present trials (103 ms/item; Figure 9A). 

Influence of the former target. The presence of the former target had no significant 
effect on accuracy (χ2 (1) = 1.67, p > .2). Although the mean accuracy was low, no difference 
was observed between trials in which the former target was present and trials were the former 
target was absent (75.9% versus 71.5%). There also was no effect of the former target on 
response times (F(1, 4) = 3.04, p > .1; Figure 9B).  

At set-size 2 there was a beneficial effect of presentation of the former target. 
Performance increased from 82.2% when the former target was absent, to 88.3% when it was 
present (χ2 (1) = 5.04, p < .03). No effect of the former target on response times was observed. 
 

 
 
Table 3. Response times (± s.e.m. across subjects) in experiment 3A, as a function of set-size and trial-type. Δ: difference in 
response times between different-target and same-target trials. 
 
Effects of memory load 
Accuracy on the first search array did not depend on whether subjects had to maintain 1 or 2 
items in memory (95.7% and 94.9%, respectively; χ2 (1) = .60, p > .4). The response times on 
same- versus different-target trials for the different set-sizes are shown in Table 3. The effect 
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of trial-type on response times was significant (F(1, 4) = 9.42, p < .04) due to slower 
responses on different-target trials (average across set-sizes: 854 ms versus 822 ms). There 
was a main effect of set-size (F(2, 8) = 73.46, p < .001), and the interaction between trial-type 
and set-size was also significant (F(2, 8) = 4.88, p < .04).  

For the second array, performance was lower on different-target trials (82.8%) than on 
same-target trials (93.6%; χ2 (1) = 48.84, p < .0001). Memory load had a significant effect on 
response times (F(1, 4) = 60.14, p < .002). The response times averaged across set-sizes 
increased from 800 ms in the same-target condition to 1037 ms in the different-target 
condition. Again there was a main effect of set-size (F(2, 8) = 25.69, p < .001) but no 
interaction (F(2, 8) = 2.90, p > .1).   
 
Discussion 
Although subjects in this experiment were not familiar with the stimuli and were forced to 
store the target for the second search in a visual code, their data nicely converge with those of 
the previous two experiments. The object that had to be maintained in working memory did 
not draw attention in a target-like fashion when presented during search for another target. 
With the present experiment we have ruled out the possibility that this result is due to a 
different form of representation of the target and the memory-item. Instead, it seems that the 
different status that is assigned to the current target than to the item that is stored for later use, 
is achieved through a different level of activation of the items in working memory. 
Presumably the current search template has a higher activation level, while the memory-item 
is maintained more passively.  

This would also explain the significant amount of errors on the second search array in 
the present experiment. As accuracy does not depend on the presence of the former target, it is 
unlikely that subjects are confusing the first with the second target. Rather, they seem to be 
unable to restore the representation of the second target on some of the trials. Our observation 
is that on trials where the representation of the second target was sufficient to support an 
accurate response, this representation did not affect attentional deployment in the first search 
array. 
 
Exp. 3B Fractal stimuli: eye movements 
We repeated the fractal search experiment because we were interested in the pattern of eye 
movements during search with unfamiliar targets. The eye movement measurement precluded 
articulatory suppression. In this experiment, we only tested set-size 6. 
  
Methods 

Participants. Four new subjects participated (1 woman and 3 men, age 19-26). They 
all reported normal or corrected-to-normal visual acuity. The subjects were healthy 
volunteers, naive about the purpose of the experiment, and were paid €14 for their 
participation in a single 2-hour session including short breaks every 10 minutes. 

Procedure. The sequence of events during a trial was the same as in the previous 
experiment, but only set-size 6 was used 

Apparatus and stimuli. Also the apparatus and stimuli were the same as in the previous 
experiment. 
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Figure 10. Accuracy and response times as a function of memory-item and target-presence in experiment 3B. Squares 
indicate average reaction time. Error bars indicate standard error of the mean across subjects. Continuous lines, target-present 
trials. Dashed lines, target-absent trials. Bars on the x-axis show the percentage of errors. 
 
Results 
First array 

Influence of the memory-item. No difference in accuracy was observed between trials 
in which the memory-item was present (95.2%) and trials were the memory-item was absent 
(94.5%; χ2 (1) = .36, p > .5). Response times were significantly longer on target-absent trials 
(1644 ms) than on target-present trials (1072 ms; F(1, 3) = 16.76, p < .03; Figure 10), but the 
response times were not affected by the memory-item (F(1, 3) = 4.19, p > .1) and there was no 
significant interaction between the factors (F(1, 3) = 3.09, p > .1). Responses were slower on 
memory-item present trials (1689 ms) than on memory-item absent trials (1597 ms) when the 
target was absent, and this effect was marginally significant (F(1, 3) = 8.04, p = .064). This 
trend was confirmed by a Monte-Carlo simulation that established a 95% confidence interval 
around the null-hypothesis of no effect of [-37 ms, 37 ms], whereas the presence of the 
memory-item caused an increase in response time of 91 ms. On target-present trials the 
memory-item did not influence response times (1070 vs. 1073 ms; F(1, 3) = .04, p > .8). This 
difference of 3 ms was also well within the 95% confidence interval of [-38 ms, 37 ms]. 

An ANOVA on the eye movement data showed that item identity (target, memory-
item, or distractor) had a significant effect on fixation duration (Figure 11A; F(2, 6) = 34.76, p 
= .001). Fixations were longer on targets (409 ms) than on memory-items (201 ms) and 
distractors (194 ms) (both p < .001, Tukey HSD). Fixation duration did not differ between 
memory-items and distractors. 

Next we examined the probability of fixation of the different object-types (Figure 
11B). The target was fixated significantly more often (94%) than a memory-item (30%; χ2 (1) 
= 341.69, p < .0001) or a distractor (28%; χ2 (1) = 757.86, p < .0001) on target-present trials. 
Memory-items and distractors were fixated with equal probability (χ2 (1) = .82, p > .3). This 
was also the case on target-absent trials. On these trials, the probability that a memory-item 
was fixated (72%) did not differ significantly from that of a distractor (70%; χ2 (1) = .71, p > 
.3).  
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Figure 11. (A) Mean fixation duration in experiment 3B. Error bars show standard error of the mean across subjects. Upper 
panel, first array. Lower panel, second array. (B) Percentage of items fixated on correct different-target trials. Error bars 
indicate standard error of the mean across subjects. 
 
Second array 
Performance decreased from 94.8% on the first array to 89.9% on the second array (χ2 (1) = 
22.39, p < .001). Performance on the second array was, however, still well above chance level 
indicating that the second target fractal could be memorized. 

Influence of the former target. The presence of the former target had no significant 
effect on accuracy (χ2 (1) = .04, p > .8). An ANOVA on the response times showed a 
significant effect of the current target (F(1, 3) = 26.52, p < .02; Figure 10). Responses on 
target-absent trials were slower (1749 ms) than on target-present trials (1232 ms). There was 
no significant effect of the former target on response times (F(1, 3) = 2.41, p > .2) and no 
significant interaction between current and former target (F(1, 3) = .34, p > .5). The effect was 
also not significant when target-present (F(1, 3) = 1.46, p > .3) and target-absent trials (F(1, 3) 
= 3.27, p > .1) were analyzed separately. The analysis of the confidence interval shows that 
the observed difference between former target present and absent trials (54 ms) falls just 
outside the 95% confidence interval [-52 ms, 53 ms] on target-present trials and on target-
absent trials it falls within the interval (-51 < 40 < 52 ms). 

There was a significant effect of object-type on fixation duration (F(2, 6) = 77.32, p < 
.001; Figure 11A). Fixations were longer on targets (452 ms) than on former targets (222 ms) 
and distractors (207 ms) (both p < .001, Tukey HSD). Fixation duration did not differ 
significantly between former targets and distractors. 

The target was fixated more often (88%) than the former target (34%; χ2 (1) = 235.70, 
p < .0001) and the distractors (30%; χ2 (1) = 586.78, p < .0001) on target-present trials (Figure 
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11B). Former targets and distractors were fixated with equal probability, on target-present (χ2 
(1) = 1.65, p > .2), as well on target-absent trials (67% versus 67%; χ2 (1) = 0.01, p > .9).  
 
Effects of memory load 
Performance on the first search array was slightly better for same-target (97.2%) than for 
different-target trials (94.8%; χ2 (1) = 4.08, p < .05). The effect of trial-type on response times 
was not significant (F(1, 3) = 4.76, p > .1). 

For the second search array, performance was lower on different-target trials than on 
same-target trials (89.9% versus 94.2%; χ2 (1) = 7.03, p < .01). The effect of trial-type on 
response times was also significant (F(1, 3) = 57.35, p < .006). Response times were slower 
on different-target (1493 ms) than on same-target trials (1078 ms).   
 
Discussion 
In the present experiment we observed a trend for interference of the memory-item on target-
absent, but not on target-present trials, mirroring the previous experiments. At the same time, 
the eye movement measures were not affected by the presence of the memory-item, 
confirming the idea that although the memory-item is more target-like than other distractors, 
it does not have the same potential to guide attention (and the eyes) through the search display 
as the current target. Instead, it seems that priority is assigned to the current target, 
presumably through a higher level of activation, while the item that is stored for later use has 
little influence on the deployment of attention. 

Subjects in experiment 3A (with articulatory suppression) performed worse than those 
in experiment 3B (without articulatory suppression). This is remarkable, because the fractal 
stimuli were unfamiliar to the subjects. However, the subjects without articulatory 
suppression may have invented new verbal labels in the course of the experimental session. 
The absence of an effect of the memory item on target-present trials in experiments 3A and 
3B reinforces our conclusion that the memory-item has a different status than the search 
template. Both items are maintained during the first search but it is the current target that 
actively guides selective attention. 
 
General discussion 
In all three experiments using stimuli of varying complexity, we found no specific 
interference of an item in working memory on visual search performance on target-present 
trials. Only on target-absent trials distractors that matched the items in working memory 
prolonged response times. This effect was significant in experiments 1B and 2B that used 
articulatory suppression and included a relatively large number of subjects. It was not 
observed in experiments without articulatory suppression, although a trend in the same 
direction was observed in experiments 1A and 3B. This suggests that verbal coding of the 
items in memory reduces their interference during visual search. This interpretation is 
supported by the subjects’ report after the experiment, as most of them that were tested 
without articulatory suppression indicated that they remembered the second search template 
as a word. 

Our failure to find interference of the item in working memory on target-present trials 
in any of the experiments implies that an object that is maintained in working memory does 
not automatically draw attention in a target-like fashion when presented during search for 
another target. This conclusion is supported by our eye movement data demonstrating that the 
memory-item does not have a higher probability of fixation, and that it is fixated just as long 
as the other distractors. Moreover, the memory-item does not lead to more false alarms on 
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target-absent trials. These results, taken together, demonstrate that the current target has a 
different status than the item that is stored for later use, perhaps through a higher level of 
activation of the search template in working memory. The capacity of the other memory items 
to guide attention is much weaker, and becomes apparent only if the search template does not 
match any item in the search display. 

These results call for a refinement of theories that imply a tight link between selective 
attention and working memory. These theories suggested that the allocation of selective 
attention is determined by the contents of working memory (Desimone & Duncan, 1995; Phaf 
et al., 1990; Van der Velde & De Kamps, 2001; Wolfe, 1994) and received support from 
recent psychophysical research (Downing, 2000). Also Awh and Jonides (2001) found that 
the maintenance of locations in spatial working memory guides attention to these locations. 
However, in these experiments there was no cost associated with biasing attention towards the 
object or locations in working memory. Therefore, they do not imply that attention is 
automatically directed to items in working memory. Instead, subjects may have refreshed 
their memory representations by deploying attention in a rehearsal-like fashion to the items in 
working memory. This is less of a concern in the present study, as the memory-item was only 
present on half of the trials and an attempt to refresh its representation would often fail. The 
search for two targets, the current target and the memory-item, would also lead to longer 
response times, contrary to the observed results.  

Our results are compatible with a recent study by Moores, Laiti, and Chelazzi (2003), 
which examined the effect of the presence of an item that was semantically associated with 
the target (i.e. an item presumably residing in long-term memory) during visual search. For 
example, when the search template was an egg, a chicken would be present in the search 
display for half of the trials. They found that semantically associated items produced more 
interference than semantically unrelated distractors, but only on target-absent trials. On target-
present trials they found no interference effect, indicating that semantically associated items 
do not guide attention in a target-like fashion, just as the memory items of the present study. 

The weak interference of the memory item that occurred on target-absent trials is 
consistent with results of Pashler and Shiu (1999). Subjects were cued to imagine the shape of 
a specific object that they could forget immediately afterwards. This was followed by the task 
of reporting a target digit in a rapid sequence of pictures. The sequence contained a picture of 
the object that the subject had just imagined either before or after the target digit. When this 
picture preceded the digit, it caused a small but significant decrease in performance 
(attentional blink). Thus, under some conditions the (trace of a) mental image can 
involuntarily influence the deployment of attention. 
 
The special status of the search template 
Many models on the neurophysiological basis of visual search propose that search is 
implemented by a search template represented in higher cortical areas that feeds back activity 
to lower visual areas in an attempt to find a matching item in the visual search display. If such 
a match is found, neurons that are tuned to the matching item enhance their response. This 
occurs in the inferotemporal cortex (IT; Chelazzi et al., 1993, 1998), but also in early visual 
areas (Chelazzi et al., 2001; Motter, 1994). It is unlikely, however, that neurons in visual 
areas, including IT, provide an enduring representation of the search template. Although these 
cells carry traces of previously presented items, these traces are disrupted by new visual input, 
including the presentation of the search array itself (Chelazzi et al., 1993, 1998; Miller & 
Desimone, 1994).  

Neurons in the prefrontal cortex (PFC), on the other hand, maintain target-selective 
delay activity throughout the trial, even when other stimuli intervene (Jiang, Haxby, Martin, 
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Ungerleider & Parasuraman, 2000; Miller et al., 1996). This target-selective delay activity 
could be a source of feedback to visual areas, altering the processing of incoming visual 
signals and biasing activity in favor of behaviorally relevant stimuli (Desimone & Duncan, 
1995; Rees, Frackowiak & Frith, 1996). Early visual areas have a spatiotopic representation, 
and attention would thereby be guided towards the location of the target-item (Roelfsema, 
Lamme & Spekreijse, 2000; Van der Velde & De Kamps, 2001). We still have to explain 
however, why the second target does not have the same potential to attract attention when it is 
presented in the first search array.  
 
The fate of the second target 
There is substantial evidence that the PFC is involved in various aspects of working memory 
(Fuster, 1997). It maintains the identity of a relevant object (Fuster & Jervey, 1981; Miller et 
al., 1996), and also controls the sequencing and planning of goal-directed behaviors 
(Funahashi, Inoue & Kubota, 1997). Thus, the PFC may sustain the representations of the two 
targets, while also controlling which one is used as search template. 

An experiment by Rao, Rainer, and Miller (1997) shows that representations in the 
PFC reflect the actual behavioral demands in a flexible way. They recorded from prefrontal 
neurons during a task that engaged both location- and object-based working memory. Some 
neurons were purely location-tuned, others were purely object-tuned, but most showed both 
‘what’ and ‘where’ delay activity. Many of the neurons first conveyed object, and then 
location information, mirroring the requirements of the task. This suggests that the PFC can 
retrieve the relevant attributes according to the moment-to-moment task requirements. 

We hypothesize that the PFC can select one of two object-representations in working 
memory to meet the current task demands. In the present experiment, this would lead to a 
greater ability for the current target than the memory-item to guide the deployment of 
attention during visual search. However, an enduring representation of the memory-item 
requires some minimal activity to support retrieval for the second search task. On the one 
hand, such a weak activation can account for the slight increase in response time on target-
absent trials that is not accompanied by an effect on the eye movements. On target-present 
trials, on the other hand, this small influence of the memory-item is overruled by the strong 
guidance of attention by the target-template.  

A weaker activation in working memory of the second target would also explain the 
greater number of errors on the second search array that was aggravated by articulatory 
suppression. As performance did not decrease in the presence of the former target, it is 
unlikely that subjects are confusing the two targets. Rather, on some of the trials they seem to 
be unable to restore the representation of the second target as the newly active search 
template. 

Can we be sure that the second target is really in working memory while the subject is 
looking for the first one? As an alternative, one might suggest that the second target item is 
dropped from working memory during the first search, and reloaded when the second search 
display is presented. The present experiments do not allow us to directly probe the fate of the 
memory-item, although the weak interference on target-absent trials suggests that it is not 
stored in a complete passive format. Our major finding is that the memory-item has much less 
influence on the deployment of attention and the eyes than the search template. How the 
status of this item should be called is partly a semantic issue that can be raised for almost any 
study asking subjects to maintain multiple items in working memory, as different items can 
always be stored in different formats.  
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Effects of memory load 
We investigated the effect of memory load by comparing performance in trials with two 
different targets to trials with two identical targets (Tables 1-3). In all experiments, response 
times on the first search array were slower if subjects had to search for different targets. In 
two of the three experiments that compared same versus different targets with different set-
sizes, this increase in reaction time did not depend on the set-size. Thus, in general, memory 
load does not influence the speed of visual search (in ms/item), consistent with the study of 
Woodman et al. (2001). The reaction time difference between same- and different target trials 
is compatible with a different status of memory-item and search template. The increased 
reaction time may reflect the time required to encode the memory-item into a distractor-
resistant representation (Sakai, Rowe & Passingham, 2002).  

The difference between response times in the same- and different-target condition to 
the second array was more dramatic, with different-target trials being slower by 215 ms, 137 
ms, and 237 ms in experiments 1A, 2A, and 3A, respectively, and 415 ms in experiment 3B 
(that only tested set-size 6). There are two likely causes for this difference. First, responses to 
same-target trials in the second array could benefit from an effect of detecting the same target 
for the second time, perhaps similar to the priming of pop-out mechanism described by 
Maljkovic and Nakayama (1994). Although the present task was concerned with serial search, 
it seems plausible that the search for a specific target would be aided by recent search for that 
same target, increasing the speed of attentional deployment to that target for the second time 
(see Kristjànsson, Wang & Nakayama (2002) for evidence of priming in conjunction search). 
Second, on different-target trials, subjects had to initiate a search for a new target when 
presented with the second search array. The increased reaction time on the second search 
array may reflect the time required to change the status of the memory-item into an active 
search template, a process that appears to require a substantial amount of time. This is also 
consistent with the idea of a different status of memory-item and search template. 
 
Does visual search interfere with working memory? 
Our focus was on the effect of working memory on search, but we note that interference 
probably also worked in the opposite direction, as the first visual search task may have 
influenced the maintenance of the second target. Indeed, it is likely that is easier to maintain 
the second target without an intervening search task, because in that case all resources can be 
devoted to the maintenance of the object-representations. In support of this idea, several 
studies have shown that performance of a (search-) task during a memory delay interferes 
with the maintenance of information in working memory (Oh & Kim, 2004; Tresch, 
Sinnamon & Seamon, 1993; Woodman & Luck, 2004). However, our study was not designed 
to investigate how visual search affects the representation of items in working memory. 
 
Conclusions 
We have shown that storage of an item in working memory does not automatically direct 
attention in a target-like fashion towards that specific object during visual search. Apparently, 
two target objects can be stored in working memory, with a higher priority setting for the 
current target that is thereby able to actively guide visual search. Evidence for the flexible 
properties of the PFC suggests how this may be accomplished at a neural level. Both target 
representations could be stored in PFC, which would also determine which of them has the 
greatest potential to guide the search process at a particular point in time. This search template 
could then provide a bias signal to lower visual areas, thereby guiding selective attention 
towards the location of the target. 
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Abstract 
Storage of an item in working memory is facilitated by selective attention. Vice versa, an item 
in working memory can influence the deployment of attention. Because multiple items can be 
simultaneously maintained in working memory, the question arises whether more than one 
item at a time can support target detection. We presented participants with a stream of objects 
in a rapid serial visual presentation (RSVP) paradigm in which they had to detect one of two 
pre-specified targets. Performance decreased significantly when there were two possible 
targets instead of one, also after correction for the additional false alarms that are to be 
expected from an additional target detection process. Surprisingly, this decrease in 
performance occurred for targets with different degrees of complexity and irrespective of 
whether the targets were defined in the same or in different feature dimensions. We conclude 
that only a single representation in working memory can support target detection. 
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Introduction 
The search for a target stimulus among distracting objects, like the attempt to locate your car 
in a crowded parking lot, is a daily challenge for the visual system. Solving this task requires 
an interaction between working memory and the representation of the visual scene. The target 
for search needs to be remembered, and this “search template” has to be compared to potential 
target items. In the typical case, there are many distracting items in the visual scene, and the 
search template therefore has to be compared to a subset of the incoming information. Visual 
attention plays an important role in these cases. It is directed selectively to items in the display 
that have features in common with the search template, and it thereby permits a selective 
comparison between one or a few items in the scene and the search template in working 
memory. Thus, the search template in working memory fulfills a dual role: it guides attention 
to potential target objects (Desimone & Duncan, 1995; Phaf, Van der Heijden & Hudson, 
1990; Van der Velde & De Kamps, 2001; Wolfe, 1994), and it also serves as a reference in 
the comparison process.  

Neurophysiological work suggests that the search template is stored in higher visual 
areas and areas of the frontal cortex by feature selective neurons that maintain their firing rate 
in the absence of a visual stimulus (Chelazzi et al., 1993, 1998, 2001; Fuster, 1997; Miller et 
al., 1994, 1996; Rainer, Asaad & Miller, 1998). Models of visual search suggest that these 
neurons feed back activity to lower cortical areas with a retinotopic representation to enhance 
the activity of neurons that code features present in the template (Hamker, 2005; Van der 
Velde & De Kamps, 2001; Wolfe, 1994). This mechanism explains why attention is directed 
to items that resemble the search template (Roelfsema, 2005). A recent neurophysiological 
experiment supports these models (Bichot, Rossi & Desimone, 2005). Monkeys had to search 
for an object with a particular color and shape, and neurons in visual area V4 of the visual 
cortex that responded to the target shape as well as neurons responding to the target color 
enhanced their response. We can try to rephrase these findings in psychological terms: if you 
search for e.g. a tomato, attention would be directed to items that are round and to items that 
are red.   

Downing (2000) obtained direct evidence for the guidance of attention by information in 
working memory. Observers saw a sample object that they had to remember for subsequent 
recall. During a delay period two objects, one of which matched the sample, were presented. 
A probe discrimination task showed that attention shifted to the location of the matching 
object, suggesting that attention is attracted by features that match the content of working 
memory. Recent studies by Soto and coworkers (Soto et al., 2005a,b) demonstrated a 
comparable effect of working memory on the deployment of attention during visual search. 
Subjects had to find a tilted target line embedded in an object that was surrounded by other 
objects that contained vertical distractor lines. At the same time, subjects had to memorize a 
shape and a color for a secondary task. If the tilted line appeared in an object with a color or 
shape that was in their working memory, reaction times were shorter than when it appeared in 
a another object. This suggests that items in working memory automatically guide attention to 
matching items in the visual display.  

However, not all items in working memory guide attention during visual search. In a 
recent study (Houtkamp & Roelfsema, 2006) we asked participants to remember two targets, 
one for a first visual search task and another one for a subsequent search. When the target for 
the second search was presented as a distractor during the first search array this resulted in a 
remarkably weak interference effect, which could only be observed when the actual target 
was not present in the display. A comparably weak effect of items in working memory on the 
deployment of attention during search was observed by Downing & Dodds (2004).  

119 
 
 



  

Why did these studies observe only weak effects of items in working memory on search 
while Soto et al. (2005a,b) observed much stronger effects? The crucial difference seems to 
be in the memory load. The subjects of Soto et al. (2005a,b) were always looking for a tilted 
line that did not burden working memory, while the subjects of Downing & Dodds (2004) and 
Houtkamp and Roelfsema (2006) had to remember two items: one that had to be searched and 
another one for later use. These results, taken together, suggest that if the current search 
template requires memory capacity, it pushes other items into a more passive state that has 
little influence of the deployment of attention. Thus, not all items in working memory are 
equivalent: some have a strong influence on the deployment of attention while others have a 
much smaller effect. This idea receives additional support from the study of Houtkamp & 
Roelfsema (2006). In some trials, subjects first searched for one item and then for a different 
one, while on other trials they searched for the same item twice. Response times were much 
longer when subjects had to switch, as if it took time to change a passive memory item into an 
active search template (cf. Wolfe, Horowitz, Kenner, Hyle & Vasan, 2004).  

In the studies by Houtkamp & Roelfsema (2006) and Downing & Dodds (2004) it was a 
good strategy for the subjects to maintain memory items in a passive state, because this 
prevented their interference during search. In the present study, we will investigate whether 
more than one template can support target detection if this is beneficial for the task. 
Specifically, we will investigate how well subjects are able to detect one of multiple pre-
specified targets in a rapid serial visual presentation (RSVP) paradigm, where many visual 
objects appear in rapid succession. 

Previous studies using RSVP paradigms demonstrated substantial limitations in the 
detection of multiple targets. If subjects have to detect two targets that are embedded in a 
stream of distractors, the usual finding is that the first target is detected accurately, while the 
detection of the second target is impaired if it appears in an interval from 100 to 500 ms after 
the first one. This effect is known as the “attentional blink” (Raymond, Shapiro & Arnell, 
1992; see Shapiro, Arnell & Raymond, 1997 for a review). Theories of the attentional blink 
suggest that it is caused by the deployment of attention to the first target and the conversion of 
this target into an enduring memory trace, a process that makes these resources unavailable 
for the detection of a second target that follows too soon (Chun & Potter, 1995). Thus, the 
detection of the first target appears to change the system in such a way that successive display 
items can no longer be selected by attention and stored in working memory (Duncan, Ward & 
Shapiro, 1994; Subramaniam, Biederman & Madigan, 2000; Vogel, Luck & Shapiro, 1998).  

Here we will use an RSVP paradigm to address a different issue: is it possible to 
simultaneously look for multiple targets in an RSVP stream that contains at most a single 
target? We know that subjects can maintain more than one item in working memory (e.g. 
Cowan, 2001; Luck & Vogel, 1997), but can these items support target detection in parallel? 
To answer this question we will use a paradigm that was first introduced by Schneider and 
Shiffrin (1977; Shiffrin & Schneider, 1977). In their studies, subjects had to detect a target 
item in a stream of rapidly presented frames, while the number of potential targets (memory-
set size) as well as the number of simultaneously presented RSVP streams (frame size) was 
varied. In addition, Schneider & Shriffrin varied the consistency of the memory set across 
trials. In some blocks of trials, subjects were always looking for members of a constant set of 
targets among a constant set of distractors (consistent mapping), while in other blocks of trials 
the set of targets on one trial could become distractors on another trial (varied mapping 
condition). One of the main findings was that subjects were much more efficient in 
monitoring multiple streams in the consistent mapping condition than in the varied mapping 
condition.  
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Here we modified the varied mapping condition of Schneider & Shriffrin (1977) to 
investigate how many items in working memory can simultaneously support target detection. 
Subjects had to detect one of two targets in a stream of visual items, and we contrasted 
performance in this two-target task to a task with only one target. We varied the complexity of 
the targets across experiments to study whether the ability to match items in working memory 
in parallel differs between basic and more complex visual features. Moreover, we compared 
the ability to look for two target items defined on the same feature dimension to the ability to 
look for targets defined on different feature dimensions (a color and a shape). 
 

 
 
Figure 1. The sequence of events during a two-target trial. A search-target display with either two shapes (A, experiment 1), 
two colors (B, experiment 2) or a color and a shape (C, experiment 3) was presented for 2000 ms. The two search targets 
were identical on one-target trials. After an interval of 1000 ms (D), the RSVP stream was presented. The stream contained 
30 colored objects in all three experiments (E). On 50% of the trials, a single target appeared in the stream, and on the other 
trials all items were distractors.  
 
Experiment 1. Searching for two shapes 
In experiment 1, stimuli were line-drawings of real-life objects. Figure 1 illustrates the 
sequence of events during a trial. Subjects had to search for one shape on half of the trials and 
for two different shapes on the other half of the trials (Figure 1A). They were informed that 
on trials with two possible targets, only one of these could ever be present in the stream. 
 
Methods 

Participants. Five subjects participated in the first experiment (3 women, age 19-26). All 
reported normal or corrected to normal vision and gave informed consent. They were naive 
about the purpose of the experiment, and received 14 euro for their participation in a single 2-
hour session that included short breaks every 10 minutes. 

Apparatus and stimuli. Stimuli were displayed at a resolution of 1024 x 768 pixels on an 
Iiyama S102GT monitor with a refresh rate of 100 Hz. The room was dimly lit, and the 
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stimulus monitor was located at a distance of 78 cm from the subject. The set of stimuli 
consisted of eight different shapes; an accordion, a zebra, a barrel, a windmill, a basket, a 
racket, a guitar, and a harp. We selected these stimuli from the Snodgrass and Vanderwart 
(1980) stimulus-set, and chose items that were relatively dense (with many bright pixels) so 
that their colors would be easy to discriminate. The items were shown in one of eight different 
colors; red, dark-blue, green, light-blue, yellow, purple, gray, or orange (these colors will 
become relevant in experiments 2 and 3, and we wanted to use the same stimuli across 
experiments). The colors were equiluminant as determined for each subject at the start of the 
experiment by use of a heterochromatic flicker paradigm. The shapes had a mean width of 
2.2° and a mean height of 2.1° and were presented on a black background. 

Procedure. The trial started with a search-target display for 2000 ms (Figure 1A). Two 
randomly chosen shapes were presented as white outlines, one of them on the left half of the 
screen, the other one on the right half. On one-target trials (50% of the trials), the two shapes 
were the same. After the search-target display, the subjects saw a fixation point for 1000 ms 
(Figure 1D), and thereafter a continuous RSVP stream of 30 colored shapes was presented in 
the center of the screen (Figure 1E). The shapes were shown in eight different colors that were 
irrelevant. The shape and color of the distractor items were chosen at random with 
replacement for every position in the stream with the restriction that a shape or color could 
never appear twice in a row. The target shape (with a random color) was present in 50% of the 
trials, but it never appeared in the first three or the last three positions of the stream. We told 
the subjects that even on trials with two potential targets, maximally one of them could be 
presented in the stream. Thus, the task always was to detect one target or none. At the end of 
the stream subjects had to press a button in their right hand if the target had been included in 
the stream, and a button in their left hand if not. They heard a beep if they made an error. 

For each subject the experiment started with a baseline condition where the task was to 
search for a single shape in an RSVP stream. We used a staircase procedure to determine the 
presentation rate at which performance was at threshold (84% correct). An error resulted in a 
10 ms increase in presentation time, four correct responses in a row led to a decrease with 10 
ms. After 60 practice trials, we tested the subject on an additional 60 trials to estimate the 
threshold (Wetherill & Levitt, 1965). The baseline condition was followed by the main 
experiment, where subjects searched for one shape on half of the trials and for two different 
shapes on the other half.  
 

 
 
Table 1. Mean percentage correct for the individual participants (arbitrarily numbered 1-5) in experiment 1 (shapes) for one-
target and two-target trials. 
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Results and Discussion 
The mean presentation rate of the items across subjects was 82 ms (range 60-130 ms). We 
first analyzed the subjects’ accuracy. On average, performance decreased from 90% correct in 
one-target trials to 65% in two-target trials (Table 1 and Figure 2A). We assessed the 
significance of this difference by using a chi-square test that compares the proportion correct 
and incorrect responses between conditions (see Snedecor & Cochran (1989) for a detailed 
explanation of chi-square testing). The decrease in performance in two-target trials was highly 
significant in all of our subjects (χ2 (1) > 11.00, p < .001 in all cases). 
 
 

 
 
Figure 2. Percentage of correct responses in (A) experiment 1, (B) experiment 2, (C) experiment 3. Grey bars show 
performance for one-target trials, and striped bars for two-target trials. Error bars indicate standard deviation across subjects.  
 

We note that this decrease in performance is not necessarily due to capacity limitations in 
target detection. Two concurrent target detection processes are expected to give rise to more 
false alarms than a single process of the same fidelity, because both processes can cause a 
false alarm (see e.g. Verghese, 2001; Wilken & Ma, 2004). In order to estimate the true target 
detection capacity on two-target trials, we compared the observed hits and misses with the 
predictions of two models derived from the signal detection theory (Green & Swets, 1966; see 
Appendix A for a detailed description of this analysis). According to the first model, two 
templates can simultaneously support target detection. We estimated the signal strength, d’, of 
the individual detection processes from the one-target trials and assumed that it is equal for 
trials with two targets. According to the second model, only a single template can be used at a 
time. Thus, in this model d’ is equal to that on the one-target trials if the stream contains the 
target that matches the actual template, but the probability of detecting the other target equals 
the probability of a false alarm. In both models the response bias, λ, was a free parameter that 
was estimated separately for one- and two target trials.  

The performance of two of the five subjects was intermediate between that predicted by 
the one- and two-template model. We estimated the average number of active templates by 
assuming that they used two templates on a fraction, p2, of the two-target trials and only one 
template on the other trials (1-p2). The average number of templates can then be estimated as 
1+p2 (see appendix A). The other three subjects performed even worse than predicted by the 
one-template model. We therefore assumed that zero templates were used on a fraction of the 
trials (p0); this could happen, for example, during a switch from one template to the other one. 
For the other trials a single active template was assumed, and the average number of 
templates was estimated as 1-p0. 

The estimated average number of templates used by the subjects equaled 1.1 (Figure 3). 
This was not significantly different from 1 (t(4) = .76, p > .4), but significantly lower than 2 
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(t(4) = 5.07, p < .01). This result suggests that no more than one representation in working 
memory can support target detection in an RSVP stream. Before accepting such a strong 
conclusion, however, it is important to investigate whether our findings generalize to other 
target categories. 
 

 
 
Figure 3. The estimated number of templates that was used by the subjects in the two-target trials of experiment 1 (shapes), 2 
(colors) and 3 (combined). Error bars indicate standard deviation across subjects. 
 
Experiment 2. Searching for two colors 
The target shapes in the first experiment were fairly complex. It is possible that more than one 
template at a time can support target detection when targets are defined using more basic 
features. Motter and Belky (1998) have shown, for example, that colors are very effective in 
guiding attention (and eye movements) to a location. We therefore ran a second experiment 
where color was the target feature. As in experiment 1, there was one target specified in half 
of the trials, and two targets in the other half (Figure 1B). 
 
Methods 

Participants. Five new subjects participated in the second experiment (4 women, age 18-
24). All reported normal or corrected to normal vision and gave informed consent. One of 
them was an author, the others were naive about the purpose of the experiment, and were paid 
14 euro for their participation. 

Apparatus and stimuli. The apparatus and stimuli were the same as in the previous 
experiment.  

Procedure. The procedure was similar to that of the previous experiment, but now the 
search-target display contained two randomly chosen colors that were presented as colored 
circles (Figure 1B). On one-target trials the same color was presented left and right. As in 
experiment 1, a continuous stream of 30 colored objects was presented rapidly in the center of 
the screen and a target was present on 50% of the trials. The subjects were first tested in 
baseline experiment with a single target color to determine their individual threshold 
presentation rate (84% correct). This was followed by the main experiment where subjects 
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searched either for one, or for two colors. On the two-target trials, maximally one of the target 
colors appeared in the stream, and the subjects indicated the presence of a target or none.  
 
Results 
The mean presentation rate across subjects that yielded threshold performance (84%) with one 
target color was 106 ms (range 80-170 ms). In the main experiment, performance was on 
average 82% correct in the one-target trials and 69% in the two-target trials (Table 2 and 
Figure 2B). This drop in performance was highly significant for four out of five subjects (χ2 
(1) > 11.23, p < .001). For the fifth subject there was a trend in the same direction (χ2 (1) = 
2.31, p < .07). We estimated the number of active templates on two-target trials with the 
analysis that was described above (details are given in Appendix A). In this experiment only 
one subject performed better than predicted by the one-template model, while the other four 
subjects performed worse. The estimated number of templates averaged 0.9 (Figure 3). The 
estimated number of active templates was significantly lower than 2 (t(4) = 7.80, p < .01), but 
it did not differ significantly from 1 (t(4) = .93, p > .4). 
 

 
 
Table 2. Percentage of correct responses for the participants in experiment 2 (colors) for one-target and two-target trials. 
 
Discussion 
Experiment 2 replicated the main result from the first experiment: subjects use only a single 
target template at a time, even when searching for a basic feature. We seem to have uncovered 
a fundamental and general limit in the detection of targets that are embedded in a stream of 
rapidly presented stimuli. However, in experiments 1 and 2 the two targets were defined on 
the same feature dimension. We considered the possibility that it is impossible to look for two 
targets in this situation because the respective selection signals are incompatible. If so, two 
templates that are defined in different feature domains, e.g. a color and a shape, might still be 
able to support target detection at the same time (cf. Bichot, Rossi & Desimone, 2005; Wolfe, 
1994). We note that it is also conceivable that the task becomes more difficult when the 
targets are defined on different feature dimensions, because multiple feature streams have to 
be monitored instead of a single stream when targets are defined on one feature dimension.  
 
Experiment 3. Searching for a color and a shape 
To examine this issue we ran a ‘combined’ experiment with a color and a shape as the 
possible targets. Again, we contrasted performance on these two-target trials with 
performance on trials with only one potential target. If target-features from different 
dimensions can simultaneously support target detection, only a minor decrease in 
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performance should be observed on two-target trials, as two concurrent target detection 
processes may both cause a false alarm. 
 
Methods 

Participants. Eight subjects took part in the third experiment (7 women, age 18-34). 
They reported normal or corrected to normal vision and gave informed consent. One of them 
was the same author that participated in experiment 2, the others were naive about the purpose 
of the experiment and did not participate in experiment 1 or 2. They were paid 14 euro for 
their participation. 

Apparatus and stimuli. Apparatus and stimuli were the same as in the previous 
experiments.  

Procedure. The procedure was also similar (Figure 1). In the baseline condition to 
determine the presentation rate we asked subjects to search for a single shape. In the 
subsequent main experiment, the target was a single shape in 25% of the trials, a single color 
in another 25% of trials, and in 50% of the trials there were two possible targets, a shape and a 
color (Figure 1C). On these two-target trials, the task was to detect if one of the targets or 
neither of them was present. Thus as before, the maximal number of target features in the 
RSVP stream was one. 
 

 
 
Table 3. Performance of the participants in experiment 3 (combined) for one-shape, one-color, and two-target trials. We were 
unable to get reliable estimates of the number of templates in participants X1, X2, and X3. 
 
Results and Discussion 
For this experiment, the data from three subjects had to be discarded. The first subject (X1 in 
Table 3) had a low performance on the one-shape (75%) trials, in spite of the fact that 
performance was approximately 84% in the preceding baseline experiment with the one-shape 
task. We expected some variability in the one-color task for the other subjects, because we 
adjusted the presentation rate in the baseline experiment according to the subject’s 
performance in the shape detection task. However, two subjects (X2 and X3 in Table 3) 
performed so poorly on the one-color trials that we decided to keep their data separate from 
the data of the other 5 subjects, who were better than 70% (d’ > 1) on the one-color trials. The 
average presentation time of the items for the remaining subjects was 90 ms (range 70-120 
ms). On average, performance was 83% on one-shape trials, and 79% on one-color trials. It 
was reduced to 67% on the two-target trials (Table 3 and Figure 2C). The difference between 
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one-target trials (pooling across one-shape and one-color trials) and the two-target trials was 
significant in every subject (χ2 (1) > 6.00, p < .01 in all cases). 

As before, we compared the observed data with the results predicted by a one- and a two-
template model in which the response bias on two-target trials is allowed to differ from that 
on one-target trials (see Appendix B for a detailed description of the analysis). According to 
our two-template model, sensitivity for the shape-target, dS’, and the sensitivity, dC’, for the 
color-target is equal to their respective d’-values on one-target trials. We also defined a one-
template model, where the shape-template is selected with probability ps and the color-
template with pc = 1 – ps. If the target is present that corresponds to the currently active 
template, d’ is equal to the observed d’ on one-target trials for that target. The sensitivity is 
zero when the other target is presented, which implies that the probability of a hit equals the 
probability of a false alarm.  

In the present experiment four subjects performed better, and one subject performed 
worse than predicted by the one-template model. The average estimated number of active 
templates on two-target trials equaled 1.1 (Figure 3), which was not significantly different 
from 1 (t(4) = .33, p > .7), but significantly lower than 2 (t(4) = 5.47, p < .01). This suggests 
that two templates cannot simultaneously support target detection, even if they are defined on 
different feature dimensions. We attempted to carry out the template analysis in subjects X2 
and X3 who performed poorly in the one-color trials. However, their performance on the one-
color trials was so low (d’ < 1) that the template analysis did not converge to a unique 
solution. 
 
General discussion 
In all three experiments performance on two-target trials was much lower than performance 
on trials where there was only one target for search, irrespective of the complexity of the 
targets and whether they were from the same or from different feature dimensions. The 
observed decrease in performance was significantly larger than the small decrease in 
performance that is to be expected if two detection processes are carried out in parallel (due to 
the increase in false alarms). This suggests that on average no more than a single 
representation in working memory can support target-detection. We will first indicate how the 
results can be explained by limitations in the process that compares the target template to the 
visual input, and we will then consider the relationship between this process and the guidance 
of selective attention during visual search. 
 
Comparing a memory template to the visual input 
Why is it not possible for more than a single representation in working memory to support 
target detection? Successful detection in the present set of experiments required the subject to 
match an internal representation of the pre-specified target(s) to the items in the stream. It 
follows that the target(s) first have to be stored in working memory. Temporary storage of 
items is associated with a persistent pattern of neuronal activity during memory intervals that 
has been observed in various areas of the cerebral cortex (Chelazzi et al., 1993, 1998, 2001; 
Fuster, 1997; Miller et al., 1994, 1996; Rainer, Asaad & Miller, 1998). Previous studies 
demonstrated that subjects can maintain at least four items in their working memory (e.g. 
Cowan, 2001; Luck & Vogel, 1997) and in a previous experiment using the same stimulus 
material we found that subjects did not experience any difficulty in holding two items in 
working memory (Houtkamp & Roelfsema, 2006). It is therefore unlikely that the decrease in 
performance on two-target trials was caused by a memory overload. 
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Instead we suggest that the limitations occur in the matching process itself. The processes 
that compare a memory trace of the sample (target template) to visual stimuli are not well 
understood, and there are not many computational models that explain how matching works 
(at least to our knowledge, see appendix C). It is evident that any model of the matching 
process would have to measure the difference between the visual input and a representation in 
working memory, and that it would have to report ‘different’ if this difference exceeds a 
threshold value. The data of the present study constrain such models by indicating that 
observers are only able to match one memory template at a time. If the task is to match two 
items at the same time, one possibility would be to duplicate the matching process. In that 
situation matching of multiple memory items could be as efficient as matching a single one, 
and our data therefore provide direct evidence against multiple parallel matching processes. 
Another possibility would be to match a mixture of the two memory templates against the 
visual input. We note, however, that this would reduce the quality of the match if only one of 
the templates is present in the input stream. The undistorted memory template of the target 
object will be more similar to the corresponding input pattern than a mixture with another 
template.  

In appendix C we present a simple model of the matching process that can account for 
some of the limitations that occur when multiple memory items have to be matched in more 
detail. This model consists of a memory layer that represents the target-template, an input 
layer representing the stimulus, and an intermediate matching layer that is connected to both 
layers. Feedback from the template layer interacts with the input in a multiplicative way (see 
also Hamker, 2005). A match between the pattern in working memory and the input enhances 
the response of neurons in the matching layer (as has been shown by Miller & Desimone, 
1994; Miller et al., 1996). If the total response enhancement reaches a certain threshold, then 
the model detects a match (see e.g. Gold & Shadlen, 2001 for comparable threshold processes 
in discrimination tasks). This model suggests that a reliable comparison between the visual 
input and working memory can only be achieved for one item at a time (appendix C).  

To avoid the problems that may occur with the simultaneous matching of multiple 
memory templates, each item in the stream may have to be compared serially with all target 
templates. In the present study only one of these comparisons could finish in time, because the 
presentation time was limited. Such a serial match-detection process is reminiscent of a 
classic experiment by Sternberg (1966), where subjects had to judge whether a single probe 
matched one of several items that they had stored in memory. Reaction times increased for 
each additional item in working memory, suggesting that the probe was serially compared to 
all items in the memory-set. It is also in accord with the results of Schneider and Shiffrin 
(1977). In their varied mapping condition, processing time increased approximately linearly 
with the total number of required comparisons between targets in the memory-set and items in 
the display, suggesting that a serial process evaluated every comparison.  

A remarkable finding of Schneider and Shiffrin (1977) is that parallel target detection 
becomes possible in a consistent mapping task where the targets come from one set of items 
and the distractors from another, disjoint set. We note, however, that this task becomes 
equivalent to a categorization task after sufficient training. Eventually, it is unnecessary to 
store the sample items in working memory, and the limitations of the varied mapping 
condition vanish. Neurophysiological studies demonstrated that training in categorization 
tasks modifies the tuning of neurons in the frontal, parietal, and visual cortex (Freedman, 
Riesenhuber, Poggio & Miller, 2001; Freedman & Assad, 2006; Schoups, Vogels, Qian & 
Orban, 2001). Neuronal responses evoked by members of the same category become similar, 
while responses evoked by members of different categories become dissimilar. Apparently, 
neurons change their tuning so that they code category membership. When the assignment of 
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items to the target and distractor categories is changed, the neurons alter their tuning 
accordingly so that again responses are relatively constant within a category and change 
abruptly across the new category boundary. This plasticity may explain why performance in a 
consistent matching task can improve dramatically during categorization training, as observed 
by Shiffrin & Schneider (1977; see also Kruschke, 1992 and Roelfsema & van Ooyen, 2005 
for neuronal network models of category formation). We note that category learning was not a 
useful strategy in the present set of experiments, because there was no fixed category 
boundary to separate the targets from the distractors. 
 
Matching and the guidance of selective attention 
Most visual scenes contain many items, and the target representation in working memory 
fulfills a dual role. First, selective attention has to be directed to potential targets for further 
processing. According to most models (Desimone & Duncan, 1995; Phaf, Van der Heijden & 
Hudson, 1990; Van der Velde & Kamps, 2001; Wolfe, 1994), the guidance of selective 
attention is accomplished by means of feedback activation from cortical areas that encode the 
search template to areas with a spatiotopic representation to bias the selection of items that 
have features in common with the template. Second, the selected input has to be compared to 
the internal representation, as was discussed above. Remarkably little is known about the 
relationship between the guidance of attention and the matching process.  

A few studies compared visual search for a single target to search for multiple targets. In 
general, these studies observed an increase in reaction time when multiple targets have to be 
found. Moore and Osman (1993), for example, compared search for one target to search for 
one of two possible targets. They demonstrated that reaction time increases by a relatively 
constant amount on trials with two possible targets. Similar results were obtained by Treisman 
(1988) who informed subjects about the identity, the feature dimension of the target object, or 
gave no information at all, in a task where the distractor items were homogeneous. The 
response time did not depend on the number of distractors in any of the conditions (i.e. the 
search slope was flat). However, when the feature dimension was uncertain, a constant 
increase in response time was observed. This could be related to a process that serially 
matches the input to the various target-templates. Thus, the extra delay during search for one 
of multiple targets (Moore & Osman, 1993; Treisman, 1988) can be explained by the same 
limitations in the matching process that were observed in the present study.  

However, there is an alternative explanation for the increase in reaction time observed in 
tasks that require search for multiple items. It is also possible that there are limitations in the 
guidance of attention. Indeed, multiple target templates might be less efficient in guiding 
selective attention than a single one. However, recent neurophysiological data suggest that the 
simultaneous guidance of attention by multiple features is not impossible, at least for features 
from different dimensions. Bichot, Rossi & Desimone (2005) studied visual search for a target 
defined by a conjunction between a shape and a color in monkeys. They demonstrated that V4 
neurons that responded to the target color as well as cells that responded to the target shape 
enhanced their response. We therefore conclude that limitations of the matching process 
provide the most parsimonious explanation for the decreases in performance that are observed 
during visual search for multiple items.  

The control over which item in working memory is actively compared with the input 
could be exerted by the prefrontal cortex (PFC). The PFC plays an important role in various 
aspects of working memory (Fuster, 1997). It controls memory retrieval by providing top-
down signals to the inferotemporal cortex (Tomita, Ohbayashi, Nakahara, Hasegawa & 
Miyashita, 1999), and it conveys the information that is relevant at a given moment in a 
flexible way (Rao, Rainer, and Miller, 1997). The PFC also controls the planning of 
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sequential behaviors (Funahashi, Inoue & Kubota, 1997), which suggests that it might 
determine the template that is active and when to switch to the other template. The observed 
limitation in the matching of multiple items represents one of a number of processing 
bottlenecks that makes the human brain a serial processor in spite of its massively parallel 
architecture. 
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Appendix A 
We estimated the signal strength d’ in the one-target trials by applying the concepts of the 
signal detection theory (Green & Swets, 1966): 
 

)()('ˆ fZhZd −=           (1) 
 

 
 
Appendix Figure 1. Basic concepts of the signal detection theory. The signal has a Gaussian distribution with mean 0 and 
standard deviation of 1 on target-absent trials, and a distribution with average d’ (also called signal strength) and the same 
standard deviation on target present trials. λ is the subject’s threshold. In such a model d’ and λ can be estimated when the 
proportion of hits (h; area under right Gaussian to the right of λ) and false alarms (f; area indicated in grey) are known. 
 
h is the proportion of hits on target present trials, and f is the proportion of false alarms on 
target absent trials (Appendix Figure 1). Z is the inverse of the cumulative standard Gaussian 
distribution (with mean 0 and variance 1),  
 

)()( 1 xxZ −Φ= , with dzzExpx
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The subject’s threshold equals λ, so that  
 

)(1 λΦ−=f            (3) 
 

)'(1 dh −Φ−= λ           (4) 
 
We defined two models, one where the subject uses two templates at the same time, and one 
where the subject can only use a single template (Appendix Figure 2). 
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Appendix Figure 2. Relation between p(false alarm) and p(hit) that describes the performance of a subject on two-target trials 
in the shapes experiment under different assumptions and varying response biases. The upper curve describes performance 
when two templates can concurrently support target detection. The model assumes that the d’ for both targets is equal to the 
d’ on one-target trials. The middle curve describes the one-template model. If the stream contains the target that matches the 
actual template, d’ is equal to one-target trials, but the probability of detecting the other target equals the probability of a false 
alarm. The straight curve indicates a d’ of zero for both targets. The observed performance for this particular subject (black 
dot) was slightly worse than predicted by the one-template model. 
 
Performance with two templates 
This model assumes that the subject can use both templates concurrently, and that the d’ for 
both processes is equal to the d’ in one-target trials. The bias, λ2, may differ from that in one-
target trials. f2, the probability of a false alarm on two-target trials depends on f1, the false 
alarm rate of the individual detection processes, which was defined as in equation 3 (but with 
λ=λ2): 
 

2
2

2
12 )(1)1(1 λΦ−=−−= ff          (5) 

 
Because on miss trials, both detection processes did not reach threshold, we can compute h2, 
the hit rate in the two template trials as follows: 
 

)()'(1)1)(1(1 112 λλ Φ−Φ−=−−−= dfhh        (6) 
 
where h1 is the hit rate of the single detection process that was defined in equation 4 (but 
using λ2). 
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Performance with one template 
In our second model, the subject can use only one template at a time. The subject’s d’ is equal 
to that on one-target trials if the presented target corresponds to the active template. If the 
other target is presented, the subject behaves as in the noise trials of the one-target condition. 
Moreover, we assume that the subject’s bias, λ2, may differ from that on one-target trials.  
 
It follows from equation 2 that the false alarm rate is: 
 

)(1 22 λΦ−=f           (7) 
 
The hit rate of the two-target condition, h2, equals the hit rate of the one-target condition (with 
the new λ2) on the 50% of trials where the targets is presented that corresponds to the active 
template, and the false alarm rate on the other 50% of target-present trials where the wrong 
template is active.  
 

))'(1(5.0))(1(5.0 222 dh −Φ−⋅+Φ−⋅= λλ        (8) 
 
Modeling the data of the subjects 
Some subjects performed better than predicted by the one-template model. We fitted their 
data with a mixture of the one- and two-template model. Other subjects were even poorer than 
predicted by the one-template model. We assumed that these subjects had zero templates on a 
fraction of the trials, perhaps during switches from one template to the other one. For these 
subjects we used a mixture of the zero- and one-template model to fit the data. 
  
To fit the performance of the subjects that were better than predicted by the one-template 
model we assumed that the subject was able to use two templates on a fraction, p2, of trials, 
and that the subject used only a single template on the other trials. By combining equation 5-
8, we can see that the predictions of the two models are as follows 
 

( ) ( )(1)1()(1 22
2

222 λλ Φ−−+Φ−= ppf Mixture )        (9) 
 

( ) ( )))'(1(5.0))(1(5.0)1()()'(1 2222222 dpdphMixture −Φ−⋅+Φ−⋅−+Φ−Φ−= λλλλ   (10) 
 
These two equations have two unknown parameters, λ2 and p2, and they can therefore be 
solved numerically. The average number of templates used by the subject is estimated as  
 

21_ pTemplatesN +=          (11) 
 
The performance of other subjects fell below the performance predicted by the one-template 
model. We assumed that these subjects had no active template on a fraction of trials p0, and 
one template on the other trials. To compute the average number of active templates, the 
model suggests that the subject pressed the ‘yes’ button with the same probability, 
p(Yes|NoTemplate), as on one-target trials. We note that this is not a critical assumption and 
that very similar estimates for the average number of templates used by the subjects are 
obtained for other choices of p(Yes|NoTemplate). Thus: 
 

eOneTemplateOneTemplat fhNoTemplateYesp 22 5.05.0)|( +=       (12) 
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Where f2

OneTemplate and h2
 OneTemplate are as defined in equations 7, 8; note that they only depend 

on λ. f2 and h2 can be computed by combining equation 12 with equations 7, 8: 
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2 NoTemplateYesppdphMixture +−Φ−⋅+Φ−⋅−= λλ    (14) 
 
Equations 12-14 have three unknown parameters, λ, p0, and p(Yes|NoTemplate) and can be 
solved numerically. For these subjects, (1-p0) can be used to estimate the average number of 
active templates. 
 
Appendix B 
The models for the combined experiment are slightly more complex, because the color and 
the shape matching processes may have a different sensitivity d’ and bias λ. 
  
Performance with two templates 
This model assumes that the subject is able to have both templates (a shape and a color) 
online, and that the d’ for both processes is equal to the respective d’ values of the single 
template trials. The two biases, λS and λC may differ from those in the one-target condition. f2, 
the probability of a false alarm in the two-target condition can be computed on the basis of fS 
and fC, the false alarm rates of the individual detection processes: 
 

)1)(1(12 CS fff −−−=          (15) 
 
Because both detection processes did not reach threshold on miss trials, we have  
 

)1)(1(12 CSS fhh −−−=          (16) 
 
Where h2S is the hit rate in the two-target condition if the shape was present, and hS is the hit 
rate of the individual shape-detection process. A similar equation can be derived for the trials 
where a color was presented, where 
 

)1)(1(12 SCC fhh −−−=          (17) 
 
It can be seen that two parameters of the model,  λC and λS, determine three observables, f2, 
h2S and h2C. It follows that two of these observables are an implicit function of the third. 
 
Performance with one template 
According to this model the subject always uses one template. The shape template is selected 
with probability pS, else the color template is selected with probability . The 
subject’s d’ is equal to that on one-target trials if the presented target matches the active 
template. Otherwise, the subject behaves as if the trial is a target-absent trial. Again, the 
subject’s bias may differ from that on one-target trials. The false alarm rate is computed as 
follows (see Eq. 2): 

SC pp −= 1
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))(1)(1())(1(2 CSSS ppf λλ Φ−−+Φ−=        (18) 
 
The hit rate of the two-target condition, h2, equals the hit rate of the one-target condition on 
the trials where the target is presented that matches the current template, and the false alarm 
rate on the other trials where the subjects uses the wrong template.  
 

))'(1())(1()1(2 SSSCSS dpph −Φ−⋅+Φ−⋅−= λλ       (19) 
 

))'(1()1())(1(2 CCSSSC dpph −Φ−⋅−+Φ−⋅= λλ       (20) 
 
Thus in this model, f2, h2S and h2C are jointly determined by λS, λC and pS. Given a value of d’S 
and d’C all values that can be reached by  f2, h2S and h2C form a 3D subspace of the space 
spanned by f2, h2S and h2C.  
 
Psychophysical evidence indicates that subjects choose similar decision criteria if they 
concurrently perform multiple detection processes (Gorea & Sagi, 2000). In the one-template 
model, dissimilar values of λS and λC give rise to poor performance. The subject’s 
performance can come close to chance level, for example, if one λ is set to a high value and 
the other to a low value (e.g. the subject usually gives a target present response if the color 
template is active, but almost never a target present response if the shape template is active). 
The one-template model gives rise to optimal performance when one λ is an (almost) linear 
function of the other one. The required relation between λs can be derived as follows: 
 
Suppose that we set f2, h2C to a fixed value to obtain a 1D subspace where only h2S varies. We 
will derive the maximal value of h2S that can be reached within this 1D subspace while λS, λC 
and pS are varied (i.e. the best value of h2S that the model can produce given f2 and h2C) . By 
subtracting equation 16 from equation 18 we get 
 

cdpfh CCCSC =−Φ−Φ⋅−=− ))'()(()1(22 λλ       (21) 
 
The value of this expression is constant within the 1D subspace. pS is therefore an implicit 
function of λC: 
 

)( CS fp λ=            (22) 
 
We can therefore rewrite equation 21 as follows 
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By taking derivatives on both sides, we get 
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We can compute the derivative of the function f as follows: 
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Here we write φ for the normal probability density: 
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Similarly, because f2 is constant in the 1D subspace, it follows from equation 18 that λC is also 
an implicit function of λS:  
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and we can compute  
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We will now compute the point at which h2S is maximal in the 1D subspace by using equation 
19. At the maximum, the derivative is zero: 
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so that  
 

0)()1()'())'()((2 =
∂
∂

Φ−−−−−Φ−Φ
∂
∂

=
∂
∂

S

C
CSSSSSSC

S

S

S

S pdpdph
λ
λλλφλλ

λλ
   (30) 

 
After combining equation 25, 29, and 30, it follows after some rearrangement of terms that in 
the optimal one-template model λC is related to λS as follows: 
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Examination of this relationship reveals that if d’S and d’C are in the same range (as is the case 
in the present study), then λC is an almost linear function of λS (Appendix Figure 3). 
Moreover, if d’S equals d’C, then λS should equal λC to optimize performance. These results 
are in accordance with the findings of Gorea & Sagi (2000), who demonstrated a strong 
correlation between the psychophysical thresholds in a dual detection task. 
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Appendix Figure 3. Relation between λS and λC that optimizes the subject’s performance in the one template model. The 
combinations of values of λS and λC are solutions to equation 29 (see text). In this figure, d’S was set to 2, and three values 
were chosen for d’C. 
 
Modeling the data of the subjects 
If the subject’s performance on two-target trials fell between the one- and two-template 
model, we assumed that the subject maintained two templates on a fraction of trials p2, and 
only one template on the other trials. The following 3 equations can be derived from 
equations 15-17, and 18-20: 
 

{ } { })()(1)(1()(1)(1()1( 222 CSSSCS
Mixture ppppf λλλλ ΦΦ−+Φ−+Φ−−−=    (32) 
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C dppdpph −ΦΦ−+Φ−+−Φ−−−= λλλλ  (34) 

 
Together with equation 31 there are 4 equations with four unknown variables, λC, λS, pS, and 
p2 that can be solved numerically. 
 
The performance of one of the subjects on two-target trials fell below the performance 
predicted by the one-template model. For this subject we assumed that the subject had no 
active template on a fraction of trials p0, and one template on the other trials. To compute the 
average number of active templates, we assumed that on the zero-template trials, the subject 
pressed the ‘yes’ button with the same probability as in the one-template trials. Thus: 
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Where f2

OneTemplate, h2S
OneTemplate, and h2C

OneTemplate
 are as defined in equations 16-18 and depend 

on λS, λC and pS. The hit rates and the false alarm rate of the full model can be derived by 
combining equation 35 with equations 18-20: 
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These 4 equations together with the optimality constrain (equation 31) have five unknown 
variables, λC, λS, pS, p(Yes|NoTemplate) and p0, and were solved numerically. 
 
Appendix C 
Only little is known about the neuronal mechanisms that are responsible for matching a 
sample stimulus to subsequent input. Neurophysiologically plausible models of working 
memory (e.g. Compte et al., 2000; Koulakov et al., 2002; Mongillo et al., 2003) hold that 
working memory is associated with a persistent pattern of neuronal activity. In a match-to-
sample task, the memory trace of the sample (target template) has to be compared to a 
sequence of visual stimuli. The results of the present study suggest that observers are only 
able to carry out this matching operation for one item at a time. To provide some insight in 
our observers’ inability to compare multiple memory templates to a visual stimulus, we here 
propose a possible model of the comparison process, and we will then consider why it might 
be difficult to match the input to multiple memory templates at the same time.  
 
A model of matching 
The task is to compare the incoming visual stimulus represented as a feature vector f  to a 
template vector t  in working memory. We will assume, for simplicity, that these two vectors 
have equal length. The difference between f  and t  should not exceed a threshold ε.  In 
mathematical terms, a match is obtained whenever 
 

ε<−∑ k

i
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If k equals 2 this equation simplifies to 
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so that  
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If neuronal normalization processes (e.g. a form of global inhibition that constrains the overall 
level of activity) cause the norm of the feature vector f and the memory vector t to have a 
fixed value zf = ; zt = , then it follows from equation 41 that  
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ii εα −>=
∑

         (42) 

where α is the angle between f  and t . If ε is small, the cosine of the angle α approaches 1 
and this forces f  and t  to be similar. Figure 4 illustrates how it is possible to measure cos(α) 
in a neurophysiologically plausible way. The model consists of an input layer at the bottom, a 
template layer that contains the pattern currently in working memory at the top, and in the 
middle a matching layer that receives feedforward connections from the input layer as well as 
feedback connections from the template layer.  
 

 
 
Appendix Figure 4. Simple neuronal network operation that can asses the quality of the match between an input pattern f, 
represented in the bottom layer and a template t represented in the top layer. Neurons in an intermediate matching layer m 
receive excitatory connections (+) from the input layer and multiplicative connections (x) from the top layer. Local matching 
signals become integrated in neuron s, which receives excitatory connections from neurons in the matching layer, and 
inhibitory connections (-) from neurons in the input layer. 
 
The activity of neurons, mi, in the matching layer equals 
 

)1( iii tfm +=  .          (43) 
 
Thus, feedforward input from input neuron fi activates neuron mi while the feedback ti has a 
multiplicative effect on the response (see e.g. Fukushima, 1988; Grossberg, 1999). Such a 
multiplicative effect of feedback is consistent with neurophysiological evidence (McAdams & 
Maunsell, 1999; Treue & Martínez Trujillo, 1999; reviewed by Roelfsema, 2006). Indeed, if 
there is a match between the incoming input and the pattern in working memory, neurons in 
the visual and frontal cortex enhance their response (Miller & Desimone, 1994; Miller et al., 
1996). Neuron s in Figure 4 integrates across all the local matching signals. It receives 
excitatory input from the matching layer and inhibitory input from neurons in the input layer 
so that its activity only depends on the quality of the match between input and template: 
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It follows from equations 4 and 6 that if s reaches a certain threshold value (equal to z2-0.5ε), 
then the difference ( )2∑ −

i
ii tf between f  and t  is guaranteed to be smaller than ε.   

 
This model would explain why only one template vector t  can be matched at a time. If e.g. a 
mixture between two template vectors 1t  and 2t  (e.g. 21 )1( tttmix ββ −+= ) is used as the 
memory pattern in the template layer, then match responses will be caused only by input 
vectors f  that are sufficiently close to mixt , while f = 1t  and f = 2t  will cause misses. It can 
be seen that the model of Figure 4 would have to be replicated N times to make simultaneous 
matching of N templates possible. We conjecture that similar problems with matching of 
multiple memory templates may occur in other neuronal implementations of the matching 
process, although such models have yet to be proposed (to our knowledge). 
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Chapter 7. Discussion 
 

In conclusion I will summarize the results described in the previous chapters and discuss their 
implications for the general view on perceptual grouping and selective attention as outlined in 
the introduction. 
 
Parallel versus serial grouping of image elements 
Visual perception is for a large part based on the exploitation of structural regularities of the 
scene. Image elements that are part of the same object can be grouped, and segregated from 
elements that belong to different objects and the background on the basis of Gestalt criteria 
such as colinearity and connectedness. Most theories on visual processing propose that the 
application of Gestalt criteria proceeds in parallel across the visual scene with unlimited 
capacity (Julesz, 1981; Treisman & Gelade, 1980), but recent studies have shown that contour 
grouping on the basis of colinearity and connectedness can be a time-consuming, serial 
process (Jolicoeur, Ullman & Mackay, 1986, 1991; Pringle & Egeth, 1988; Roelfsema, 
Scholte & Spekreijse, 1999).  

In the second chapter we unravel the critical factor that determines whether the application 
of Gestalt rules proceeds in parallel or serially; local groupings of well-aligned or coherently 
moving image elements are extracted in parallel. In contrast, perceptual grouping is serial 
when a collection of local groupings has to be evaluated in combination. This is necessary 
whenever there are multiple equally coherent objects present in a scene that are not coded by 
dedicated neurons, but rather are represented by a pattern of activity across a distributed 
network. In that case the information about which feature belongs to which object is lost, and 
a serial process is necessary to establish the conjunction of features that belong to the same 
object.  

According to most theories this integration is solved by selective attention. In location-
based theories such as the feature integration theory (FIT; Treisman & Gelade, 1980), a 
spotlight of attention groups features of different domains, like color and orientation at the 
same location in a serial fashion. However, recently it has become clear that many 
conjunctions of basic features are in fact extracted by dedicated cells in early visual areas 
during feedforward processing (Sincich & Horton, 2005). Psychophysical studies also show 
that participants can process the combination of an orientation and a color at the remarkable 
speed of less than 20 ms per presentation as long as the features are present in the same 
location (Holcombe & Cavanagh, 2001; Vul & MacLeod, 2006).  

Furthermore, features that belong to the same object are often remote and separated by 
overlapping objects. This poses a further challenge for a spatial selection mechanism such as a 
spotlight of attention, and consequently, object-based theories of attention have proposed that 
attention can be directed to pre-attentively established groupings (Baylis & Driver, 1993; 
Duncan, 1984). Because these theories assume that Gestalt grouping occurs in parallel, the 
results of chapter 2 that show that image elements of an object cannot be grouped in parallel 
in the presence of another, equally coherent object, have a profound implication. If parallel 
Gestalt grouping is assumed as the basis for subsequent object-based attention, and multiple 
equally coherent objects are usually present in a scene, the question arises how attention can 
specifically be directed to one of them.  
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Figure 1. An example of serial contour grouping. To find out if he is the one that will catch the big fish, the fisherman 
gradually labels all the contour elements of his line with selective attention to integrate them into a coherent representation. 
 
Serial grouping and object-based attention 
Chapter three tried to clarify the mechanism of object-based attention in the light of serial 
contour grouping. By measuring the spatial distribution of attention at different stages of a 
task that required the grouping of target contour elements in the presence of an equally 
coherent distractor object, we showed that attention gradually spreads over all segments of the 
relevant object. Attention thus labels contour segments that belong to the same object in order 
to integrate them into a coherent representation on the basis of Gestalt criteria. In this way, the 
fisherman in Figure 1 can discover that he is about to catch the big fish. These results are in 
accordance with physiological data from the primary visual cortex of monkeys engaged in a 
similar curve-tracing task. After an initial activation of neurons in response to a curve element 
in their receptive field, neuronal responses to the entire target curve are enhanced relative to 
responses evoked by the distractor curve (Roelfsema, Lamme & Spekreijse, 1998).  

We propose that during feedforward processing, ‘base groupings’ of locally related image 
elements are extracted in parallel. Connections between neurons that respond to image 
elements that are related to each other by Gestalt laws but that do not form a base grouping 
are enabled as well. When the task requires the combination of multiple base groupings, a 
label of enhanced firing rate spreads along these enabled connections during recurrent 
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processing (relying of horizontal and feedback connections). This process is called 
‘incremental grouping’. In the case of curve tracing it starts at the beginning of the target 
curve and gradually adds successive contour segments that were extracted as base groupings 
to the representation of the curve on the basis of Gestalt criteria. Processing delays during the 
labeling operation explain why reaction times increase approximately linearly with the length 
of the curve that needs to be grouped (Jolicoeur, Ullman & Mackay, 1986, 1991; Pringle & 
Egeth, 1988; Roelfsema, Scholte & Spekreijse, 1999). 
 
In the fourth chapter we further explored the properties of incremental grouping and 
generalized it to proximity and similarity grouping. When grouping could be based both on 
proximity and similarity of image elements, it proceeded faster than when only proximity 
cues were available. The process was even slower when similarity and proximity had to be 
evaluated in combination to solve the task. Furthermore, high similarity between the target 
elements was beneficial for the speed of grouping, just as a difference between target and 
distractor elements.  

We propose that the observed effects of similarity on grouping speed are caused by the 
size of the base groupings that can be extracted during feedforward processing. When target 
elements are more similar, they form larger base groupings. This speeds up the tracing 
process because big chunks can then be added to the evolving perceptual group with each step 
of incremental grouping. On the other hand, when target elements are similar to distractors, 
chunking should be limited to prevent grouping of target with distractor elements. 

Other studies have shown that the speed of contour grouping is also dependent on the 
distance between a target curve and surrounding distractors (Jolicoeur et al., 1991; Jolicoeur 
& Ingleton, 1991). This can be explained if the labeling operation occurs simultaneously at 
multiple levels of the cortical hierarchy. In higher areas the process can speed up because the 
representation of the visual scene is more compressed. However, if the target and distractor 
curve are close together they fall within the same receptive field. In order to disambiguate the 
curves, tracing has to proceed at a lower level where receptive fields are smaller and 
consequently more iterations are required to label all target elements (Roelfsema, Lamme & 
Spekreijse, 2000). 

The cooperation between different processing levels furthermore explains why contour 
grouping is faster for familiar than for unfamiliar objects (Vecera & Farah, 1997; see Zemel, 
Behrmann, Mozer & Bavelier, 2002 for effects of more short-term experience). Coarsely 
outlined object representations of familiar stimuli can be activated as base groupings during 
feedforward processing. If necessary for the task, these representations can in turn guide 
selective attention at lower levels of processing to determine the exact spatial lay-out of the 
stimulus.  

A recent imaging experiment lends further support for a close relation between object- and 
location-based attention (Shomstein & Behrmann, 2006). A target was presented at one of 
four possible locations on two objects. It could signal the subject to either hold attention at 
that location, shift attention within the same object, or shift attention to the other object (cf. 
Egly et al., 1994). Shift related activity in the posterior parietal cortex was more enhanced for 
a within-object than a between-object shift target, probably because of a general processing 
advantage for locations within the attended object. Furthermore, in visual areas V1 through 
V4, spatially specific activation at the location that subsequently had to be attended, was 
enhanced earlier for within-object than for between-object shifts, suggesting that attention at 
the object-level guides spatially selective attention.  
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Directing selective attention 
In visual search, selective attention has to be efficiently guided to relevant features in a scene 
in order to detect a target and execute goal-directed actions. Also this guidance is based on 
both bottom-up and top-down processes. First of all bottom-up grouping and segregation 
processes detect the contrast of an item with its neighbors (Nothdurft, 1992; Treisman, 1988; 
Wolfe, 1994). The higher the contrast, the more likely it is that the item will attract attention. 
Furthermore, search efficiency is improved if distractors are homogeneous, because in that 
case they can be grouped and inhibited efficiently by a spreading suppression mechanism 
(Duncan & Humphreys, 1989). Likewise, when the target is similar to the distractors search 
efficiency is decreased, presumably because the target is also suppressed. 

Visual search should furthermore be influenced by the present goal of search, such as 
locating your friend in a crowd. Selective attention has to be guided by an internal 
representation of this target for search, i.e. the search template (Desimone & Duncan, 1995; 
Phaf, Van der Heijden & Hudson, 1990; Van der Velde & De Kamps, 2001; Wolfe, 1994). 
The template in working memory can feedback activity to lower visual areas in order to bias 
inputs that resemble the target (Hamker, 2005; Van der Velde & De Kamps, 2001; Wolfe, 
1994) and selectively compare these with the search template. 

Recent physiological support for such biasing feedback activation comes from a study by 
Bichot et al. (2005). They found that the response of cells in V4 to a preferred stimulus in 
their receptive field was enhanced if this stimulus matched a feature of the target. Further 
corroboration comes from psychophysical experiments that demonstrate that selective 
attention is biased towards the content of working memory (Awh & Jonides, 2001; Downing, 
2000). Moreover, a recent study shows that conscious perception of an item in the affected 
visual field in patients who suffer from extinction is enhanced if it matches the item that is 
maintained in working memory (Soto & Humphreys, 2006).  
 
In chapter five, we show that the link between working memory and attention is not 
obligatory, however. Selective attention is not automatically directed to items in working 
memory. The results instead suggest that the target for visual search has a special status in 
working memory that allows it to guide attention. The weak guidance by other items in 
working memory can only be observed if the search-target is not present in the display. 
Furthermore, a delay is observed when participants have to start searching for an item that 
they merely maintained before. This suggests that it first has to be installed as an active 
template in order to guide attention (cf. Wolfe et al., 2004).  

We hypothesize that it is possible to flexibly adjust the priority settings for items that are 
stored in working memory. This could be accomplished by executive control mechanisms in 
the prefrontal cortex that determine which item has the greatest potential to guide the search 
process at a particular point in time (Miller & Cohen, 2001). This item will then provide a 
bias signal so that matching inputs in lower visual areas are enhanced. The other item 
meanwhile is more passively maintained. 

Our results are in line with a recent study by Downing & Dodds (2004). Here participants 
also had to remember one shape for a subsequent memory task while searching for another 
shape among distractors. No detrimental effect was found when the memory item was present 
as a distractor in the search display. However, it should be noted that participants performed 
not much higher than chance on the memory task, which raises the possibility that the lack of 
interference was caused by an inadequate maintenance of the memory item. An even more 
recent study by Woodman & Luck (in press) suggests that distractors that match memory 
content actually can be inhibited, causing less interference than other distractors.  
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This may seem inconsistent with a recent study that concluded that the guidance of 
attention to a stimulus that matches the content of working memory is an involuntary process 
(Soto, Heinke, Humphreys & Blanco, 2005; Soto, Humphreys & Heinke, 2005). As a 
reconciling explanation it was pointed out that the interval between the offset of the memory 
item and the onset of the search array in this study was a mere 188 ms. Therefore participants 
may have been still engaged in encoding the item upon presentation of the search array 
(Olivers, Meijer & Theeuwes, 2006; Woodman & Luck, in press). But perhaps more 
importantly, the task in the study by Soto et al. was a feature search where the target was 
defined by a unique orientation. The target could thus be located without a specific target 
template by bottom-up processes detecting local contrast in the input. Consequently only the 
item for the subsequent recognition task had to be maintained in working memory. Although 
this item needed to be merely passively stored, its resulting weak activation could 
nevertheless influence the deployment of attention because there was no competition from a 
highly activated search template.  

The competition in working memory account is also consistent with the study by 
Woodman & Luck (in press). Although their search task was highly serial, it did not have to 
depend on a specific target representation in working memory. As a result of the flexible 
adjustment of priority settings, the content in working memory for the subsequent recognition 
task could therefore be assigned a more active status in order to inhibit matching input, 
perhaps through a spreading suppression mechanism (Duncan & Humphreys, 1989). 

Also in an experiment by Olivers, Meijer, and Theeuwes (2006) the odd-one-out search 
task could be solved by a bottom-up detection process. Moreover, the memory task was 
highly demanding so that the memory item presumably had to be considerably activated to 
survive the search interval. Its relatively strong representation combined with the fact that the 
distractor that could match the memory-item was a singleton with a high bottom-up saliency 
can explain the (moderate) interference effect.  
 
The notion of competition between items in working memory is consistent with the results 
from chapter six. Here we show that it is not even possible to have more than one functionally 
activated item in working memory when this is required by the task, irrespective of whether 
the targets are from the same or from different feature dimensions. We conclude that no more 
than a single representation in working memory can support target-detection, a restriction that 
could be due to limitations on matching this representation with the input. How this process is 
related to the selection of information from a scene will have to be clarified by further 
research. In any case there is a fundamental limit on processing that prevents interference, but 
at the same time excludes the possibility to search in parallel for more than one item at a time.  

This limitation may seem at odds with research that shows that an animal versus non-
animal categorization task is possible in parallel (Li, VanRullen, Koch & Perona, 2002; 
Rousselet, Fabre-Thorpe & Thorpe, 2002) even though the category ‘animal’ has hundreds of 
possible targets. However, in this case target detection can be supported by feedback from a 
single general ‘animal template’, presumably represented in the prefrontal cortex (Freedman, 
Riesenhuber, Poggio & Miller, 2003; see Miller, Nieder, Freedman & Wallis, 2003 for a 
review). The reader as an example may notice that it is fairly easy to decide if a bird is present 
in Figure 2 (although this is more difficult than the search for a specific sparrow; Wolfe et al., 
2004). On the other hand the decision whether either a bottle or a windmill is present in the 
display is quite taxing. According to the abstract template account the detection of either a 
sparrow or a duck among other birds should also be difficult, because in that case search has 
to be based on two more specific templates.  
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Figure 2. A demonstration of visual search with an abstract target template. The detection of a bird in the display is not a 
difficult task although there are dozens of potential targets. The search for either a bottle or a windmill is much more 
demanding, because their representations cannot be combined into a single abstract template. 
 

The flexible nature of representations in the prefrontal cortex might also allow the 
possibility to simultaneously support detection of multiple targets after more extensive 
training if they are assigned to a single category. New abstract templates or category-nodes 
can develop over time because training shifts the tuning of neurons in the prefrontal cortex so 
that they code the new category membership (Freedman, Riesenhuber, Poggio & Miller, 
2001). In the paradigm presented in Chapter 6 extensive practice might lead for example to 
more efficient detection of the shapes belonging to the category of musical instruments (the 
harp, accordion, and guitar). But if the present conclusions hold true, also the use of more 
abstract templates will not circumvent the inherent limitation of searching for only one item at 
a time. 
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Conclusion 
To conclude, the detection of local base-groupings of coherent elements proceeds in parallel, 
presumably during feedforward processing. A serial feedback process is required for the 
grouping of image elements of one object in the presence of another, equally coherent object. 
During the latter process, attention gradually labels all elements of the relevant object to 
establish a global representation, a process that we call incremental grouping. The speed of 
the labeling process is influenced by the size of the base-groupings that can be added to the 
evolving incremental group with each iteration. 

Attention also has to be selectively guided to relevant information in the visual scene. 
Besides bottom-up grouping and segregation processes, the deployment of attention is based 
on feedback signals from information in working memory. The link between attention and 
working memory is not obligatory, and attention can be selectively guided by the currently 
relevant object. Moreover, it is not possible to search for more than one item at a time 
irrespective of whether the targets are from the same or from different feature dimensions, 
suggesting that items in working memory compete for control.  
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Samenvatting in het Nederlands  
 
Visuele waarneming lijkt heel makkelijk. Maar bij nadere beschouwing blijkt het nog best 
lastig. Objecten zien er van de ene kant anders uit dan van de andere kant, en dan bewegen je 
ogen ook nog ongeveer 5 keer per seconde waardoor ze steeds een ander deel van de wereld 
zien. Verder zijn objecten vaak niet erg compact en overlappen ze in het 2 dimensionale beeld 
dat op het netvlies valt.  

Gelukkig gedragen elementen die bij hetzelfde object horen zich volgens bepaalde regels. 
Die zijn voor het eerst opgeschreven in de jaren 30 van de vorige eeuw door de Gestalt 
psychologen. Zo zijn delen van hetzelfde object meestal met elkaar verbonden en hebben ze 
geen al te scherpe hoeken. Ze lijken meestal op elkaar en als ze bewegen doen ze dat in 
dezelfde richting. Met behulp van deze regels kan het visuele systeem een idee krijgen hoe de 
visuele wereld in elkaar steekt. 

De meeste theorieën gaan ervan uit dat deze regels zonder capaciteitslimiet voor het hele 
visuele veld worden geëvalueerd. In het hele beeld tegelijk zou dus bekeken worden welke 
elementen samen een object vormen. De laatste tijd is er echter ook data waaruit blijkt dat dat 
soms niet het geval is. In Hoofdstuk 2 laten we zien hoe dat kan. Het lijkt erop dat het 
groeperen op een locaal niveau weldegelijk in parallel gebeurt (dus overal tegelijk). Maar het 
groeperen van meerdere van zulke locale links gaat stapje voor stapje en kost dus tijd. 

Dat is interessant, want het idee was juist dat het groeperen van object-elementen eigenlijk 
geen moeite kost en dat je je aandacht op een ‘voor-gegroepeerd’ object kan richten. Als dit 
niet altijd kan, hoe richt je dan je aandacht op een object? Dit proces onderzoeken we in 
Hoofdstuk 3. Dit hoofdstuk beschrijft hoe aandacht zich tijdens het groeperen van de locale 
links langzaam over een object verspreidt. Hierdoor kan dan uiteindelijk het object als een 
geheel waargenomen worden.  

In Hoofdstuk 4 gaan we verder in op dit proces dat we ‘incremental grouping’ noemen. 
We onderzoeken verschillende factoren die invloed hebben op het tempo waarmee dit 
plaatsvindt. Het proces blijkt heel effectief te werken. Als elementen van een object op elkaar 
lijken, dan zijn de locale links groot en is het volledige object snel gegroepeerd. Maar als ze 
niet zo op elkaar lijken, of wanneer er nog een hoop andere elementen in de buurt zijn, dan 
neemt het proces als het ware kleinere stapjes en gaat daardoor langzamer. 
 
Omdat de capaciteit van aandacht beperkt is, is het raadzaam om selectieve aandacht effectief 
door het visuele veld te sturen. Maar hoe kan je van te voren weten waar iets interessants is? 
Ten eerste kan je aandacht worden getrokken door externe invloeden, bv. iets groots, iets 
snels, iets fels… Ten tweede kan je zelf je aandacht sturen door je een beeld te vormen van 
hetgene dat je zoekt. Deze representatie van een object in het werkgeheugen communiceert 
tijdens het zoeken met visuele gebieden in de hersenen. Hierdoor wordt selectieve aandacht 
gestuurd naar de locatie in het visuele veld waar het object zich bevindt. In het tweede deel 
van dit proefschrift gaat het over deze relatie tussen selectieve aandacht en werkgeheugen. 

Wat als je meerdere objecten tegelijk in je werkgeheugen probeert te houden? 
Communiceren die dan ook allemaal automatisch met visuele gebieden om je aandacht te 
sturen? In Hoofdstuk 5 laten we zien dat dit niet het geval is. Als je naar het eerste object 
zoekt terwijl je het tweede object onthoudt voor een latere taak, dan wordt je aandacht vooral 
gestuurd door het eerste object. Als het tweede object (waar je niet actief naar op zoek bent) 
ook aanwezig is in het visuele veld, dan heeft dit slechts een zwak effect op je selectieve 
aandacht. 
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In Hoofdstuk 6 bekijken we of het wel mogelijk is om naar twee dingen tegelijk te 
zoeken als dit de bedoeling is van de taak. Hierin wordt een experiment beschreven waarin we 
mensen twee mogelijke target objecten lieten zien waarvan er eentje aanwezig kon zijn in een 
serie van snel gepresenteerde objecten. De proefpersonen moesten aangeven of één van de 
target objecten of geen daarvan aanwezig was. Dit bleek een hele lastige taak en mensen 
kunnen dus schijnbaar niet naar twee dingen tegelijk zoeken. We denken dat dit komt omdat 
een object in het visuele veld maar met één representatie van een object in het werkgeheugen 
tegelijk vergeleken kan worden. Verder onderzoek moet uitwijzen hoe dit vergelijkingsproces 
is gerelateerd aan het sturen van selectieve aandacht door het visuele veld. 
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Zuhause ermöglicht. 
 
Zeker de laatste tijd hebben mensen zich wel eens hardop afgevraagd waarom het toch 
allemaal zo lang moest duren. Ze hebben daar niet altijd een eenduidig antwoord op gekregen, 
maar ik hoop dat altijd duidelijk is geweest dat het niet was omdat ik er geen zin meer in had. 
Integendeel, het was zo leuk en interessant dat het me moeilijk valt om er een punt achter te 
zetten! Maar nu dan toch bij deze… . 
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