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Chapter 1

Introduction

1.1 The Information Era

Information has always been a powerful thing. Gathering, managing, accessing
and analyzing information has evolved to be a critical issue for the success of any
kind of commercial or government organization. Telecommunications, banking
systems, hospitals, etc., they all depend on data management, requiring various
crucial properties, e.g., fast data access times, security and accuracy. Even
entire scientific fields crucially depend on how efficiently scientists can interpret
data in order to find meaningful patterns among huge piles of data. Nowadays,
with the advent of rich media data, even a single person’s life represents a
challenging data management task with tons of music, photos, video, to store,
share and organize. No wonder many argue we are living in the information era;
economy, personal, social and scientific evolution, they all crucially depend on
data manipulation.

1.2 Database Management Systems

The importance of data lead to the creation of the data management research
community which over the last roughly 40 years has achieved significant break-
throughs in multiple aspects of data handling. The early research prototypes
quickly became commercial or open source products which we now refer to as
Database Management Systems (DBMSs). Nowadays, a DBMS is the heart
of any major information system. One way or another, we all interact with
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14 CHAPTER 1. INTRODUCTION

database systems in our daily life, i.e., when we withdraw cash from any ATM
around the world, when we shop from any on-line or physical store, etc. In fact,
what we are doing in these cases is that we are posing queries to the DBMS
which is responsible for the relevant data.

The success and wide adoption of DBMSs is mainly due to their generic
design. A DBMS provides a universal backbone where any kind of data can
be stored and accessed. A database user does not have to worry about how
the data will be stored or how his/her queries will be evaluated. The actual
data is described by the user as collections of tables where each table contains
multiple tuples of data. Each tuple in turn contains multiple attributes and has
a unique key that helps us to distinguish between different tuples. For example,
an employee table in the database of a company would contain one entry for each
one of the company’s employees. Each tuple would contain specific information,
i.e., a number of attributes for a given employee, e.g., name, address, telephone
number, etc.

This way of describing data is a declarative one and is the same with how
us humans actually think of information and how we organize it in our minds.
The system will then internally find the proper way to physically store the
data. This is in simple words what we refer to as the relational model which
revolutionized the database field (Codd, 1970). In addition, the DBMS query
interface is based on a generic and declarative language, SQL, allowing non
expert users, i.e., non programmers, to pose queries and exploit the power of
a DBMS by simply declaring what they want from the system, i.e., give me
all employees that work in the company for more than ten years. The system
subsequently is responsible to apply the proper algorithms and procedures for
this specific query, for this specific data set, given the current system status, etc.
This way, non programmers can efficiently use a database system while at the
same time a single DBMS can be used for multiple different application scenarios
significantly simplifying both the system development and the adoption of the
technology.

Another crucial factor in the rapid and successful evolution of DBMSs is
their standardized internal architecture, i.e., every system contains the same
abstract high level components. These components have more or less the same
motivation, the same goal, and they interact in similar ways across all systems.
This is of crucial importance as over the years it allowed researchers to talk
the “same language”, i.e., refer to the same problems, port techniques from one
system to another and quickly transfer research ideas into commercial products.

The major components of a DBMS include, (a) the parser, (b) the query op-
timizer and (c) the execution and storage engine. The parser is responsible for
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syntactically analyzing incoming queries. The query optimizer is then responsi-
ble for finding the most appropriate query plan, i.e., the proper way to execute
a query and finally, the execution engine is responsible for actually evaluating
a query over the properly stored and maintained data.

Database systems are very complex pieces of software and database research
spans over a large number of subareas, each one focusing on specific aspects of a
DBMS. Characteristic examples include transaction management, security, dis-
tributed processing, etc. Most notably query optimization and physical design
have attracted a tremendous amount of attention from the research community
and are more relevant with the subject of this thesis. Below we discuss these
topics in more detail motivating the research path undertaken here.

1.3 Query Optimization

As we discussed earlier, one of the key points that lead to the wide adoption of
database systems is the declarative nature of the interface between users and
the system, i.e., the user says what she/he wants and the system automatically
finds the best possible way to satisfy the user’s request.

The query optimizer is the central point here. This is the component of a
DBMSs that on-the-fly analyzes multiple different ways of how a query can be
processed and picks the best possible candidate given the existing knowledge. It
analyzes the best possible order in which the various actions should be performed
and it also finds out what is the best algorithm to actually perform each one of
these actions.

In database terminology such actions/steps are called operators and a query
plan is simply a sequence of operator calls. For example, the select operator
selects all tuples from a given table that satisfy a predicate. Typically, a DBMS
contains a large collection of operators, while each operator may be implemented
in various different ways using different algorithms and exploiting different kinds
of data structures. Each one of these implementations is suitable for a different
situation and the query optimizer is responsible for calling the proper operator
in the proper plan not only to get the correct result but crucially to get the
best possible performance as well. When we refer to performance in a database
system, we typically refer to how fast a system can evaluate a query and create
the respective answer.
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1.4 Physical Design: Something is not Right!

Over the years, the database community has come up with very sophisticated
techniques to improve query optimization. However, no matter how smart a
query optimizer becomes and no matter how efficient our individual operator
implementations and algorithms become, there is always the inherit limitation
of the underlying physical design, i.e., the way you can access the data depends
on how the data is actually physically organized.

This is exactly what we refer to as physical design. Modern database systems
allow the creation of indices that can be exploited to improve performance. An
index is a copy of part of the base data of a given table. Its property is that
it stores data in an order that is useful for a given class of queries, i.e., it
allows for more efficient access patterns and it also typically allows the system
to immediately focus on only part of the data by quickly finding out that the
rest of the data is not relevant for the given query. This way, queries can
be evaluated efficiently by reading the data from the respective index instead
of reading the actual table. For example, a query that requests all names of
employees which are younger than 40 years old can be evaluated using an index
where the employee table is sorted on the employee age. Otherwise, the system
has to analyze the employee table tuple by tuple, checking the age of each
individual employee.

This way, having the proper indices at hand when the relevant queries arrive
can give a huge performance boost. However, creating indices is not a straight-
forward task. Which indices to create, when to create them and when to use
them are decisions that have to take into account multiple different and complex
parameters that often continuously change as the incoming queries and stored
data evolve. For example, indices bring an extra storage overhead and thus
an unbounded index creation strategy to satisfy every single possible request
will quickly lead into storage issues. Moreover, indices have to be kept up to
date with updates in the base data, i.e., the actual data on the original tables.
Every time the data changes, this change has to be reflected into the indices as
well, otherwise using these indices will lead to wrong results. The more updates
arrive and the more indices we have, the higher the maintenance overhead.

Thus, the task of finding the proper physical design, i.e., the proper collection
of indices is a complex problem with numerous tradeoffs to consider. For this
reason, it is a task that in modern DBMSs it is assigned to database experts,
called database administrators (DBAs). Here is where the chain of declarative
properties breaks!

Users still say what they want from the system in a declarative way, but in
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order to achieve the ultimate performance, a DBA will behind the scenes by
hand optimize the physical design given the specific user’s needs, i.e., given the
data and queries used. We typically refer to the collection of data and queries
as the workload. The task of the DBA is to “understand” the workload and
“adapt” the physical design accordingly, i.e., decide when it is a good time to
create which indices. In addition, given that the workload might change over
time, the DBA is called to continuously monitor the system performance and
if necessary decide to change the physical design again in the future.

More recently, advances in the database field have lead to the design of auto-
tuning tools. Such a tool is an external component whose goal is to significantly
simplify the task of the DBA, i.e., such tools can off-line or even on-line monitor
a system’s performance given a workload and provide the DBA with statistics
and good recommendations of how the physical design should look like if the
workload follows the current patterns. These are valuable tools that allow the
DBA to worry less about the mechanics of monitoring and more about taking
the proper decisions by carefully putting all available knowledge together. Even
though these tools represent a huge step forward in simplifying modern systems,
the inherit problem of slow reactions to (random and frequent) workload changes
and the bottleneck of keeping humans in the loop are still there.

1.5 Self-organization

The above model worked fine for several years, but as the requirements of new
applications and scenarios evolve it is evident that it does not scale. The re-
cent trends in information technologies show that the state of the art database
techniques are inadequate to handle the new challenges; large amounts of con-
tinuously renewed data and complex access patterns (not known in advance)
cannot be efficiently processed by the current static systems. The task of DBAs
has become a horrendous one, with tons of ever changing information and pa-
rameters to consider especially as the systems themselves become more and
more complex with more and more knobs to tune. This can be seen in the ever
expanding web services where millions of users request continuous concurrent
access in a continuously expanding information base. Most importantly scien-
tific databases, e.g., astronomy, biology etc. typically expand their base data on
a daily basis leading to huge data sets while scientists look for arbitrary patterns
to understand the data. These are characteristic examples of scenarios where
both the enormous amount of base data and the unpredictable query load be-
havior, i.e., focusing on different parts of the data over time, using continuously
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changing patterns, etc. makes it harder and harder to meet the challenges.
Typically a brute force approach is used, i.e., more and more hardware sup-

port is thrown in to increase the processing power and parallelize the query
processing actions. However, these are limited, temporary and expensive solu-
tions. Moreover, the importance of physical design always remains crucial and
it is typically the critical factor that defines performance. This way, it is still
in the hands of DBAs to deliver and maintain a system with the desired per-
formance. Smart, automatic, adaptive and content-aware physical design and
data access is the key to move forward.

A database system should just be given the data and queries in a declarative
way and the system should internally take care of finding not only the proper
algorithms and query plans but also the proper physical design to match the
workload and application needs. This is exactly the vision of self-organization
research and the topic of this thesis, i.e., to design systems that automatically
adapt to the access patterns by selectively and adaptively optimizing the data
set purely for the workload at hand. Ideally, this direction will significantly
reduce or even remove the role of DBAs leading to systems that can completely
automatically self-tune. Performance is not the only critical parameter here;
simplification of system administration is the key towards truly scalable systems
to meet the modern challenges.

1.6 DB Cracking: Towards DBA-free Systems

In this thesis, we explore a radically new architecture, called database cracking.
It represents a radical departure from what is considered textbook standard in
the area, bringing a lot of challenges to resolve but also huge opportunities to
harvest.

The main innovation is that the physical data store is continuously changing
with each incoming query q, using q as an advise on how data should be stored.

The ultimate goal of database cracking is to build the first truly self-organizing
database system that will continuously and automatically adapt to workload
changes. Cracking completely removes the need for human administration.
Most notably cracking is not an auto-tuning tool, i.e., it is not an external piece
of software to help with system administration. Instead cracking represents
a new internal kernel design by introducing new ways of storing and access-
ing data. This way, the very way data is stored and subsequently accessed by
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queries is continuously changing to adapt to the workload and to converge to
the ultimate performance.

Database cracking is being studied, designed and developed as part of the
MonetDB system. MonetDB is an open-source column-store DBMS with mul-
tiple innovations in its core design. Database cracking is disseminated as part
of the MonetDB product family available via http://monetdb.cwi.nl/.

1.6.1 The Basics

Database cracking is a fully on-line approach aimed towards dynamic environ-
ments with rapid workload changes, updates and no or little idle system time
to devote to preparation and monitoring steps. It sets a new query processing
and adaptation paradigm.

Cracking continuously changes the way data is stored by bringing often used
data physically closer to improve access patterns.

Let us give a simplified example using a simple selection query. Cracking is
applied at the attribute level, thus a query results in physically reorganizing the
column (or columns) referenced, and not the complete table. Assume a query
that requests A < 10 from a table. A cracking DBMS clusters all tuples of A
with A < 10 at the beginning of the column, pushing all tuples with A ≥ 10 to
the end. A future query requesting A > v1, where v1 ≥ 10, has to search only
the last part of the column where values A ≥ 10 exist. Similarly, a future query
that requests A < v2, where v2 < 10, has to search only the first part of the
column.

The actual design is much more complex of course especially for more com-
plex queries and updates. We will discuss these in more detail in the following
chapters. The main idea is that each query is interpreted not only as a request
for a particular result set, but also as an advice to crack the physical database
store into smaller pieces and organize the data in a different way reflecting the
current workload.

The terminology “cracking” reflects the fact that the database is partitioned
(cracked) into smaller and manageable pieces. In fact, cracking happens at the
operator level. Every crack operator, i.e., selection, tuple reconstruction, join,
etc. internally results in physical reorganization actions that can be exploited
by any future crack operator in the current or future queries.
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1.6.2 Thinking Outside the Box

Cracking naturally provides a promising basis to attack the challenges described
in the beginning of this chapter. The really revolutionary part is the fact that
we actually physically reorganize the base data while processing the queries.
Traditionally, query processing time is considered a “holy” time, i.e., do min-
imum actions to have the best possible reaction time. Cracking shows that
investing in some lightweight reorganization, based on what the queries need,
can have both short term and long term benefits but most importantly it creates
a self-organizing behavior. Without the need for monitoring and preparation
steps, each query processed adds a small part in improving the data organiza-
tion, collectively creating a physical design that matches the workload at the
time this workload is actually active. No external (human) administration or
a priori workload knowledge is required and no initial investment is needed to
create index structures.

1.6.3 Contributions

The contributions of this thesis can be summarized as follows:

(1) Database Cracking. We introduce database cracking, a new query pro-
cessing paradigm towards truly self-tuned systems. Cracking requires zero
human input, no a priori workload knowledge and no idle time to prepare.

(2) Updates in a Cracked Column-store. We show that cracking can
maintain its properties even under frequent and high volume updates by
absorbing updates in a self-organizing way.

(3) Self-organizing Tuple Reconstruction. We show how to overcome
the tuple-reconstruction issues caused by the continuous physical reorga-
nization and at the same time provide the optimal tuple-reconstruction
performance for a column-store achieving similar behavior to presorting
but without the restriction that come with sorting.

(4) Crack Joins. We show how to exploit and even enhance the cracking
knowledge gained during past queries for efficient join processing in future
ones via a new class of joins algorithms, the crack joins.

(5) Adaptive Indexing Hybrids. We study a new technique, termed adap-
tive merging that was inspired by database cracking and we design the first
hybrid indexing approach that blends ideas from both adaptive merging
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and cracking leading to very flexible indexing directions and a whole new
family of adaptive indexing alternatives.

(6) The Big Picture. Finally, we carve the complete research space opened
by database cracking towards the vision of a fully functional DBA-free self-
organizing DBMS that can automatically adjust to arbitrary workloads.

1.6.4 Published Papers

The material in this thesis has been the basis for a number of publications in
major international refereed database venues.

(1) Stratos Idreos, Martin Kersten and Stefan Manegold. Database Crack-
ing. In Proceedings of the 3rd International Conference on Innovative
Data Systems Research (CIDR), pages 68-78, Asilomar, California USA,
January 2007

(2) Stratos Idreos, Martin Kersten and Stefan Manegold. Updating a Cracked
Database. In Proceedings of the 27th ACM SIGMOD International Con-
ference on Management of Data, pages 413-424, Beijing, China, June 2007

(3) Stratos Idreos, Martin Kersten and Stefan Manegold. Self-organizing Tu-
ple Reconstruction In Column-stores. In Proceedings of the 29th ACM
SIGMOD International Conference on Management of Data, pages 297-
308, Providence, Rhode Island, USA, June 2009

(4) Stratos Idreos, Martin Kersten and Stefan Manegold. Adaptive Joins for
Adaptive Kernels. Submitted for publication at the moment of printing
this thesis.

(5) Stratos Idreos, Stefan Manegold, Goetz Graefe and Harumi Kuno. Adap-
tive Indexing. Submitted for publication at the moment of printing this
thesis.

1.7 Thesis Outline (How to read)

The rest of this thesis is organized as follows. First, Chapter 2 discusses research
work that is relevant to cracking. It points out to how database cracking was
inspired by past experiences, how it differs from past approaches in various novel
ways and how it can potentially itself inspire further developments in a number
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of research areas. In addition, Chapter 2 provides a detailed discussion of our
development and experimentation platform, MonetDB.

Then, Chapter 3 introduces the basic cracking architecture and provides
all motivation and thinking that lead to the initial cracking work. It reflects
the fundamental adoption of cracking in a complete system providing the ba-
sic cracking algorithms, demonstrating the initial performance and the initial
cracking operators. It shows that on-the-fly physical reorganization is possible
leading to a continuously improving performance by needing to analyze less and
less data as more queries arrive.

After reading Chapter 3, the rest of the chapters can be read more or less
independently. All techniques work in harmony together but regarding reading
and understanding there are no real dependencies among them. The only hard
prerequisite for each chapter is a good understanding of the basics in Chapter
3 while indeed Chapter 8, that unveils the future research paths opened by
database cracking, is best understood once all material is read.

Chapter 4 shows how to maintain the cracking knowledge during updates.
Updates is a crucial issue for any kind of improved physical design as trans-
ferring the updates to potential indices or other data structures is an added
overhead. For cracking it represents a big challenge due to its continuous physi-
cal reorganization nature. Numerous new algorithms and techniques are shown
that allow us to successfully maintain cracking columns by adaptively and selec-
tively updating only what is really necessary and only when it is really necessary.
The cracking knowledge is kept alive at a minimum cost allowing the system to
provide the improved cracking performance even after and during updates.

Then, Chapter 5 introduces a more advanced cracking architecture by effec-
tively pushing cracking deeper into the kernel design. Multiple partial cracker
maps are continuously, on demand and on-the-fly kept aligned to ensure that
tuple reconstruction, the most important operator in a column-store, is always
performed using sequential access patterns. Expensive tuple reconstruction via
joins is replaced with self-organizing tuple reconstruction via continuously crack-
ing the various columns. Cracking achieves for tuple reconstruction a similar
performance to a presorted column-store but without the requirements for a
priori workload knowledge, idle time to pre-sort and the need for infrequent
updates.

Chapter 6 demonstrates how the cracking knowledge gained during selection
and tuple reconstruction can be successfully exploited for efficient join process-
ing. A new class of join algorithms not only exploit past knowledge gained by
past queries on the same columns, but also via on-the-fly cracking during join
processing, they introduce even more cracking knowledge and thus boosting the
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self-organizing properties of the system.
Then, Chapter 7 discusses adaptive merging, a new technique inspired by

database cracking and invented by Goetz Graefe and Harumi Kuno. We provide
a column-store design and implementation of adaptive merging and an evalua-
tion against database cracking pointing on the design choices and the benefits
and pitfalls of both techniques with respect to the workload properties. Then,
we design a hybrid technique that provides the first step in blending the posi-
tives from both adaptive merging and cracking, while at the same time it opens
a plethora of future work for hybrid designs that can adapt to a larger variation
of workload patterns.

Chapter 8 concludes the thesis and discusses some of the most prominent
future research goals for database cracking. It sets a complete research path
opened by cracking, demonstrating that the vision of a truly crack-based sys-
tem is a not only a realistic one but it also represents a full of potential research
direction that applies to and affects every corner of database research. Topics
include concurrency control, optimization, external cracking, adaptive denor-
malization opportunities, distributed and multi-core cracking, etc.




