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Chapter 3

Selection Cracking∗

3.1 Introduction

This chapter presents the basics of database cracking. The simple idea of con-
tinuously reorganizing columns based on the query workload is plugged in into a
fully functional DBMS resulting to a system prototype that can demonstrate a
clear self-organizing behavior. In general, the discussion in this chapter remains
at a higher level trying to mainly reflect the basic ideas, intuitions and moti-
vation. Then, the following three chapters go deep into studying and solving
analytically specific core research problems of database cracking, demonstrating
that it is a viable direction for database architectures but also a very interesting
and challenging research path.

3.1.1 Contributions

The contributions of this chapter are the following. We present the first ma-
ture cracking architecture, a complete cracking software stack in the context of
column-oriented databases. This chapter presents the cracking algorithms that
physically reorganize the datastore and the new cracking operators to enable
cracking in MonetDB.

Using SQL micro-benchmarks, we assess the efficiency and effectiveness of
the system at the operator level. Additionally, we perform experiments that use

∗The material in this chapter has been the basis for the CIDR07 paper “Database Cracking”
(Idreos et al., 2007a).
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48 CHAPTER 3. SELECTION CRACKING

the complete software stack, demonstrating that cracker-aware query optimizers
can successfully generate query plans that deploy our new cracking operators
and thus exploit the benefits of database cracking.

We clearly demonstrate that the resulting system can self-organize accord-
ing to query workload and that this leads to significant improvement to data
access and response times. This behavior is visible even when the user focus is
randomly and suddenly shifting to different parts of the data.

3.1.2 Outline

The remainder of this chapter is organized as follows. Section 3.2 discusses
database cracking in more detail and introduces the selection cracking archi-
tecture. In Section 3.3, we present the algorithms used to perform physical
reorganization, while Sections 3.4, 3.5 and 3.6 describe when and how cracking
is applied, the new cracking operators and their impact on query plans. In Sec-
tion 3.7, we provide an evaluation of this initial cracking architecture on top of
MonetDB. Finally, Section 3.8 concludes the chapter.

3.2 Selection Cracking

In this section, we introduce the selection cracking architecture. We describe
the necessary data structures and give a simple example. It is as follows:

• The first time a range query is posed on an attribute A, a cracker database
makes a copy of column A. This copy is called the cracker column of A,
denoted as Acrk.

• Acrk is continuously physically reorganized based on queries that need to
touch attribute A.

Definition. Cracking based on a query q on an attribute A is the act of phys-
ically reorganizing Acrk in such a way that the values of A that satisfy q are
stored in a contiguous space.

A Simple Example

Consider the example in Figure 3.1. First, query Q1 triggers the creation of
cracker column Acrk, i.e., a copy of column A where the tuples are clustered
in three pieces, reflecting the ranges defined by the predicate. The result of Q1
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Q2:

select *

from R

where R.A > 7
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Figure 3.1: Cracking a column

is then retrieved at no extra cost as a view on Piece 2 that does not require
additional copying of the respective data. We also refer to such views as column
slices. Later, query Q2 benefits from the information in the cracker index,
requiring an in-place refinement of Pieces 1 & 3, only, splitting each in two
new pieces, but leaving Piece 2 untouched. The result of Q2 is again a zero-
cost column slice, covering the contiguous Pieces 2–4. A third query requesting
A > 16 would then even exactly match the existing Piece 5.

The Cracker Index

The cracker column is being continuously split into more and more logical pieces
as queries arrive. Thus, we need a way to be able to quickly localize a piece of
interest in the cracker column. For this purpose, we introduce for each cracker
column c a cracker index, that maintains information on how values are dis-
tributed in c. In our current implementation, the cracker index is an AVL-tree.
Each node in the tree holds information for one value v, i.e., it stores a position
p referring to the cracker column such that all values that are before position p
are smaller than v and all values that are after p are greater. Whether v is left
or right inclusive is also maintained.
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Data Properties

The way we reorganize data brings structure into the way data is stored. A
cracker column consists of multiple logical pieces. Each piece holds values in
a given value range while there no overlapping value ranges. The pieces are
ordered based on their respective value ranges, i.e., the piece that holds the
value range with the smallest values will be physically stored first in the column
while the piece with the biggest values will be the last one. Inside each piece,
however, there is no order, i.e., values can be in an arbitrary order. Observe
Figure 3.1 once more to see these patterns.

Self-organization

The above structure is a dynamic one, continuously changing as more queries
arrive. The observation is that by “learning” what a single query can “teach” us,
we can speed up multiple queries in the future that request similar, overlapping
or even disjoint data of the same attribute. With the cracker columns, the
system has information about how data is actually stored. We will often refer
to this information as cracking knowledge. This knowledge can be used to speed
up subsequent queries significantly, i.e., queries that request ranges that are
an exact match on values known by the index can be answered at the cost of
searching the index, only. Even if there is no exact match, the index significantly
restricts the values of the column that a query has to analyze. Most importantly,
the crucial observation is that this knowledge is dynamic, i.e., the more queries
we process, the more we learn, and thus the more we can improve access times.

Challenges

The above introduction of selection cracking naturally raises a number of con-
cerns and questions. For example:

(1) How we reorganize columns?

(2) When does this reorganization happen?

(3) How does cracking affect query plans?

(4) What happens during updates?

(5) What about tuple reconstruction?

(6) Is cracking useful only for selections?
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The above questions are just a glimpse of what one may consider given that
the cracking ideas affect many basic database design areas. In this chapter, we
will answer the first three questions, i.e., we will describe the basic reorganization
algorithms, the new operators that apply these algorithms and how these are
incorporated in query plans. As the thesis unfolds, we will answer the rest of
the questions too, as well as revisiting the choices made in this section where
appropriate. Finally, in the last chapter of the thesis, we carve the path of
the research challenges raised by database cracking and how it all connects in
leading towards a completely self-organizing system.

3.3 How to Crack: The Cracking Algorithms

In this section, we discuss how the reorganization happens, i.e., we present the
actual algorithms that perform the physical reorganization of a column. The
discussion of how these algorithms are incorporated in query processing and
when cracking actually happens, comes in subsequent sections.

Cracking Columns

Physical reorganization or cracking is an operation that takes place on an entire
column or on a column slice. Two basic cracking operations are needed, called
two-piece and three-piece cracking, respectively. They both have the effect that
they physically reorganize a column of an attribute A given a range predicate
such as all values of A that satisfy the predicate are in a contiguous space. The
former splits the given column into two new pieces while the latter one in three
pieces.

Cracking in two pieces uses single-sided predicates, i.e., A θ med, while
cracking in three pieces uses double-sided predicates, i.e., low θ1 A θ2 high,
where low, high and med are values in the value range of A and θ, θ1 and θ2

are bound conditions.
One could consider even more cracking actions, i.e., four-piece cracking, five-

piece cracking, etc. However, the complexity is significantly increased making
the creation of an efficient algorithm very hard while at the same time we can
use the efficient two- and three-piece cracking to perform any action.

The Algorithms

The algorithms for cracking are formally described in Algorithms 1 and 2. Both
algorithms are designed to touch and analyze as little data as possible. The core
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Algorithm 1 CrackInTwo(c,posL,posH,med,inc)
Physically reorganize the piece of column c between posL and posH such that
all values lower than med are in a contiguous space. inc indicates whether med
is inclusive or not, e.g., if inc = false then θ1 is “<” and θ2 is “>=”
1: x1 = point at position posL
2: x2 = point at position posH
3: while position(x1) < position(x2) do
4: if value(x1) θ1 med then
5: x1 = point at next position
6: else
7: while value(x2) θ2 med &&

position(x2) > position(x1) do
8: x2 = point at previous position
9: exchange(x1,x2)

10: x1 = point at next position
11: x2 = point at previous position

idea is that, while going through the tuples of a column using 2 or 3 pointers
to read, cases where two tuples can be exchanged are carefully identified. The
cracking algorithms are cache conscious in the sense that they always try to
exploit tuples that are recently read if these tuples must be touched again in
the future.

Multiple algorithms were created before ending up with these simple ones.
Algorithms that tried to invest in cleverly detecting situations that required
fewer exchange operations or allowed early retirement, turned out to be more
expensive due to more complex code (e.g., more branches).

We also experimented with “stable” cracking algorithms, i.e., maintain the
insertion order of tuples with values in the same range (i.e., tuples that belong in
the same piece of the cracker column). However, the algorithms became more
complex and two times slower. The fast stable algorithms required a buffer
space to temporarily store values subject to move, which is an extra memory
overhead.

Cracking Only the Boundary Pieces

The two algorithms presented in this section are sufficient to cover the needs of a
column oriented cracking DBMS in terms of physical reorganization. Obviously,
the second algorithm that performs three-piece cracking is significantly more
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Algorithm 2 CrackInThree(c,posL,posH,low,high,incL,incH) Physically reor-
ganize the piece of column c between posL and posH such that all values
in the range low high are in a contiguous space. incL and incH indicate
whether low and high respectively are inclusive or not, e.g., if incL = false
and incH = false then θ1 is “>=”, θ2 is “>” and θ3 is “<”
1: x1 = point at position posL
2: x2 = point at position posH
3: while value(x2) θ1 high &&

position(x2) > position(x1) do
4: x2 = point at previous position
5: x3 = x2

6: while value(x3) θ2 low &&
position(x3) > position(x1) do

7: if value(x3) θ1 high then
8: exchange(x2,x3)
9: x2 = point at previous position

10: x3 = point at previous position
11: while position(x1) <= position(x3) do
12: if value(x1) θ3 low then
13: x1 = point at next position
14: else
15: exchange(x1,x3)
16: while value(x3) θ2 low &&

position(x3)>position(x1) do
17: if value(x3) θ1 high then
18: exchange(x2,x3)
19: x2 = point at previous position
20: x3 = point at previous position

expensive than the two-piece cracking one. It is a more complex algorithm with
more pointers, more branches etc.

However, notice that in practice two-piece cracking is the algorithm that
is actually used more often. This is the case even when queries use double-
sided predicates. Three-piece cracking is used only when all the tuples with
values in the range requested by a select operator fall into the same piece of
the cracker column. This is more likely to happen for the first queries that
physically reorganize a column. As the column is split into smaller and smaller
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pieces by subsequent queries, the chances of requesting a range that falls into
only one piece become less and less.

In general, when a value range is requested, it will span over multiple con-
tiguous pieces of a cracker column. However, only the first and the last piece
must be physically reorganized using two-piece cracking. Recall the example in
Figure 3.1. Query Q1 uses a double-sided predicate and since it is the first query
that cracks the column it uses three-piece cracking. However, the second query,
Q2, that also uses a double-sided predicate does not have to use three-piece
cracking. The relevant tuples for Q2 span over Pieces 1, 2 and 3. Cracking does
not need to analyze Piece 2 since it is known that all its tuples qualify for the
result. Thus, Piece 1 is physically reorganized with two-piece cracking to create
two new pieces; one that qualifies for the result and one that does not. Likewise
for Piece 3.

Self-organization

Again, these properties add to our quest for self-organization. The more queries
touch a given column, i.e., the more the workload converges, the more capable
the system becomes of learning more about the data, being able to:

• significantly restrict the data that needs to be analyzed, i.e., it is at most
two pieces at a time but the pieces continuously become smaller as more
queries arrive.

• run faster cracking algorithms.

3.4 When to Crack: The Operators and Plans

Let us proceed on how we fit the cracking technique in the query plan generator.
The crucial point here is the decision of when to crack.

Crack While Processing

Cracking is designed towards dynamic environments where we do not expect to
have a priori workload knowledge or idle time to prepare the physical design.
This way, our decision here is to perform cracking while processing queries.
This means, that for each query q, the system performs any physical changes,
triggered by q, as part of the query processing actions initiated for q, i.e., crack-
ing becomes part of the query plan itself. By the time a query is finished, all
cracking actions for this query have been performed.
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This is one of the main characteristics of cracking; lightweight and immediate
reaction to the workload such that the system can very quickly adapt to new
patterns and be able to improve performance. At the same time, this is one
of the crucial difference of the cracking ideas with the existing techniques on
improving the physical design via indices after monitoring and analyzing the
workload (see Chapter 2 for a more detailed discussion on cracking vs indices
and auto-tuning tools).

Crack Operators

One option would be to process the queries as normal and perform the crack-
ing immediately after each query finishes and before executing the next query.
However, this would mean that we would have to load/read the data twice, once
for query processing and once for cracking leading in most cases in a significant
overhead. Subsequently, given the low level changes introduced by the cracking
ideas, our choice is to plug the cracking behavior all the way down to the actual
operators.

This way, instead of reacting to the query plan in total, the system auto-
matically reacts on individual operator calls applying the cracking actions as
part of the operator steps. In fact, this allows for more flexibility especially as a
single query may need access to and require cracking of multiple columns. This
will be more evident in the rest of the thesis as we incrementally deal with more
and more complex queries, each one requiring to crack several columns with
different criteria.

This way, we extend the relational algebra of MonetDB with a small col-
lection of cracker-aware operators. This initial selection cracking architecture
is purposely kept as simple as possible in order to understand the implications
and the potential. In subsequent chapters, we will see more advanced cracking
operators and cracking plans to accommodate more complex queries and bring
even more performance improvements.

3.4.1 The crackers.select Operator

The first step is to replace the algebra.select operator. Recall that the moti-
vation is that cracking happens while processing queries and based on queries.
The select operator is typically the main operator that provides access on data
and typically feeds the rest of the operators in a query plan. Thus, it is a natural
step to choose to experiment with this operator first.
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As already discussed in Chapter 2, operators in an advanced column-store
with late tuple reconstruction and array based processing need to materialize
their result. Here is how a simple select operation works: it receives the column
storing a specific attribute, scans it, and creates a new column, containing only
tuples with values that satisfy the selection predicate. In our case, in order
to explore cracking the select operation will be responsible for the physical
reorganization part too. Thus, this new operation should work as follows:

(1) search in the cracker index to determine which piece(s) (at most two) of
the cracker column should be touched/physically reorganized

(2) physically reorganize the found piece(s)

(3) update the cracker index if necessary

(4) return the relevant slice of the cracker column as the result (at zero cost).

We extended the MonetDB algebra with the crackers.select operator that
performs the above steps. Although this may at first seem as if we added addi-
tional overhead in the select operation, this is not the case. The fact that the
number of tuples to be touched/analyzed is incrementally decreased as more
queries crack the column, along with a carefully crafted implementation of the
physical reorganization step, leads to an operation orders of magnitude faster
than algebra.select in MonetDB that needs to scan all tuples in the column
for each query. The very first crackers.select call on a given column is typi-
cally 30% slower than algebra.select since it has to reorganize large parts of
the column. However, all subsequent calls will be faster. As more queries ar-
rive, a select operation on the same attribute becomes cheaper since the cracker
index learns more and allows us to touch/analyze smaller pieces of the column
(see Section 4.6 for a detailed experimental analysis).

An additional benefit here is the fact that no materialization of the inter-
mediate result is needed; via cracking the qualifying tuples are already in the
proper place, i.e., they are clustered in a physically continuous area. This way,
we simply need to point to this area, avoiding the burden of materializing the
result of the operator but still maintaining the benefits of vector-like query
processing and late tuple reconstruction.

3.4.2 The crackers.rel select Operator

In the previous section we described the crackers select operator. Let us now
see what is the effect of replacing a normal select with a crackers select in a
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query plan of MonetDB. Assume the simple select query plan in Section 2.10.
This will be replaced with the following cracking plan.

Ra1 := crackers.select(Ra, 5, 10);
Rb1 := crackers.select(Rb, 9, 20);
Ra2 := algebra.KEYintersect(Ra1, Rb1);
Rc1 := algebra.project(Rc, Ra2);

Although the crackers.select individually is much faster, its initial over-
all effect on the plan turned out to be negligible. The reason is that the
KEYintersect became more expensive. Recall the description of the basic Mon-
etDB operators in Section 2.10. MonetDB’s algebra.select produces a result
column that is ordered on the insertion sequence of its key values. In this way, a
subsequent KEYintersect can be executed very fast in MonetDB, by exploiting
the key-order of both operands in a merge-like implementation (i.e., it avoids
any random memory access patterns). However, the crackers.select returns
a column that is no longer ordered on key, since it is physically reorganized.
This results in a more expensive KEYintersect for cracking, requiring a hash-
based implementation with inherent random access. For example, experiments
with TPC-H query 6 of scale factor 0.1, led to KEYintersect being 7 times
more expensive.

This side-effect opens a road for detailed studies on both the algebraic op-
erations used and the plan generation scheme of the SQL compiler. An ex-
ample is the new cracking operator rel select. The goal is to completely
avoid the KEYintersect. The rel select replaces a pair of a select and a
KEYintersect, performing both simultaneously. It takes an intermediate col-
umn c1 and a base column c2 as arguments. Due to cracking, c1 is no longer
ordered on key. However, being an un-cracked base column, c2 has a dense
sequence of key values, stored in ascending order. Thus, iterating over c1,
rel select exploits very fast positional lookup into c2 to find the matching
tuple (c1.key = c2.key), and subsequently checks the selection predicate on
c2.attr. The plan transformation was handled readily by the optimizer infras-
tructure, leading to the following plan for our example.

Ra1 := crackers.select(Ra, 5, 10);
Rb1 := crackers.rel select(Rb, 9, 20, Ra1);
Rc1 := algebra.project(Rc, Rb1);

This simple operator allows cracking to materialize its benefits in the overall
query cost. In fact, using the rel select can also significantly improve the
initial non-cracking MonetDB plans as we will see in our experiments.
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This minimal set of just two cracker operators was sufficient to significantly
improve the performance of some simple SQL queries and demonstrate that
cracking is an interesting research path. In the rest of the thesis, we explore
a much larger set of algebraic cracking operators as well as studying in detail
individual architectural and algorithmic problems.

3.5 Complexity and Expected Behavior

Having seen the basics of the cracking architecture and algorithms, we can now
discuss in more detail about the complexity of cracking a column to help us
understand the expected behavior as well.

For ease of presentation, we will first make some simplifying assumptions.
Say that each query performs a single two-piece cracking action. In addition,
assume that each crack splits a piece of the column into two new pieces of the
same size, while each subsequent query symmetrically cracks the column into
smaller pieces. For example, the first query will crack the whole column into two
equal pieces p1a and p1b, the second query will crack p1a again into two equal
pieces p2a and p2b, the third query will crack p1b into two equal pieces p2c and
p2d. The fourth query will crack p2a, the fifth query will crack p2b and so on.
This simplifies the analysis as now the cost for a sequence of queries cracking a
column of N values becomes as follows.

N + N
2 + N

2 + N
4 + N

4 + N
4 + N

4 + N
8 + N

8 + N
8 + N

8 + N
8 + N

8 + N
8 + N

8 + . . .

The above cost is expressed in terms of data accesses, i.e., how many of the
column values the crack algorithm needs to touch/analyze for each query. For
example, the very first query needs to analyze every single value in the column
and since cracking is a single pass algorithm the cost becomes N data accesses.
Given that we assume that we always crack a piece in half, the second query
will need to touch N

2 values and so on. This way, the cost of the i-th query in
such a sequence becomes as follows.

Ci = N
2floor(log2(i)) , where log2(i) = log(i)

log(2) .

The important observation here is that with every query that we process, we
continuously improve performance as we need to touch less and less data, i.e.,
the more queries have contributed to cracking the less data a future query needs
to analyze.
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If we remove our assumptions and consider arbitrary query sequences it is
again easy to see that the same patterns hold, i.e., the more queries we have
seen in the past, the more chances we have to improve performance in the future
simply because we are continuously adding knowledge to the crack columns no
matter what is the exact pattern that the queries follow.

Actually, the factor that can be affected by the query patterns is how fast
performance improves. Depending on the query sequence, performance might
improve faster or slower in terms of the number of queries that we need to process
before we reach a certain performance level. To capture the notion of expected
performance level of a crack column one can think of the amount of knowledge
in the column, i.e., the number of logical pieces we have created relative to the
number of values/tuples in the column. Of course this can be seen not only for
the whole column, but also for subareas, e.g., we might have 200 pieces for a 10
million column where 180 pieces span over the first 1 million tuples and only 20
pieces span over the rest of the tuples. This means that we have more knowledge
and thus we can answer more efficiently queries that require ranges in this first
part of the column. Of course, this reflects the workload and if the workload
shifts we will incrementally get more knowledge for the remaining parts of the
column as well.

This way, in a completely random workload each incoming query might be
interested for any value range. Given that the value ranges are mapped into
areas of the crack columns, this in turn means that queries might need to touch
any area of the column spreading over all N values. On the other hand, in a
skewed sequence the workload quickly focuses in a specific area of the column of
N ′ tuples where N ′ < N . In this case, cracking quickly restricts data access as
less queries will be needed to crack a smaller area to a given performance level as
opposed to the whole column in the case of a completely random workload. In
both cases, though, the tendency is the same, i.e., continuous and incremental
overall improvement by restricting the data the select operator needs to analyze.

We have seen above the expected query cost in a given query sequence. For
completeness we should add to this cost the cost of searching the crack index
of the column. For the i-th query this is at most log(i), i.e., the depth of the
crack index tree. In fact, this cost also represents the lower bound for the cost
of a crack select, i.e., when we have an exact hit and thus no actual cracking is
necessary as the range requested by this query is already clustered in contiguous
area in the column due to past queries.

One of the most natural competitors of cracking is a full sorting strategy,
i.e., sort the column when the first query arrives and use binary search from
there on. In this case, the first query needs to pay a cost of N ∗ log(N) for the
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sorting phase. Every query after that costs only log(N) to perform a typical
binary search. This way, cracking is a significantly more lightweight action, i.e.,
it needs more steps (queries) to get close to the optimal performance of sorting
but compared to sorting it has a very lightweight first step and thus it sets the
basis for an architecture that quickly reacts to workload changes being able to
materialize immediate benefits while this workload is still active.

As described so far cracking purely reacts on queries. However, there are
even more opportunities to explore based on the workload and system status.
In Chapter 6, we will see how we can “force” auxiliary cracking actions to speed
up the learning process in the context of crack joins while Chapter 8 discusses
even more alternatives in the context of the big picture of cracking research
paths.

3.6 Tuple Reconstruction

Before continuing with the evaluation section, let us first shortly discuss the
tuple reconstruction issue. One of our choices in this initial cracking architecture
was to create a copy of the column that we are about to crack. This way, the first
query has to create the cracker column which of course all subsequent queries
can use.

Creating a copy of the column and cracking on it is useful, as it leaves the
original column intact where tuples remain in their original order. This order is
exploited for positional tuple reconstruction. As we have discussed in Section
2.2, tuple reconstruction is a very crucial issue in column-stores. One of the
key ingredients for efficient reconstruction is to exploit positional operations,
i.e., exploit the fact that all base columns are aligned. This means that all base
columns of a table R hold the values of the i− th in position i. This way, when
for example we have a query that selects on an attribute A and then performs
an aggregation on an attribute B, it will work as follows. After completing the
selection, we have an intermediate result with all the positions of the qualifying
A values. Using these positions we can efficiently retrieve the qualifying B
values simply by retrieving the respective B values from the same positions in
column B.

In this way, if we would reorganize via cracking the base columns, then
positional tuple reconstruction would not be possible as the base columns would
not be aligned anymore. We would have to perform tuple reconstruction vie
expensive join operations. This way, we keep the base columns intact to exploit
their tuple order during tuple reconstruction. In fact, in Chapter 5, we are
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going to remove these restrictions with the introduction of the more advanced
sideways cracking architecture where tuple reconstruction is performed directly
on the cracker columns in a self-organizing way.

3.7 Experimentation

In this section, we peek into the experimental analysis of our current imple-
mentation. The development of cracking was done in MonetDB 5.0alpha and
its SQL 2.12 release. All experiments were done on a 2.4 GHz AMD-Athlon 64
with 2 GB memory and a 7200 rpm SATA disk. The experiments are based on
a complete implementation. We first discuss a micro-benchmark to assess the
individual relational operations. Then, we present results obtained using the
complete software stack. Together they provide an outlook on the impact of
database cracking.

3.7.1 Select Operator Benchmark

From the large collection of micro-experiments we did to arrive at an efficient
implementation, we summarize the behavior of the cracker select against tradi-
tional approaches. We tested three select operator variants, (a) simple, (b) sort,
and (c) crack, against a series of range queries on a given attribute A. Case (a)
uses the default MonetDB select operator, i.e., it scans the column and picks the
tuples with values that satisfy the predicate. This is done for every query. Case
(b) first performs a sort to physically reorganize the column based on the values
of the existing tuples. Then, for each incoming query, it picks the tuples with
qualifying values using binary search (e.g., the result is always in a contiguous
space in the sorted column). Finally, case (c) uses cracking, i.e., it physically
reorganizes (part of) the column for each query. The column has 107 tuples
(distinct integers from 1 to 107). Each query is of the form v1 < A < v2 where
v1 and v2 are randomly chosen.

Figure 3.2(a) shows the results of this experiment. On the x-axis queries are
ranked in execution order. The y-axis represents the cumulative time for each
strategy, i.e., each point (x, y) represents the sum of the cost y for the first x
queries. Evidently, cracking and sorting beat the simple scan approach in the
long run. A first observation is that, in the long run, both the cracking and
the sort strategies are significantly faster than the simple approach since in the
latter case we have to scan the whole column for each single query. The simple
scan grows linearly with the number of queries. After sorting the data, the cost
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Figure 3.2: Crackers select against the simple and the sort strategy

of selecting any range in the column is in a few micro seconds. The overhead is
the sorting phase. The sort loads the first query with an extra cost of 3 seconds,
while a simple scan-select needs 0.27 seconds, and the first cracking operation
costs 0.38 seconds. For cracking, only the first query is slightly more expensive
compared to simple select. All subsequent queries benefit from previous ones
and are faster since they do not analyze every column value.

The cost of cracking highly depends on the size of the piece that is being
physically reorganized. This is the reason why as more queries come crack-
ing becomes cheaper. This is visible in Figure 3.2(a) by observing the pace
with which the cracking curve grows. Initially, the curve grows faster and then
as more queries arrive, smaller pieces are cracked and the curve grows with
a smaller pace. Cracking has a cost ranging from 10 to 100 micro seconds.
Our data show that this variation is due to the size that is cracked each time.
Figure 3.2(b) shows the portion of the column that is analyzed each time by
the crackers select operator. The more queries arrive, the less data need to be
touched/physically reorganized.
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Crack vs Sort

A critical point when comparing cracking with sort is to determine the break-
even point, i.e., when their cumulative costs become even. For a 10 M values
column in this example, this is at around 105 queries in our current implementa-
tion (see Figure 3.2(a)). In sort this means that by the time the system answers
the first query, cracking has already answered 105 queries. Then, the investment
of sorting starts to pay off. The overhead of penalizing the first queries however
remains, meaning that cracking brings a more normalized behavior.

This is exactly the behavior we want in dynamic environments where we have
no knowledge of the workload patterns and no idle time to prepare. For example,
sorting here needs 105 queries to start materializing any benefits. What if only
a couple of relevant queries actually arrive after the very first one that initiated
the sorting? Then all the effort to sort the column is a waisted one. Cracking
on the other hand, needs only lightweight actions that are hardly visible leading
in immediate benefits that can be exploited without delays while the relevant
workload pattern is still active. In subsequent chapters, we will discuss more
on the crack vs sort topic where we will also see that cracking has the added
advantage of being able to handle frequent updates.

Scalability

Figure 3.3 shows how sort and cracking scale on larger columns. As the size in-
creases, cracking becomes more advantageous. For example, observe the points
after 105 queries to see what cracking gains. This phenomenon can be ex-
plained considering the algorithmic complexity. The first cracking operation
has a complexity of O(N), where N is the size of the column, while sorting
costs O(N logN).

The results shown in Figure 3.2 are subject to significant improvements by
a more “intelligent” maintenance strategy. The break-even point can be shifted
further into the future. For example, in Figure 3.2(b) we see that already
after the first 8-10 queries cracking touches an order of magnitude less data
and becomes significantly faster (10 times faster than simple select). In the
experiments so far, the cracker index is always updated and some portion is
physically reorganized. As the index is expanded with more knowledge, future
searches in the index become more expensive. Cut-off strategies prove effective
in this area, i.e., we can disable index updates once the differential cost of
subsequent selects drops below a given threshold or we can even drop knowledge
on old pieces as we create new ones for the new query patterns. In Chapter 8,
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Figure 3.3: Cracking larger columns

we discuss this in more detail.

Selectivity

Here, we study the effect of selectivity on cracking. As before, on a column of
107 tuples a series of range queries is fired. This time we vary the selectivity
by requesting such ranges that the result size is always S tuples. The area
where a query range falls into the value space is still random. The experiment
is repeated for S=100,101,102,103 and 104.

In Figure 3.4, we show the cumulative cost for each run. The main result seen
is that the lower the selectivity the less effort is needed for cracking to reach
optimal performance. This is explained as follows. With higher selectivities
cracking creates small pieces in a cracker column to be the result of the current
query but leaves large pieces (those outside the result set for the current query)
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Figure 3.4: Effect of selectivity in the learning process

to be analyzed by future queries. In this way, future queries have a high prob-
ability to physically reorganize large pieces. On the contrary, when selecting
large pieces the cracker column is partitioned more quickly (with less queries)
in more even pieces. However, from Figure 3.4 it is clear that this pattern can
be observed but it is not one that dramatically affects performance for cracking.
In addition, the fact that ranges requested are random clearly indicates that
cracking successfully brings the property of self-organization independently of
the selectivities used. In all cases, results obtained outperform those of a sort
based or a scan based strategy in a similar way as observed in Figure 3.2.
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3.7.2 Full Query Evaluation

A novel query processing technique calls for an evaluation in the context of a
fully functional system. In this section, we provide an outlook on the evaluation
of cracking using SQL queries processed by MonetDB/SQL. The experiments in
this section are geared towards demonstrating the potential using some simple
SQL queries. More complete analysis will come in subsequent chapters as we
deal with specific core research problems of database cracking.

Figure 3.5 shows the results for the following query.

select count(*) from R where R.a > v1 and R.a < v2

The same experiment is ran with PostgreSQL and MySQL both with and with-
out using a B-tree on the attribute. To avoid seeing the DSM/NSM effect, a
a single column table is used populated with 107 randomly created values be-
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Figure 3.6: TPC-H query 6

tween 0 and 9999. We fire a series of a thousand random queries. Cracking
quickly learns and significantly reduces the cost of MonetDB (eventually more
than two orders of magnitude) while the rest of the systems maintain a quite
stable performance. Since queries are random, selectivities are random. This
example clearly demonstrates the ability of cracking to adapt in an environ-
ment where there is no up-front knowledge of what queries will be fired. For
example, observe that MySQL with a B-tree also reaches high performance for
some queries. These are queries with high selectivity where the B-tree becomes
useful. However, in order to maintain such performance levels, a traditional
system needs up-front knowledge and a stable query workload.

Figure 3.6 shows the results for TPC-H query 6 (a more detailed TPC-H
analysis is found in Chapter 5). Again, cracking significantly improves the per-
formance of MonetDB. The graph flattens quickly due to the limited variation
in the values of the lineitem shipdate attribute (which is the one that is being
cracked). All systems have an extra cost for the first query since this includes
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the cost of fetching the data. Since in this query the rel select operator is
used, we include a run with the new rel select operator, but without cracking,
to clearly show the positive cracking effect. Detailed analysis of the trace shows
room for further improvement by exploiting the cracking information in other
operators as well.

We also include results obtained with the MonetDB/X100 prototype (Boncz
et al., 2005; Zukowski et al., 2006). Its architecture is aimed at pure pipelined.
With cracking enabled, MonetDB/SQL performs slightly better than Mon-
etDB/X100 on unclustered data. It can be beaten using a pre-clustered and
compressed data ignoring the cost of the initial clustering. This way, it shows
the base-line performance achievable in an ideal case. Since the techniques in
both source lines are orthogonal, we expect that applying cracking in Mon-
etDB/X100 will have a significant effect as well.

3.8 Summary

In this chapter, we introduced the basic selection cracking architecture. We show
that cracking is possible and simple to implement and that changes required in
the modules of our experimentation platform MonetDB were straightforward to
do. We clearly demonstrate that the resulting system can self-organize based
on incoming user requests by significantly restricting data access. The following
chapters go in more depth to deal with some of the hard research problems that
arise.


