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CHAPTER 2

Theory and computational methods

In this chapter we describe the most important concepts used in this thesis.
The first part is an introduction to polymer physics. Over the past decades
many great scientists contributed to the theoretical understanding of the
physics of polymers. In the 1930s researchers began to apply statistical
mechanics to understand the properties of polymer chains. By considering
the configurational description of a polymer chain, Kuhn,10 and Guth and
Mark,11 independently came to the conclusion that the mean squared end-to-
end distance of a polymer chain is proportional to the number of monomers.
Accordingly, the size of a polymer is proportional to the square root of the
number of beads in the chain. This was the starting point for the develop-
ment of one of the simplest polymer models: the Gaussian chain.12 In this
model the monomers are represented as non-interacting beads connected via
Gaussian springs. Both Flory and Huggins developed polymer lattice models
to account for this discrepancy between the Gaussian chain and experimen-
tal results.13,14 Based on this approach two key concepts were introduced in
polymer physics: the excluded volume10,15 and the theta point.16

Next we discuss the simulation techniques we use to obtain the results de-
scribed in this thesis. In this thesis we focus on mesoscopic processes. In
the mesoscopic regime we find very large molecules that are too big to sim-
ulate with all molecular (or atomic, or quantum-mechanical) details on long
enough time scales. Such big molecules are for instance polymers or pro-
teins. As such, course grained representations are used in the simulations.
In the case of a polymer, each bead represents many monomers. Also the
solvent is simplified in mesoscopic techniques. The specific task of the sol-
vent model is to mediate the hydrodynamic interactions between the beads,
not to represent all detailed features of a real solvent. For the majority of our
simulations, we have used an ideal gas solvent coupled to a Lowe-Andersen
(LA) thermostat. This method combines certain properties of the Andersen
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thermostat and Dissipative Particle Dynamics (DPD). In the last part of this
section we will also consider three alternative mesoscopic methods. These
methods treat the solvent as mesoscopic particles in continuous space (as is
the case with the LA thermostat as well), as solvent densities on a grid and
as a continuous medium without individual particles, respectively.

In the last part of this chapter we introduce models to simulate polymer
chains. Because polymer chains are very long it is impossible to include all
monomers in the simulation. However, as we will show, it is possible to mimic
correct polymer dynamical behaviour even for a finite number of particles in
the chain. Second we turn to the excluded volume chain. By introducing a
specific potential between all particles in the chain it is possible to expand
the model for the Gaussian chain to an excluded chain model.

2.1 INTRODUCTION TO POLYMER PHYSICS

2.1.1 THE SIZE OF A POLYMER CHAIN

There is more than one way to define the “size” of a polymer. We can for
instance define the size of a polymer chain as the total length of the molecule
if one would follow the chain from start to end. Alternatively, we can define
the size of a polymer chain in terms of the cross section of the polymer coil.
Obviously, the latter of the two is much smaller. In polymer physics the total
length of the chain is almost never used to describe the size.

Two widely used properties related to the size of polymer chains are the mean
squared end-to-end distance 〈R2〉1/2 and the radius of gyration Rg. The first
of these two is defined in terms of the absolute distance between the first and
last bead of the chain. For a chain consisting of Nb beads we get

〈R2〉1/2 = 〈(�rNb
−�r1)2〉1/2 (2.1)

where �r1 is the position of the first bead and �rNb
the position of the last

bead. The radius of gyration, the average distance of the beads from the
centre-of-mass RCOM, is given by

R2
g =

1

Nb

Nb∑
i=1

(�ri − �RCOM) =
1

N2
b

Nb−1∑
i=1

Nb∑
j=i+1

〈(�ri −�rj)
2〉 (2.2)
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In both cases, with increasing number of beads, the values of both 〈R2〉1/2

and 〈R2
g〉1/2 increase accordingly. They only differ in terms of a constant.

2.1.2 THE GAUSSIAN CHAIN

Because of its relative simplicity, we will first discuss the Gaussian chain.
For a large enough number of beads, the distribution of the end-to-end dis-
tance is Gaussian for all polymer models. Even a polymer model consisting of
beads connected by rigids links will show a Gaussian distribution of the end-
to-end distance for Nb → ∞. However, by connecting the beads by a spring
that follows a Gaussian distribution around the Kuhn length b, by construc-
tion the distribution between all beads in the model polymer is Gaussian,
independent from the number of beads. The Gaussian potential between the
beads is of the following form

U = kBT

Nb−1∑
i=1

3

2b2
(�ri −�ri+1)2 (2.3)

where kB is Boltzmann’s constant, T the temperature and U the energy. Be-
cause the distribution of the distances between all beads is Gaussion, also
R2 and Rg follow a Gaussian distribution:

P(R) = 4πr2

(
3

2π〈R2〉
)3/2

exp
(

3R2

2〈R2〉
)

(2.4)

P(Rg) = 4πR2
g

(
3

2π〈R2
g〉
)3/2

exp

(
3R2

g

2〈R2
g〉

)
(2.5)

and

〈R2〉 = Nbb
2 (2.6)

〈R2
g〉 =

(Nb − 1)(Nb + 1)

6Nb

b2 (2.7)

The beads interact with each other in an indirect manner, namely, via the
springs only. The lack of direct interactions between the beads makes the
Gaussian chain the polymer version of an ideal gas. Therefore, it is usu-
ally referred to as an ideal chain. Despite its simplicity, this model repre-
sents a “real” polymer chain at the theta temperature. At the theta point the
intra-molecular attractive and repulsive forces cancel each other out, so the
monomers do not “feel” each others presence.12,17
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2.1.3 THE EXCLUDED VOLUME CHAIN

When a polymer chain is not at the theta temperature, the interactions be-
tween the monomers do have an effect on the average polymer size. One
obvious repulsive interaction comes from the fact that each monomer occu-
pies a given volume in space. Two different monomers cannot reside in the
same volume in space. This steric effect will cause the polymer to swell, rel-
ative to the ideal size, hence the expression excluded volume. In this case,
contrary to the ideal chain, the interactions between two beads are not lim-
ited to beads close to each other along the chain. Two beads at very different
parts of the polymer chain can still end up close to each other in space.
These long-ranged interactions have an important effect on the properties of
the chain. Let us define the size of a polymer chain as l ∝ Nν

b, where ν is the
excluded volume parameter. For an ideal chain we have seen that ν = 1/2.
However, according to Flory, for an excluded volume chain ν = 3/5.15 It is
interesting to observe that the value of ν does not depend on the chemical
properties of the monomer, once the chain gets long enough. There is still
debate about the exact value of the excluded volume parameter and many
theoretical approaches have been used to calculate the excluded volume pa-
rameter as accurately as possible. We will now briefly discuss some of these
theories, from the original theory by Flory via perturbation theory and the
uniform expansion method to renormalization group theory.

Flory was the first to realize that, despite the fact that the monomer density
in a polymer chain is relatively low, the excluded volume interactions cannot
be neglected. A small number of all possible configurations of an ideal chain
is not accessible for an excluded volume chain. Consequently, the proba-
bility distribution of the end-to-end distance (see Eq. 2.5) is different for an
excluded volume chain:

P(R) = px(R)P0(R) (2.8)

where P0(R) is the distribution function of the ideal polymer chain and px(R)

is the probability that the configurations do not have overlapping monomers.
Let us now consider a polymer chain consisting of Nb monomers on a lattice.
In this system the volume of each monomer, vb, is equal to the volume of
a lattice point (so two monomers cannot occupy the same lattice point). If
we now assume that all monomers are within a volume r3, then px(R) is
approximated by

px(R) �
(
1 −

vb

r3

)Nb(Nb−1)/2

(2.9)

The first part of Eq. 2.9 is the probability that the complete chain avoids a
given segment of the chain. The factor Nb(Nb − 1)/2 accounts for the total
number of all possible combinations of monomer pairs. For small values of x



2.1 Introduction to polymer physics 11

it is known that ln(1 − x) � −x, so we are allowed to rewrite Eq. 2.9 as

px(R) = exp
(
1

2
Nb(Nb − 1) ln

(
1 −

vb

r3

))
� exp

(
−

N2
bvb

2r3

)
(2.10)

The probability distribution of the end-to-end distance for the excluded vol-
ume chain, P(R) = px(R)P0(R), is now

P(R) � k4πr2

(
3

2πNbb2

)3/2

exp
(

−
3r2

2Nbb2
−

N2
Bvb

2r3

)
(2.11)

in which k is a renormalization constant. The derivative of P0(R) with respect
to R is zero for R2

0 = 2Nbb
2/3. If we repeat this for the excluded volume chain

by assuming that P(R)/dr goes to zero for a value of R = αR0, with α being the
expansion factor of the excluded volume chain, we find that

α5 − α3 ∝ vb

b3

√
Nb (2.12)

For large values of Nb we are allowed to neglect the α3 term, so the size of an
excluded volume chain scales as

R � R0

(
vb

b3

√
Nb

)1/5

∝ N
3/5

b (2.13)

Here we observe that the size of an excluded volume chain scales as N
3/5

b

whereas the size of an ideal polymer chain scales as N
1/2

b .15

Thus far the effect of the solvent on the size of the polymer is neglected. How-
ever, it is well known that the size strongly depends on the surrounding type
of solvent. If we assume that the size of the solvent molecules is of the same
order as the size of the monomers, we can argue that the solvent molecules
also occupy a lattice point. Furthermore, it is assumed that all sites that are
not occupied by monomers are filled with solvent molecules. The interaction
energy between neighbouring lattice points occupied by monomers is defined
as εpp, the interaction energy between monomers and solvent particles as
εps and the interaction energy between solvent particles as εss. The total
number of these different contacts are called npp, nps and nss respectively.
The overall interaction energy for a given configuration l is now

El = −nppεpp − npsεps − nssεss (2.14)

Taking solvation effects into account, the end-to-end probability distribution
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P(R) should be rewritten

P(R) ′ = P(R) exp
(

−
Ē(r)

kBT

)
(2.15)

where Ē(r) denotes the average energy for all configurations with an end-to-
end distance r. Note that P(R) ′ is now a temperature dependent function.
It is possible to estimate Ē(r) by, again, assuming all particles are placed
within a volume r3. In this case the probability of finding a lattice site filled
by a monomer is φ = Nbvb/r

3. The probability a neighbouring site contains
a monomer as well, is given by φ times the lattice coordination number z.
Consequently, the average number of pairs n̄pp can be estimated as

n̄pp � 1

2
zNbφ (2.16)

The average number of polymer-solvent neighbours is now

n̄ps � zNb(1 − φ) (2.17)

Finally, n̄ss is the difference between the number of solvent-solvent sites of a
system without monomers, N0

ss, and the total of npp and nps

n̄ss � N0
ss −

[
1

2
zNbφ + zNb(1 − φ)

]
(2.18)

Defining the average change in interaction energy as Δε = εps − (εpp + εss)/2

we find the following expression for Ē(r)

Ē(r) = −n̄ppεpp − n̄psεps − n̄ssεss (2.19)

= −zNb(1 − φ)εps −
1

2
zNbφεpp (2.20)

−

(
N0

ss −
1

2
zNbφ − zNb(1 − φ)

)
εss

= −
zN2

bvb

r3
Δε + terms independent of r (2.21)

Combining Eq. 2.15 with Eq. 2.21, the probability distribution is

P(R) ′ ∝ R2 exp
(

−
3R2

2Nbb2
−

N2
bvb

2R3
(1 − 2χ)

)
(2.22)

where the parameter χ is defined as

χ =
zΔε

kBT
(2.23)
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Comparing Eq. 2.11 with Eq. 2.22 we see that the influence of the solvent can
be expressed in terms of a single parameter ν, called the excluded volume
parameter

ν = vb(1 − 2χ) = vb

(
1 −

2z

kBT
Δε

)
(2.24)

Following the same procedure as in the previous paragraph, we find

α5 − α3 ∝ ν

b3

√
Nb (2.25)

leading again to the observation that the size of an excluded volume chain
scales as N

3/5

b . At the theta temperature, the effects of the solvent interac-
tions disappear (Δε = 0) and, consequently, the excluded volume parameter
is equal to zero. In this special case the size of the polymer chain scales as
N

1/2

b .17

Perturbation theory explores the behaviour of a weakly perturbed system,
relative to the unperturbed system. This results in a power series of the per-
turbed quantity. Because the excluded volume interactions are very weak,
one can employ perturbation theory to study the expansion of an excluded
volume chain.18 One possible approach is to expand 〈R2〉 as a power series
in terms of the interaction parameter z:19

〈R2〉 = Nb2

(
1 +

4

3
z − 2.075z2 + 6.297z3 − 25.057z4...

)
(2.26)

where we define the interaction parameter z as:

z =

(
3

2π

)3/2
vb

√
N

b3
(2.27)

Although this series is highly asymptotic, mathematical techniques enable
one to extract information from the asymptotic behaviour at large z. This
leads to the following estimate for the excluded volume parameter:20

ν = 0.588± 0.001 (2.28)

One can overcome the mathematical difficulties involved in perturbation the-
ory by considering the expansion of the bond length rather than the expan-
sion of the total chain, as a measure for the total expansion of the chain. The
expansion series then looks like

〈R2〉 = Nb ′2 + Nb ′2

(
b ′2

b2
− 1 −

4b3

3b ′3
z

)
(2.29)
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where b ′ is the expanded bond length. If the expansion of the bonds is a
good approximation of the expansion of the total chain, then, by definition,
〈R2〉 = Nb ′2 is true. This is only the case when

Nb ′2

(
b ′2

b2
− 1 −

4b3

3b ′3
z

)
= 0 (2.30)

Defining the expansion factor α as:

α2 =
〈R2〉
Nb2

(2.31)

we find α = b ′/b by combining eqs. 2.29 and 2.31. If we combine this relation
with the condition imposed in Eq. 2.30 we arrive at the following expression
for the expansion factor

α5 − α3 =
4

3
z (2.32)

Interestingly, for small values of z this equation agrees with the result found
in Eq. 2.28 and for larger values of z it gives the original Flory result of
ν = 3/5. This makes the uniform expansion model a bridge between these
two results.17

In renormalization group theory a very long polymer chain with some re-
pulsive interaction between the monomers is coarse-grained, such that the
interaction between these coarse-grained monomers is representative of the
interaction between very long subchains. The interaction between the origi-
nal monomers may be described by the dimensionless parameter u:

u =
ν

bd
, (2.33)

with b the Kuhn length and d the dimensionality. It is conjectured that in
the limit that the coarse-grained monomers are representative of infinitely
long subchains, their interaction does not depend on u and the number of
monomers in the subchain. Because these coarse-grained monomers are
representative of infinitely long subchains, it is expected that corrections
to scaling in such quantities as the polymer end-to-end vector and second
virial coefficient are no longer present. Starting from known results in four
dimensions, it is thus possible to derive perturbation expansions for these
quantities near d = 4, the critical dimensionality. In three dimensions this
gives ν = 0.592.21
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2.2 INTRODUCTION TO COMPUTER SIMULATIONS

2.2.1 THE ANDERSEN THERMOSTAT

In all our simulations the temperature is kept constant using a thermostat.
Thermostatted systems tend to be more stable than systems without a ther-
mostat, allowing for larger time steps. This is an important advantage for
simulations on large molecules, like polymers, because the time scale on
which they rearrange their configuration is relatively long. For systems out
of equilibrium, driven by an external force, a thermostat is needed to dissi-
pate the extra energy introduced.22

In real life we can impose a certain temperature on a system by bringing it
in contact with a large heat bath. The Andersen thermostat does roughly the
same. The contact with the heat bath is represented by stochastic impulsive
forces, that act occasionally on randomly selected particles. A stochastic col-
lision with the heat bath effectively means that a selected particle is given a
new velocity, drawn from a Maxwell-Boltzmann distribution corresponding to
the desired temperature.23 The Andersen thermostat is a valid Monte Carlo
scheme; it generates a canonical distribution, by construction. In between
the stochastic collisions the system evolves in the normal way. The frequency
at which the random particles are thermalized determines the strength of the
coupling with the heat bath. If the coupling is too strong the system will not
have enough time to equilibrate between the various collisions, resulting in
incorrect dynamical properties. On the other hand, if the coupling is too
weak the temperature of the system will not remain at the desired tempera-
ture.24

2.2.2 DISSIPATIVE PARTICLE DYNAMICS

Dissipative Particle Dynamics (DPD) is a popular mesoscopic simulation
technique, mainly used to study the hydrodynamic behaviour of complex
fluids. DPD was introduced in the beginning of the nineties by Hoogerbrugge
and Koelman,25 combining the advantages of both molecular dynamics sim-
ulations and lattice-gas automata. The advantages of lattice-gas automata
are mainly the large time and length scales that are within reach. Unfortu-
nately, because particles move on a regular lattice it is difficult to make the
system isotropic and Galilean invariant. In DPD the particles move in contin-
uum space, with a certain velocity, exactly like in molecular dynamics. Time
is discretized and after each time interval δt there is a collision phase fol-
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lowed by a propagation, similar to lattice-gas automata .25 The big difference
between DPD and simulations describing molecular systems is the poten-
tial between the particles. In classical molecular simulations this potential
is highly repulsive at short distances, becoming attractive further away. In
DPD the potential is softly repulsive, allowing the particles to overlap. This
makes it possible to use bigger time steps in DPD.

The force describing the interactions between the DPD particles has three
components:

fi(t) =
∑
j �=i

fCij + fDij + fRij. (2.34)

The first component is a distance dependent conservative force and it de-
scribes the soft repulsion between particle i and particle j. The potential is
usually of the following form:

U(rij) = a

[
rij

rc

−
1

2

(
rij

rc

)2
]

(2.35)

where a represents the repulsion between the particles. It is possible to
replace the standard soft repulsion by a different potential, or even to drop
it completely, in which case the solvent becomes a dissipative ideal gas. The
second component is the dissipative force between particle i and particle j:

fDij = −γwD(rij)(r̂ij ·�vij)r̂ij. (2.36)

The dissipative force depends on a friction coefficient γ, a distance depen-
dent weight function wD going to zero at the cut-off radius rc, the velocity
difference between the particles �vij and the interparticle vector r̂ij. One in-
teresting feature of the dissipative force is that it makes a contribution to the
stress and hence increases the viscosity of the system.7 We will later discuss
the importance of this observation in more detail. Finally there is a random
force:

fRij = −σwR(rij)θijr̂ij, (2.37)

where σ determines the magnitude of the random force, wR is again a dis-
tant dependent weight function and θij is a random number with zero mean
and unit variance. The weight function wR(rij) is usually chosen as a linear
function:

wR(rij) =

{
1 −

rij

rc
(rij < rc)

0 (rij > rc)
(2.38)

Together the dissipative force and the random force act as a thermostat: the
first drains energy from the system and the second adds energy. Español and
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Warren formulated a dissipation-fluctuation theorem stating that if these
forces are well balanced the system will equilibrate with an internal energy
of kBT . To reach such a situation the following relations should be fulfilled :26

ωD(rij) = ωR(rij)
2 (2.39)

σ2 = 2kBTγ (2.40)

2.2.3 THE LOWE-ANDERSEN THERMOSTAT

The two main properties of DPD (the soft potential and its thermostating
properties) are both not exclusive to DPD. One could for instance choose
to only use the DPD thermostat part and drop the conservative force. This
results in a stochastic thermostat method, similar in spirit to the Ander-
sen thermostat. However, unlike the Andersen thermostat, DPD works on
pairs of particles. This enables DPD to conserve momentum, whereas with
the Andersen thermostat this is impossible. To obtain correct hydrodynamic
behaviour, conservation of momentum is a necessity. On the other hand
the Andersen thermostat is, by construction, a valid Monte Carlo scheme,
ensuring that the equilibrium properties of the system are correct, indepen-
dent of the value of the time step. To obtain the same for DPD one has to use
a modified Verlet scheme.27 The trick is now to combine the conservation
of local momentum found in DPD with the valid Monte Carlo scheme of the
Andersen thermostat.

The Lowe-Andersen (LA) thermostat combines the properties we are looking
for. Each time step δt all pairs of particles within a cut-off radius rc have a
probability Γδt of undergoing a “virtual” collision. A virtual collision involves
generating a new relative velocity along the line of centers �v∗ij · r̂ij from the

Maxwell-Boltzmann distribution ξ
√

2kBT/m. The new velocity of the particle
pair after the collision is now

�v∗i = �vi + �Δij (2.41)

�v∗j = �vj − �Δij (2.42)

with
�Δij = r̂ij(�v

∗
ij −�vij) · r̂ij (2.43)

Since the forces act along the interparticle vector, angular momentum is
conserved. The new absolute velocity is specified such that linear momentum
is also conserved. Because only relative velocities are involved the method
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is Galilean invariant.7 Furthermore, because the method acts locally we are
allowed to use a neighbour-list to speed up the calculations.24,28 This means
that the computational work required scales in proportion to the number of
solvent particles.

In between collisions the particles evolve in the normal manner. The po-
sitions and velocities of the particles evolve according to Newton’s laws of
motion:

∂ri
∂t

= vi(t) (2.44)

m
∂vi

∂t
= fi(t) (2.45)

where fi is the force acting on particle i and where m is the mass. The
equations of motion can be solved using various integration schemes, for
instance with the velocity-Verlet algorithm.28 However, we use the modified
velocity-Verlet algorithm:29

ri(t + Δt) = ri(t) + vi(t)Δt +
1

2
Δt2fi(t) (2.46)

ṽi(t + Δt) = ṽi(t) + λΔtfi(t) (2.47)

fi(t + Δt) = fi(ri(t + Δt), ṽi(t + Δt)) (2.48)

vi(t + Δt) = vi(t) +
1

2
Δt(fi(t) + fi(t + Δt)) (2.49)

Here ṽi is an estimate for the velocity. If we set the parameter λ = 0.5 the
original velocity-Verlet algorithm is recovered.

Unlike with DPD, the weight function ωD(r) is not present, but it could be
reintroduced into the method. However, there is no physical reason to ac-
tually do so. The conservative force is dropped as well, turning the solvent
model into a dissipative ideal gas.27 Nevertheless, by setting the model pa-
rameters in the correct manner, we will still be able to reproduce the prop-
erties of a “real“ solvent. One of the parameters that discriminates a fluid
from a gas, Λ, is the ratio of the typical decay time for relative velocities to
the time it takes ballistic motion to move a particle over a typical distance rc.
The decay time for relative velocities will be of the order of 1/Γ . The typical
time associated with the ballistic motion is of the order of

√
2mr2

c/kBT . Now
we have the following expression for Λ:

Λ =

√
kBT

Γ2r2
cm

(2.50)
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A second parameter characterizing the system as being gas- or fluid-like is
the Schmidt number (Sc), defined as the ratio of the kinematic viscosity over
the diffusion coefficient. In a gas Sc ∼ 1, while in a solvent Sc is much bigger
than unity. We have already mentioned that the DPD thermostat enhances
the viscosity of the system. Obviously, this is very useful if one wants to
reach the solvent-like regime where Sc is bigger than unity. Finally, a gas is
generally much more compressible than a fluid is. However, if we keep the
Mach number, the ratio of the average flow velocity to the speed of sound Cs,
smaller than unity, it is safe to assume that our model solvent is relatively
incompressible.

Let us now specify the cut-off radius. It must of course be larger than the
interparticle separation λ = (1/ρ)1/3, where ρ is the number density, or the
particles will hardly interact with each other. However, if we set the cut-
off radius too large, the simulations will take too long. In between these
two limits we choose the cut-off radius such that on average each particle
interacts with 8 neighbours. Next we consider Γ . If we make Γ too large
the hydrodynamics of the system on relatively short time and length scales
will get distorted by the LA thermostat interactions. We choose Γ such that
Λ = 0.03, which sets Sc ∼ 75. This is still smaller than Sc is in a ”real“ solvent,
but it is large enough to mimic fluid-like behaviour. Unfortunately, lowering
Λ decreases Cs and consequently restricts the maximum flow velocities. Our
choices are a trade-off between a high enough Schmidt number and relative
incompressibility. In theory it is also possible to reach this fluid-like regime
using DPD. However, to do so correctly the time steps in DPD must be set
much smaller than with the LA thermostat.8

2.2.4 ALTERNATIVE MESOSCOPIC SIMULATION METHODS

Obviously, if you want to perform mesoscopic simulations, you are not re-
stricted to the Lowe-Andersen thermostat. There are many alternative sim-
ulation methods. In this paragraph we will discuss three such alternatives,
namely Stochastic Rotation Dynamics, the Lattice-Boltzmann method and
Brownian Dynamics. They treat the solvent as discrete particles, just like
in the LA thermostat, as a continuous medium, and as particles on a grid
respectively. In Fig. 2.1 we give a schematic overview of these three methods.

First, one relatively new method is Stochastic Rotation Dynamics (SRD), also
called Multi-Particle Collision dynamics. The method works as follows. A
system is filled with a set of non-interacting particles. Each time step δt the
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A B

C D

Figure 2.1: A schematic overview of all mesoscopic simulation methods discussed in
this chapter: the Lowe-Andersen thermostat (A), Stochastic Rotation Dynamics (B),
the Lattice-Boltzmann method (C) and Brownian Dynamics (D).
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positions r of the particles evolve in the normal way:

ri(t + δt) = ri(t) + viδt (2.51)

This is termed the streaming step, which is followed by a collision step. In
this step the system is divided in cubic cells, and inside each cell all particles
exchange momentum by rotating their velocity around the centre-of-mass
velocity:

vi(t + δt) = vcom(t) +R [vi(t) − vcom(t)] (2.52)

where vcom denotes the centre-of-mass velocity of all particles inside a given
cell and R is a rotation matrix that rotates the velocities by a given angle.30,31

Such a model is of course not Galilean invariant, however, by placing the
cells at random each time step again, this problem can be solved.32 The
simplified dynamics of the method made it possible to determine analyti-
cal expressions for the transport coefficients.33 For simulations on polymer
chains in solution, the chain is usually simulated using “normal” molecular
dynamics, whereas the solvent is modelled using SRD. Following this proce-
dure results have been obtained on (star)polymers in shear flow,34,35 shear
thinning,3 (tethered) polymers in Poiseuille flow,36,37 and polymer transloca-
tion through a nanopore.38

Another off-lattice mesoscopic technique is Brownian Dynamics (BD). This
is a relatively simple (and fast) method for simulations on fluids and sus-
pensions. The solvent particles in the system are not treated as individual
particles but as a continuous medium. The hydrodynamic interactions are
dealt with via the Oseen tensor.39 Closely related to BD is Stokesian Dynam-
ics (SD). The motion of a large particle (for instance a colloidal particle or a
polymer chain) immersed in a fluid can be written as

m
∂v
∂t

= fH + fP + fB. (2.53)

Here fH denotes the hydrodynamic force, which is accounted for via a hydro-
dynamic interaction tensor, that also takes higher order terms into account.
Although the hydrodynamic interactions are calculated with a high degree
of accuracy, the method is still relatively fast. The second term, fP, repre-
sents the non-hydrodynamic forces acting on the particle, for instance elec-
trostatic forces, interparticle forces or a wall potential. Finally, fB represents
the stochastic forces that account for the Brownian interaction with the sol-
vent.40 Recently the method was improved, making the computational costs
of the method scale as N lnN, with N being the number of particles. This im-
proved version is referred to as accelerated Stokesian Dynamics.41 BD and
SD have for instance been successfully applied to study the dynamics of DNA
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in microchannels,42–44 the behaviour of polymer chains in shear flow45–48and
elongational flow,49–52 and simulations on polymer brushes.53

A third alternative to the Lowe-Andersen thermostat is the Lattice-Boltzmann
method (LB). This is, as the name already implies, an on-lattice simulation
technique to solve the hydrodynamics of a given system. In the original
implementation, each time step particles stream from one lattice point to
the next with a fixed velocity. Next follows a collision step according to a
given collision rule, such that momentum is conserved.54 In a more elabo-
rate version of the LB algorithm one considers the one-particle velocity dis-
tribution function instead of discrete particles .55–58 The collision operator
is not uniquely defined. One widely used collision operator is for instance
the Bhatnagar-Gross-Krook method.59 Usually the LB method is used for
simulations on complex fluids in confined geometries. Polymer chains can
be included as point particles connected by springs that do not move on the
lattice grid, but continuously in space. The interaction between the LB fluid
and the monomers is included via a friction coefficient.60 This technique
has for instance been used to perform simulations on polymers in confined
geometries61 and flow-induced polymer migration.62

Each method has its pro’s and con’s. First of all, using the LA thermo-
stat it is straightforward to implement a polymer chain: just connect some
solvent particles by a spring and you have a simple polymer, including all
hydrodynamic couplings. For all three alternative methods discussed this is
not possible. Although SRD is similar in spirit to the LA thermostat, it is
not possible to just connect some particles by a spring and have a working
polymer model. Instead, just as is the case with LB, the polymer chain is
simulated separated from the solvent and the interactions with the solvent
are taken care of via an interaction coefficient. On the other hand, imple-
menting a polymer chain in BD/SD is almost as simple as it is in the case of
the Lowe-Andersen thermostat.

Many interesting polymer behaviour takes place near a solid interface or in
confined geometries. In the next chapter we will describe a novel (and sim-
ple) method for implementing such an interface in the LA thermostat method.
In principle this method also works in SRD. Unfortunately, implementing a
solid/fluid interface in BD/SD is not straightforward. One can split up the
interactions with solid boundaries in two parts: the hydrodynamic interac-
tions mediated via the solvent and the direct particle-boundary interactions.
With an arbitrary short-ranged, repelling potential between the particles and
the boundary one makes sure the direct interaction is taken care of.63 It is
more difficult to obtain correct hydrodynamic interactions in the presence
of a boundary. One method is to correct the Green function of the flow as
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a pre-processing step. The contribution of the solid geometry to the Green
function is calculated numerically on a grid.44 In LB, the most basic way to
implement a solid boundary is by returning any fluid that enters a gridpoint
inside a wall back to its starting position and then invert its velocity. This
simple bounce back scheme is shown to perform better than first order ac-
curacy, when the position of the boundary is at exact halfway the lattice link
between the fluid and solid.64 However, many alternative methods have been
proposed.65–71

2.3 SIMULATING POLYMER CHAINS

It is relatively simple to construct a valid model for an ideal chain. All it takes
is a set of beads connected by a harmonic potential:

U = kBT

Nb−1∑
i=1

3

2b2
(�ri −�ri+1)2 (2.54)

with U being the energy, kB is Boltzmann’s constant, T the temperature,
Nb the number of beads in the polymer, b the Kuhn length (the root mean
squared distance between connected beads) and �ri the position of particle i.
However, despite the simple nature of this model it is still possible to mimic
long polymer behaviour with a very small number of beads. The centre-of-
mass diffusion coefficient D of a polymer of Nb beads is:72

D

D0

=
1

Nb

+
a

N2
b

〈∑
i

∑
j �=i

1

|(�ri − �rj)|

〉
(2.55)

where D0 is the diffusion coefficient of a single bead and a, the hydrodynamic
radius, is given by the Stokes-Einstein equation:

a =
kBT

6πηD0

(2.56)

The first term in Eq. 2.55 represents the diffusion coefficient of a polymer of
Nb beads in the absence of hydrodynamic interactions. This agrees with the
Rouse polymer model.73 The second term represents the collective hydrody-
namic interactions between beads. For an infinitely long polymer the second
term scales as 1/

√
Nb, dominating the Rouse term. This scaling dependence

is known as Zimm scaling.74 For a chain consisting of a large number of
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beads the analytical expression for the diffusion is known:

D =

(
8

3

√
6

π

)
kBT

6πηb
√
Nb

(2.57)

Unfortunately, for a finite number of beads the diffusion coefficient does not
have a convenient analytic form. Dünweg et al. calculated corrections to
the Rouse model and, taking the lowest-order correction into account, they
obtained the following expression:72

D

D0

=
1

Nb

+
a

b

(
A√
Nb

−
4.04

Nb

)
(2.58)

in which A is a constant. This is a very convenient result because if
we now choose the ratio a/b such that b = 4.04a, long polymer scaling,
D/D0 ∝ 1/

√
Nb, holds for a small number of beads, Nb � 16.9

Constructing a valid polymer model for an excluded volume chain is less
straightforward. One possible approach for such a model is developed by
Jendrejack et al.42,44,75 They consider a linear polymer chain consisting of
Nb beads, connected by Ns = Nb − 1 springs. Instead of representing a
single monomer, each bead represents a bigger part of the original polymer.
Adjacent beads are kept together using a simplified wormlike spring (WLS)
potential.76,77 This model matches the exact properties of the wormlike chain
model in both the small and large force limit, and moreover, it also agrees
with experimental DNA data.78 The force between two adjacent beads i and j

is defined as follows:

Fij =
kBT

2b

[(
1 −

Rij

R0

)1/2

− 1 +
4Rij

R0

]
Rij
Rij

(2.59)

where kB is Boltzmann’s constant, T is the temperature, b is the Kuhn length
of the original molecule, Rij is the vector between bead j and bead i, Rij is
the length of this vector and finally R0 is the maximum spring length. The
number of Kuhn segments inside the original polymer is Nk, so each spring
represents Nk,s = Nk/Ns original Kuhn segments. This sets the maximum
spring length R0 = Nk,sb. The contour length of the complete model chain
is L = NsR0. The interactions between beads that are not connected to each
other are treated as follows. Each bead is considered to be ideal, showing
Gaussian behaviour. The size of the beads is therefore equal to the size of
an ideal chain of Nk,s monomers: S2 = Nk,sb

2/6. The energy penalty for two
overlapping Gaussian chains lead to the following potential between bead i
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and bead j:

UEV
ij =

1

2
νkBTN2

k,s

(
3

4πS2

)3/2

exp

[
−3R2

ij

4S2

]
(2.60)

This potential is accurate, if the expansion of the chains represented by one
bead is small relative to the ideal chain size.

2.4 CONCLUSIONS

To conclude we can say that for the research presented in this thesis the
LA thermostat is advantageous over other simulation methods. The LA ther-
mostat is a simple method that produces correct hydrodynamic behaviour.
Furthermore, in the regime relevant for simulation on polymer chains it is
a computationally fast method. In chapter 3 we present a simple method
to incorporate solid boundaries within the framework of the LA thermostat.
Again, with some of the alternative methods presented here this is not a triv-
ial thing to do. Finally, it is simple to include an arbitrary number of polymer
chains in a system coupled to a LA thermostat, as we demonstrate in chapter
5. Using other mesoscopic methods it is sometimes not straightforward at
all to include polymer chains with all hydrodynamic couplings present. This
is not a problem using BD/SD. However, with increasing number of polymer
chains the computational resources required increase dramatically.
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