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Chapter 1

Introduction

Current communication networks are evolving towards integrated-services networks,

implying that they are expected to support a wide range of heterogeneous services,

including data, video, and voice-applications, but also more demanding multimedia

applications, such as gaming, remote surgery, video-conferencing, etc. In order to

provide proper service to each application, it is important that the available service

capacity is shared among the various traffic classes in a suitable manner.

In this monograph we analyze mathematical models for bandwidth sharing in such

multi-service networks. In particular, we focus on i) explicit scheduling in network

links, and ii) bandwidth sharing as a consequence of the end-to-end rate control by

end-users. In the former case certain traffic classes may receive preferential treat-

ment in network links, thereby offering service differentiation. In the latter case the

bandwidth sharing is strongly affected by the protocol that governs the transfer of

traffic along the end-to-end route. Part I of this thesis is devoted to case i), whereas

Part II considers case ii). For both cases, various bandwidth-sharing disciplines can be

identified for either implementing or modeling bandwidth sharing. We apply queueing

theory as a tool to analyze the performance of several such mechanisms.

1.1 Modeling of communication networks

In this section we show how a communication network may be modeled as a queueing

system, i.e., a network of queues. To see the connection with a queueing system, it

is important to distinguish between 1) the network itself, and 2) the traffic of the

applications that it supports. Below we first describe the basic characteristics of 1)

and 2), before making the connection with a queueing system.

1.1.1 Network characteristics

We focus on a wired communication network that supports several heterogeneous

applications. These networks consist of nodes that communicate over links. Nodes
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are computers, switches, routers, servers and other devices. Some nodes are classified

as end-users, which provide the interface between the users and the network. Other

nodes, e.g. switches and routers, are not identified with any user, but forward traffic as

it is sent between users. Links are physical channels over which traffic is transmitted.

We assume that all traffic in the network is digitized, i.e., traffic consists of small

packets. Such networks are commonly referred to as packet-switched networks.

1.1.2 Traffic characteristics

Below we mention four important properties that network traffic usually obeys.

Stationarity

Traffic on network links, averaged over suitable time periods, typically exhibits sys-

tematic variations. These variations usually follow a daily pattern, with a clearly

identifiable busy period, which can last several hours. During this busy period, traf-

fic arrival processes approximately show stationary behavior in the sense that the

statistical properties are nearly time-invariant. Therefore, a cumulative traffic input

process is usually modeled as a stochastic process with stationary increments, see also

Section 1.5. This implies that the statistical properties of traffic are assumed to be

constant for an indefinite period.

High level of aggregation

The input stream of each node in communication networks usually consists of a su-

perposition of a large number of individual streams. To give an indication, at the

core network, resources are commonly shared by thousands of users, whereas at the

access of a network, the number of aggregated streams is typically at least in the

order of tens.

Streaming and elastic traffic

The majority of traffic can broadly be categorized into streaming and elastic traffic,

each having its own Quality-of-Service (QoS) requirements, see [157].

Streaming traffic is produced by audio and video applications for both real-time

communication and reproduction of stored sequences. Usually, the transmission rate

has some intrinsic time profile, which may either be nearly constant or highly bursty,

depending on the specific application. In both these cases, the application-level QoS

is mainly determined by integrity of the time profile, making small packet delay and

low loss crucial requirements.

Elastic traffic, on the other hand, results from the transfer of digital documents

such as Web pages, files and e-mails. In contrast to streaming traffic, the transmission
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rate can be adapted over time, based on the level of congestion in the network, because

these applications are typically more tolerant of packet delays.

Time scale separation

In packet-switched networks it is common to distinguish between different time scales.

At the lowest level, the packet-level, the main interest concerns the individual packets

that are transmitted through the network. At the highest level, the flow-level, we

leave out all the packet-level details, and consider the sequence of all packets from the

beginning of a transfer until the end as a single flow. During a transfer, periods in

which bursts of packets are sent usually alternate with intervals in which no packets

are transmitted, which gives rise to an intermediate time scale, the burst-level.

At the packet-level we deal with the fluctuations of the packet arrivals within a

burst. At the burst-level we consider the fluctuations of the level of activity of users,

as opposed to the flow-level, where we focus on the fluctuations of the number of users.

If one, in case of elastic traffic, is interested in the performance as perceived by

end-users, then it is appropriate to study models at the flow-level. In this case chief

interests concern sojourn times (time between arrival and departure) of flows, but

also include issues of fairness (concerning bandwidth sharing among various types of

flows) and bandwidth utilization. In contrast, if one aims to study the performance

as perceived by end-users in case of streaming traffic, then it is more appropriate

to apply analysis at the packet-level or the burst-level. Now one typically studies

the performance (of a system) in terms of packet losses (due to buffer overflow) and

packet delays. Despite the fact that burst-level models leave out the packet-level

details, they lend themself very well for this goal, the underlying idea being that

the packet loss probability can be approximated by the buffer overflow probability,

whereas the packet delay can be approximated by the virtual delay, i.e., the delay

experienced by a packet having arrived at an arbitrary point in time.

Below we discuss the main characteristics of each of these three levels. We refer

to [82, 159] for more details concerning the various levels.

Packet-level characteristics

Measurements of network traffic as performed over the past decade showed [110, 152]

that traffic at the packet-level, but also at the burst-level and the flow-level, is typically

highly variable, or bursty, over a wide range of times scales. Such traffic is known to

be long-range dependent (LRD), meaning that the autocorrelations decay relatively

slowly, see Chapter 2 for formal definitions. Traffic exhibiting long-range dependence

can claim a substantial part of the available capacity for a relatively long period. In

the absence of a protection mechanism, this can prevent other traffic from receiving

proper service.

Several papers offered explanations for traffic to be LRD, see e.g. [46, 47, 150, 174].
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These papers argue that LRD may be caused by the fact that certain traffic charac-

teristics are heavy-tailed. In particular, it is indicated that file sizes and transmission

times of files in the Internet, which are typical examples of flows, may have infi-

nite variance. However, LRD may also be due to other traffic-related or user-related

characteristics, see e.g. [47, 174] for an overview.

As opposed to traffic exhibiting long-range dependence, traffic can also be short-

range dependent (SRD). In this case the autocorrelations decay relatively quickly,

implying that SRD traffic behaves smoothly over long time scales. Not surprisingly,

SRD is intimately related to traffic with light-tailed properties.

Flow-level characteristics

As mentioned before, measurements at various locations of flow sizes showed that their

distribution has a heavy tail in general. The precise distribution clearly depends on

the type of flow under consideration. A reasonable fit to the shape of the heavy tail

is provided by the Pareto distribution:

�(size > x) ≈ α

xβ
, for large values of x,

where 1 < β ≤ 2 to ensure that this distribution has a finite mean and infinite

variance, and α is some positive constant.

The above distribution has the property that the majority of the flows is small,

whereas most of the traffic volume is contained in the large flows. This property has

also been verified by extensive measurements, see e.g. [46, 73].

A typical and important example of a light-tailed flow size distribution is the

exponential distribution:

�(size > x) = e−λx, x ≥ 0,

where λ > 0 is the rate parameter. It is easy to verify that this distribution has finite

mean 1/λ and variance 1/λ2. Generalizations of the exponential distribution, such as

phase-type distributions, are other examples of distributions with light tails.

Burst-level characteristics

In packet-switched networks traffic is divided into small packets that are sent over the

network. When considering somewhat larger time scales, traffic may approximately

be viewed as a continuous flow of fluid, thereby neglecting the discrete nature of

the relatively small packets. In particular, there is usually an alternation of inactive

periods, in which no packets are sent, and active periods, in which bursts of packets

are transmitted, such that the generated traffic can be modeled as an On-Off source.

The notions of heavy-tailedness (light-tailedness) and LRD (SRD) are closely re-

lated in case of an On-Off source as well. If the On-period or Off-period are drawn

from a distribution having infinite variance, then the On-Off process can shown to be
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LRD, see [38]. Other results can be found in e.g. [79]. In case both the On-period

and Off-period have a light-tailed distribution, the On-Off process is SRD.

1.1.3 Queueing system

We now relate the elements described above to a queueing system. In general, a

queueing system describes a system where limited resources are used to perform cer-

tain tasks. These resources are often referred to as servers, whereas the tasks to

be performed can be viewed as customers that arrive to the servers, each of them

bringing along a certain amount of work to be executed by the servers.

Sections 1.1.1 and 1.1.2 indicate how a communication network can be represented

by a queueing system. Clearly, the nodes of the network correspond to the available

resources in a queueing system. Depending on whether we analyze the network at

packet-, flow-, or burst-level, we see that a customer can be identified with a packet,

flow, or burst of packets, respectively.

In this monograph we study communication systems at either the burst-level or

the flow-level. In other words, we leave out all packet-level details, and focus on

somewhat larger time scales. In particular, in Part I we analyze models at the burst-

level, implying that we assume the number of flows to be fixed in the system, whereas

in Part II we study models at the flow-level, thus assuming the number of flows to be

variable.

Important references on queueing theory are e.g. Asmussen [12], Cohen [44], and

Tijms [163]. In e.g. [100, 101, 171] it is shown how queueing theory can be applied to

communication networks.

1.2 Basic queueing models

Before presenting various bandwidth-sharing disciplines in the next two sections, we

first need to introduce some queueing theory terminology, which we do in the context

of the classical G/G/1 queue and the fluid queue.

1.2.1 Classical G/G/1 queue

The most basic queueing model is the single-server queue. In this system customers

arrive one at a time. The time between two consecutive arrivals is called the inter-

arrival time. In practice one assumes that the sequence of interarrival times consists

of independent and identically distributed (i.i.d.) random variables. As reflected by

the name of this model, there is one server, which works at some predefined speed

c. The service requirements of customers are assumed to be i.i.d. random variables.

Moreover, the sequences of interarrival times and service requirements are assumed

to be independent. As soon as a customer is completely served, it leaves the system.
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Figure 1.1: An example of the workload process {Q(t), t ≥ 0} in a classical G/G/1

queue.

The above model is usually referred to as the G/G/1 queue, a notation that is

due to Kendall [92]. Here the first G reflects that the interarrival time distribution is

of a general form, whereas the second G indicates that the same holds for the service

requirement distribution. In the special case of Poisson arrivals, i.e., exponentially

distributed interarrival times, we denote the model as the M/G/1 queue, where the

M stands for memoryless or Markovian. If the service requirements are exponentially

distributed as well , we obtain the well-known M/M/1 queue.

Clearly, as long as there are customers in the system, the server works at the

predefined speed c, which is enough to describe the evolution of the queue length.

Figure 1.1 shows a typical sample path of the workload process {Q(t), t ≥ 0} (i.e.,

the sum of the service requirements of all the customers in the system) in a classical

G/G/1 queue with unit capacity. Here ti denotes the time at which the ith customer

arrives. The heights of the small dashed lines represent the corresponding service

requirements of these customers. These jumps in the workload process illustrate that

traffic, in a classical G/G/1 queue, arrives instantaneously.

We remark that the G/G/1 queue is a widely used model in various fields of

research. For example, many problems in inventory, risk theory, communication net-

works, etc., can often be reformulated in terms of these classical queueing systems,

see e.g. [12].

1.2.2 Fluid queue

In Section 1.1 we already mentioned that network traffic is inherently bursty. When

studying traffic at the burst-level, traffic is usually modeled as a continuous fluid flow,

thereby neglecting the discrete nature of relatively small packets. More generally, fluid

models may be valuable when a separation of time scales applies. That is, fluctuations
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Figure 1.2: An example of the workload process {Q(t), t ≥ 0} in a fluid queue fed by

a superposition of two On-Off sources.

around a certain drift on a shorter time scale may sometimes be neglected on a longer

time scale. The main difference with classical queues is that traffic does not arrive

instantaneously, but gradually over time.

On-Off source

A popular way of modeling bursty traffic is by means of On-Off sources, as there is

usually an alternation between periods in which packets are sent, and in which no

packets are transmitted, see e.g. [11, 43, 102, 54, 160, 180].

Figure 1.2 illustrates an example in which a fluid queue with unit capacity is fed

by a superposition of two On-Off sources. It is assumed that both sources generate

traffic at constant rate r1 = r2 = 1 in On-periods, and that the buffer is empty at time

zero. Therefore, we find that the total workload Q(t) at time t ≥ 0, with Q(0) = 0,

builds up with rate one if both sources are active, remains constant if only one of the

sources is transmitting, or drains with rate one if both sources are silent.

Reflection of a process

One way to model the workload process of a queue, either with instantaneous or

gradual input, is to define it as the reflection at zero of some process {A(t)−ct, t ≥ 0},
where {A(t), t ≥ 0} is a continuous-time stochastic process, denoting the amount of

traffic entering the system in the interval [0, t], and c > 0 is the service capacity of
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the node. By reflection at zero we mean that the workload at time t ≥ 0 can be

represented as

Q(t) = A(t)− ct− inf
0≤s≤t

{A(s)− cs}
= sup

0≤s≤t
{A(t)−A(s)− c(t− s)} ≥ 0,

given that we start with an empty system, i.e., Q(0) = 0. The reflection at zero

ensures that the workload process is non-negative.

The above-mentioned approach will be applied in this monograph to analyze

queues at the burst-level. In particular, in Part I we assume A(t) to be a so-called

Gaussian process. Gaussian processes cover both SRD and LRD traffic, see Chapter 2

for more details.

Figure 1.3 depicts an example of the reflection of the process {B(t)− ct, t ≥ 0} at

zero, where B(t) is a so-called Brownian motion, which is a special case of a Gaussian

process. Brownian motions, and Gaussian processes in general, play an important

role in this monograph.

1.3 Scheduling in network nodes

An instrument that can be used to accomplish service differentiation, is the so-called

scheduling mechanism. Such a mechanism has to be implemented in the switches or

routers of a network, and it determines for each arriving packet at what time it is

forwarded to the next router or switch on its route. The goal of these mechanisms is

to implement differentiated sharing or ensure fairness, such that the proper QoS can

be provided to each application.

The most important packet-based scheduling mechanisms in current communica-

tion networks are variants of Weighted Fair Queueing (WFQ) and Weighted Round-

Robin (WRR). Both WFQ and WRR are weighted versions of standard Round-Robin

(RR) scheduling, where the various traffic classes may receive different service quotas,

as specified by class-specific service weights. In this section, we focus on an ideal fluid-

based variant of WFQ, the so-called Generalized Processor Sharing (GPS) discipline.

In other words, GPS assumes that traffic of the various classes is infinitely divisible

and that it can serve several classes simultaneously. In reality, however, traffic con-

sists of small packets which have to be processed sequentially, implying that GPS is

a convenient idealization, but not implementable. In [148, 149] it was shown that

WFQ, which is implementable, closely approximates the behavior of GPS. Therefore,

we expect that results for GPS carry over to WFQ, especially the ones that relate to

burst-level performance metrics.
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Figure 1.3: An example of the reflection of the process {B(t) − ct, t ≥ 0} at zero,

where B(t) is a Brownian motion.

1.3.1 Generalized Processor Sharing

Assume that there are M different traffic classes that require service at a particular

node in the network with service rate c. Each class is assigned a weight φi, i =

1, . . . , M . Without loss of generality, assume that the weights add up to one, i.e.,∑M
i=1 φi = 1. The GPS weight φi determines the guaranteed service rate φic for class

i. If all classes are backlogged, i.e., if the queues of all classes are non-empty, then

class i receives service at rate φic.

Let us first assume that each of the traffic classes consists of flows that generate

instantaneous traffic bursts. In that case a class either fully uses its allocated share of

the service capacity or does not use any service capacity. In the latter case, its service

share becomes available to the other backlogged classes, and is also shared according

to these weights. That is, denoting the set of backlogged classes by B, the service rate

allocated to class i ∈ B equals

φic∑
j∈B φj

≥ φic,
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Figure 1.4: GPS mechanism

see Figure 1.4 for an illustration.

In case of fluid input for some class, some subtleties may arise, as a class may

then receive service equal to its input rate, without being backlogged. A more formal

description of GPS is therefore given in [148, 149]. Let Si(s, t) denote the amount of

traffic of class i served in the time interval [s, t], i = 1, . . . , M . If the queue of class i

is backlogged in the corresponding interval, then GPS satisfies the following property:

Si(s, t)

Sj(s, t)
≥ φi

φj
, i, j = 1, . . . , M, i �= j. (1.1)

Obviously, there is equality in (1.1) if class j is also continuously backlogged in the

interval [s, t].

From the above we conclude that GPS achieves statistical multiplexing gains by re-

allocating capacity from non-backlogged classes. Note that GPS is a work-conserving

scheduling discipline, i.e., the server always works at maximum speed if at least one

of the queues is non-empty. Also, notice that GPS aims to describe the performance

at the burst-level, where the population of flows may be assumed nearly static.

Assigning weight one to a single class, implies that the other classes can only be

served if there is no traffic of this single class queued; i.e., priority queueing can be

regarded as a special case of GPS. By assigning positive weights to all classes, GPS is

capable of protecting a class against starvation when some other class ‘misbehaves’,

as opposed to priority scheduling, where the low-priority classes may be excluded

from service over substantial time intervals. Therefore, GPS can be regarded as a

protection mechanism.

We already mentioned that measurements showed that network traffic is typically

highly variable or bursty over a wide range of times scales, which underscores the

importance of a protection mechanism like GPS.

We remark that the GPS model is in fact a special case of the coupled processors

model [45]. Also, the GPS discipline shows resemblance with so-called cycle stealing

policies, see [145] for more details.
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1.4 Rate control by end-users

In the previous section we focused on ‘explicit scheduling’ (of packets) in a network

node. We now assume that bandwidth sharing is a consequence of the end-to-end rate

control by end-users. In that case the bandwidth shares are strongly affected by the

protocol that governs the transfer of packets along the end-to-end route. Hence, there

is ‘implicit scheduling’. In the current Internet, the dominant transport protocols are

variants of the Transmission Control Protocol (TCP).

TCP is capable of providing both error control and congestion control. In order

to guarantee error control, the receiver sends an acknowledgment (ack) to the source

after each (group of) correctly received packet(s). In case the source does not receive

an ack before a time-out occurs or it receives a duplicate ack indicating that some

packet is missing, the packet is assumed to be lost. When a packet is lost or when

a negative ack (indicating that the packet contains errors) is received, the source

retransmits the lost packet.

The congestion control of TCP is based on a so-called window size, which specifies

the maximum number of packets that can be sent by the source without having

received an ack. TCP infers the level of congestion in the network from the returned

ack’s. In case packets are lost, TCP concludes that the level of congestion is high and

reduces the window size. In contrast, in case no packets are lost, TCP concludes that

the network is lightly loaded and increases the window size up to some maximum.

A TCP-based data transfer starts with a slow-start phase, in which the window

size increases at an exponential rate over time. Next follows a congestion-avoidance

phase, in which the window size increases linearly at rate 1/RTT, where RTT stands

for the round-trip time of each correctly received ack. Note that this is effectively

done by increasing the window size W by 1/W for each acknowledged packet. We

refer to [83, 106] for more details concerning TCP.

We remark that the congestion-avoidance phase of TCP can in fact be viewed

as a special case of the family of Additive-Increase-Multiplicative-Decrease (AIMD)

congestion control protocols, in which the window size increases linearly when no

losses occur, whereas the window size is reduced by a multiplicative factor when a

loss is detected, see [139].

Below we first discuss two single-node flow-level systems that may properly model

the bandwidth sharing realized by TCP in a common link, namely: Processor Sharing

(PS) and Discriminatory Processor Sharing (DPS). Recall that at the flow-level we

leave out packet-level details, and focus on somewhat larger time scales.

1.4.1 Processor Sharing

The last decade, the PS discipline has emerged as a useful paradigm for evaluating

the performance of a variety of resource allocation mechanisms. Under the PS dis-
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Figure 1.5: PS mechanism

cipline, the server simultaneously serves each of the n users present with rate c/n,

see Figure 1.5 for an illustration. While the PS discipline originally emerged as an

idealization of RR scheduling mechanisms in time-shared computer systems [99], in

recent years the PS discipline has received renewed attention as a convenient ab-

straction for modeling the flow-level performance of bandwidth-sharing protocols in

packet-switched networks, in particular TCP. During the congestion-avoidance phase,

all active users receive approximately equal bandwidth, assuming they have identical

access rates and RTTs. This motivates the use of PS to model the dynamic behavior

of TCP flows sharing a common link, see e.g. [18, 81, 135, 136, 141, 158]. Here it is

assumed that, at the moment a flow-level transition takes place, the allocation of the

transmission rates to the individual flows adapts instantly. We remark that this is an

idealization, as under TCP the adaptation does not occur instantly, but takes some

time. More references on PS can be found in [36, 143].

Although the PS model provides valuable insights, it critically relies on the as-

sumption that the service capacity is equally shared among competing flows, i.e., it

assumes fair sharing. In [10] it was, however, argued that the actual service rates re-

alized by TCP may show substantial variation among flows with heterogeneous RTTs

and access rate limitations, implying that the PS model is not always appropriate. In

the next subsection we therefore discuss DPS, which models differentiated bandwidth

sharing.

1.4.2 Discriminatory Processor Sharing

The DPS discipline, which is closely related to PS, is useful for modeling the flow-

level performance of bandwidth-sharing protocols such as TCP in packet-switched

networks. In addition, DPS provides a natural framework for modeling the flow-

level performance of differentiated bandwidth-sharing disciplines such as WFQ and

WRR. Hence, DPS is appropriate for modeling differentiated bandwidth sharing. For

applications of DPS in communication networks, see e.g. [1, 10, 40, 42].
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Figure 1.6: DPS mechanism

Assume that there are M classes of flows that require service at a particular node

in the network. Let ni denote the number of class-i flows, i = 1, . . . , M . Each

class of flows is assigned a non-negative weight κi, i = 1, . . . , M . Without loss of

generality, assume that the weights add up to one, i.e.,
∑M

i=1 κi = 1. The M classes

are simultaneously served, and each of the ni flows of class i receives a service rate

κic∑M
j=1 κjnj

, i = 1, . . . , M,

see Figure 1.6 for an illustration.

In case of DPS the service rate is, as opposed to GPS, in addition to the weights,

determined by the number of flows in the system. Hence, the DPS discipline serves to

evaluate the flow-level performance. In case κi = κ, i = 1, . . . , M , i.e., if all weights

are equal, then DPS reduces to PS. We remark that DPS models are much harder to

analyze than PS models.

We argued before that heterogeneous RTTs have an impact on bandwidth sharing

realized by TCP. In fact, in TCP the classes with lower RTTs obtain a higher share

of the bandwidth [10]. Hence, by setting the DPS class weights inversely proportional

to the respective RTTs, DPS is useful to examine the dynamic behavior of TCP flows

sharing a common link.

Although PS and DPS can be used for modeling the flow-level performance of

bandwidth-sharing protocols in packet-switched networks, they do not explicitly take

into account that a flow may require service at several nodes simultaneously, meaning

that it receives the same rate at each of these nodes. For example, consider the so-

called linear network depicted in Figure 1.7. This network consists of L nodes and

supports L+1 classes of users: class-i users require service at node i only, i = 1, . . . , L,
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1 2 L

Figure 1.7: A linear bandwidth-sharing network.

whereas class-(L + 1) users require service at all L nodes simultaneously.

In the remainder of this section we represent the network as a set of nodes L =

{1, . . . , L}, where node l ∈ L has finite capacity cl > 0. We distinguish a total number

M of classes in the network, where flows of class i use the same route ri, consisting of

a particular nonempty subset of nodes, i = 1, . . . , M . As mentioned above, in case a

class requires service at multiple nodes, we assume that users of this class need to be

served simultaneously at these nodes. Let S(l) denote the set of classes that require

service at node l, l = 1, . . . , L.

Below we discuss two sharing policies that are able to capture the above-mentioned

effects, namely: Alpha-Fair Sharing (AFS) and Balanced Fairness (BFS). We note

that AFS covers both PS and DPS as special cases. It is remarked that PS is also a

special case of BFS.

1.4.3 Alpha-Fair Sharing

When the network is in state n = (n1, . . . , nM ) ∈ �
M
0 \{�0}, with nj denoting the

number of class-j users in the network, the AFS service rate x∗i allocated to each of

the class-i users is obtained by solving the following optimization problem [140]:

max
∑M

i=1 niUi(xi) (1.2)

subject to
∑

i∈S(l) nixi ≤ cl, l = 1, . . . , L

over xi ≥ 0, i = 1, . . . , M,

where the utility function Ui(xi) is defined by

Ui(xi) =

{
κi

x1−α
i

1−α if α ∈ (0,∞)\{1};
κi log xi if α = 1.

(1.3)

The κis are non-negative weights, and α ∈ (0,∞) can be interpreted as a fairness

coefficient. The cases α → 0, α → 1 and α → ∞ correspond to allocations which

achieve maximum throughput, proportional fairness, and max-min fairness, respec-

tively. In [146] it has also been shown that the case α = 2, with additional class

weights set inversely proportional to the respective RTTs, provides a reasonable mod-

eling abstraction for the bandwidth sharing realized by TCP. Bandwidth sharing in a
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network with AFS is thus evaluated in terms of a utility function, an approach that

was first introduced in [89], but we also refer to [88, 107].

Let si(n) := nix
∗
i denote the service rate allocated to class i under an AFS policy

when the network is in state n, i = 1, . . . , M . In general no closed-form solution for

si(n) is known, and one has to obtain it numerically. A few exceptions are known in

which there are explicit expressions: linear, grid, and cyclic networks, see [23].

If we consider a single-node network with capacity c, then it can be verified that

the solution of the optimization problem (1.2) is given by [14]

x∗i =
κ

1/α
i c∑M

j=1 κ
1/α
j nj

, i = 1, . . . , M.

In this case we observe that the capacity is shared according to a vector of weights

κ
1/α
i , i = 1, . . . , M , in a DPS fashion, i.e., AFS covers DPS (and PS).

As we will argue in Section 1.6, the flow-level performance of AFS networks is

hard to analyze in general. To gain insight, a theoretical sharing policy has been

constructed [25], known as BFS, which provides performance results that are insensi-

tive to the detailed traffic characteristics. In particular, BFS is constructed in such a

way that the performance only depends on the various traffic characteristics through

the average load of each class, which is defined as the product of the class-dependent

arrival rate of flows and the class-dependent average service requirement of a flow,

given that flows arrive according to a Poisson process.

1.4.4 Balanced Fairness

Let φi(n) denote the capacity allocated to class i when the network is in state n ∈ �
M
0 ,

i = 1, . . . , M , under BFS. An allocation is said to be balanced if for all states n, with

ni, nj > 0,

φi(n)

φi(n− ej)
=

φj(n)

φj(n− ei)
, i, j = 1, . . . , M, (1.4)

where ei represents the M -dimensional unit vector whose components are equal to 0

except for component i which is equal to 1, i = 1, . . . , M . Define the capacity set

C =

⎧⎨
⎩y ≥ 0 :

∑
i∈S(l)

yi ≤ cl, l = 1, . . . , L

⎫⎬
⎭ .

Note that φ(n) ∈ C for all n ∈ �
M
0 \{�0}. There are several allocations that satisfy the

balance property (1.4), but there exists a unique allocation such that φ(n) belongs

to the boundary of the capacity set C in any state n ∈ �
M
0 \{�0}. This allocation is

commonly referred to as the BFS allocation.
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All balanced service rates can be expressed in terms of a unique balance function

Φ(·), so that Φ(0) = 1 and

φi(n) =
Φ(n− ei)

Φ(n)
, ∀n : ni > 0, i = 1, . . . , M.

Hence, characterization of Φ(n) implies that φ(n) is characterized as well. Define

Φ(n) = 0 if n /∈ �
M
0 . It can be shown [27] that

Φ(n) = max
l=1,...,L

∑
k∈S(l) Φ(n− ek)

cl
, n ∈ �

M
0 \{�0},

so that Φ(·) can be obtained recursively. There exist a few networks for which explicit

formulae are known for Φ(·), but in general no explicit expressions are available, which

implies that we have to obtain them recursively. In this case it is clear that for large

state spaces it is time-consuming to obtain Φ(·).
As mentioned earlier, the advantage of BFS is that it makes the flow-level analysis

tractable, see Section 1.6. Besides being an interesting concept in its own, BFS can

also be viewed as an approximation tool. The performance of a network under max-

min fairness and proportional fairness is often accurately approximated by that under

BFS, see [24].

1.4.5 Extensions

Below we show that the above descriptions of AFS and BFS can be extended.

Access-link rate limitations

So far we assumed that flow rates are constrained by the network links only. In

practice this is not true, as the rate of a flow may additionally be constrained by

a fixed maximum that represents, for instance, the user’s access-link rate. These

additional constraints can easily be incorporated in utility maximization problems

such as (1.2), so that AFS can cope with this. BFS can also be extended such that it

covers access-link rate limitations [25].

In Chapter 6 we consider an alternative approach for modeling class-dependent

rate limitations in AFS networks. That is, we first determine the AFS allocation

(without access-link rate constraints), and then truncate the resulting rates at the

access-link rates. It can be verified that these two methods result in different alloca-

tions. We prefer the latter approach, as in general this allows fairly explicit analysis,

whereas this is considerably harder under the former method, see also [14].

Multi-path routing

We assumed above that each class of users corresponds to a unique route in the

network. However, in practice it is likely that some classes of users have multiple
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alternative paths through the network. The question that arises is how flows are

routed in those cases. Several papers address this question by studying multi-path

utility maximization problems, see e.g. [74, 90, 95, 96, 121, 164, 170, 172]. In [22, 84,

108, 109] it was shown how BFS can be applied in networks with multi-path routing.

Chapter 8 considers multi-path routing in a simple AFS or BFS network.

1.5 Queues analyzed at the burst-level

In Part I we study communication networks at the burst-level. When analyzing

systems at the burst-level, it is often assumed that traffic approximately behaves as a

continuous stream of work, thereby neglecting the discrete nature of the small packets,

i.e., the traffic behaves as fluid, see Section 1.1.

Although this monograph deals with the performance of bandwidth-sharing disci-

plines, the first two chapters of Part I, Chapters 2 and 3, do not consider such mech-

anisms. In particular, in Chapter 2 we study a single-node queue, whereas Chapter 3

analyzes a two-node parallel queue and a two-node tandem queue. We have incorpo-

rated these two chapters as we develop techniques there that are extensively used in

Chapters 4 and 5, where we study a two-class GPS model. The aim of this section is

to give a flavor of the methods used and results derived throughout Part I.

1.5.1 Single-node queue

To gain insight into fluid queues, we first consider a single-node network with capacity

c. Let A := {A(t), t ∈ �} be a continuous-time stochastic process, with A(0) ≡ 0.

Also, let A(s, t) := A(t)−A(s) denote the amount of traffic entering the system in the

interval [s, t], t > s. Note that A(t) (−A(t)) denotes the amount of traffic generated in

the interval [0, t] ([t, 0]) if t ≥ 0 (t ≤ 0). Furthermore, assume that A has stationary

increments, i.e., A(t) − A(s) has the same distribution as A(t − s) for t > s ≥ 0.

Let Q(t) denote the buffer content at time t of this fluid queue. As a first step to

understand this fluid queue, let us consider the discrete-time setting. In particular,

consider the buffer content of the queue at time t = 0. Let A−i denote the amount of

work arriving at the −ith epoch, i = 1, 2, . . . . Also, let Q−i denote the buffer content

at time −i, i = 0, 1, . . . . Then using Lindley’s recursion, we find

Q0 = max{Q−1 + A−1 − c, 0}
= max{max{Q−2 + A−2 − c, 0}+ A−1 − c, 0}
= max{Q−2 + A−2 + A−1 − 2c, A−1 − c, 0}
= . . .

= max

⎧⎨
⎩Q−i +

i∑
j=1

A−j − ic,
i−1∑
j=1

A−j − (i− 1)c, . . . , A−1 − c, 0

⎫⎬
⎭ .
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In queueing theory, one is often interested in the behavior of a system after initial

effects have vanished, i.e., when the system is in steady state. This corresponds to

letting −i → −∞. Therefore, we need to impose assumptions to ensure that the

buffer content does not blow up, i.e., we need assumptions for stability of the system.

First note that, due to the assumption of stationary increments, the mean arrival rate

at the queue equals μ := �A−1 . It is then intuitively clear that a sufficient condition

for stability of the system is that the mean arrival rate μ is smaller than the capacity

c of the system. In case this stability condition is satisfied, there exists a random

−i < 0 such that Q−i = 0, and we thus find that Q0 converges in distribution to the

random variable

sup
i≥0

⎧⎨
⎩

i∑
j=1

A−j − ci

⎫⎬
⎭ . (1.5)

Equation (1.5) suggests that Q(0) converges in distribution to

Q := sup
t≥0

{A(−t, 0)− ct} , (1.6)

given that μ < c. This can be shown to be correct, but it is somewhat harder to

prove. Equation (1.6) is often referred to as Reich’s formula [155]. The steady-state

distribution is thus equivalent to the distribution of the supremum of the so-called

free process {A(−t, 0) − ct, t ≥ 0}. Note that this free process can be negative, but

that the supremum of it is always non-negative, as the free process equals 0 at time

t = 0. This implies that the steady-state distribution lives on [0,∞).

We remark that if the arrival process A is time-reversible, then supt≥0 {A(t)− ct}
has the same distribution as Q. Also, note that, due to the assumption of stationary

increments, Q(t) converges in distribution to Q for all t ∈ � .

1.5.2 Tandem queue

We proceed with more complex systems: tandem queues. We first analyze the two-

node tandem queue, before studying tandem queues with an arbitrary number of

nodes. In this fluid queue, traffic is first served with rate c1 at the first queue, and

then immediately sent to the second queue where it is served with rate c2. To exclude

the trivial case where the second buffer is continuously empty, we assume that c1 > c2.

Let us focus on the steady-state distribution of the content of the two buffers.

Clearly, the steady-state first buffer content can be represented as

Q1 = sup
t≥0

{A(−t, 0)− c1t} ,

given that μ < c1. It requires more work to obtain the steady-state buffer content

distribution of the second queue. A crucial observation is that the aggregate buffer
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content, i.e., the content of the first and second buffer combined, drains with rate

c2, see e.g. [87]. Hence, we find that the steady-state total buffer content can be

expressed as

Q1,2 = sup
t≥0

{A(−t, 0)− c2t} ,

given that μ < c2.

It is noted that both Q1 and Q1,2 relate to the same time point (t = 0), meaning

that (Q1, Q1,2) has the ‘correct’ joint distribution. We thus find that Q2 = Q1,2−Q1,

i.e., the second buffer content is equal to the total buffer content minus the first buffer

content. From the above we conclude that the steady-state second buffer content can

be written as

Q2 = sup
t≥0

{A(−t, 0)− c2t} − sup
t≥0

{A(−t, 0)− c1t} ,

given that μ < c2.

The above reasoning also applies in case of an arbitrary number of nodes. Let us

assume that we have an L-node tandem queue, with L > 1 . Furthermore, assume

that c1 > . . . > cL > μ to guarantee that none of the queues is always empty and

that the system is stable. Then we find [87] that the steady-state buffer contents can

be represented as

Q1 = sup
t≥0

{A(−t, 0)− c1t} ;

Ql = Q1,...,l −Q1,...,l−1 = sup
t≥0

{A(−t, 0)− clt} − sup
t≥0

{A(−t, 0)− cl−1t} ,

for l = 2, . . . , L.

1.5.3 Priority queue

The priority queue is closely related to the tandem queue, as can be seen as follows.

Consider a single-node queue with capacity c, where M different classes of users

compete for service, each one of them having its own buffer. Let {Ai(t), t ∈ �}
denote the input process with stationary increments of class i, with Ai(0) ≡ 0, and

let μi := �Ai(1), i = 1, . . .M . Also, let Ai(s, t) := Ai(t)−Ai(s) for t > s.

Assume that lower indexed classes have priority over higher indexed classes, i.e.,

traffic of class i is only served if no traffic of class j is in the system, j = 1, . . . , i− 1.

This means that the class-i traffic does not ‘see’ traffic of class j, j = i + 1, . . . , M ,

at all. The steady-state total buffer content of classes 1 up to m is therefore given by

Q1,...,m = sup
t≥0

{
m∑

i=1

Ai(−t, 0)− ct

}
, m = 1, . . . , M,



20 Introduction

given that the stability condition
∑m

i=1 μi < c is satisfied. As Q1,...,m, m = 1, . . . , M ,

all relate to the same time point (t = 0), we thus find that Qp = Q1,...,p −Q1,...,p−1,

p = 2, . . . , M . It is now straightforward to derive that the steady-state buffer contents

can be expressed as

Q1 = sup
t≥0

{A1(−t, 0)− ct} ;

Qm = sup
t≥0

{
m∑

i=1

Ai(−t, 0)− ct

}
− sup

t≥0

{
m−1∑
i=1

Ai(−t, 0)− ct

}
, m = 2, . . . , M.

1.5.4 Generalized Processor Sharing queue

In Chapters 4 and 5 we consider a two-class GPS queue with capacity c, assuming

that each class has its own buffer. As before, let {Ai(t), t ∈ �} denote the external

input process of class i and φi the GPS weight of class i, i = 1, 2. Since the GPS

discipline is work-conserving, a first observation is that the steady-state total buffer

content can be represented as

Q1,2 = sup
t≥0

{A1(−t, 0) + A2(−t, 0)− ct} ,

given that μ1 + μ2 < c. If Si(s, t) denotes the amount of service received by class-i

users in the interval [s, t], t > s, then we find that the steady-state ith buffer content

can alternatively be written as

Qi = sup
si≥0

{Ai(−si, 0)− Si(−si, 0)} , i = 1, 2.

Clearly, Si(−t, 0) is strongly affected by Aj(−t, 0) and φj , i, j = 1, 2, and it is therefore

hard to give a closed-form expression for Si(−t, 0), implying that Qi remains elusive

in general. This illustrates why a two-class GPS system is, compared to a priority

queue, very hard to analyze. GPS systems with more than two classes will therefore

be even harder to analyze. We remark that there exist cases in which Qi is tractable,

as a GPS system is a special case of a coupled processors model, whose solution gives

rise to so-called boundary value problems in case of two classes, see e.g. [71, 72].

1.6 Queues analyzed at the flow-level

In Part II we analyze queueing models at the flow-level, meaning that, as opposed

to the previous section, we also have to take the random nature of the flows into

account. We assume that both the interarrival times of flows and the corresponding

service requirements are drawn from some distribution. In this section we present

some well-known results for queueing models that are analyzed at the flow-level. We

mainly focus on queues where classes share capacity according to DPS, AFS and BFS.
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In the remainder of this section we assume that there are M classes of flows that

compete for bandwidth in a network. We assume that class-i flows arrive according to

a Poisson process of rate λi, and have exponentially distributed service requirements

with mean ν−1
i , i = 1, . . . , M . Let the average load of class i be denoted by ρi := λi/νi.

Furthermore, let N(t) = (N1(t), . . . , NM (t)) denote the state of the network at time

t, with Ni(t) denoting the number of class-i flows.

1.6.1 M/M/1-Discriminatory Processor Sharing queue

We first consider an M -class DPS queue with unit capacity. This implies that N(t)

is a Markov process with transition rates:

q(n, n + ei) = λi; q(n, n− ei) = νi
niκi∑M

j=1 njκj

, i = 1, . . . , M,

where n ∈ �
M
0 . We assume that the total load of the system is smaller than the

available capacity, i.e.,
∑M

i=1 ρi < 1, so that the process N(t) is stable.

Depending on whether we have equal class weights, i.e., κi = κ, i = 1, . . . , M , or

unequal class weights, one needs to use different techniques to determine the flow-level

performance of the M/M/1-DPS queue, which is illustrated below.

Equal class weights

In case of equal class weights DPS reduces to PS. It can be verified that the transition

rates are independent of κ in that case, and that the steady-state distribution of N(t)

is given by [16]

π(n) = π(n1, . . . , nM ) =

(
1−

M∑
i=1

ρi

)( ∑M
i=1 ni

n1, n2, . . . , nM

)
M∏
i=1

ρni
i , n ∈ �

M
0 , (1.7)

where we write( ∑M
i=1 ni

n1, n2, . . . , nM

)
=

(∑M
i=1 ni

)
!∏M

i=1(ni!)
.

Here π(n) denotes the fraction of the time that the network is in state n in the long-

run. We remark that (1.7) in fact also holds in case of generally distributed service

requirements. Using (1.7), we can also determine the mean number of flows of each

class in the system:

�Ni =

∞∑
n1=1

· · ·
∞∑

nM=1

niπ(n) =
ρi

1−∑M
i=1 ρi

, i = 1, . . . , M.

Exploiting Little’s formula, we can derive the mean sojourn time of each class:

�Si = �Ni/λi =
1/νi

1−∑M
i=1 ρi

, i = 1, . . . , M.
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Unequal class weights

In case of unequal class weights no explicit expression is available for the steady-state

distribution of N(t), implying that it is considerably harder to obtain expressions for

�Ni and �Si , i = 1, . . . , M .

In [154] it was shown that one can obtain the mean number of users of each class

by solving the following set of linear equations for �Ni :

�Ni − λ
M∑

j=1

κj

λj

λ �Ni + λi

λ �Nj

κjνj + κiνi
= ρi, i = 1, . . . , M,

where λ :=
∑M

i=1 λi. In general the expression for �Ni , i = 1, . . . , M , is very cumber-

some. Only in case M = 2 one can find clean expressions:

�N1 =
ρ1

1− ρ1 − ρ2

(
1 +

ν1ρ2 (κ2 − κ1)

κ1ν1(1− ρ1) + κ2ν2(1− ρ2)

)
;

�N2 =
ρ2

1− ρ1 − ρ2

(
1 +

ν2ρ1 (κ1 − κ2)

κ1ν1(1− ρ1) + κ2ν2(1− ρ2)

)
.

Clearly, using Little’s formula, we can obtain an expression for �Si , i = 1, . . . , M .

1.6.2 Alpha-Fair Sharing networks

We proceed by considering a general network topology where capacity is shared ac-

cording to AFS, see Section 1.4.3. Now N(t) is a Markov process with transition

rates:

q(n, n + ei) = λi; q(n, n− ei) = νisi(n), i = 1, . . . , M,

where n ∈ �
M
0 . In Theorem 1 of [23] it was shown that an AFS network is stable if∑

i∈S(l) ρi < cl, l = 1, . . . , L, see also [169, 176] for instance. That is, the network is

stable if no individual link is overloaded.

In Section 1.4 we already mentioned that only for linear, grid, and cyclic networks

explicit expressions are known for si(n), i = 1, . . . , M . Hence, it seems reasonable to

expect that only for some of these special networks closed-form expressions can be

derived for the corresponding steady-state distribution of N(t), the mean number of

users and mean sojourn time of each class. So far only for linear networks and grid

networks these have been found [23, 135], given equal node capacities and unweighted

proportional fairness (α = 1). In fact, in [25] it was shown that the performance of

AFS networks is tractable only in case of unweighted proportional fairness in homo-

geneous hypercubes. That is, even under the simplest Markovian assumptions the

performance of most AFS networks has remained elusive so far. Fortunately, the

performance of networks becomes much more tractable in case of BFS.
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1.6.3 Balanced Fairness Sharing networks

We now focus on networks where capacity is shared according to BFS, see Sec-

tion 1.4.4. In this case N(t) is a Markov process with transition rates:

q(n, n + ei) = λi; q(n, n− ei) = νiφi(n), i = 1, . . . , M,

where n ∈ �
M
0 . In [24] the authors showed that the network is stable under BFS

if
∑

i∈S(l) ρi < cl, l = 1, . . . , L, i.e., the same stability condition as in the previous

subsection.

From the balance property (1.4) it may be readily verified that the steady-state

distribution of N(t) equals

π(n) = π(n1, . . . , nM ) =
1

G(ρ)
Φ(n)

M∏
i=1

ρni
i , n ∈ �

M
0 , (1.8)

where the normalization constant G(ρ) equals

G(ρ) = G(ρ1, . . . , ρM ) =

∞∑
n1=0

. . .

∞∑
nM=0

Φ(n)

M∏
i=1

ρni
i .

We mention that (1.8) is in fact valid for much more general traffic characteristics.

Equation (1.8) is insensitive to all traffic characteristics beyond the traffic loads ρis

provided that flows are generated within sessions. A session consists of a finite, ran-

dom number of flows separated by intervals of inactivity referred to as think times.

The number of flows per session, flow sizes and think times may have arbitrary distri-

butions, and need not be independent. The only requirement is that sessions arrive

as a Poisson process, see [25] for more details. We note that this result is valid for

any network topology.

From Little’s formula it follows that

�Ni = ρi

∂G(ρ)
∂ρi

G(ρ)
= ρi

∂ log G(ρ)

∂ρi
, i = 1, . . . , M,

i.e., characterization of G(ρ) implies that �Ni , i = 1, . . . , M , is known as well. The

problem is, however, that it is often extremely hard to derive an explicit expression

for G(ρ). In fact, there exist only a couple of network topologies for which G(ρ) is

known, viz. linear and tree networks, see [27, 29].

1.7 Literature overview

Below we review the most important results that have appeared on GPS, DPS, AFS,

and BFS, respectively. Recall that some elementary results were already presented in

Sections 1.5 and 1.6.
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1.7.1 Generalized Processor Sharing

We first review the available literature on GPS. Although the selection of GPS weights

is, at least from an operational point of view, a key problem, most of the work on

GPS describes the queueing performance of a GPS system for fixed weights. Parekh &

Gallager [148, 149] performed the first mathematical analysis of GPS. They derived

deterministic worst-case delay guarantees for leaky-bucket controlled traffic. This

approach was revisited in Pereira et al. [153], where a so-called fractal leaky-bucket is

used to shape traffic. The authors argued that such a leaky bucket is more effective

in case of traffic exhibiting long-range dependence. Again deterministic worst-case

delay guarantees are derived. Subsequent papers focused on statistical performance

guarantees, such as loss probabilities, delay characteristics and workload distributions.

The exact analysis of GPS is in general intractable. Hence, most of the other work on

GPS is based on asymptotic approximations. We mention the most important results

below.

Yaron & Sidi [175] and Zhang et al. [179] derived bounds for GPS queues fed by so-

called exponentially-bounded burstiness traffic. Bertsimas et al. [20], Massoulié [133],

and Zhang [177, 178] established large deviations results for light-tailed traffic, i.e.,

SRD, sources. So-called large-buffer asymptotics for heavy-tailed traffic, i.e., LRD,

processes were obtained in Borst et al. [32, 33] and Kotopoulos et al. [103]. Van

Uitert & Borst [166, 167] extended these results to networks of GPS queues. Borst

et al. [34, 35] analyzed the buffer asymptotics in a two-class GPS system with a

mixture of heavy-tailed and light-tailed traffic. Dȩbicki & Mandjes [49] and Dȩbicki

& Van Uitert [51] derived the logarithmic large-buffer asymptotics for a two-class

GPS system with Gaussian inputs.

Mannersalo & Norros [132] developed accurate approximations for the overflow

probabilities in a so-called many-sources asymptotic regime, see Chapter 2. They

considered a GPS system shared by two heterogeneous classes of Gaussian sources,

with a relatively large number of sources in both classes. The obtained approximations

were validated by extensive simulations. Mandjes & Van Uitert [129] further justified

and refined these approximations, and established an interesting connection with

tandem queues fed by Gaussian traffic, see also Mandjes & Van Uitert [130]. For the

special case of Brownian inputs, Mandjes [126] showed the exactness of the resulting

decay rates.

Giordano et al. [66] proposed a fast simulation approach for the evaluation of the

loss probability in a GPS scheduler. The proposed algorithms are based on the large

deviations results of Zhang [177].

In the literature hardly any results are available on the delay asymptotics in a

GPS system. Paschalidis [151] focused on a two-class GPS system, in a discrete-time

setting, in which the input traffic was assumed to be SRD, and derived the logarithmic

delay asymptotics using known logarithmic large-buffer asymptotics.
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As mentioned earlier, the inverse problem of mapping the QoS requirements

on suitable GPS weights has received considerably less attention in the literature.

Dukkipati et al. [56] and Panagakis et al. [147] developed algorithms to allocate opti-

mal weights to leaky-bucket constrained traffic with deterministic service guarantees,

in the presence of best-effort traffic, i.e., weights are chosen such that the throughput

of the best-effort class is maximized. Again for leaky-bucket regulated traffic, Elwalid

& Mitra [60] first derived the admissible region for a two-class GPS system for fixed

weights (i.e., all combinations of flows that satisfy the QoS for both classes), and

then showed that nearly the entire realizable region (i.e., the union of the admissible

regions over all possible weight values) is obtained by selecting either one or two spe-

cific weights. Further results along these lines may be found in Kumaran et al. [105].

Guillemin & Dupuis [71] considered a class with smooth traffic and a class with bursty

traffic (in the context of ATM networks), and conducted simulation experiments in

which it was shown that the throughput of the bursty traffic class is hardly affected

in case the smooth traffic class is prioritized.

We finally mention the thesis of Van Uitert [165], where one can find an excellent

overview of performance analysis aspects of GPS.

The above references illustrate that the GPS queue is well studied. However,

two important problems have not been been addressed in the literature so far. The

first problem is to quantify the performance gain that can be achieved by using GPS

instead of priority queueing. The second problem deals with the derivation of the delay

asymptotics in case of a continuous-time setting and/or LRD traffic, thus generalizing

the results of [151]. The main goal of Part I of this thesis is to solve these two problems.

1.7.2 Discriminatory Processor Sharing

DPS was introduced in Kleinrock [99] as a multi-class extension of PS. The analysis

of the DPS discipline is much harder compared to that of the PS discipline, which is

reflected by the fact that results for DPS are scarce in literature. O’Donovan [144] was

the first to derive expressions for the expected conditional sojourn times, assuming

Poisson arrivals and generally distributed service requirements (with finite second

moments). The author showed that the expected conditional sojourn times can be

found as a solution of a system of integrodifferential equations. Unfortunately, [144]

contained an error, and the corrected form of the equations appeared in Fayolle et

al. [63]. In case of exponentially distributed service requirements, the authors also

derived explicit expressions for the expected conditional sojourn times and obtained

the expected unconditional sojourn times from a system of linear equations.

In case of exponentially distributed service requirements, Rege & Sengupta [154]

derived the moments of the steady-state queue length distribution as the solutions

to linear equations. These results were further extended to phase-type distributions

in Van Kessel et al. [93]. Kim & Kim [98] derived the moments of the sojourn times
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as the solutions to linear equations, again in case of exponentially distributed service

requirements. Haviv & Van der Wal [78] extended these results (for the mean sojourn

times) to phase-type distributions, where the DPS weights may depend both on class

and phase.

Fayolle et al. [63] also showed that the so-called slowdown in a DPS system ap-

proaches the slowdown of the PS system, as the service requirement tends to infinity.

This result was strengthened in Avrachenkov et al. [13], where the authors derived the

asymptotic slope of the expected conditional sojourn time of a class and the asymp-

totic bias. In [13] it was also shown that the expected queue lengths of all classes are

finite under the usual stability condition that the total load is less than the capacity

of the node, regardless of the higher moments of the service requirements. We also

refer to Borst et al. [37] where the authors considered a different asymptotic regime

in which DPS exhibits some sort of insensitivity.

Van Kessel et al. [94] considered a DPS queue with general service requirements

and assumed a so-called time-scale decomposition, implying that the flow dynamics of

the various classes occur on separate time scales. The analysis of this limiting regime

results in explicit expressions for the queue length distributions.

Grishechkin [68] studied the DPS queue in heavy traffic, assuming finite second

moments of the service requirement distributions. Rege & Sengupta [154] derived a

heavy-traffic limit theorem, assuming exponentially distributed service requirements.

This theorem was extended to phase-type distributions in [93]. Altman et al. [10]

studied the DPS queue in overload. For results on weight setting and more references

on DPS we refer to the survey paper of Altman et al. [9].

1.7.3 Alpha-Fair Sharing

AFS networks were first considered by Massoulié & Roberts [135, 136] and are useful

for modeling the dynamic interaction among competing elastic flows that traverse

several links. Most of the available results deal with the stability of the system. De

Veciana et al. [169] and Ye [176] showed that, assuming Poisson arrivals and exponen-

tially distributed service requirements, weighted max-min fairness and proportional

fairness achieve stability, given that no individual link is overloaded. Bonald & Mas-

soulié [23] extended this result to the class of AFS policies as introduced by Mo &

Walrand [140]. Massoulié [134] further generalized it to phase-type service require-

ment distributions. Bramson [39] showed that max-min fairness guarantees stability

of the network in case of general distributed service requirements and renewal ar-

rival processes, given that the above-mentioned stability condition holds. Gromoll

& Williams [69, 70] extended this stability result to AFS policies for some special

topologies.

While valuable stability results have been established, it is very hard to derive

other explicit results, as illustrated in Bonald & Proutière [25]. In fact, even under the
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simplest Markovian assumptions the distribution of the number of users in the network

has remained intractable in all but a few special networks [23, 135]. The available

results therefore are limited to a mean-field approximation of max-min fairness in a

homogeneous star network in Fayolle et al. [62], a fluid limit analysis of AFS policies

in Kang et al. [85] and Kelly & Williams [91], and the behavior of AFS networks in

overload in Egorova et al. [58].

The above illustrates that the flow-level performance of general AFS network

topology is not well understood. Although it is known that the performance of AFS

networks is often accurately estimated by that of BFS networks, see Bonald et al. [24],

this is not always useful, as only for a few BFS networks explicit expressions are

available for the mean number of users. Therefore, interesting research directions

include 1) the development of novel approximations. Furthermore, 2) the case of

AFS when a flow may choose between alternative routes or can use several routes

simultaneously, so-called traffic splitting, remains largely to be evaluated. We finally

remark that 3) so far hardly any techniques have been developed to estimate rare

event probabilities in AFS networks. In Part II of this thesis we will focus on the

three above-mentioned problems.

1.7.4 Balanced Fairness

The notion of BFS was introduced by Bonald & Proutière [25], and was initially

applied to wired networks with single-path routing. In [26, 27, 29, 30, 31] the authors

derived some approximations and bounds on performance measures for BFS, and

discussed various computational aspects.

BFS can also be applied to wired networks with multi-path routing. Similar to the

previous subsection, one needs to distinguish between the cases that a flow may choose

between alternative routes or can split its traffic over several routes simultaneously.

The first case we refer to as load balancing at the flow-level, whereas the second case we

refer to as load balancing at the packet-level. Optimal BFS load balancing at the flow-

level utilizing local state information was addressed in Bonald et al. [22]. Jonckheere

& Virtamo [84] showed that one can achieve even better performance if capacity

allocation and load balancing are optimized jointly. BFS load balancing at the packet-

level was introduced in Leino & Virtamo [108]. A comparison between packet-level

and flow-level BFS load balancing was conducted in Leino & Virtamo [109].

1.8 Outline

This thesis consists of two parts. In Part I, consisting of Chapters 2-5, we study

bandwidth sharing as a result of explicit packet scheduling in network nodes. In

particular, our goal is to analyze a mechanism that can implement differentiated

sharing. In contrast, Part II, consisting of Chapters 6-8, considers bandwidth sharing
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as a consequence of the rate control by end-users.

As stated in Section 1.2, when analyzing the burst-level performance it is common

to model the input processes as fluid. In Part I of this monograph we consider Gaus-

sian input processes, which are a general and versatile class of fluid input processes,

covering a broad range of correlation structures, including both SRD and LRD traffic.

In Chapter 2 we first present the machinery that we need to analyze queues with

Gaussian input. We also illustrate the use of this machinery for a single queue with

Brownian input (a special case of Gaussian input). We determine the joint distribution

function of the workloads at two different times, which also allows us to calculate

their covariance and exact large-buffer asymptotics. The nature of these asymptotics

depends on the model parameters, i.e., there are different regimes. By using sample-

path large deviations, these regimes can be interpreted: we explicitly characterize the

most likely way for the buffers to fill, given that some large buffer level is reached.

This chapter is partly based on [115].

In the next chapter we analyze simple networks of Brownian queues, namely: a

two-node parallel queue and two-node tandem queues. Using the methodology of

Chapter 2, we derive for both systems the joint distribution function of the workloads

of the first and second queue, and obtain their exact large-buffer asymptotics. We

show that different regimes of asymptotics exist, and interpret these. It is also shown

that one can use similar techniques to derive results for a two-class priority queue.

The results on the parallel queue and the tandem queue are published in [114].

Although Chapters 2 and 3 do not have a direct relation to bandwidth sharing at

first sight, they are very useful, as we develop techniques there that are extensively

used in Chapters 4 and 5, where we consider a two-class GPS queue. In particular,

we deal with the two open problems mentioned in Section 1.7.1.

Chapter 4 studies the probability that the virtual delay of a particular class exceeds

some threshold. We first derive bounds on this probability for general input processes,

and use these to obtain the delay asymptotics in the important case of Gaussian

inputs. We show that, depending on the GPS weights, three kinds of asymptotics

appear. The results of this chapter are published in [116].

In Chapter 5 we study the choice of optimal GPS weights. In order to do so, we

first characterize the admissible region of the system for fixed GPS weights. Then

we obtain the realizable region by taking the union of the admissible regions over all

possible GPS weights. The results indicate that nearly the entire realizable region

can be obtained by strict priority scheduling disciplines, i.e., the results suggest that

the weight-setting is not so crucial, and that simple priority strategies may suffice for

practical purposes. This chapter is based on [118], while a short version appeared

in [120].

In Part II, which consists of the remaining three chapters of this thesis, we analyze

models at the flow-level. In Chapters 6-8 it is assumed that bandwidth is shared

according to an AFS policy, and we study the three open problems mentioned in
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Section 1.7.3. We assume that flows arrive according to a Poisson process, and have

exponentially distributed service requirements.

In Chapter 6 we consider a general AFS network topology and focus on the prob-

ability that, conditional on the network population being in a given state at time

zero, the network is in some set of states after some predefined time. In particular,

we assume that the underlying event is rare, so that the corresponding probability

is small. As in general no explicit expressions are known for this probability, an at-

tractive approach may be to resort to Monte Carlo (MC) simulation. However, due

to the rarity of the event under consideration, ‘naive’ MC simulation is inefficient.

A natural approach to speed up the simulation is to use Importance Sampling (IS).

The idea underlying IS is to simulate the system with a new set of input probability

distributions, i.e., new interarrival and service time distributions, such that the rare

event becomes more likely. We devise an IS scheme to obtain an unbiased estimate

of the corresponding probability in a fast way. The results of this chapter appeared

in [119].

In the next chapter we analyze a special network: a linear network, again as

in Figure 1.7. We first explicitly derive the Laplace-Stieltjes Transform (LST) of the

joint workload process at the various nodes in case of unweighted proportional fairness.

Next we study the performance of this network by focusing on the mean number of

users of each class. In case of unweighted proportional fairness, these can explicitly be

derived, whereas in all other cases these are intractable. In this chapter we therefore

derive approximations for the mean number of users of each class, by assuming that

one or two of the nodes are heavily loaded. In case of a single heavily loaded node we

exploit the fact that this node approximately behaves as a two-class DPS model. In

case that there are two nodes critically loaded, we rely on the observation that the

joint workload process at these nodes is asymptotically independent of the fairness

coefficient α, provided all classes have equal weights. This chapter is based on [113].

Chapter 8 considers a stylized network in which, besides classes of users that use

specific routes, one class of users can split its traffic over several routes. We consider

load balancing at the packet-level, implying that traffic of this class of users can be

divided among several routes at the same time. Assuming that load balancing is

based on an AFS policy, we show that the network has different types of dynamics.

In particular, we show that some classes of users, depending on the state of the

network, share capacity according to DPS, whereas each of the remaining classes

of users behaves as in a single-class single-node model. We compare the flow-level

performance of this network with that of a similar network, where load balancing

is based on BFS. We derive explicit expressions for the number of users under BFS,

and show by conducting extensive simulation experiments that these provide accurate

approximations for the ones under AFS. Furthermore, we examine the performance

gain that can be achieved by using packet-level load balancing instead of flow-level

load balancing. The results of this chapter are partly published in [112].




