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Chapter 1

Introduction

Until the early 1980’s telephony was essentially the only communication service,
but in the past two decades the technological developments in this field have sped
up. Nowadays communication services, such as IP telephony, Internet television,
and gaming, are widely available, and continuously evolve into more sophisticated
ones. These developments are accompanied by an increasing demand for highly-
performing communication networks to properly support these new services. High-
speed Internet access became widely available via ADSL, and mobile services grad-
ually evolved from speech, enabled by the GSM network, to broadband data access
supported by UMTS and HSPA. More recent developments in wireless technologies,
e.g. Wireless LAN, give rise to so-called wireless ad-hoc networks supporting com-
munication services among users in areas without any underlying infrastructure.

Communication services generate traffic streams consisting of small packets, that
have to be transported via the underlying network while obeying certain require-
ments in terms of, e.g., packet latency, throughput, and packet-loss ratio, as other-
wise the Quality of Service (QoS) will not be satisfactorily. These traffic streams may
be highly variable and unpredictable depending on the users’ behaviors as well as
on the characteristics of the services. In order to meet the desired requirements, var-
ious QoS-provisioning approaches can be deployed in the network, which vary in
complexity and the extent in which they adjust the traffic streams.

The tool of stochastic modeling, and, in particular, queueing theory, is widely
used to evaluate the performance of communication networks, aiming at optimiza-
tion of network design and dimensioning. A first stage in this performance eval-
uation consists of formulating the system dynamics as a mathematical (stochastic)
model. Subsequently, the model is analyzed to obtain the performance metrics of in-
terest, providing insight in, e.g., attained service levels, maximum sustainable load
for a given QoS demand, and the efficacy of various QoS-provisioning methods that
may be deployed in the network.

This thesis is concerned with two principal performance modeling and analysis
issues in communication network environments that are currently attracting sub-
stantial attention: i) the dimensioning of IP-network links, and ii) the impact of
resource sharing on the performance in wireless ad-hoc networks. Although the
research questions and the underlying communication networks differ, there is a
strong resemblance in terms of the models and evaluation methodologies that are
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used to analyze them. In particular, we concentrate on models in which the traf-
fic streams generated by the network’s users are modeled as fluid, i.e., we do as if
they are generated in a continuous ‘fluid’ manner, thus abstracting from the trans-
mission of individual packets. Fluid models have proven to be a powerful analysis
approach for communication networks as they, in many occasions, yield relatively
simple models that allow for tractable analysis, while still capturing the essential
relevant system characteristics.

The objective of this chapter is to further elaborate on the research questions that are
investigated in this thesis, and, in particular, to detail our contributions. In order to
do so, we first sketch some characteristics of the behavior of users and services, and
discuss the importance of providing QoS in communication networks (Section 1.1).
Next, we explain the research questions in more depth (Section 1.2), followed by
brief introductions of the models and evaluation approaches that we use to analyze
these questions (Section 1.3). Finally, we state our contributions and give an outline
of this thesis (Section 1.4).

1.1 Providing QoS in communication networks

Communication services generate traffic that has to be transported by an underlying
communication network; in order to attain a suitable QoS level, the network must
satisfy certain requirements. In Section 1.1.1 we focus on characteristics of com-
munication services, their traffic profiles and the relation between the QoS and the
performance at the network layer. In Section 1.1.2 we elaborate on the network-layer
performance and introduce two QoS-provisioning approaches.

1.1.1 Communication services

Communication services, such as web browsing, peer-to-peer file sharing, Internet
telephony (VoIP), Internet television (IP-TV), etc., are often classified into two groups:
elastic and streaming services, see e.g. [110].

Elastic services, e.g., web browsing and file sharing, adapt their packet transmis-
sion rate while active. These services mostly use the well-known TCP protocol, that
controls the transmission rate; the rate varies over time depending on the level of
congestion in the network. In most cases the entire file has to be transferred before it
can be used by a user; therefore users relate the QoS of elastic services directly to the
throughput or the transfer time of a file transmission.

Streaming services, e.g., voice and video services, generate traffic in a non-adap-
tive manner with either a constant or a variable rate. These services generally have
a real-time or interactive nature and consequently require that the traffic profile is
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preserved throughout the transport. Insufficient network capacity results in packet
loss and delays, which are significant causes of QoS degradation.

Obviously, the QoS and the performance at the network layer are strongly re-
lated; services will not properly function if the network performance is insufficient.
Consequently, the desired QoS enforces a minimum performance level for the un-
derlying network. The performance at the network layer is indicated by metrics
such as throughput, latency, and the packet-loss ratio (PLR); the relations between
these metrics and the QoS have been thoroughly investigated for many services,
see e.g. [37, 67]. For example, voice services demand a given small packet latency,
streaming video requires a specific small PLR, and file transfers require a certain min-
imum throughput.

1.1.2 QoS-provisioning techniques

The performance at the network layer depends strongly on the offered traffic and the
available capacity. Clearly, provisioning additional capacity in a network improves
the network’s performance. Further observe that the performance can be traded off
against the utilization of the network resources, i.e., increasing the traffic load (and,
hence, the network utilization) will degrade the performance.

Basically, two strategies are applied to ensure the QoS in communication net-
works: QoS differentiation and overprovisioning. QoS differentiation implements traf-
fic-differentiation mechanisms which preferentially treat traffic of highly-demanding
services such that the available capacity can be used more economically. Overprovi-
sioning is a ‘QoS by provisioning’ approach, i.e., allocating enough capacity to meet
the QoS requirements of all services present; all traffic streams are treated in the same
way, thus all meet the requirements of the most stringent service.

Both approaches have their own merits and, consequently, their own areas of ap-
plications. Overprovisioning has several advantages over QoS differentiation, see
also, e.g. [46]. In the first place, the complexity of the network routers can be kept
relatively low, as no advanced traffic-differentiation mechanisms, such as scheduling
and prioritization, are needed. Secondly, traffic-differentiation mechanisms require
that the parameters involved are ‘tuned well’, in order to meet the QoS needs of the
different classes – this usually requires the selection of various parameters (for in-
stance: weights in weighted fair queueing algorithms, etc.). Overprovisioning has
drawbacks as well: the lack of any traffic-differentiation mechanism dictates that
all flows should meet the most stringent QoS requirement, thus reducing the effi-
ciency of the network (in terms of maximum achievable utilization). However, it is
expected that this effect is mitigated if there is a high degree of aggregation, even in
the presence of heterogeneous QoS requirements across users, as argued in, e.g., the
introductions of [46] and in [71].

As said before both approaches have their own areas of applications based on
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the trade-off between costs of extra capacity and the increasing complexity due to
traffic-differentiation mechanisms. In situations without firm capacity restrictions
one would keep the complexity as low as possible, and hence one opts for overpro-
visioning. Therefore overprovisioning is generally applied in networks which can
achieve a high utilization of resources and where additional capacity is relatively
cheap, e.g., core networks. QoS differentiation is preferred in situations where ca-
pacity is scarce (and therefore expensive), e.g., in mobile access networks or wireless
ad-hoc networks. In these networks the number of active users typically remain
small and a single user can jeopardize the QoS of all other users.

1.2 Research topics addressed in this thesis

In this thesis we address two particular research topics related to different types of
communication networks. Each of them is dealt with in a separate part of the thesis:

I Dimensioning of IP-network links using overprovisioning,

II Impact of resource-sharing on the performance of wireless ad-hoc networks.

Below we describe our research topics in more detail. In Section 1.3 we will elaborate
on the performance modeling and evaluation issues associated with them.

1.2.1 Dimensioning of IP-network links using overprovisioning

We consider a service provider who uses overprovisioning to offer the required QoS.
Recall that the idea of overprovisioning is to provide sufficient capacity at the net-
work links such that the QoS demands of all users are met; it is the most convenient
QoS-provisioning approach in many practical situations, see Section 1.1.2.

Insight into the required link capacity can be obtained from a mathematical for-
mulation of this issue. We present our mathematical formulation, without going into
details here. Therefore, we let A(T ) denote the amount of traffic offered to the link
during an arbitrary time interval of length T . Then, the required capacity C is the
smallest C such that following inequality holds:

P(A(T ) ≥ CT ) < ε, (1.1)

where ε is typically small.
Note that the inequality allows overflows (defined as: A(s) > Cs) to occur for

time periods s shorter than T ; the reason is that network elements are equipped
with buffers such that overflows for short periods of time do not directly result in
QoS degradation. Further observe that the constraint is probabilistic, i.e., ε > 0, and
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not absolute, i.e., ε = 0, which would require an extraordinary amount of capacity.
In fact, the parameters T and ε reflect the QoS constraint; the choices of their values
embody the trade-off between the desired QoS and the network utilization costs.

In the first part of this thesis we extensively investigate inequality (1.1) and the
influence of different types of traffic behavior A(T ), the time scale T , and the QoS pa-
rameter ε. In particular, we consider dimensioning from a service provider’s point
of view, whose foremost difficulty is that he lacks detailed insight into the charac-
teristics of the offered traffic. We develop a dimensioning procedure which relies on
just coarse traffic-load measurements.

In addition, we investigate the properties of overflow periods, e.g., the duration
which is how long will an overflow last when it occurs. Overflow periods affect
the network performance and, consequently, the QoS, in particular, overflows that
last for long periods of time severely degrade the QoS. The duration and the other
properties are indicators of the impact of an overflow, and it relates to the transient
behavior of overflows. Observe that inequality (1.1) effectively restricts the frequency
of overflows of (at least) length T .

1.2.2 Impact of resource sharing on the performance of wireless ad-
hoc networks

In Part II of this thesis we investigate the impact of resource sharing among nodes on
the performance of wireless ad-hoc networks. Wireless ad-hoc networks consist of
self-configuring wireless nodes and can be deployed instantly without a fixed infras-
tructure or predetermined configuration. An important feature of ad-hoc networks
is multi-hop connectivity, i.e., if a node is not directly connected to its destination, it
can use other nodes to relay its traffic. The underlying communication technology is
usually based on shared medium access, i.e., neighboring nodes share a common ra-
dio channel with limited capacity, e.g., as in IEEE 802.11 Wireless LAN (see e.g. [63]).
Nodes that have central locations in these networks are more likely to be used as
relay nodes and can easily become performance bottlenecks.

The goal of the second part of this thesis is to evaluate the performance of a relay
node in a wireless ad-hoc network. We consider the situation that a time-varying
number of wireless source nodes are transmitting flows of data packets to destina-
tions elsewhere in the network via the relay node. We are interested in the transfer
time of a flow, i.e., the time that is required to entirely transmit a flow from a source
node, via the relay node, to the destination. In particular, we extensively investigate
the impact of the resource sharing between the source nodes and the relay node on
the transfer time of a flow. In particular, we investigate the benefits of granting a
different share of the capacity to the relay node than to each of the source nodes.
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1.3 Models and performance-evaluation methodologies

In the performance evaluation of communication networks by mathematical model-
ing one can distinguish three main steps:

1 Modeling, i.e., formulating the dynamics of the communication network in
terms of a stochastic model.

2 Analysis of the stochastic model to obtain insights into the performance metrics
as a function of the relevant system parameters.

3 Numerical evaluation using the analytical expressions of phase 2 to obtain in-
sight into the influence of the model parameters on the performance metrics.

This section briefly introduces fluid modeling (Section 1.3.1) and performance eval-
uation methodologies (Section 1.3.2) that are used throughout this thesis; more com-
prehensive descriptions are provided in Chapter 2. We emphasize that the third
step, i.e., numerical evaluations, is extensively performed in this thesis for each of
the research topics under consideration.

1.3.1 Fluid modeling

As mentioned in the beginning of this chapter, we use so-called fluid modeling of
traffic sources for the performance analysis in this thesis. By fluid modeling we
mean that traffic sources are modeled as if these generate traffic in a fluid manner,
i.e., according to a continuous process. This approach differs from ‘classical’ traffic
modeling and queueing networks where traffic sources generate discrete amounts of
work (packets) which arrive according to a certain point process. The advantage of
fluid modeling is that it abstracts from per-packet details resulting in a more tractable
model (while retaining the essential behavior of the system), which, in many cases,
allows for more explicit analysis. Fluid modeling of traffic sources can be applied
to capture the behavior of i) individual traffic sources, or ii) the aggregated traffic of
many sources.

Fluid modeling of individual traffic sources concentrates on initiations and depar-
tures of flows, where flows continuously generate traffic when active. The trans-
mission rate of an ongoing flow depends on the type of service involved; streaming
services are modeled with a non-adaptive (but potentially variable) rate, while the
rate of elastic services is adaptive (it for instance reacts to the number of other active
flows). This modeling approach is used to investigate flow-level performance met-
rics, i.e., performance metrics that characterize properties of individual flows, such
as the transfer time of an elastic flow.



1.3. Models and performance-evaluation methodologies 7

Fluid modeling of the aggregated traffic of many sources is particularly useful if there
is a substantial level of aggregation; the amount of traffic offered by an individual
user is then only a small fraction of the total aggregate and individual users are not
distinguished from each other. Studies in literature reveal that, in many practical
situations, large aggregates of traffic may be modeled by a Gaussian process; the
amount of offered traffic during an interval follows a Normal distribution where the
mean and the variance function depend on the length of the interval.

1.3.2 Performance-analysis methodologies

Besides ‘standard’ probability theory for the analysis of the performance metrics un-
der consideration, we frequently use a number of methodologies which are briefly
explained in this section, and in more detail in Chapter 2.

Transforms. On several instances we analyze the transform of the random variable
under consideration; the analysis of the random variable itself is often hard, and con-
sidering the transform may result in more tractable expressions. For a non-negative
random variable X the Laplace transform (LT) E exp(−sX) and the moment gener-
ating function (MGF) E exp(θX), are defined as

Ee−sX =
∫ ∞

x=0

e−sxf(x)dx, EeθX =
∫ ∞

x=0

eθxf(x)dx,

where f(x) is the probability density function of X . Transforms are often practical
to work with as they have some properties that greatly simplify calculations; most
notably, the LT of the sum of two independent random variables is the product of the
LTs of the individual random variables (and the same applies to MGFs).

Large deviations. From a performance engineering point of view there is special
interest in rare events, i.e., events that occur with a small probability. Communication
networks often support services with demanding QoS requirements, which enforce
stringent values for the performance metrics at the network layer, e.g., small delays
or low packet loss ratio. Therefore, the network is designed such that the probability
that such an event occurs, e.g., the excess traffic is above a certain value, is very small,
typically in the order of 10−4 to 10−6. Large deviations (LD) theory is dedicated to the
analysis of rare events. In this thesis we rely on specific cases of LD theory, viz. the
so-called sample-mean LD and sample-path LD.

Simulations. Simulations can be used to empirically estimate performance metrics.
Random samples of, e.g., the arrival process and service requirements, are used as
inputs for an emulation of a communication network while keeping track of the de-
sired performance metrics. We use simulations as a method to validate the modeling
phase (investigate whether the model accurately captures the system’s behavior),
and to validate the analysis of the model (in case that exact analysis is not possible
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and assumptions or approximations were made in the analysis phase). A drawback
of the use of simulations is that they can be time-consuming, in particular when con-
sidering rare events. In this thesis we use, besides straightforward simulations, also
importance sampling, which is a method to simulate rare events more efficiently.

1.4 Contributions and outline

This thesis essentially consists of two parts, each of them addressing one of the two
research topics introduced in Section 1.2. In this section we sketch the contributions
of this thesis, at the beginning of each chapter we provide the contributions of that
particular chapter with more detail.

1.4.1 Dimensioning of IP-network links using overprovisioning

In Chapter 3 we consider the dimensioning of an IP-network link that is carrying
the traffic from multiple users. Current bandwidth provisioning procedures for IP-
network links are mostly based on simple rules of thumb, using coarse traffic mea-
surements made on a time scale of e.g., 5 or 15 minutes. A crucial question, however,
is whether such coarse measurements give any useful insight into the capacity actu-
ally needed: QoS degradation experienced by the users is strongly affected by traffic
rate fluctuations on much smaller time scales. We develop a bandwidth provision-
ing rule that is based on Expression (1.1), i.e., we determine the required capacity
using the QoS measure that the probability that the traffic supply exceeds the avail-
able bandwidth, over some predefined (small) interval T , is below some small fixed
number ε. In the dimensioning procedure we combine coarse traffic-load measure-
ments with fluid traffic modeling that captures the behavior (i.e., rate fluctuations)
on the shorter time scales. Furthermore, the provisioning formula explicitly gives
the impact of the QoS parameters T and ε on the required capacity. The validity of
the bandwidth provisioning rule is assessed through extensive measurements per-
formed in several operational network environments. This chapter is based on [13].

In Chapters 4 and 5 we consider the M/M/∞ queue which is used as a flow-
level model for the occupancy of an IP-network link. We are particularly interested
in congestion periods, which are defined as periods during which the offered traffic
(number of active users) is continuously above a certain value C. For the so-called
C-congestion periods we are interested in the following performance metrics: the du-
ration DC, the number of arrivals NC, and the area AC which is the amount of offered
traffic in excess of the capacity. The motivation behind the analysis of congestion
periods is that knowledge of the characteristics of congestion periods can be used to
understand the performance of an IP-network link. Observe that Chapters 3, 4, and
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5 all investigate overflow periods, but, there are some differences. Chapter 3 primar-
ily focuses on the frequency of overflows, whereas Chapters 4 and 5 investigate the
‘severity’ of an overflow by considering the duration and other related properties of
congestion periods. Hence, Chapter 3 is essentially concerned with the stationary
behavior, while Chapters 4 and 5 focus on the transient behavior.

In Chapter 4 we obtain explicit recursive expressions via which all moments and
covariances of the quantities of congestion periods can be obtained. We derive ex-
plicit equations, for instance, we write ED2

C explicitly in terms of a starting condition
ED2

0 . We also present formulae for these starting conditions (which directly relate to
the busy period in the M/M/∞ queue). Further, we also define a C-intercongestion
period, a period during which the number of customers is continuously below level
C, and provide numerical evidence that the intercongestion period can be used as
an approximation of a congestion period, which solves the difficulties of obtaining
a starting condition. The presented results appeared as [117], which is an excerpt of
the more comprehensive version [116].

Chapter 5 is also devoted to C-congestion periods of an M/M/∞ queueing sys-
tem, but now the goal is to shed light on the tail probabilities P(DC > x), P(AC > x),
and P(NC > x) for x large. In the so-called many-flows scaling, we show that the tail
asymptotics are essentially exponential in the scaling parameter. The proof tech-
niques stem from large-deviations theory; we also identify the most likely way in
which the event under consideration occurs. In the same scaling, we approximate
the model by its Gaussian counterpart. We derive the tail asymptotics for the Gaus-
sian counterpart. Then we use change-of-measure arguments to find upper bounds,
uniform in the model parameters, on the probabilities of interest. These change-of-
measures are applied to devise importance-sampling schemes, for fast simulation of
rare-event probabilities. They turn out to yield a substantial speed-up in simulation
effort, compared to straightforward simulations. This chapter is based on [91].

1.4.2 Impact of resource sharing on the performance of wireless
ad-hoc networks

The main contribution of this part is the fluid-modeling approach of a central node
in a wireless ad-hoc network; the central node is used by other nodes as a relay node
to forward their traffic to destinations that cannot be reached directly due to their
limited transmission range. This system is modeled by fluid sources that feed into a
queue where the input rate into the queue as well as the output rate depend on the
current state of the system, e.g., the number of active source nodes. The fluid model
captures the essential features of a wireless ad-hoc network, in particular, the way
resources are shared among the nodes.

In Chapter 6 we first explain wireless ad-hoc networks in more detail, and then
we introduce the fluid model and the performance metrics. We also provide an
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overview of the literature on performance modeling of wireless ad-hoc networks.
In Chapter 7, which is based on [14, 115], we analyze the fluid model introduced

in Chapter 6. The primary aim is to obtain insightful expressions for the expected
transfer time of a flow, i.e., the duration from the moment that a source node starts
to transmit a flow till the moment that the relay node forwards the last packet. In
particular, we consider the impact of the resource sharing between the relay node
and the source nodes, where the relay node may obtain a different share of the ca-
pacity than each of the source nodes. In the analysis we first consider the special
case of exponential flow sizes; then the model falls in the framework of so-called
fluid queues with feedback. We exploit this framework to analyze the source-node
dynamics, as well as the workload at the relay node. Interestingly, we observe from
extensive numerical experimentation over a broad set of parameter values that the
distribution of the number of active source nodes is (practically) insensitive to the
flow-size distribution. By using this remarkable (empirical) result as an approxima-
tion assumption, we obtain explicit expressions for general flow-size distributions
for the mean workload at the relay node and the mean overall flow transfer time.

Chapter 8 addresses the validation of the fluid-modeling approach for wireless
ad-hoc networks. The fluid model and resulting expressions are validated by simu-
lations of the actual communication system that include all details of the IEEE 802.11
Wireless LAN protocols (see, e.g. [63]). First, we consider the system where all nodes
equally share the capacity which corresponds to the ‘plain’ IEEE 802.11 version. For
the validation we compare simulations of the actual communication system with
simulations of the fluid model to validate the fluid-modeling approach. We also
compare these results with numerical evaluations of the expressions that were an-
alytically obtained in Chapter 7. Next, we consider the situation where the relay
node may obtain a different share of the capacity, which relates to the IEEE 802.11e
version that allows for QoS differentiation. We first obtain a mapping of the IEEE

802.11e differentiation parameters to the fluid-model parameters, and then we vali-
date by means of simulations that the fluid model accurately describes the system’s
behavior. This chapter appeared as [114].

In Chapter 9 we study a special case of the fluid model with exponentially dis-
tributed flow-sizes and equal sharing of the common capacity, i.e., each source node
and the relay node receive the same share of the capacity. We characterize the distri-
butions of performance metrics by their Laplace transforms. In addition, the corre-
sponding tail probabilities of the performance metrics are studied using LD theory.
Recall that the results in Chapter 7 are restricted to the mean values of the performance
metrics. These results are published in [90].


