
UvA-DARE is a service provided by the library of the University of Amsterdam (https://dare.uva.nl)

UvA-DARE (Digital Academic Repository)

Fluid models for QoS provisioning in communication networks

Roijers, F.

Publication date
2009

Link to publication

Citation for published version (APA):
Roijers, F. (2009). Fluid models for QoS provisioning in communication networks. [Thesis,
fully internal, Universiteit van Amsterdam].

General rights
It is not permitted to download or to forward/distribute the text or part of it without the consent of the author(s)
and/or copyright holder(s), other than for strictly personal, individual use, unless the work is under an open
content license (like Creative Commons).

Disclaimer/Complaints regulations
If you believe that digital publication of certain material infringes any of your rights or (privacy) interests, please
let the Library know, stating your reasons. In case of a legitimate complaint, the Library will make the material
inaccessible and/or remove it from the website. Please Ask the Library: https://uba.uva.nl/en/contact, or a letter
to: Library of the University of Amsterdam, Secretariat, Singel 425, 1012 WP Amsterdam, The Netherlands. You
will be contacted as soon as possible.

Download date:23 May 2023

https://dare.uva.nl/personal/pure/en/publications/fluid-models-for-qos-provisioning-in-communication-networks(5b8bc87e-a185-46ba-b474-9ad955186d67).html


Chapter 8

Validation of the fluid-modeling approach

8.1 Introduction

In this chapter we validate the fluid-modeling approach that was introduced in
Chapter 6, and analyzed in Chapter 7. The fluid model (cf. Section 6.4) is validated by
simulations of the wireless ad-hoc network that include all the details of the widely
used IEEE 802.11 MAC-protocol.

8.1.1 Contribution

The validation of the fluid model is considered separately for the ‘standard’ fluid
model where the relay node and source nodes equally share the capacity (i.e., m = 1),
and the general case where the relay node can obtain a different share of the capacity
(i.e., m ∈ [0,∞)).

For the standard fluid model with m = 1 we validate that it captures the behavior
of network nodes that operate according to the IEEE 802.11 MAC-protocol DCF. This
model allows for more explicit expressions for the performance metrics than is the
case with general resource-sharing ratio m ∈ [0,∞), see the analysis in Chapter 7
and the excerpt in Section 8.3.2 (see also [14, 115]). These analytical expressions
are numerically evaluated and compared with the results from the wireless ad-hoc
network simulator with a detailed implementation of the IEEE 802.11 protocols.

For the case with m ∈ [0,∞) we validate that the fluid model captures the
resource-sharing behavior of the IEEE 802.11e EDCA. The EDCA provides four QoS-
differentiation parameters and we provide a mapping of their values onto the fluid
model’s parameters, viz. m and C, that model the alternative resource-sharing strate-
gies that can be enforced in real systems. We have to slightly adapt the fluid model
of Section 6.4 as the medium capacity Cn and resource-sharing ratio mn turn out to
depend on the number of active source nodes n, albeit only moderately. We discuss
a mapping between the parameter settings of IEEE 802.11 and the fluid-flow model,
and validate the fluid-flow model and the parameter mapping by means of detailed
system simulations.
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Figure 8.1: Distributed Coordination Function ( DCF).

8.1.2 Outline

This chapter is organized as follows. The IEEE 802.11 DCF and EDCA protocols are
explained in Section 8.2. In Section 8.3 we validate the fluid model (of Section 6.4)
for the IEEE 802.11 DCF; as mentioned before, this relates to resource-sharing ratio
m = 1. First we obtain the service capacity used in the fluid model, and we present
an excerpt of the analytical results and validate the fluid model by comparing it
with ad-hoc network simulations. Section 8.4 validates the fluid model for an IEEE

802.11e EDCA relay node; first we obtain the input parameters of the fluid model and
second we validate this model. Finally, Section 8.5 presents concluding remarks and
discusses some directions for further research.

8.2 IEEE 802.11 Wireless LAN

In this section we briefly explain the IEEE 802.11 DCF and its enhancements as speci-
fied in IEEE 802.11e EDCA in order to support QoS differentiation. The DCF and EDCA

were initially standardized in respectively [62] and [65]. In 2007 an update [63] was
provided of the original standard [62] which incorporates several amendments, most
notably, 802.11a, 802.11b [64], 802.11e [65], and 802.11g.

8.2.1 IEEE 802.11b Distributed Coordination Function (DCF)

Figure 8.1 illustrates the principle of the BASIC access scheme. When a station wants
to transmit a data packet, it first senses the medium to determine whether or not the
channel is already in use by another station (physical carrier sensing). If the chan-
nel is sensed idle for a contiguous period of time called DIFS (Distributed InterFrame
Space), the considered station transmits its packet. In case the channel is sensed busy,
the station must wait until it becomes idle again and subsequently remains idle for
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a DIFS period, after which it has to wait another randomly sampled number of time
slots before it is permitted to transmit its data packet. This backoff period is sampled
from a discrete uniform distribution on {0, · · · , CWr − 1} , with CWr the contention
window after r failed packet transfer attempts (CW0 is the initial contention window
size). The backoff counter is decremented from its initially sampled value until the
packet is transferred when the counter reaches zero, unless it is temporarily ‘frozen’
in case the channel is sensed busy before the backoff counter reaches zero. In the
latter case the station continues decrementing its backoff counter once the medium
is sensed idle for at least one DIFS period. It is noted that the idea behind the ran-
dom backoff procedure is to reduce the probability of collisions, which occur either
when the backoff counters of multiple stations reach zero simultaneously, or in case
a so-called hidden station fails to freeze its backoff counter when it cannot sense an-
other station’s transmission. In a collision only the strongest signal among multiple
concurrent transmissions has a chance of successful capture by the intended receiver.

If the destination station successfully captures the transmitted data packet, it re-
sponds by sending an ACK (ACKnowledgement message) after a SIFS (Short Inter-
Frame Space) time period. A SIFS is shorter than a DIFS in order to give the ACK pref-
erence over data packet transmissions by other stations, while it is sufficiently long
to allow the stations involved in the considered transfer to switch between transmis-
sion and reception mode. If the source station fails to receive the ACK within a prede-
fined time-out period, the contention window size is doubled unless it has reached
its maximum window size, upon which the data packet transfer is reattempted. The
total number of transmission attempts is limited to rmax. Once the data packet is
successfully transferred, the contention window size is reset to CW0 and the entire
procedure is repeated to transfer subsequent data packets. If an unfortunate data
packet is still not successfully transferred after rmax retransmissions, the MAC layer
gives up. It is then up to higher-layer protocols (e.g. UDP (User Datagram Protocol)
or TCP) whether the packet is discarded or once again offered to the MAC layer for
transmission.

8.2.2 IEEE 802.11e Enhanced Distributed Channel Access (EDCA)

IEEE 802.11e specifies the Enhanced Distributed Coordination Access (EDCA) as the
distributed contention mechanism that can provide service differentiation. Whereas
an IEEE 802.11b station has only one queue for all traffic, an IEEE 802.11e station (QoS

STA) has multiple queues, so-called Access Categories (ACs), and traffic is mapped
into one of the ACs according to its service requirements. Each AC contends for the
medium using the CSMA/CA mechanism described in Section 8.2.1 using it own set
of EDCA parameters values. These EDCA parameters are CWmin, CWmax, AIFS, and
the TXOPlimit.

The parameters CWmin and CWmax have the same functionality as in the DCF. The
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Figure 8.2: QoS STA with three Access Categories.

parameter AIFS (Arbitration InterFrame Space) differentiates the time that each AC

has to wait before it is allowed to decrement its backoff counter after the medium has
become free. In the DCF each station has to wait for a DIFS period while the duration
of an AIFS is a SIFS period extended by a discrete number of time slots AIFSN, so
AIFS = SIFS + AIFSN × timeslot (where AIFSN ≥ 2 for QoS STAs and AIFSN ≥ 1 for
Quality APs). The TXOPlimit (Transmission OPportunity (TXOP) limit) is the duration
of time that an AC may send after it has won the contention, so it may send multiple
packets as long as the last packet is completely transmitted before the TXOPlimit has
passed. Figure 8.2 illustrates the parameters AIFS and CWmin.

Obviously, the backoff counters of multiple ACs of one station can reach zero at
the same moment, which is called a virtual collision. Each QoS STA has an internal
scheduler that handles a virtual collision. The AC with the highest priority is given
the TXOP and may actually initiate a transmission. The ACs of lower priority are
treated as if they experienced a collision, so they have to double their contention
window CW and start a new contention for the medium.

8.3 Validation of the fluid model for IEEE 802.11 DCF re-
source sharing

This section illustrates that the fluid model accurately describes the behavior of
source and relay nodes when all are equipped with the IEEE 802.11b DCF. First,
we describe how to obtain accurate parameter values for the fluid model. Next, we
present a summary of the analytical results that were presented in [14]. Finally, we
validate the fluid model by comparing the analytical results with simulation results
of the ad-hoc network simulator.
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8.3.1 Mapping of IEEE 802.11 DCF parameters

The DCF equally shares the capacity among the contending nodes, hence the resource-
sharing ratio m equals 1. Therefore we are left to determine the capacity C.

The capacity C can be obtained by the model of Bianchi [16]. Recall that if at least
one source node is active, then the relay node is active as well. As we assume that
an active node is continuously contending for a TXOP, the ad-hoc network scenario
satisfies the framework of Bianchi’s model and Cn corresponds to Bianchi’s saturated
throughput for n + 1 nodes. Note that we are interested in the saturated throughput
at flow level (i.e., excluding all overhead), although the overheads of all OSI-layers
should be taken into account in the calculations.

We consider an IEEE 802.11b wireless ad-hoc network, which entails that all nodes
can transmit at a gross bit rate of 11 Mbit/s. We assume the use of RTS/CTS-access,
then the resulting net bit rate is approximately 5.0 Mbit/s independent of the number
of active source nodes, cf. the curve 802.11b in the left graph of Figure 8.5.

8.3.2 Analysis of the ‘standard’ fluid model

The analysis in Chapter 7, obviously, covers the standard case of resource-sharing
ratio m = 1, but for this special case more explicit (closed-form) expressions can be
obtained; see the analysis in paper [14] of which an excerpt is presented next.

The stationary behavior of the active source nodes was already given by Expres-
sion (7.17) with m = 1, and it is insensitive to the flow-size distribution (cf. Remark
7.3.2). Little’s law on the mean number of active source nodes yields

EDsource =
EN

λ
= 2

f/C

1 − ρ
. (8.1)

The buffer delay D∗
buffer is derived from the buffer workload W ∗

buffer seen by the
last particle, which is the sum of the workload Wbuffer upon flow arrival and the
buffer increase ΔWbuffer during Dsource. The amount of work in the buffer at the relay
node is the difference between the total amount of work in the system Wtotal (both at
the sources and the buffer) and the work remaining at the source Wsources, hence

EWbuffer = EWtotal − EWsources =
2ρ2f2

fC

1
(1 − 2ρ)(1 − ρ)

.

The expected workload increase during a flow transfer Dsource is given by

EΔWbuffer = EDsource − 2f/C =
2fρ/C

1 − ρ
.

Therefore,

EW ∗
buffer = EWbuffer + EΔWbuffer =

2ρ2f2/fC

(1 − 2ρ)(1 − ρ)
+

2fρ/C

1 − ρ
.
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Observe that the buffer delay of the last particle D∗
buffer is the time required to serve

the amount of work W ∗
buffer that is present at the buffer upon arrival of the last parti-

cle. As the capacity sharing between source nodes and relay node is purely processor
sharing, we approximate the buffer delay of the last particle by

ED∗
buffer ≈

∞∑
n=0

πnEXn(EW ∗
buffer), (8.2)

where EXn(τ), the so-called response time for jobs in an M/M/1-PS queue presented
by Coffman, Muntz, and Trotter (see [29]), is given by

EXn(τ) = τ +
ρτ

1 − ρ
+ (n(1 − ρ) − ρ) (f/C)

1 − exp(−(1 − ρ)τ C/f)
(1 − ρ)2

. (8.3)

For further details about Approximation (8.2) we refer to Approximation 7.2.7 and
also to [14].

8.3.3 Numerical results for the fluid modeling of IEEE 802.11 DCF

This section numerically validates the fluid model as an accurate description of the
ad-hoc network scenario of Section 6.4.1. The validation using the validation sce-
nario of Section 6.6 and consists of a comparison of:

i) detailed simulations of ad-hoc network,

ii) simulation of the fluid-flow model of Section 6.4, and

iii) the analytical results of Section 8.3.2.

The graphs of Figure 8.3 present the mean buffer workload EWbuffer at the re-
lay node for an arbitrary packet (left) and last packet of a flow EW ∗

buffer (right). The
graphs present three curves: ad-hoc network scenario simulations, fluid-model sim-
ulations, and fluid-model analysis. In both graphs it can be seen that the three curves
more or less coincide. Only for loads close to the saturation load, the results are less
accurate due to the imprecision of the estimated capacity C. Overall the curves indi-
cates that the fluid model accurately describes the ad-hoc network scenario and that
the analytical results of Section 8.3.2 are also very good. Further, it can be observed
that the buffer occupancy seen by the last particle is only slightly higher than the
buffer occupancy upon flow arrival; the relatively short flow transfer time and low
number of active source nodes result in a minor increase of the buffer during the
flow transfer time.

Figure 8.4 presents the results for the mean buffer delay ED∗
buffer of the last packet

(left) and the mean overall flow transfer time EDoverall (right). Note that the analyt-
ically obtained buffer delay of the last particle in the left graph is based on an ap-
proximation (cf. Expression (8.2)). The fluid model captures the behavior of a IEEE
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Figure 8.3: Mean workload. Left: at flow arrival (EWbuffer). Right: last packet (EW ∗
buffer).
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802.11b nodes very well as the model reflects both the impact of the load and flow-
size distribution, except for high loads in which case the results are less accurate. By
comparing the graphs it is seen that the mean overall transfer time is almost com-
pletely determined by the buffer delay at the relay node.
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8.4 Validation of the fluid model for IEEE 802.11e EDCA

resource sharing

This section shows that the fluid model accurately captures the behavior of IEEE

802.11e EDCA relay node, and in particular, that it captures the resource sharing be-
tween source and relay nodes.

In Section 8.4.1 we introduce a state-dependent variant of the fluid-model of Sec-
tion 6.4, i.e., the capacity Cn and resource-sharing ratio mn now dependent on the
number of active source nodes n. In Section 8.4.2 the IEEE 802.11e parameters are
mapped onto these fluid-model parameters. In Section 8.4.3 we validate our model-
ing approach by detailed ad-hoc network simulations.

8.4.1 Resource sharing between relay and source nodes

The resource-sharing ratio mn between the share of the relay node and a source node,
and the common capacity Cn depend on the number of active source nodes n, where
mn ≥ 0 and Cn > 0. Further, the model operates similarly as the fluid model defined
in Section 6.4.

The relay node may obtain capacity mnCn/(n + mn), however, only if it can actu-
ally use the entire share, viz. the input rate exceeds the output rate (i.e., Nt ≥ mNt

)
or if the buffer is backlogged (i.e., Wt > 0). Otherwise the input and output rates are
coupled, resulting in capacity share of CNt

/2 for the relay node. The capacity share
obtained by the relay node is summarized as follows:

CNt ×
⎧⎨
⎩

mNt
/(Nt + mNt

), {Wt > 0} ∨ {Nt ≥ mNt
},

1/2, {Wt = 0} ∧ {Nt < mNt},
1, {Nt = 0}.

The source nodes always equally share the remaining capacity. The stability condi-
tion of this system is

∑
n ωnCn(n − mn)/(n + mn) < 0, where ωn is the steady-state

probability of having n active source nodes in the system.

8.4.2 Mapping of IEEE 802.11e parameters

IEEE 802.11e EDCA provides four ‘differentiating parameters’ (cf. Section 8.2.2), name-
ly CWmin, CWmax, AIFS, and TXOPlimit. Unfortunately, the mapping of the EDCA pa-
rameters onto the fluid-model parameters Cn and mn is not self-evident, see e.g. [113].

In case the relay node is saturated, i.e., {Wt > 0}∨{Nt ≥ mNt}, the fluid model pa-
rameters Cn and mn can be estimated from an extension of the model of Bianchi [16]
to two classes with different settings for the differentiating parameters, see e.g. [136].
In particular, the resource sharing in case of n active source nodes can be obtained
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Figure 8.5: Varying number of source nodes and a relay node with a varying parameter
setting. Left: Overall saturated throughput. Right: Resource sharing ratio.

from the model of [136] with n nodes in one class and a single node (representing our
relay node) in the other class. The parameters Cn and mn for {Wt > 0}∨{Nt ≥ mNt

}
are estimated by respectively the aggregate throughput and the ratio of the per node
throughput in the two classes.

In case of a non-saturated relay node, i.e., {Wt = 0} ∧ {Nt < mNt
}, the above-

mentioned approach would overestimate both the non-saturated capacity C′
n and re-

source sharing ratio m′
n due to the assumption that all nodes are saturated. Observe

that the non-saturated resource sharing ratio m′
n equals n as this resource-sharing

ratio couples the input rate into the relay node to the output rate. Next, the non-
saturated capacity C′

n is estimated as follows: we consider the same differentiating
parameter and its value is set such that it provides for the desired resource-sharing
ratio m′

n in the model of [136], the corresponding capacity Cn is used as an estima-
tion of C′

n. For example, when we use differentiating parameter TXOPlimit = 3 and
{Nt = 2} ∧ {Wt = 0}, then the resource sharing ratio m′

2 equals 2; therefore C′
2 is

estimated by C2 which is the saturated capacity for TXOPlimit = 2.
Figure 8.5 shows the saturated throughput (left graph) and the resource shar-

ing ratio (right graph) as a function of the number of source nodes. First, we vary
the value of CWmin at the relay node; all other parameters of the relay node and
all parameters of the source nodes are set according to the IEEE 802.11b standard.
Then we do a similar experiment in which we vary the TXOPlimit of the relay node,
while all other parameters are set according to IEEE 802.11b. The left graph illus-
trates that higher overall throughputs are obtained by an IEEE 802.11e relay node,
especially for parameter TXOPlimit. In the right graph the throughput ratios for pa-
rameter TXOPlimit are trivial, the ratios for parameter CWmin are examples of non-
trivial resource sharing as, intuitively, the throughput ratio for CWmin is the inverse
of the CWmin parameter-setting ratio. For example, when CWmin of the relay node
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is set to 7, then the expected ratio is 31/7 ≈ 4, but the realized ratio is larger than 6
for a small number of active source nodes, see e.g. [113] for an explanation on this
phenomenon.

8.4.3 Numerical results for the fluid modeling of IEEE 802.11e EDCA

In the present section the fluid model for an IEEE 802.11e relay node is numerically
validated by ad-hoc network simulations. The validation scenario were defined in
Section 6.6 and the experiments coincide with those of the previous section: one of
the parameters CWmin or TXOPlimit of the relay node is varied, all other parameters
of the relay node and all parameters of the source nodes are set according to the IEEE

802.11b standard.
For fluid-flow simulations, of which results are presented in Figure 8.6, we use

Cn and mn estimated by the ad-hoc network simulator. The reason is that the fluid
model is very sensitive for the used capacity if the offered load is close to the avail-
able capacity, cf. Section 8.3.3. Bianchi’s model is proven to be accurate and the dif-
ferences between results of the model and the ad-hoc network scenario simulations
are small (just a few percent), but this approach ensures that deviations between
the fluid model and the ad-hoc network scenario are solely due to fluid-modeling
assumptions.

Figure 8.6 displays a comparison of ad-hoc network scenario simulations and
fluid-model simulations. The fluid model simulations slightly underestimate the
ad-hoc network scenario simulation results, but the behavior of the differentiating
parameters is captured fairly well. The small deviations can be the result of modeling
assumptions, e.g., in the fluid-model we assume that Cn and mn are instantly valid
after the number of active source nodes has changed. By slightly modifying the
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parameter values, i.e., a minimal reduction of Cn, the results coincide. We conclude
that the fluid model of Section 8.4.1 accurately describes the behavior of an IEEE

802.11e relay node in a wireless ad-hoc network.

8.5 Concluding remarks

In this chapter we have shown that the fluid model is an accurate description of
multi-hop flows relayed by a performance bottleneck in a wireless ad-hoc network.
We have indicated how to map the parameter settings of both IEEE 802.11b and
802.11e relay nodes onto the fluid model, and the validation proves that the fluid
modeling is accurate for both types of relay nodes.

Topics for further research. An interesting topic is the implementation of an alter-
native service disciplines at the relay node. In the above analysis it is assumed that
the packet scheduling at the relay node is First Come First Served. Alternative ser-
vice disciplines, e.g. round robin, may yield considerably smaller mean overall flow
transfer times.

Another topic is the investigation of the influence of higher-layer protocols, such
as TCP, on the flow transfer time.

Furthermore, it remains to be investigated how to properly implement the resource-
sharing policy in wireless ad-hoc networks. Currently, obstacles for implementation
are the lack of global knowledge of which nodes currently are bottlenecks and the
absence of practical parameter settings to provide the desired resource sharing. A
possible implementation is that each node is assigned an infinite TXOPlimit for all re-
lay packets, i.e., a node sends all packets that it has to relay for other nodes in a single
TXOP.




