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A
On parametrised cold dense matter equation of state
inference

A.1

Pathologies in the interior-exterior parameter mapping

In this appendix we present detailed arguments regarding the existence of pathologies in the
general relativistic interior-exterior parameter mapping for the purpose of probability density
transformation (see Section 2.2.3.2).

A.1.1

Single-star interior-exterior solution matching

First we discuss properties of a map f : Y → X, y 7→ x which matches analytic exterior and
numerical interior solutions for a single star (s = 1). See Section 2.2.2.3 and Section 2.2.3
for a reminder of the mapping definition.
The parameters y entirely specify the ensemble of spacetime solutions, so only the map
y 7→ x can ever be information-losing for arbitrary s (see Figure A.1 and Figure A.2 for
example diagrams of information-losing maps). It follows that the number of free exterior
spacetime parameters in an analytic single-star exterior solution cannot be d > n + 2. That
is, we cannot: (i) define a probability density distribution on a space of d > n + 2 free
exterior parameters; (ii) transform that probability density distribution onto a joint space of
(n + 2) interior parameters and (d − n − 2) exterior parameters; and (iii) then marginalise
over those (d − n − 2) exterior parameters. Further, we cannot marginalise over (d − n − 2)
exterior parameters before the transformation: such an operation would project all (exterior)
probability density onto a surface of the same dimensionality as the solution-surface and
this operation has no analogue in the IP-paradigm discussed in Section 2.2.2. In other
words, exterior solutions that are locally associated with precisely zero probability density
(conditioned on the EOS model and general relativistic gravity) in the IP-paradigm would be
assigned a finite probability density and marginalised over. For inference conditioned on data
D acquired by observing a single star, it is required that d ≡ n + 2.
In Section 2.2.2.3 we provided practical examples of the mapping criterion d ≡ n + 2s for
ensembles with s > 1.
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A.1.2

Problematic equation of state parametrisations

In this section we discuss, in general terms, EOS parametrisations whose map f : Y → X,
y 7→ x is not diffeomorphic (Figure 2.2) for a single star, and thus for an ensemble of such
stars.
A generalised local volume transformation (a Jacobian determinant) is required for operating on local scalar densities. The density transformation cannot be everywhere defined
if the Jacobian anywhere loses rank: (i) eigenvectors of the Jacobian of the map y 7→ x
are lost; or (ii) partial derivatives are undefined due to loss of differentiability. Such points
are singularities at which the map y 7→ x is not locally invertible—i.e., the map is locally
non-injective (or degenerate), and thus information-losing.
The origin of such behaviour can be the EOS parametrisation, and this is problematic in
the EP-paradigm for estimation of interior parameters. We note that subsets of interior and
exterior parameters describe a single star, and thus partial derivatives of exterior parameters of
one star with respect to interior condition parameters (central density and rotation frequency)
of another star naturally vanish. The clearest violations of local injectivity may manifest upon
searching for vanishing partial derivatives with respect to the shared EOS parameters. If
partial derivatives of all exterior parameters with respect to an interior parameter anywhere
vanish, it is clear that the map y 7→ x is locally non-invertible. It follows that it is the
single-star exterior spacetime solution surface whose dependence on EOS parameters needs
to be inspected; this understanding can then be applied to an ensemble of stars which are each
associated with such a solution surface.
We now discuss maps for which partial derivatives of all exterior parameters vanish with
respect to one or more EOS parameters in regions of parameter space. The local physics is
parametrised by y ∈ Y ; in particular, the model for the EOS is simply a function P : R → R,
P = P(ε; θ) which is integrated over (when solving the field equations) to execute y 7→ x. A
stable solution contains source matter no denser than that at the centre of the star, and exterior
parameters are sensitive only to less energetic matter elsewhere in the stratified interior.
Moreover, for a particular EOS, there will exist for some rotation frequency a bounding stable
solution in central density.
Consider a functional form for the EOS with the property that the thermodynamic dependence on at least one parameter of θ is restricted to a subdomain in (local comoving)
density. Now consider an ensemble of stars: if all central densities lie below the lower-bound
of such a density subdomain, their exterior spacetime solutions do not depend on the subset
of parameters which control the EOS beyond that lower-bound—i.e., there is no source matter
whose thermodynamic state is controlled by a subset of EOS parameters. It follows that all
partial derivatives of exterior parameters with respect to a subset of EOS parameters locally
vanish (at all orders).
As we illustrate in Figure A.1, this problem can also be expressed in terms of non-injectivity
of the map y 7→ x: each point in some subset of the codomain of f is not the image of at most
one point in the domain of f . This is true both locally and non-locally because the Jacobian
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f: Y !X

Y ⇢ Rn+2s

X ⇢ Rd

Figure A.1: A representation of a non-injective map f under which a continuous subset of points in the domain Y
share an image x ∈ X, where X is the image of Y under map f . The local dimensionality of this subset is equal to
the number of eigenvectors of the differential of the mapping which locally vanish. In the diagram the degeneracy
is depicted as a curve (which may exist in a surface of such curves)—i.e., extending over a non-local sequence of
points—because the local injectivity violations we discuss below tend not to be isolated.

is singular on surfaces. In particular, for fixed central densities and rotation frequencies,
continuous subsets of points (along one or more orthogonal EOS directions) in the domain
Y share single images (sets of exterior spacetime solutions) in X. Moreover, for fixed EOS
parameters (and fixed rotation frequencies), the Jacobian is singular for a continuous subset
of the subspace of central densities. Thus, given a probability density distribution over the
image X, there does not exist a well-defined mapping of that distribution onto its preimage Y .
An important instance of the non-invertibility described above is exhibited by the piecewisepolytropic class of EOS models (Mueller & Eriguchi 1985; Read et al. 2009); we demonstrate
this behaviour and discuss the implications for EOS parameter estimation using piecewisepolytropic models in Raaijmakers et al. (2018). Another instance of this behaviour may arise
if the EOS model is calculated in the thermodynamic limit of some microphysical theory,
and a subset of parameters entering that underlying theory describe source matter interactions
only beyond some (local comoving) density.
Injectivity is not violated in this manner if the thermodynamic dependence of the source
matter on each parameter of θ manifests globally over the density domain. However, the
mapping from EOS parameter space to EOS function space1 may in principle be locally noninvertible even if the parameters exert global control over the function, and such a pathology
carries over as a property of the full map y 7→ x. With a sensible parametrisation, however,
these singularities, if they exist, may only be isolated and thus potentially less problematic.
To a Bayesian applying Equation (2.15) in the presence of Jacobian singularities is commensurate with implicitly defining zero prior density at these points. In this case of the
piecewise-polytropic EOS model, this leads to the a priori omission of entire regions of the
1That is, the space of functions P : R → R, P = P(ε).
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central-density subspace; consequently, the marginal posterior distribution of the parameters
of interest, θ, may be severely distorted relative to a posterior whose prior was directly defined
on a space of interior parameters and is thus well-behaved, and is, e.g., continuously positive
and noninformative within some boundary. Note also that the existence of singularities in the
Jacobian is one of several reasons why the normalisation of a probability density distribution
of exterior parameters may not be conserved under the transformation law given by Equation
(2.15)—we discuss other reasons in Section A.1.3 and Section A.1.5.
The importance of local non-invertibility for implicit prior definition will however depend
on the properties of the (marginal) posterior distribution on the joint space of all exterior
parameters being handled (see Raaijmakers et al. 2018). For instance, if an noninformative
prior is defined on a space of exterior parameters, and a likelihood function (equivalently of
interior or exterior parameters) is negligible everywhere the map is locally non-invertible, an
implicitly defined prior density (on a space of interior parameters) will not be zero where the
likelihood function is non-negligible—i.e., provided the prior density is non-zero on the space
of exterior parameters. Of course, a prior implicitly defined on a space of interior parameters
may exhibit other undesirable properties even if it is not zero or negligible where the likelihood
function is non-negligible. Moreover, likelihoods conditioned on future data may support
regions where past likelihood functions are small (although this may also be indicative of
modelling inaccuracies and statistical bias, and thus the need for model development).
Now we remark on mappings which permit thermodynamic phase transitions. There exist
EOSs which generate disjoint sequences (or branches) of stable solutions to the field equations.
Examples include the hybrid hadron-quark models with phase transitions which manifest as
zeroth-order thermodynamic discontinuities (Alford & Han 2016), and piecewise-polytropic
models with phase transitions which manifest as first-order thermodynamic discontinuities
(Read et al. 2009). In this case we must handle the map carefully because the domain Y is
defined as the set of points associated with stable spacetime solutions, and therefore derivatives
need to be defined at the terminal points of stable branches. If the surface of stable and
unstable solutions is everywhere first-order continuous with respect to the interior parameters
y, partial derivatives can be defined by differentiability of the surface (or equivalently by
semi-differentiability at the boundary of the stable solution-surface). If the surface (of stable
and unstable solutions) exhibits first-order discontinuities with respect to central density due
to the onset of instability, and those discontinuities are corners (see, e.g., the “cusps” described
and illustrated in Alford & Han 2016), one-sided partial derivatives can be computed using the
local stable solutions. If a (one-sided) partial derivative at a first-order discontinuity cannot
be defined (e.g., the discontinuity is a cusp or vertical tangent), we would have to remove that
point from the mapping.

A.1.3

Global injectivity

The map y 7→ x is such that a single image x ∈ X is generated via field equation integration
given point y ∈ Y . In this section we assume that there is no local violation of injectivity,
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f: Y !X

Y ⇢ Rn+2s

X ⇢ Rd

Figure A.2: A representation of a non-injective map f which is everywhere locally invertible but informationlosing—i.e., subsets of points in the domain Y share an image x ∈ X, where X is the image of Y under map f , such
that the map is not globally invertible.

meaning the Jacobian is everywhere non-singular. Image x may still be generated by multiple
points in the domain Y , however, meaning that the mapping is information-losing due to a
global violation of injectivity as illustrated in Figure A.2.2 This might occur, for instance,
if the mapping from EOS parameter space to EOS function space is not globally injective.
In reality it may be the case that global violations of injectivity are intrinsically related to
violations of local invertibility.
In order to highlight the problem with inappropriately applying Equation (2.15), we now
formulate a probability density transformation for an information-losing map y 7→ x which is
everywhere locally invertible. Given some probability density distribution P(y | . . .) spanning
the domain Y , the probability density distribution spanning the image X, where f : Y → X,
is given—cf. Equation (2.12)—by
∫
∂
∂
···
P(y 0 | . . .)d y 0,
(A.1)
P (x | . . .) =
∂ x1
∂ xd
V

where V = { y 0 ∈ Y | f (y 0) ≤ x} is the integral domain, a subset of the domain Y , defined by
the coordinate-wise inequality f (y 0) ≤ x. It follows—cf. Equation (2.14)—that
∫
∂
∂
P (x | . . .) =
···
Θ (x − f (y 0)) P(y 0 | . . .)d y 0
∂ x1
∂ xd
∫
(A.2)
=
δ (x − f (y 0)) P(y 0 | . . .)d y 0 .
2If the converse were true—i.e., a point x ∈ X being the image of at most one point in Y, but the preimage of
some subset of X (containing at least two distinct points) being a single point in Y—the map y 7→ x would not be
information-losing and thus there would exist an inverse map g : X → Y for transformation of the probability density
distribution.
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If the map y 7→ x is everywhere locally invertible and surjective, but not globally injective,
we can write
P (x | . . .) =
=

∫

δ (x − f (y 0)) P(y 0 | . . .) det

Õ
j

∂y
P(y j | . . .) det
∂ f (y)




∂ y0
∂ f (y 0)



df
(A.3)


,
yj

where j ∈ N>0 enumerates points y j ∈ Y which satisfy f (y j ) = x. Whereas the summation
in Equation (2.15) reduced to a single term because a single image x is generated from a point
y, the map y 7→ x is information-losing if there exist single-star exterior solutions which
match to multiple stable interior solutions and thus the summation in Equation (A.3) does not
everywhere (in the image X) reduce to a single term.
Consider now the inversion of this distributional transformation to recover the distribution
P(y | . . .). Consider a point x 1 = f (y 1 ) which does not have a unique preimage in Y .
Applying the transformation implicit in Equation (2.15) and substituting the expression for
P(x | . . .) given by Equation (A.3) yields:
∂ f (y)
P(y 1 | . . .) , P(x 1 | . . .) det
∂y


∂ f (y)
= det
∂y



×

Õ
j

y1


y1

∂y
P(y j | . . .) det
∂ f (y)

∂ f (y)
= P(y 1 | . . .) + det
∂y






(A.4)
yj

∂y
×
P(y j | . . .) det
∂ f (y)
j,1
Õ

y1






.
yj

Evidently, the normalisation of the distribution on Y will not be conserved if the inverse
transformation given by Equation (2.15) is applied. Further, the distribution will be distorted
at points y ∈ Y which do not uniquely match to an ensemble of exterior solutions; since
these points are discretely distributed throughout the domain Y , the distortions result in
local non-differentiability of the transformed distribution. Only if for all preimages y j the
difference between the local probability density before and after the transformation (with a
renormalisation) is negligible relative to the global maximum density on Y , the transformation
law of Section 2.2.3.2 will incur only small distortions of the original distribution spanning
the domain Y . In principle, one option to quantify distortion is to transform from a space of
interior parameters followed by an inverse transformation—e.g., Equation (A.4)—because a
diffeomorphic map would return the original distribution (to within some numerical tolerance).
The original distribution would thus by definition be an exact distribution for the purpose of
comparison.
In principle, we can redefine a map y 7→ x which is locally by not globally invertible by
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defining a discrete exterior parameter D which will enforce that f is information-conserving:
a conditional probability mass distribution P(D | x, . . .) controls the fractional probability
density at point x ∈ X (on the space Rd ) transformed to each preimage y ∈ Y which share
the image x, ∀x ∈ X. The cardinality of the discrete set of preimages y ∈ Y which share
each image x ∈ X is equal to the number of elements on the space of the discrete parameter
with finite conditional probability mass; moreover, for a given image x, there must be an
unambiguous, injective mapping from elements on the space of D to preimages y sharing that
image, such that an inverse map g(x, D) ≡ f −1 (x, D) can be defined, where f : Y → (X, N),
y 7→ (x, D) is diffeomorphic with respect to the continuous spaces Rn+2s and Rd . It is also
permissible for map g : (X, N) → Y , (x, D) 7→ y to be information-losing. If these criteria
are not satisfied, the total probability mass will not be conserved under transformation due to
an ill-defined mapping. Explicitly, we require the following modification to Equation (2.15):

∂x
P (θ | . . .) =
P(x, D | . . .) det
dρdΩ
∂g(x, D)
X


∫ Õ
∂ fx (y)
=
dρdΩ,
P( f (y) | . . .) det
∂y
X
∫ Õ



(A.5)

where x ≡ fx (y), and X is a set of elements on the space N of the discrete parameter D, such
that X = {D : y − g(x, D) = 0}. Again, if the map f : Y → (X, N), y 7→ (x, D) is injective,
the integrand summation reduces to a single term ∀y.
Difficulties arise when one must define such a discrete parameter given a probability
density distribution spanning the image X and one does not possess full understanding of
the interior-exterior map y 7→ x—e.g, due to absence of analyticity—which allows one to
satisfy the above criteria. If the information-loss exhibited by the map y 7→ x was of a
discrete nature, it would be intractable to define some generally-applicable discrete parameter
for information conservation because the mapping can assume many forms and is numerical.
In general however, the map y 7→ x exhibits a more severe form of information-loss, due to
local non-invertibility. Moreover, it may be the case that global violations of injectivity arise
due to local non-invertibility (as a trivial example consider a map R → R with local extrema),
in which case defining an additional discrete parameter would not deal with the singularities.

A.1.4

Local invertibility versus ensemble cardinality

We now focus on the properties of a map y 7→ x assuming that: (i) all parameters which
constitute θ globally control the EOS over the (local comoving) density domain; and (ii) the
image in the EOS function-space of any point θ ∈ T is not the image of any other point
in T ⊂ Rn . By the second condition we mean that the map between EOS parameter and
function spaces is of the form Rn → Rn (where the numbers in the latter space directly
and uniquely enter in a function of the local comoving density ε) and is both locally and
globally invertible; there are then no degeneracies due to information loss. Suppose that these
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x = f (y)

✓

X ⇢ R1

⇢
SI

⌦

Figure A.3: A discrete low-dimensional cartoon representation of a projection of the solution-surface onto a
subspace of R∞ , inducing a self-intersection (a degenerate truncated exterior solution) labelled SI. The labelled
self-intersection will in general be but one of a continuum of such self-intersections. Truncation is discussed in
Section 2.2.2.2 and Section 2.2.2.3, and in this context means truncation in multipolar order of an analytic exterior
solution, whilst rotational corrections at lower-multipole-order may or may not be preserved. If the truncation
is strictly in rotational order, truncation in multipolar order is implicit, and there are also small variations of the
solution-surface in the lower-dimensional space because the interior-exterior map for a single star lowers in rotational
approximation order.

conditions are satisfied: diffeomorphicity can be still be violated if the ensemble cardinality
satisfies s > 1—i.e., if we condition on observations of more than one star.
A digression on the single-star solution-surface (introduced in Section A.1.1) is now
required if we are to address map invertibility. Projections of the solution-surface into
finite-dimensional subspaces are generated by ignoring a subset of coordinates (exterior
parameters). If we define d < n + 2, continua of surface self-intersections are incurred—
a form of degeneracy due to information loss under the map y 7→ x; we illustrate these
properties in Figure A.3. In other words, for a single star, y 7→ x is non-injective because
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exterior solutions match to more than one interior solution. If y 7→ x is defined such that
number of exterior parameters constituting x be sufficiently large so as to guarantee uniqueness
of the exterior solution given values of the interior parameters, injectivity is not violated. In
general, because the (single-star) domain and its image are continuous sets, the space Rd (a
superset of the map codomain) must have a dimensionality greater than or equal to that of
Rn+2 (a superset of the map domain) for injectivity to be satisfied. If the dimensionality of
the codomain is defined to be d ≥ n + 2, the co-dimension of single-star solution-surface is
greater than or equal to zero and therefore the surface in general does not self-intersect.3
Consider an analysis conditional on both observations of a single star and on an arbitrary
set of submodels which share exterior parameters (up to their respective truncation orders). In
this case the solution-surface is not projected into a subspace of dimension d < n + 2, and thus
injectivity is not violated (provided the above axioms are satisfied). However, as discussed
in Section 2.2.2.2 and Section 2.2.2.3, if we are to statistically distinguish between EOSs
whose exterior solutions can (for certain densities and rotation frequencies) be degenerate
with respect to M and Req , and which exhibit approximately universal metric and surface
deformations (e.g., J, Q, and e) due to emergent interior symmetries, the likelihood function
must be highly sensitive to higher-order variations of the exterior spacetime.
The natural solution to this problem in the IP-paradigm (see Section 2.2.2.3) was to
condition on observations of multiple slowly-rotating stars, and to truncate the metric in
multipolar-order to further accelerate likelihood evaluation, provided joint likelihood functions
of remaining parameters (e.g., rotationally perturbed M, Req , and e, and possibly Ω) are
insensitive to such approximations. In the EP-paradigm, we also adopted in Section 2.2.3.2
the notion of using a universal relation for the surface ellipticity when a prior is defined on
a space of exterior parameters; we will return to this example in below. In principle this
can be extended to use of approximate universal relations for J and Q, which are not free
parameters with an associated prior, but defined through a constraint equation in terms of M,
Req , and Ω. The intuitive reason for this is that invoking universal relations in such a manner
may reduce likelihood function inaccuracy, whilst enabling one to condition—in a single joint
analysis—on observations of more stars for a fixed number of EOS parameters.
A consequence of defining vector x as an (s > 1) ensemble-solution (a point in a space
orthogonally spanned by parameters of a set of exterior spacetimes) is that if at least two
rotating stars each contribute at least three exterior parameters to x, the (n + 2)-dimensional
solution-surface must be projected (for each star) into a subspace in order to satisfy d ≡ n + 2s
over the ensemble. It follows that self-intersections are induced: the exterior solution for each
star is truncated at some order and matches to multiple truncated interior solutions for that
star (Figure A.3).4 The most useful and natural case to consider here is that each rotating star
3If Ω is defined as a parameter in both the R n+2 and R d spaces, self-intersections on Ω-hyperslices are problematic
in terms of local injectivity violation because the Ω-direction is a basis vector in both spaces.
4If an analytic exterior solution is truncated at some order in rotation frequency, this means an expansion of the
Einstein field equations is truncated in rotation frequency, and thus so are numerical interior solutions to which the
truncated exterior solutions must match. For slow-rotation, the metric may also be further truncated in multipolar
order to impose spherical symmetry and thus accelerate likelihood evaluation.
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represents a solution to the same field equation approximation: homogeneous projections of
the (n +2)-dimensional solution-surface thus form the exterior-parameter spaces of stars in the
ensemble.5 If the approximation is that of slow-rotation with multipolar metric truncation (to
impose exterior metric spherical symmetry), where the rotation frequencies are defined as both
interior and exterior parameters, and surface deformation is approximated with a universality
relation, the free exterior parameters are x = (M, Req, Ω). There is thus similarity to a case
where the ensemble consists of only static stars (Section 2.2.2.3) in that the mass-radius
plane is the primary focus and source of constraining power on EOS parameters and central
densities.
If all exterior solutions match to stable interior solutions admitted by two or more EOS
functions θ, the map y 7→ x is non-injective and thus non-invertible at those points x which
are not unique images. For instance, if all stable exterior solutions in an ensemble (whose
exterior parameters are collectively denoted by x) are identical, point x clearly matches to
more than one set y of stable interior solutions (e.g., Figure A.3).6 It is interesting to note
the nature of the injectivity violation: the map is in fact locally non-invertible at these points.
The Jacobian loses rank at any point where the central densities and rotation frequencies of
two or more stars are identical because locally there exist one or more orthogonal interior
basis vectors along which none of the exterior solutions change. Since such points form
(intersecting) surfaces in Rn+2s of co-dimension (n + 2I − 2), where I ≥ 2 is the number
of stars with identical interior conditions and thus spacetimes, the Jacobian singularities are
evidently not (all) isolated. These surfaces do not cover the entire space of interior parameters,
so only for a subset of the domain Y is the map not locally invertible: for the remaining subset
the d ≡ n + 2s free exterior parameters x are entirely sufficient to uniquely specify a preimage
y.
If there exists a finite probability density in the local neighbourhood of an ensemblesolution x ∈ X which does not uniquely specify a preimage y ∈ Y (e.g., a point x at which
all exterior solutions are identical), it is not well-defined how to map this probability density
onto the domain Y . If the Jacobian (the transformation law of Section 2.2.3.2) is applied, to a
Bayesian the prior implicitly defined on a space of interior parameters will be ill-behaved as
discussed in Section A.1.2: there will be continuous subsets of points in the space of interior
parameters where the prior density is zero, and in the near-vicinities of these points the prior
density will be small. Final points to note are that: (i) if the rotation frequencies are also
5If the field equation approximations happen to be heterogeneous across the ensemble, the situation is more
complex (as hinted in the caption of Figure A.3), but less pragmatic, and the pathologies we proceed to discuss will
not be appropriately bypassed.
6We note that typically, informative observations of multiple stars with similar exterior spacetimes will not yield
statistical constraining power in excess of that yielded by informative observations of stars with appreciably different
exterior spacetimes. Nevertheless, the truncated exterior solutions associated with a fixed θ = θ 1 (a fixed EOS, but
variable ρ and Ω) can be degenerate with respect to the truncated solutions of some fixed θ = θ 2 (a different fixed
EOS, but variable ρ and Ω). That is, points x exist which are permitted by two or more EOS, and thus are not
generated by unique preimages. A clear example is any point at which the exterior solutions are all identical, and that
particular single-star solution is permitted by two or more EOS (each with some values of ρ and Ω). This example is
non-exhaustive: a second example is any point at which all the exterior solutions are equal to one of two single-star
solutions, and two EOS each permit both of those single-star solutions.
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h: Y ! Z

Y ⇢ Rn+2s

X⇢Z
Z ⇢ Rd

Figure A.4: A discrete representation of a non-surjective map h : Y → Z where the codomain Z is a superset of the
image X of the domain Y. The image X is equivalent to the codomain X of f : Y → X, where the maps f and h
share a domain. An inclusion map ι : X ,−
→ Z is required to map X onto the codomain of h, where Z is defined by
the subset of a d-dimensional space over which a probability density distribution is finite.

considered as exterior parameters, then by definition vectors which do not change any exterior
solutions are restricted to exist in Ω-hyperslices of Rn+2s ; and (ii) if a likelihood function
is highly sensitive to rotation frequencies defined as exterior parameters, and the supported
frequencies of all stars are sufficiently different, these Jacobian singularities may not prove as
important to consider.

A.1.5

Surjectivity

Let us consider the computation of a posterior distribution of the free parameters of an
ensemble of exterior spacetime solutions, where the form of each analytic exterior solution
is shared between stars (with the possible exception of the truncation order). In order to
define where (in the space of exterior parameters) a marginal prior distribution of the exterior
parameters is permitted to be finite conditioned on general relativistic gravity and the EOS
model, we would need to precompute the image, X ⊂ Rd , of Y ⊂ Rn+2s under the map f ;
this image would correspond to the set of stable ensemble-solutions which can have finite
associated probability densities because they match to an ensemble of interior solutions (see
Figure 2.2). Both computation and implementation of the image X is, however, impractical:
it would in general need to be used to restrict the ensemble solutions for which a sampling
algorithm is permitted to evaluate likelihoods (see Section A.1.6 for further discussion on prior
definitions for EOS parameter estimation). We proceed to discuss—in terms of surjectivity
of the map from interior to exterior parameters—the consequences of not precomputing the
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image X.
In Section 2.2.3.2 we introduced the notion of the (n+2)-dimensional surface of single-star
exterior solutions—a subset of some ambient space Rd we define as the image X of Y under
the map f . We then argued that only d ≡ n + 2 parameters of an analytic exterior solution
may be considered free for parameter estimation conditioned on observations of a single star.
Let us now consider a point z ∈ Rd which represents a possible single-star solution: we
may assign a finite local probability density to point z during exterior-parameter estimation
(the first phase of the EP-paradigm). In the post-processing phase of the EP-paradigm, we
must invoke an EOS model and explicitly match stable interior solutions to exterior solutions.
It follows that if we do not precompute the image X in order to restrict exterior-parameter
estimation, point z may not lie on the solution-surface—i.e., point z < X—either because
it does not match to a stable interior solution, or because it simply does not match to any
interior solution. For the latter case, we can reason that a single functional form for the EOS
is conditioned on, and the associated parameter space is of some finite dimension n: the space
of (relativistically permitted) EOS functions is thus incomplete, whilst the exact (assumedly
universal) EOS may require an infinite number of basis functions to reconstruct exactly. It
follows that for Y ⊂ Rn+2 , the map f : Y → X is not in general surjective with respect to the
complete set of physical single-star exterior solutions which match to stable interior solutions
given all permissible functional forms for the EOS; further, there may exist points z which
are assigned a finite posterior probability density but which are not exterior solutions for
any relativistically permissible EOS and are thus unphysical. As an example, suppose the
exterior parameters are M, Req , and Ω: a point z = (M, Req, Ω) associated with a finite local
probability density may not match to any stable interior solution to the field equations when
a certain EOS model is conditioned on.
In Section A.1.4 we justified modelling an ensemble x ∈ X of exterior solutions, where
the map f : Y → X is defined for Y ⊂ Rn+2s , with s defined as the number of stars. Now
let some point z ∈ Rd , where d ≡ n + 2s, be a possible ensemble-solution: as before, we
may assign a finite local probability density to point z during exterior-parameter estimation.
Similarly, in the post-processing phase we must invoke an EOS model and explicitly match
sets of stable interior solutions (admitted by a single EOS θ) to sets of exterior solutions. If
we do not precompute the image X, each single-star exterior solution comprising z will not in
general match to a stable interior solution; on the other hand, if they all match to stable interior
solutions, those interior solutions may not be admitted by a single EOS θ. In other words,
the map f is not in general surjective with respect to the complete set of ensemble-solutions
x generated by all functional forms of the EOS given general relativistic gravity, and further,
there may exist points z which are assigned a finite (posterior) probability density but are
not exterior-solution ensembles which match to any relativistically permissible EOS—such
points are thus unphysical.
To summarise, consider Figure A.4: let us define a map h : Y → Z where the codomain Z
is defined as the subset of a d-dimensional space over which a (posterior) probability density
distribution is finite. The stable ensemble-solutions X ⊂ Rd generated under f : Y → X are
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but a proper subset of Z because ensembles of stable interior solutions (admitted by an EOS
θ) are only matched to ensembles of exterior solutions during the post-processing phase of
the EP-paradigm.
The consequence of map h being non-surjective is that the integral of the probability
density over the image X is not unity. Therefore, the integral of a corresponding density
distribution over the domain Y ⊂ Rn+2s is not unity if the transformation law suggested in
Section 2.2.3.2 is applied, even if the map f : Y → X is invertible—i.e., even if the map h is
injective. Thus the distribution on Y can only be termed a probability density distribution if
we renormalise over Y . We opine that it is most rational to renormalise over the subset of Rn
spanned by the EOS model parameters θ, following marginalisation over ρ and Ω. Finally,
we note that if map h is injective, a distributional renormalisation is equivalent to redefinition
of the codomain of h as the image X, thus forcing equivalence to map f .

A.1.6

The prior under an exterior-interior reparametrisation

In this section we demonstrate the implicit definition of a prior on a space of interior parameters
when the EP-paradigm is invoked. Such an approach has been implemented in the literature
(see Section 2.3).
The fundamental difference between the paradigms is the parameter space on which a
prior is explicitly defined. In the IP-paradigm (see Section 2.2.2.1 through Section 2.2.2.4), a
prior is defined on the space Rn+2s of interior parameters y = (θ, ρ, Ω). In the EP-paradigm, a
prior is defined on the space Rd of exterior parameters z, where we adopt the map h : Y → Z,
y 7→ z as introduced in Section A.1.5. Indeed, if we invoke the ansatz that the map y 7→ z is
everywhere diffeomorphic (see Section 2.2.3.2 through Section A.1.5), the map h is equivalent
to map f : Y → X, y → x; in this special case the points z are elements of the same set
as x. It is important for there to exist two distinct labels for elements (points) of the sets X
and Z, which are not identical without the above ansatz because Z ⊃ X. Under the ansatz
that Z ≡ X, the marginal posterior distribution of the EOS parameters θ can be written—cf.
Equation (2.15)—as
P (θ | D, M, I) =
=

∫

P(z | D, M, I) det

∂z
∂y



∫

∂x
P(x | D, M, I) det
∂y







dρdΩ
(A.6)
dρdΩ.

The notion of post-processing a marginal posterior distribution of the exterior parameters x
to calculate a marginal posterior distribution of the EOS parameters θ is natural and has been
invoked in the astrophysical literature (see, e.g., Özel & Psaltis 2009).
Let us manipulate Equation (2.1) under the ansatz of map diffeomorphicity to obtain
Equation (A.6), in order to demonstrate that the posteriors would be identical if this ansatz
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held true. The (hyper)prior π(θ, ρ, Ω, α, η, β) may be written as
∂x
P(θ, ρ, Ω, α, η, β | M, I) = P(x, α, η, β | M, I) det
∂y




(A.7)

.

Further, let us write the (hyper)prior distribution of the interior parameters, nuisance parameters, and hyperparameters as follows:
P(θ, ρ, Ω, α, η, β | M, I) = P(θ | M, I)P(ρ, Ω | θ, α, M, I)P(α | M, I)

P(η | θ, ρ, Ω, β, M, I)P(β | M, I) (A.8)

and thus
P(θ, ρ, Ω, α, η, β | M, I) = P(x | α, M, I)P(α | M, I)

∂x
P(η | θ, ρ, Ω, β, M, I)P(β | M, I) det
,
∂y


(A.9)

where the prior distribution of the exterior parameters, nuisance parameters, and hyperparameters is
P(x, α, η, β | M, I) = P(x | α, M, I)P(α | M, I)P(β | M, I)P(η | x, β, M, I).

(A.10)

Whilst the prior distribution of the central densities and rotation frequencies is separable over
stars as (see Section 2.2.2.4)
P(ρ, Ω | θ, α, M, I) =

s
Ö
i=1

(A.11)

P(ρi, Ωi | θ, α, M, I),

the prior distribution of the exterior parameters, P(x | α, M, I), is non-separable over stars
because the EOS parameters are shared. Note that whilst the transformed prior distribution
of exterior parameters x, P(x | α, M, I), is conditional on the hyperparameters α on which
control the prior P(ρ, Ω | θ, α, M, I), it is not conditional on the EOS parameters θ because point x represents a set of exterior solutions which deterministically matches to a set
stable interior solutions to the field equations. The EOS parameters θ appear in the prior
P(ρ, Ω | θ, α, M, I), on the other hand, to enforce that only interior conditions (ρ,Ω) which
generate stable interior solutions are assigned finite support a priori.
Equation (2.1) thus becomes
P (θ | D, M, I) ∝

∫

P (D | x, η, M) P (x, α, η, β | M, I) det



∂x
∂y



dηd βdρdΩdα,
(A.12)
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where the prior predictive probability of D is given by
P (D | M, I) =



∂x
∂y



∫

P (D | x, η, M) P (x, α, η, β | M, I) det

∫

P (D | x, η, M) P (x, α, η, β | M, I) dηd βd xdα,

=

dηd βdρdΩdαdθ

(A.13)

and thus
1
P (θ | D, M, I) =
P (D | M, I)

∫

P (D | x, η, M) P (x, α, η, β | M, I)
det



∂x
∂y



dηd βdρdΩdα

(A.14)

becomes
 

∂x
P(x, α, η, β | D, M, I)dηd βdα det
dρdΩ
∂y
 
∫
∂x
dρdΩ,
=
P (x | D, M, I) det
∂y

P (θ | D, M, I) =

∫ ∫

(A.15)

as required. Note that P (D | M, I) is taken under the integral to as the normalisation of the
posterior distribution of the exterior parameters, nuisance parameters, and hyperparameters:
P(x, α, η, β | D, M, I) ∝ P(D | x, η, M)P(x, α, η, β | M, I),

(A.16)

where P(D | x, η, M) is the likelihood function of the exterior parameters x and the nuisance
parameters η. This likelihood is identical to the likelihood of the interior parameters and
nuisance parameters, P(D | θ, ρ, Ω, η, M), provided that in both paradigms precisely the
same analytic exterior solutions are used under the map y 7→ x. The marginal posterior
distribution of the exterior parameters, P(x | D, M, I), spans the image X of the domain Y
under map f .
The EP-paradigm is an approximation to the IP-paradigm characterised by ignoring violations of the ansatz that the map y 7→ z is diffeomorphic. The prior distribution of the
exterior parameters needs to be recast because in the EP-paradigm the prior is not itself the
result of a distributional transformation from the space of interior parameters. In other words,
information about the EOS model is not encoded by the prior distribution of the exterior parameters. It is for this reason that even if the map h is injective, the equality of Equation (A.6)
will be infringed: the prior distribution of the exterior parameters will span some set Z ⊃ X
(see Figure A.4), and thus renormalisation will be required, as discussed in Section A.1.5.
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Indeed, in the EP-paradigm we: (i) define the hyperparameters α as directly parametrising
the prior distribution of the exterior parameters z = h(y); and (ii) define the (hyper)prior
π(z, α, η, β) , π(y, α, η, β) as
P(z, α, η, β | M, I) = P(α | M, I)P(β | M, I)P(η | z, β, M, I)

s
Ö
i=1

P(z i | α, M). (A.17)

An important caveat here is that by assuming the EOS parameters θ are shared by all
stars, each spacetime is fundamentally controlled by two remaining interior parameters: the
central density ρ and the coordinate rotation frequency Ω. Thus, if we desire a meaningful
hierarchical model for the exterior parameters, we can state that for each star only two
exterior parameters (e.g., a gravitational mass and coordinate rotation frequency) are drawn
from a joint prior distribution parametrised by hyperparameters α, whilst all other exterior
parameters are a priori drawn from some (noninformative) joint distribution which represents
our ignorance of the ensemble exterior spacetime solution-surface admitted by the EOS model
(that is, the image X of Y under f ). We note that in general, the prior distribution of the
exterior parameters, nuisance parameters, and hyperparameters could in principle be defined
(at least for a subset of parameters and hyperparameters) as a marginal posterior distribution
conditioned on an independent data set—we discuss this possibility in Section A.1.7.
We then define the marginal posterior distribution of the EOS parameters via an ill-defined
transformation:
PEP (θ | D, M, I) ∝

∫

∂z
P (z | D, M, I) det
∂y




dρdΩ,

(A.18)

where the posterior distribution of the exterior parameters is denoted by P(z | D, M, I),
spans the codomain Z of map h, and is marginal:
∫
P(z | D, M, I) =
P(z, α, η, β | D, M, I)dηd βdα
∫
(A.19)
∝
P(D | z, α, η, β, M)P(z, α, η, β | M, I)dηd βdα.
A pertinent ansatz to address is that of separability of the posterior distribution of (exterior and nuisance) parameters over stars or, more generally, over research groups with the
cognitive and computational resources to contribute to the EOS parameter estimation effort
(see Section 2.2.2.4 for more detail). The likelihood function is separable with respect to observational data from distinct isolated stars. The (hyper)prior, however, is not separable over
stars or groups if: (i) nuisance parameters (η; see Section 2.2.2.1) are shared as in Equation
(A.17); or (ii) hyperparameters (α and β; Section 2.2.2.1) are defined which are shared, also
as in Equation (A.17). In the IP-paradigm the posterior distribution of interior parameters
is fundamentally inseparable—even if all nuisance parameters and all hyperparameters are
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unshared—because the EOS parameters θ are shared by all stars.
Implicit in the ansatz of posterior separability is the ansatz that the prior is separable: this
requires both unshared (exterior and nuisance) parameters and unshared hyperparameters. It
follows that we must either not define shared hyperparameters in the global hierarchical model
M, or fix shared hyperparameters by conditioning on a hyperprior which exhibits singular
support; the latter is more principled because unshared parameters are explicitly drawn a
priori from an assumedly known population-level distribution described by the fixed shared
hyperparameters.
Let us first invoke the ansatz that all nuisance parameters η are unshared between stars.
Equation (A.17) becomes
P(z, α, η, β | M, I) = P(α | M, I)P(β | M, I)

s
Ö
i=1

P(z i | α, M)P(η i | z i, β, M, Ii );
(A.20)

however, (a subset of) hyperparameters remain shared. If we are subjectively ignorant of
the nature of population-level distributions and are uninterested in simultaneously learning
hyperparameters (including nuisance hyperparameters), we can choose not to define hyperparameters. We can then condition on some weakly information or noninformative; such a
prior may be viewed as existing in a space of distributions parametrised by hyperparameters.
In this case Equation (A.20) becomes
P(z, η | M, I) =

s
Ö
i=1

P(z i | M, Ii )P(η i | z i, M, Ii ).

(A.21)

Provided the data D are informative, the marginal posterior distribution of exterior parameters
should by definition be insensitive to the choice of the prior.
Crucially, when shared hyperparameters are fixed, certain parameters associated with
different stars are assumed to be drawn from the same underlying prior distribution, and that
distribution is fixed; thus we are not permitted the choice of different priors for different stars.7
Combining Equation (A.18), Equation (A.19), and Equation (A.21) yields an approximation

7The prior distribution of parameters associated with a given star can itself be a posterior distribution conditioned
on independent data sets, provided that the fundamental prior conditioned on in the Bayesian chain of posterior
updates is consistent with the distribution given by the fixed hyperparameters or is sufficiently noninformative for
posterior exterior-parameter inferences to be insensitive to any inconsistencies.
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Figure A.5: The EOS parameter estimation procedure under the EP-paradigm, with fixed hyperparameters α.
Evaluation of the marginal posterior distribution of the exterior parameters z is distributed amongst research groups
in a parallel manner. A single group then post-processes this posterior—via matching of sets of stable interior
solutions to the field equations to sets of exterior solutions—to define a marginal posterior distribution of the EOS
parameters.

to a marginal posterior distribution of the EOS parameters:
PEP (θ | D, M, I) ∝

∫ "Ö
s ∫
i=1


P Di | z i, η i, M P(z i | M, Ii )
#
P(η i | z i, M, Ii )dη i

∂z
det
∂y




dρdΩ,

(A.22)

and thus
PEP (θ | D, M, I) ∝

∫ "Ö
s

#

∂z
P (z i | Di, M, Ii ) det
∂
y
i=1




dρdΩ,

(A.23)

where the marginal posteriors P (z i | Di, M, Ii ) may be computed in parallel, with independent compute resources, by one or more groups. The scope for computational parallelisation
of posterior evaluation thus arises if the shared hyperparameters α controlling the prior
distribution of exterior parameters are fixed.
Let us also consider a more general case in which subsets z 1 of exterior parameters,
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subsets η 1 of nuisance parameters, and subsets β 1 of hyperparameters are unshared by a set
of groups enumerated by 1 ∈ N>0 , but may be shared or unshared between stars. Further, let
each group analyse a data subset Dg assumed to originate from one or more stars. In this case
Equation (A.17) may instead be written
Ö
P(z 1 | M, I1 )P(β 1 | M, I1 )P(η 1 | z 1, β 1, M, I1 ).
P(z, η, β | M, I) =
(A.24)
1

The justification for this form of the (hyper)prior is that the observational data from subsets
of stars may be described with the same underlying type of submodel, and thus nuisance
parameters or hyperparameters may be shared; a group may therefore perform exteriorparameter estimation for an appropriate subset of stars. The marginal posterior distribution
of EOS parameters is then given by
PEP (θ | D, M, I) ∝

∫ "Ö ∫
1



P D1 | z 1, η 1, M P(z 1 | M, I1 )P(β 1 | M, I1 )
#
P(η 1 | z 1, β 1, M, I1 )dη 1 d β 1 det



∂z
∂y



dρdΩ (A.25)

and thus
PEP (θ | D, M, I) ∝

∫ "Ö
1

#
P z 1 | D1, M, I1



det



∂z
∂y



dρdΩ,

(A.26)

where the marginal posterior distributions under the product may be computed in parallel,
with independent compute resources, by the 1th group. There is also scope for cognitive
parallelisation: whilst every group must construct a submodel using consistent analytical
exterior spacetime solutions (where there is freedom to truncate rotational deformations
where appropriate), groups generally have the freedom to define unshared nuisance parameters
and unshared hyperparameters in order to model observational phenomena. We illustrate this
collaborative analysis in Figure A.5. We note that in general the marginal posterior distribution
of exterior parameters z 1 contributed by the 1th group can naturally be the result of a series
of Bayesian distributional updates, as suggested in Figure A.5 and in analogy with the IPparadigm discussed in Section 2.2.2.4. These updates may in principle be applied by multiple
groups (who, e.g., are experts in modelling different observational phenomena from the same
star) who communicate distributions to one another, and these groups may accelerate their
respective likelihood evaluation procedures as suggested in Section 2.2.2.4. Nevertheless,
there are many arrangements of the computation of the marginal posterior distribution of z,
and thus we do not attempt to enumerate the process beyond use of the label 1.
Finally, given that separability of the marginal posterior distribution (of exterior parameters) over groups has been achieved, we remark on EOS parameter estimation. Each
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component posterior distribution of exterior parameters (the distribution of z 1 ) needs to be
communicated to the single group who are to compute the marginal posterior distribution
of EOS parameters by explicitly matching sets of stable interior solutions to sets of exterior
solutions of the field equations. In order for the EP-paradigm EOS parameter estimation
process to be simplified and accelerated, each communicated posterior distribution of exterior
parameters may be some approximation to the full numerical distribution.
As we discuss in Section 2.2.3.4, however, provided a prior on a space of exterior parameters is noninformative relative to the likelihood function, a derived posterior distribution on
that space is likelihood-dominated and can thus be used (in an approximative manner) in the
IP-paradigm, wherein a prior is instead defined on a space of interior parameters. Therefore,
the penultimate marginal distribution depicted in Figure A.5, P(z | D, M, I), could in principle be fed—with instructions as discussed in Section 2.2.2.4—to a single group for use in
the IP-paradigm as an effective nuisance-marginalised likelihood function.

A.1.7

Updating equation of state parameter knowledge

We have argued that the IP-paradigm is principled from the perspective of a Bayesian: inbuilt
is the definition of a posterior as both an updated prior, and a prior to be updated. In
Section 2.2.2.4 in particular, it is manifest how we should go about updating a posteriori our
knowledge of the EOS parameters θ. Conversely, it is not clear how we should update our
(approximate) knowledge of θ if the EP-paradigm is invoked because in general the relevant
prior information would be defined on the space of θ.
Let us briefly consider several notable scenarios in which knowledge is to be updated a
posteriori in a future analysis, given a marginal posterior distribution of θ defined via Equation
(A.26). First, suppose that some arbitrary subset of the exterior parameters z defined in
Equation (A.26) are to be updated given some independent data set (see also Figure A.5). We
advocate that one should never attempt to use a posterior distribution of interior parameters
y—the integrand of Equation (A.26)—as a prior on a space of exterior parameters. Instead
the existing marginal posterior distribution of the exterior parameters z must first be updated
on the relevant subspace of Rd , and only then can an ill-defined transformation onto the
space Rn of EOS parameters be performed (the last stage illustrated in Figure A.5). In other
words, we should: (i) update the relevant posterior distributions of the exterior parameters z 1
(refer to Figure A.5); (ii) combine those distributions multiplicatively to form the marginal
posterior distribution of z; and (iii) only then define the marginal posterior distribution of θ via
Equation (A.26). It follows that (approximations to) the intermediary posterior distributions
always need to be archived so that future updates can be applied where relevant, followed by
subsequent (re)definition of the posterior distribution of θ.
Second, suppose that we aim to use constraints on additional exterior parameters which
do not comprise the exterior parameters z initially considered; these additional parameters
may be associated with an additional star added to the model ensemble to describe new
data acquired through observations of a distinct star, for instance. Clearly this necessitates
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redefinition of the map y 7→ z: the interior and exterior parameter dimensionalities need
to match in order to admit a probability density transformation between spaces. Whilst the
EOS model can be modified to depend on a greater number of EOS parameters, this notion is
not useful if we aim to update our knowledge of the previously applied model. On the other
hand, if the EOS model is unmodified and the exterior solution of the additional star is to be
described by greater than two exterior parameters, one of the exterior parameters previously
defined needs to be neglected; for instance, a star which previously contributed three exterior
parameters must now be omitted from the analysis.
In summary, there is no sensible framework for updating our knowledge of the EOS
parameters via the EP-paradigm because a prior exists on a space of interior parameters
(either explicitly or implicitly, the latter via an ill-defined transformation) and there does not
exist a diffeomorphic transformation between spaces of interior and exterior parameters (see
Appendices Section A.1.2 through Section A.1.5).

A.2

Spectro-temporal X-ray modelling

The discussion in the body of this work has been deliberately general, with little reference
to any of the astrophysical observables which encode information about the EOS. In order
to assist the reader, in this appendix we attempt to render the discussion less abstract by
providing an example application—i.e., a broad description of a model denoted by M (see
Section 2.2.2) in the context of techniques currently being used for EOS inference. We
very briefly suggest what the relevant terminology (e.g., parametrised sampling distributions,
nuisance parameters, and hyperparameters) could mean in this context. It is most natural to
begin with a description of the data (Section A.2.1). We then proceed to describe a model
for the statistical properties of the data which arise due to the action of stochastic processes
(Section A.2.2). Finally, we describe typical model facets which relate parameters defined in
underlying physical theories to the parameters of the probability distributions from which the
data are assumed to be drawn (Section A.2.3).

A.2.1

The data

Let us consider time- and energy-resolved X-ray observations of stars which, under M, are
assumed to be compact and either isolated X-ray pulsars, or accreting matter from a low-mass
binary companion star. An example of an operational instrument that could perform such
observations is NICER (Arzoumanian et al. 2014; Gendreau et al. 2016). Such sources are
also a major target for future proposed large-area X-ray telescopes such as eXTP (Zhang et al.
2019) and STROBE-X (Ray et al. 2019). We note that primary observations of NICER are
of isolated X-ray pulsars (rotation-powered millisecond pulsars), and most NICER papers to
date have focussed on estimation of exterior spacetime parameters, namely the Schwarzschild
gravitational masses and the equatorial radii of stars.
The raw astronomical data Di acquired via such observations of the i th real star on the
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celestial sphere are on-board photon (count) arrival times distributed over a discrete set of
output energy channels in the rest-frame of the detector. The set of photon arrival times and
energies are collectively considered as a random variate drawn from some joint probability
distribution (a joint sampling distribution), as we describe in Section A.2.2. Alternatively, the
arrival times may be transformed into (rotation) phases conditional on some fixed timing model
for a periodic signal (known as phase-folding); the phases and output energy channels may
be subsequently grouped into some fixed set of two-dimensional bins, and the count numbers
across this set may be considered as a random variate drawn from some joint probability
distribution (a joint sampling distribution).

A.2.2

The sampling distribution of the data

A generative model for the data described in Section A.2.1 is a parametrised sampling
distribution of the data; in other words, a statistical model for data generation under the action
of stochastic processes. In general there will be a sampling distribution for the data acquired
from each star. The sampling distribution of the data from each star exhibits distributional
moments (e.g., an expectation, variance, and so on); the values of these distributional moments
dependent on model parameters (see Section A.2.3).
It is first necessary to define the statistical properties of the acquired data Di . Let
us assume that a radiation field incident on a detector is quantum optically described as
an inhomogeneous Poisson point process, such that individual photons in phase-space are
statistically independent, and the discrete sampling distribution of the number of photons over
some finite subdomain of phase-space is a Poisson distribution with expectation given by
an integrated photon phase-space number density. The sampling distribution of the number
of photon incidence events on a detector is a Poisson distribution whose expectation is an
integral of the specific photon intensity over time, energy, solid angle (subtended on the
celestial sphere of a point on the detector surface), and spatial coordinates on the detector
surface; the specific photon intensity is the photon phase-space number density multiplied by
the speed of light.
The response of an X-ray instrument to an incident radiation field does not typically require definition of nuisance parameters which describe the conversion of incident photons
into counts via generation of a current (any such parameters are typically constrained during detector testing and calibration phases and are subsequently fixed for analysis of science
observations). The response is typically described in terms of the expected fractional redistribution of photons in finite-width input energy channels amongst finite-width output energy
channels. Compact stars are not resolvable, so the specific photon flux (the integral of the
specific intensity over solid angle) is uniform over an instrument-sized plane perpendicular to
the direction to the source. The integral of the specific photon flux over input energy channels
yields a discrete set of expected photon fluxes which are to be modulated by the instrument
response matrix (which also accounts for the energy-dependent effective collecting area of
the instrument). The output is the count rate in each of a discrete set of energy channels;
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each count rate, integrated over some finite time interval, is the expectation of the Poissonian
sampling distribution for that channel.
The photon arrival times in Di are countably discrete due to dependence on the imperfect
detector time-resolution; NICER, for instance, has exquisite timing capabilities, meaning that
the expected count rates need not in general be integrated over finite time intervals—the readout intervals are sufficiently small to be considered differential. In general, other detector
imperfections such as dead-time and pile-up (dependent on time-resolution and expectation of
the photon incidence rate over small regions of the detector) distort the Poissonian sampling
distribution of the counts in each channel. In principle we may model such effects (with or
without nuisance parameters), or we may simply assume that the distortions are negligible
and consider a Poissonian sampling distribution.

A.2.3

The dependence of the sampling distribution on model parameters

The sampling distribution of the data is conditional on a vector of model parameters which
govern the statistics of the incident radiation field. The sampling distributions appearing in
Equation (2.2) are P(D1 | θ, ρ 1, Ω1, η 1, M), where the 1th group models the observational
data Di associated with the i th star. Let us recall that: the 1th group models the data
Di from the i th observed star, which requires construction of a model star; ρ 1 denotes
the central energy densities of model stars considered by the 1th group; Ω1 denotes the
coordinate angular rotation frequencies of model stars considered by the 1th group; η 1
denotes the nuisance parameters considered by the 1th group; and β 1 denotes the nuisance
hyperparameters considered by the 1th group. Finally, θ denotes the EOS parameters which
are assumed to be shared by all model stars.
As stated in Section 2.2.2.2, an analytic parametrised exterior spacetime solution (which
matches to stable interior spacetime solutions) is required for describing the propagation of
radiation from the near vicinity of a model star to an instrument. For high-energy radiation
we can invoke a geometrical optics approximation: the invariance in vacuum of the photon
phase-space density along differential bundles of null geodesics which connect radiating
source material to an instrument allows us to straightforwardly map the specific photon
intensity at the source to the incident intensity (see, e.g., Misner et al. 1973; Schneider
et al. 1992). In Section 2.2.2.2 and Section 2.2.2.3 we focussed on practical (perturbative)
spacetime solutions, such as embedding a rotationally deformed, radiating 2-surface in a
spherically symmetric ambient spacetime (Morsink et al. 2007). Bhattacharyya et al. (2005),
Cadeau et al. (2007), Bauböck et al. (2012), Psaltis & Özel (2014), Nättilä & Pihajoki (2018),
and Vincent et al. (2018) improve on such an approximation, with the latter presenting a
fully numerical treatment with the exact field equations. All of these frameworks could be
consistently used in the IP-paradigm in principle, but, naturally, at increased computational
expense.
Given a spacetime solution, we require a parametrised description of local radiative
processes in order to compute incident specific photon intensities. Both exterior parameters
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(metric and surface parameters) and nuisance parameters will in general be necessary to model
radiation transport in plasma both on the model star and in its near vicinity. The radiation
field at the surface (the photosphere) can be handled in numerous ways. A phenomenological
description, for instance, may define nuisance parameters which everywhere control both the
motion of photospheric material (relative to some rotation axis and thus a distant instrument)
and the local comoving radiative properties at the photosphere. These nuisance parameters,
together with exterior parameters, control the transformation of tensorial quantities between
comoving orthonormal frames and Eulerian orthonormal frames—in particular, relativistic
beaming of radiation. Exterior parameters also control the null mapping from (spacetime)
events at the photosphere to (spacetime) events at the instrument. Examples of relevant
nuisance parameters can be found in, e.g., Miller & Lamb (1998), Poutanen & Gierliński
(2003), Bogdanov (2013), Lo et al. (2013), Miller & Lamb (2015), and Özel et al. (2016a),
who all focus on modelling rotationally pulsed radiative anisotropies at the surfaces of compact
stars. Examples include: the inclination of the line-of-sight of the instrument to the rotational
axis; the coordinate angular velocity of photospheric material; the distance between star and
instrument; and parameters which control the comoving specific intensity emergent from the
photosphere, such as those which describe the boundary of radiatively intense regions such
as ‘hot-spots’, and those which control the composition and thermodynamic state of radiating
material.
A more physically self-consistent description, on the other hand, may treat the accretion
process in terms of nuisance parameters and exterior parameters, so the local comoving
radiation field is also dependent on the spacetime. The additional modes of dependence of the
sampling distribution of the data (on the exterior parameters) will in general affect the structure
of the marginal likelihood function of the exterior parameters. The computational expense of
likelihood evaluations will also in general be affected if the local comoving radiation field is
not expressed analytically, but requires numerical evaluation itself.
Nuisance parameters are in general required to model the modulation of time-domain
incident intensities due to the orbital dynamics of the source and detector. Additional nuisance
parameters may be defined to model nuisance sources of radiation (backgrounds) that either:
(i) do not encode information about the exterior parameters; or (ii) encode information about
exterior parameters but the nature of the dependence is not sufficiently well understood for
generative modelling without risk of statistical biasing (which can nevertheless be caused
by poor phenomenological descriptions and thus sensitivity analyses are important). Such
nuisance sources may be in the local vicinity of the star; in the local vicinity of the instrument;
in the interstellar space between the star and the instrument; or maybe of a galactic or
cosmological origin, but coincident with the star in the field of view of the instrument.
Furthermore, the effect of interstellar X-ray absorption may be described with nuisance
parameters.
Nuisance parameters and hyperparameters may be defined which are shared between
stars or between nuisance sources of radiation, and may thus be shared between groups.
Further, nuisance parameters may be defined in order to handle multiple data subsets assumed
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to be generated by different realisations of the same underlying phenomenon (e.g., X-ray
oscillations generated by distinct thermonuclear bursts separated in time by accretion phases;
Watts 2012); in this case a subset of parameters (including both interior parameters and
nuisance parameters) may be shared by the distinct realisations, whilst subsets of nuisance
parameters may be unique to a particular realisation, but associated with hyperparameters
which are shared between realisations. Finally, nuisance parameters could in principle be
tied to a particular instrument during some period of operation in which multiple stars were
observed, and thus enter in parametrised sampling distributions applied to data acquired from
those stars.
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