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4.1

Experimental setup

Introduction

One of the beneﬁts of atom chips is that they simplify the experimental setup in cold
atom experiments. In tight chip-based traps the time scales for evaporative cooling
are shorter than in alternative traps, relaxing the demands on the ultra-high vacuum
quality and allowing rapid experimental cycle times. Also the chip-based currents are
only several ampere, instead of hundreds, allowing the use of smaller power supplies.
Despite these advantages atom chip setups still employ a range of technologies (e.g.
lasers, magnetic ﬁelds, ultra-high vacuum, experiment automation), making them
experimentally demanding.
This chapter describes the experimental setup, excluding the atom chip that is
described in Ch. 3. It consists of four parts. The ﬁrst part of the chapter describes
all components of the setup except the experiment automation and the DDS radiofrequency sources. It brieﬂy treats the vacuum system (Sec. 4.1), magnetic ﬁeld coil
(Sec. 4.2.2), laser system (Sec. 4.2.3), atom chip mount (Sec. 4.2.4), Rb dispenser
(Sec. 4.2.5) and the absorption imaging system (Sec. 4.2.6). Additional details on
these parts of the setup may also be found in the thesis of Van Amerongen [88].
They are presented again in this thesis (i) for convenience of the reader (ii) to incorporate additional details and (iii) to describe changes that were made to the
setup recently. The second part of this chapter deals with the automation of the
experiment (Sec. 4.3). After a description of the experiment control computer and
related electronics (Sec. 4.3.1) we turn to the software (Sec. 4.3.2) that was written
especially for our experimental setup in the LabView environment. We highlight
important design considerations and show how the implementation results in ﬂexibility in running diﬀerent types of cold atom experiments. The third part of this
chapter (Sec. 4.4) describes the new radio-frequency sources that we use for creating rf-dressed potentials and rf evaporation. Instead of using commercial rf sources
we have constructed our own rf generators using Direct Digital Synthesis (DDS)
chips. We discuss the electronics involved, the way the DDS chips are programmed
via the experiment control computer and the properties of the resulting rf signals.
The fourth, and ﬁnal, part of the chapter (Sec. 4.5) gives a description of a typical
experimental cycle in which we trap and cool a cloud of rubidium atoms from room
temperature to quantum degeneracy (≤1 μK) within 10 seconds.
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Figure 4.1: Vacuum setup: (1) science chamber, (2) 4+1-way cross, (3) ion getter pump 2 l/s, (4)
dispenser atom source, (5) venting valve. Not shown here is the lower part of the vacuum system that
contains an ion getter pump, a titanium sublimation pump and the ionization gauge for measuring
pressure.

4.2
4.2.1

Overview of the experiment
Vacuum system

The vacuum system is shown in Fig. 4.1. It consists of a science chamber and a
part that contains the pumps. The science chamber has an octagonal shape and
is made of stainless steel. Six double-sided-AR-coated CF-40 windows and one
uncoated CF-100 window provide optical access for MOT, pump and probe beams.
The atom chip and mount are supported by a custom-made 4+1-way cross. This
cross supports the atom chip assembly and two 15-pin sub-D vacuum feedthroughs
(Allectra 210-D15-CF40) needed for the chip assembly. The cross is mounted on
top of the vacuum system such that the atom chip is facing down in the center of
the science chamber. A 40 l/s ion getter pump and a titanium sublimation pump
maintain UHV conditions. A small (2 l/s) ion getter pump connected to the 4+1-way
cross makes sure that this somewhat isolated part of the vacuum systems maintains
UHV. We measure the pressure with a Bayard-Alpert ionization gauge. With a bake
out at 180◦ for about one week to remove residual water vapor, we attain a pressure
of ∼10−11 mbar.

4.2 Overview of the experiment
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Magnetic ﬁeld coils

The experiment comprises a total of 10 magnetic ﬁeld coils (Fig. 4.2 and Table 4.1).
The MOT coils provide the magnetic ﬁeld gradient needed for magneto-optical trapping, while we use the six compensation coils to make a uniform ﬁeld in any arbitrary
direction. The Y-bias coils produce additional bias ﬁeld in the y direction needed
for tight magnetic traps. All coils are connected to their supply via twisted-pair
shielded (audio) cable (Belden 8718 12 AWG, 2.05 mm diameter). The MOT coils,
Y-bias coils and the two compensation coils that produce ﬁeld in the x-direction
are connected via electronic switches to allow rapid switch-oﬀ of the magnetic ﬁeld.
Current through the coils is provided by several analog programmable Kepco current
supplies.
The MOT coils are switched using STE53NC50 MOSFETs with VDS = 500 V,
RDS(on) < 0.08 Ω and ID = 53 A [145]. The switch-oﬀ time is ∼500 μs for a
typical current of 7 A compared to ∼100 ms without switch. For the other coils we
use Toshiba 2SK1544 MOSFETs with VDS = 500 V, RDS(on) = 0.15 Ω (typ.) and
ID = 25 A as maximum continuous current. We tune the switch-oﬀ time between 50
and 100 μs with varistors that we connect in parallel to the coils. The switches are
connected to the experiment control computer via optocouplers to prevent ground
loops and to protect electronic components.

3

2

1

4

Y

X

Z

Figure 4.2: Magnetic ﬁeld coils: (1) compensation coils, (2) vacuum chamber, (3) MOT coils, (4)
Y-bias coils. The outside diameter of each of the six compensation coils is 200 mm.
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Figure 4.3: Setup of the repump laser.

windings
R0 (Ω)
L (mH)
strength
water cooling
Imax (A)
Pmax (W)

compensation
coils
128
1.5
6
1.85 G/A
12
280

MOT
coils
624
3.4
24
2.3 (G/cm)/A

10
440

Ybias
coils
120
0.7
2
1.29 G/A

20
360

Table 4.1: Magnetic ﬁeld coils properties. The strengths listed are calculated along the line connecting
the centers of the coils in each pair. Since the compensation coils are mounted under an angle of 45◦
√
with respect to the y axis, they contribute 1.85/ 2 G/A in y and z.
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Lasers

We use three diode lasers: a grating stabilized master laser, a slave laser locked
by injection to the master laser and a grating stabilized repump laser. The master
and slave produce light for cooling, probing and optical pumping at 780 nm. These
lasers are described in [88, Sec. 3.8]. Here, we give a more detailed description of
the repumper arrangement.
The repumper is a grating-stabilized diode laser (Toptica DL100). The experiments described in chapter 5 were performed with a 795 nm diode (Toptica LD0800100-2) locked to the Fg = 1 → Fe = 2 transition of the 87 Rb D1 line. The experiments in chapter 6 were performed with a 780 nm diode (Sharp GH0781JA2C)
locked to the Fg = 1 → Fe = 2 transition of the 87 Rb D2 line. Figure 4.3 shows
an overview of the repump laser setup. After spectroscopy the light is divided between two paths using an EOM (Linos LM0202). After passing mechanical shutters
(Vincent Associates, Uniblitz, LS2T2) (not shown in the ﬁgure) each beam enters
its own single-mode polarization-maintaining ﬁber. About 11 mW of light from the
repump ﬁber is overlapped with the cooling beams and used during the MOT stage.
The light from the pump/repump ﬁber is used during optical pumping. Based on
atom numbers and temperatures, the experiment performed equally well with the
repumper at 780 nm or at 795 nm.

4.2.4

Atom chip mount

The key element of the entire experiment is the atom chip sitting in the very center
of the vacuum system on its mount. The atom chip is described in detail in Ch. 3.
We designed and built the mount especially for our chip. The mount has several
functions. First of all it needs to be a sturdy mechanical platform. It has to
conduct away the heat produced by ohmic heating on the chip. It has to provide
electrical connections for the wires on the chip. Additionally it houses two layers of
three macroscopic wires, the so-called miniwires, underneath the chip. The resulting
design is shown by Fig. 4.4.
The atom chip is epoxied on a boron-nitride ceramic element that contains the
connector pins for all electrical connections. The chip wires are wire-bonded to these
pins. The miniwires lie in grooves in the boron-nitride. The boron-nitride is glued
with epoxy on a copper block which in turn is screwed on a copper rod with four
M3 bolts. From there a 0.1 l/min ﬂow of cooling water (∼ 13◦ C) through the hollow
copper rod eﬀectively removes all heat to outside the vacuum system.
The thermal properties of the complete assembly play an important role, because
the maximum atom chip current is limited by heating of the wires. A good cooling
of the chip allows higher currents. The thermal properties of atom chip and mount
were analyzed analytically, numerically and experimentally in [146] and [88]. The
conclusion was that the current pulses in the atom chip are so long that the steadystate thermal resistance is the relevant quantity. It is found to be 9.9 ± 0.1 K/W
limited by the epoxy layer between the silicon chip and the boron-nitride (Sec. 3.5.5).
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Figure 4.4: The chip mount. (a) Exploded view showing all components: (1) atom chip, (2) miniwires,
(3) connector pins, (4) boron-nitride ceramic element, (5) female connector pin, (6) copper heat sink,
(7) water-cooled stainless steel rod. (b) The chip and chip mount as mounted inside the vacuum system
along with the two Rb dispensers.

4.2.5

Dispenser

The rubidium that we use in our experiments originates from an alkali metal dispenser. This is a centimeter-long stainless-steel container ﬁlled with a rubidium
chromate and a reducing agent mounted on the 6.4-mm-thick copper pins of a highcurrent vacuum feedthrough. To release rubidium we resistively heat the dispenser
by sending a 11-20 A, 2–4 s current pulse through it. Two of these dispensers are
installed in our vacuum system. One with the opening towards the atom chip, the
other is facing the wall of the vacuum system. Only one of the two, the one facing
the wall, was used in all the experiments performed in our system so far. After going
through an estimated 3 × 105 experimental cycles with an equal number of heating
pulses, this dispenser is now showing signs of depletion. The atom number in the
MOT and the BEC is becoming ever lower, signalling a reduced rubidium-vapor
pressure. We compensate by making the dispenser current pulse longer to increase
the temperature to obtain the same rubidium pressure as previously.

4.3 Experiment automation
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Absorption imaging system

We image our atomic clouds with a laser beam along the y-direction, projecting
the long size of the elongated cloud on the camera. We are able to observe atomic
features in the vertical z direction and the longitudinal x direction, while the probe
eﬀectively integrates the atomic density in the y direction. Imaging along the x
direction (longitudinal imaging) was not possible at the time the experiments were
performed∗ .
The probe light is circularly polarized and resonant with the Fg = 2 → Fe = 3
transition. In time-of-ﬂight imaging the quantization axis is deﬁned by a weak
(∼ 2 G) ﬁeld in the y-direction. After passing through the vacuum system, the light
hits a lens L1 with focal length f 1 = 100 mm. The next lens, L2, is positioned
400 mm after the ﬁrst and projects the shadow image of the cloud on the CCD
chip of our camera. The magniﬁcation M equals f 2/f 1 and was measured to be
3.03 ± 0.04. The optical resolution is limited by the numerical aperture N A = 0.315
of the ﬁrst lens. The corresponding resolution limit is dmin = 3 μm.
The camera is an interline transfer CCD camera (Roper Scientiﬁc Coolsnap
ES) [147]. The Sony ICX285 CCD chip has 1392×1040 pixels with a size of 6.45 μm
× 6.45 μm. The speciﬁed quantum eﬃciency at 780 nm is 30%. The pixel read-out
rate is 20 MHz meaning that it takes 1040 × 1392/20 × 106 ≈ 75 ms to read a
complete image. With binning the eﬀective number of pixels can be reduced, also
reducing the read-out time. More importantly, it is possible to deﬁne a region of
interest (ROI) which reduces the number of pixels that has to be read out, while
maintaining pixel resolution, and allowing several images to be recorded in rapid
succession (typically 50 ms between images).

4.3

Experiment automation

4.3.1

Computer control hardware

The complete experiment is controlled through one personal computer that hosts
the digital and analog output boards, connects the camera, does all necessary calculations and stores all information at the end of each experiment. It is a personal
computer with a Pentium 4 processor running at 2.80 GHz and 1 GB of memory
(DDR333 SDRAM). The Intel D845GEBV2 motherboard was chosen for its built-in
graphics controller (1280 × 1024 pixels, 32 bit) and 6 available PCI extension slots.
Data is stored on a 80 GB hard disk and is regularly copied to a network drive for
backup. A 400 Watt power supply was purchased specially to provide ample power
for both processor and extension boards. The National Instruments LabView 7.0
software runs under the Windows XP operating system.
The 6 PCI extension slots are occupied by the following devices:
1. Roper Scientiﬁc camera interface board
∗

Longitudinal imaging was implemented in the spring of 2008.

52

Experimental setup

2. Viewpoint Systems DIO-64 (64-channel digital input/output board)
3. National Instruments 6713 (8-channel 12-bit analog output board)
4. National Instruments 6713
5. National Instruments 6713
6. National Instruments 6014 (multifunction board)
The Roper camera board provides an interface between the Coolsnap ES camera
and the computer. Instead of communicating through a common interface like USB
or ﬁrewire it uses this proprietary board to transfer data.
The Viewpoint Systems DIO-64 board [148] provides 64 bits (in 4 banks of 16
bits) of 5V TTL/CMOS digital I/O. It has an internal clock (40 MHz crystal) and
controller that makes it independent from the clock and CPU of the computer.
Onboard memory is small (512 transitions onboard FIFO), but it is automatically
continuously ﬁlled from the main computer memory, giving a maximum sustained
transfer rate of ≥106 transitions/second. We use our DIO-64 with all lines conﬁgured as outputs. The external connector of the DIO-64 at the rear of the computer
has 100 pins and has the digital lines distributed in an inconvenient way that promotes cross-talk. A small adaptor board designed by Duncan Verheijde of the FOM
institute Amolf connects directly to the DIO-64 external connector and redistributes
the 64 lines over 4 twisted-pair ribbon cables, one ribbon per bank of 16 bits. The
ﬁrst 32 lines (the ﬁrst and second ribbon cable) connect to a custom-made BNC
breakout box that contains high-speed 74HC541 buﬀer/line drivers. The remaining
32 lines (ribbon cable 3 and 4) connect to the 19” panel containing the 4 DDS rf
sources that are described in more detail in Sec. 4.4.
The National Instruments 6713 board [149] features 8 analog voltage outputs,
each with its own 12-bit digital-to-analog converter (DAC), 8 lines of digital I/O
and two 24-bit counter/timers. In our experiments we only use the analog outputs.
They are bipolar with a range of ±10 V and can deliver a maximum current of
±5 mA. The maximum update rate is 1.0 × 106 transitions/second and the speciﬁed
noise of 200 μVrms over the range from DC to 1 MHz is less than the 4.9 mV DAC
resolution. Each 6713 board in the computer is connected to a BNC breakout box
via a proprietary National Instruments cable. As opposed to the box for the DIO-64
these breakout-boxes have no active components inside.
The National Instruments 6014 board [150] is a multifunction I/O device. It
contains 16 analog input channels, two 16-bit analog outputs (10 kS/s), 8 digital
I/O lines and two 24-bit counter/timers. We have conﬁgured the 16 input channels
as eight diﬀerential inputs with an input range of ±10 V. The ADC resolution is
16 bit and the sampling rate 200 kS/s. The 6014 connects through a custom-made
BNC break-out box without any active components inside. We do normally not use
the 6014 board in our experiments with cold atoms, but it has proven to be a useful
tool, e.g. for monitoring the temperature during vacuum bake out.

4.3 Experiment automation
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Figure 4.5: Timeline showing both trapping and cooling sequence and the control program ﬂow. The
timing of the green part is accurate, because it is governed by the ViewPoint DIO-64. For further
explanation see the text.

4.3.2

Computer control software

Introduction
The software we use to control our experiment is a single LabView 7.0 application.
It was written from scratch, but inspired by software of the BEC setup at the
FOM institute Amolf† . This section is not meant as a comprehensive manual of the
experiment control software, but does explain the key principles and motivates some
of the choices made when developing the software. The most important element of
the program is the time frame. The time frame is a complete list of commands
and timing information needed for one experimental cycle. It is generated by the
operator of the experiment and stored in an ASCII ﬁle. The program reads in the
time frame and compiles it into the experimental sequence, two big tables containing
all states of the digital and analog output boards in the computer.
A scan is a collection of cycles repeating one time frame. In most cases one
setting in the time frame is changed in small steps (scanned) to investigate the
relation between this setting and the eﬀect under investigation. It is however also
possible to have a scan consisting of identical time frames to build up statistics.
Finally, notice that the word experiment can have diﬀerent meanings. It can be
used to address a single cycle, a scan or even a collection of scans, depending on the
eﬀect under investigation.
Program ﬂow
Figure 4.5 shows the order in which the program performs its tasks and how the
program ﬂow relates to the trapping and cooling sequence experienced by the atoms.
The ﬁgure is typical for a scan, when multiple cycles have to be executed. This
section explains the consecutive stages of the control program. The trapping and
cooling sequence is detailed in Sec. 4.5.
†

The original Amolf BEC setup was moved to the University of Amsterdam in 2004.
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First the program compiles the ﬁrst time frame and copies the experimental
sequence to the DIO-64 and analog output boards. Then it starts the experimental
cycle by starting the scan-clock of the DIO-64. From that moment on, the execution
of the experiment is independent of the computer. Immediately after starting, the
program adjusts the settings of the Coolsnap camera, sets it to trigger three times
for absorption imaging and then starts the camera. The camera is started only after
the DIO-64 because unintended digital line changes at the start of the experimental
cycle can cause false triggers. The camera settings such as region-of-interest (ROI),
binning and exposure are read from the time frame by the Labview program. Next
the program checks if there are more time frames that should be executed. If so, it
reads in the time frame from ﬁle and compiles it. Compilation takes between 2 and
5 seconds depending on the number of commands and the type of commands in the
time frame.
During execution of the experimental sequence the program regularly checks the
progress by polling the clock of the DIO-64. Once it ﬁnds that it has counted beyond
the duration of the time frame, 10 s normally, it signals the DIO-64 to stop. It loads
the new experimental sequence into the DIO-64 and the analog output boards and
the next cycle is started.
Timing issues
The clock of the ViewPoint DIO-64 runs at a ﬁxed frequency of 40 MHz, from which
the scan-clock is derived. The scan-clock determines the maximum transition rate
of the digital outputs and we set it to 10 MHz in all our experiments. The time
resolution in the experiment is set to 10 μs, meaning that all components (power
supplies, shutters, AOM drivers, ...) can only be updated on multiples of 10 μs. This
value is convenient because it corresponds to a rate of 100 kHz which is much faster
than the trap frequency in any of our experiments which usually is only several kHz.
Also it is faster than most of the equipment we are controlling, but it is slow enough
for the computer and output boards to handle. Because the scan-clock is running at
10 MHz we have a maximum of 100 clock pulses available in each 10 μs time step.
These 100 pulses are sometimes necessary to re-program one or more of our DDS
radio-frequency generators as described in section 4.4.
To make the timing of the experimental cycle completely independent of the
PC clock, the three NI 6713 analog output boards are triggered by the DIO-64.
The triggers appear at irregular intervals, only when the analog outputs need to be
updated.
Time Frame
The time frame is the list with all commands for one experimental cycle (see Fig.
4.6 for an example). It is stored in a ASCII ﬁle and typically has ∼300 lines. Each
line corresponds to changing the setting of one element such as the current to be
applied to a chip wire or the setting of a laser shutter. Each line starts with a
comment/line description that is ignored by the program. The numerical value in
the second column is the time delay (relative time) with respect to the previous

4.3 Experiment automation
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Figure 4.6: Part of a time frame (a), the digital hardware table (b), and the analog hardware table
(c). See the text for more information.
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command in ms. The next two columns contain the identiﬁer/name of the element
and the new setting. The ﬁnal two columns contain information on how the new
setting should be reached. At once at the given time (a step) or gradually with a
linear ramp. In case of a ramp the ﬁnal column contains the duration of the ramp
in ms.
To translate the time frame into a sequence that the computer can output it
looks up the details of all elements in the digital and analog hardware tables. The
details include the number of the digital or analog line the element is connected
to. Analog elements also have information on the maximum and minimum settings
(voltage limits) and the conversion factor (i.e. number of ampere per volt output
for a given element). Separating the time frame from the hardware information like
this has the advantage of added ﬂexibility. A power supply or some other element
can be changed without having to change each and every time frame.
The time frame contains a few special features that can be very useful:
• The time frame can include parameters/variables. Parameter names consist of
a single letter or a combination of a letter and a number. Parameters can be
set and overwritten anywhere in the time frame. They can be used to deﬁne
times, and settings everywhere in the time frame, also in the deﬁnition of other
parameters. This is very useful for performing scans that change multiple
parameters at the same time. The m in Fig. 4.6(a) is a good example.
• Basic mathematical functions (sin, exp, abs, ...) are accepted by the program
to deﬁne parameter values or relative times. These functions are valuable as,
together with parameters, they allow to deﬁne complicated experiments.
• The imaging settings like the exposure, binning and ROI settings can be contained in the time frame. Especially the ROI is usually speciﬁc to a particular
time frame and storing them in the time frame makes switching time frames
easy. If no imaging settings are provided in the time frame, the program uses
default values.
• The program can compensate for the delay of speciﬁc elements in the setup
(e.g. shutters). In the analog and digital hardware tables the delay can be
entered (in ms). The program now automatically compensates for this by
executing all commands for that element earlier by an amount equal to the
delay.
Imaging and image analysis
Immediately after starting an experimental cycle the Coolsnap camera is initialized
(Fig. 4.5). Settings for the region-of-interest, binning and exposure are normally
taken from the time frame. During the experimental cycle the program regularly
polls the camera to see how many images it has acquired. Once this number reaches 3
the program does a few things. It takes the 3 raw images and saves them to ﬁle in the
lossless 16-bit pgm format. It calculates the optical density distribution and displays
it on screen. Finally it performs some analysis on the optical density distribution.

4.4 DDS rf generation
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A 1D gaussian curve is ﬁtted to a horizontal cross-section of the distribution and
one to a vertical cross-section. These two ﬁts are also displayed on screen and yield
useful live information like position and size of the cloud and from these two ﬁts the
total atom number is estimated. Also the complete image is integrated to give a
second estimate of the total atom number. All ﬁt results are saved to disk for future
reference.
Time for online analysis is limited. It has to be done between the moment the
absorption imaging is done (some 8 seconds into the cycle) and the end of the cycle
(after 10 seconds). At the end of the cycle the computer has to be ready and waiting
to start the next cycle and to compile the next time frame.

4.4
4.4.1

DDS rf generation
Introduction

In our experiments we need multiple radio-frequency (rf) ﬁelds. Often the frequency
and the amplitude of these ﬁelds need to be changed a few times during an experiment of a few seconds. It turns out that a standard function generator (like the
Agilent 33250A that is available in our lab) is not ﬂexible enough. It needs too
long for reprogramming and it is diﬃcult to reprogram it in sync with the rest of
the experiment. This is why we chose to use direct digital synthesizers (DDS) to
generate our rf ﬁelds.
We use the Analog Devices AD9854 DDS [151]. This particular DDS has several
advantages compared to others. Its internal clock goes up to 300 MHz, making it fast
enough for our purposes. It has a 4× to 20× programmable reference clock multiplier
giving a lot of freedom selecting an external reference clock. The frequency, phase
and amplitude can be programmed with more than suﬃcient resolution. Apart from
a relatively slow serial I/O interface (still much faster than the function generator
mentioned above) it also has a fast parallel 8-bit I/O interface. Finally this DDS
only requires a single 3.3 V power supply.
The main disadvantage of the AD9854 is that it has only one independent output.
Since we need multiple rf ﬁelds we are obliged to use multiple AD9854 IC’s. They
are operated in a phase-locked way via connection to a common reference clock.
In our experiment we have 4 AD9854 DDS’s of which normally three are active
in regular experiments. Hardware and software enabling the use of these DDS’s in
our experiment was specially developed and is described in the following sections.

4.4.2

Hardware conﬁguration

Figure 4.8 gives an overview of all the components of our rf generation hardware.
Each AD9854 DDS is sitting on its own evaluation board. This is a printed circuit
board (PCB) with interfacing electronic components supplied by the manufacturer
for evaluation of the digital synthesizer. We did not make our own PCB, because
the evaluation board gives us access to all the features that we need and it saved us
quite some time. The evaluation board however also contains functions we do not
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300 MHz internal clock rate
4x to 20x programmable reference clock multiplier
48-bit programmable frequency registers
14-bit programmable phase oﬀset resisters
12-bit amplitude modulation
10 MHz serial, 2-wire or 3-wire programming
100 MHz parallel 8-bit programming
3.3 V single supply
multiple power-down functions

Figure 4.7: Overview of features of the AD9854 DDS

use, the board is unnecessarily large and it is somewhat more expensive than the
bare integrated circuit (IC).
We did design and make another simple PCB: an interface card. Each DDS has
such an interface card and its main function is to convert the 5 V digital logic from
the Viewpoint DIO-64 card in the computer to 3.3 V CMOS logic levels for the DDS
chip. This is done using simple octal buﬀer/driver ICs. Each interface card can be
addressed individually through one of four selection lines. The selection line simply
switches the buﬀer/driver on or oﬀ, determining whether the DDS receives a certain
command or not. The major beneﬁt of this method for individual addressability is
that the four DDS’s can share 20 digital lines and do not use up all the 64 digital
outputs.
The output of each DDS is fed through a 120 MHz low-pass ﬁlter on the evaluation board. Then we use a 1:1 rf transformer (Mini-Circuits T1-1T, 0.08–200 MHz,
0.25 W) to remove the DC component from the signal. The rf for evaporation and
spectroscopy is connected to the atom chip as it comes out of the transformer. Two
rf ampliﬁers (Mini-Circuits ZHL-32A) with a ﬁxed gain of 28.5 dB over the 0.05–
130 MHz frequency range amplify the rf needed for the rf dressing ﬁelds. The 4 dB
attenuators in front of the ampliﬁers make sure we do not overload the ampliﬁers.
To achieve synchronous operation we supply a single 20 MHz clock signal generated by an Agilent 33250A arbitrary waveform generator to all four DDS’s. Each
DDS multiplies this reference clock signal by 10 to produce an internal clock of
200 MHz.

4.4.3

Programming

We program the DDS’s directly with the computer that also controls the rest of the
experiment. The challenge is to (re)program the DDS’s within 10 μs such that it
can be treated as any other analog device, while in the mean time not saturating the
control computer. The programming speed is determined by the control computer
and the DIO-64 card. It can produce DDS commands at a maximum rate of 10 MHz

4.4 DDS rf generation

59

20 MHz
clock

1

computer

chip wire 6

DDS

Viewpoint
DIO64
pci card

2
DDS

clock

3

chip wire 3

DDS

interface
DIO64-DDS

two
16 pin
connectors

4

AD9854 DDS
evaluation board

1:1
transformer

4 dB
attenuator

RF
amplifier

chip wire 7

20 MHz
reference
clock in
interface board
DIO64 - DDS buffer/
drivers

8 data lines

6 address lines

AD9854 DDS evaluation board

AD9854 IC

filter

RF out

6 control lines
4 dds select lines

address
selection
jumpers

enable

Figure 4.8: Overview of the DDS hardware consisting of the experiment control computer (red)
containing the Viewpoint DIO64 pci card, 4 DIO64-DDS interface cards (green), 4 AD9854 DDS ICs
each sitting on its own evaluation board (blue) and 4 transformers (orange). Two of the four channels
are equipped with an additional attenuator (gray) and ampliﬁer (purple) to amplify the signal. All RF
signals are referenced to a single 20 MHz external clock (yellow). The interface boards, DDS evaluation
boards and transformers are placed in a single 19” rack as indicated by the dashed rectangle.

(the clock rate of the DIO-64 card) while the parallel programming input of the DDS
can handle 100 MHz. Nevertheless the computer is fast enough for our purposes as
will become clear in the following sections.
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Programming frequency, amplitude and phase
As mentioned above the time resolution of the experiment is chosen to be 10 microseconds, while the clock of the DIO-64 card runs at 10 MHz. Thus, we have
100 clock pulses to program the DDS’s. Frequency, amplitude and phase are programmed by writing the appropriate values to the registers of the DDS. We are
using the parallel programming option, which yields a transfer rate of 1 byte in
3 clock-ticks.
Normally the DDS’s are operated in Single-Tone mode, which means that they
output a continuous rf signal with ﬁxed frequency, phase oﬀset and amplitude. The
frequency is programmed in a 48 bit register of which we use only the 24 most
signiﬁcant bits (requiring 3 bytes of data transfer). Given the internal clock rate of
200 MHz, the obtained frequency resolution is 11.92 Hz. The amplitude is set in a
12-bit register. Maximum amplitude corresponds to a current with an amplitude of
10 mA in a 50 Ω load. By using all 12 bits we obtain an amplitude resolution of
2.44 μA/0.122 mV in a 50 Ω load. The phase oﬀset is controlled via a 14 bit register,
allowing a phase resolution of 0.38 mrad. Setting the amplitude and/or phase each
requires the transfer of two bytes. While writing the new settings to the registers
of the AD9854, the properties of the rf signal being output remain unchanged. The
new settings are activated by toggling the I/O update line.
In a 10 microsecond time window ﬁrst all settings are written to the DDS’s. To
reduce stress on the computer and DIO-64 only settings that change are written.
In the worst case all four DDS’s are completely reprogrammed which requires the
transfer of 4 × (3 + 2 + 2) = 28 bytes corresponding to 84 clock pulses. After programming, the activation of the new settings is done for all 4 DDS’s simultaneously.
This requires 3 more clock pulses. Simultaneous activation of the new settings not
only saves time, it also keeps the DDS’s synchronized. In practice it is very unlikely
that all DDS’s are completely reprogrammed at the same time, so normally the
reprogramming involves much less than the 84 clock pulses mentioned above.
Frequency sweeps
In the experiment we often need to sweep the rf frequency, for instance for rf evaporation and also for splitting of an rf dressed potential. We have two diﬀerent
methods of frequency sweeping at our disposal: computer-generated sweeps and
DDS-generated frequency sweeps.
The computer-generated frequency sweep simply uses the same procedure as used
for ramping the value of all the analog components in the experiment. The DDS
itself is still set to single-tone mode, but the computer sets a new frequency value
every 10 μs. Since the sweep is completely controlled by the software, it is relatively
easy to program complicated, non-linear sweep proﬁles if necessary. Disadvantages
are that (i) the sweep is very coarse due to the update rate that is 100 kHz (at
most), (ii) the 11.92 Hz frequency resolution and (iii) the 100 kHz update rate
requires signiﬁcant CPU resources, slowing down the time frame compilation.
To avoid these problems we have also devised a diﬀerent way of sweeping the
frequency. This method employs the chirp mode that is built into the DDS. In this
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mode the DDS needs a start frequency, an update rate and a frequency step size
to produce the sweep automatically. In our experiment the update rate is ﬁxed at
10 MHz. The frequency step size is based on data in the time frame. For the step size
we now use the full 48 bit frequency register giving a resolution of 0.71 μHz/0.1 μs
(= 7.1 Hz/s). Switching the DDS to chirp mode in the beginning and switching back
to single-tone mode in the end requires some extra commands from the computer,
but the fact that the computer does not need to generate commands for the complete
duration reduces time frame compilation time. The disadvantage of this method is
that the DDS can only provide linear frequency sweeps.
Notice that in this case the frequency sweep ends, not because the DDS reaches
a predeﬁned ﬁnal frequency, but because it receives a new command at the right
moment. As a consequence, there can be a frequency jump at the end of a DDSgenerated frequency sweep. Without adjustments of the predeﬁned ﬁnal frequency
the maximum possible jump is proportional to the duration of the sweep. For
a typical sweep of several hundred ms it can maximally be several Hz, which is
suﬃciently small to ignore.

Fast rf amplitude ramp down
The DDS amplitude and phase can only be ramped slowly, like the regular analog
components in the program. Special modes for fast sweeping (as for the frequency)
do not exist within the AD9854 DDS. Generally this is not a problem. They have to
be ramped less often than the frequency and the ramps are shorter. However, there
is one situation where the rf amplitude ramp rate is a problem. When switching oﬀ
a dressed potential for time-of-ﬂight imaging it is important that the switch oﬀ is
faster than the external motion (the trap frequency) of the atoms (> 10 kHz), but
slower than the internal dynamics (the Larmor frequency) (< 1 MHz). Here the
10 μs time step chosen for the controlling software can be a serious limitation.
To work around this limitation we bypass all normal programming to avoid the
10 μs time resolution and we ignore all other commands for the DDS’s. Instead
we use the full 10 MHz DIO-64 clock rate to update the amplitude setting as fast
as possible. This way the rf amplitude can be updated every 0.7 μs, giving an
acceptably smooth ramp down of the rf amplitude. The procedure is very demanding
in terms of data rate from the control computer to the DIO-64 board. It can only be
sustained 25 to 35 μs after which the DIO-64 buﬀer memory is empty and the board
stalls. To prevent this problem from occurring we normally limit the maximum
ramp duration in this method to 20.3 μs.
The use of the parallel programming interface of the DDS’s and the way the
programming is implemented in the experiment control program results in four very
ﬂexible rf sources. They are controlled independently, each spanning a frequency
range of 0 to 100 MHz with a resolution of ∼ 12 Hz. Phase, frequency and amplitude
steps and ramps can be programmed within a 10 μs window. These sources give
maximum ﬂexibility for controlling rf-dressed potentials.

62

Experimental setup

(a)

(b)
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Figure 4.9: Signal quality of AD9854 DDS rf source compared to a commercial Agilent 33250A function
generator measured with a Rohde&Schwarz FSL spectrum analyzer. Both rf sources were producing
a 2 MHz sine signal with a strength of 500 mV (peak-peak) which is the maximum output level of
the DDS. The ﬁgures (a) and (c) are for the Agilent, (b) and (d) for the DDS. The top ﬁgures span
the frequency range from 0 to 10 MHz. The 2 MHz signal is accompanied by harmonics at 4, 6 and
8 MHz that are equally strong for both sources. The bottom ﬁgures show the 400-Hz range around
the main frequency of 2 MHz. Both sources have similar signal width, similar noise ﬂoor and no visible
side bands.

4.4.4

Radio-frequency signal characteristics

Morizot et al. have carefully determined the inﬂuence of the rf source quality on the
trapped atoms and have characterized diﬀerent rf sources [152, 153]. They conclude
that the Agilent 33250A arbitrary function generator is well-suited for experiments
with cold atoms in dressed potentials because of its low noise levels. We have
not performed such a detailed analysis of the noise levels of our DDS rf sources.
Instead we have compared one of our DDS rf sources with an Agilent 33250A using
a Rohde&Schwarz FSL spectrum analyzer. The result of this comparison is shown in
Fig. 4.9. It shows that these two generators producing a 2 MHz, 500 mV(peak-peak)
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sine signal have very similar noise levels. From this comparison and the analysis of
Morizot et al. we conclude that the signal quality of our DDS rf sources is ideally
suited for experiments with cold atoms trapped in rf-dressed potentials.
We have not put any eﬀort in controlling the phase of the rf-dressing ﬁeld with
respect to the rest of the experimental setup. A noticeable consequence is that the
rf-dressing ﬁeld phase at the moment the trap is switched oﬀ is undeﬁned. The
phase varies over time as relative rates of the DIO-64 clock and the DDS external
clock drift over time. We have measured the rf-ﬁeld phase at the end of a typical
experiment. For a 2.0 MHz signal the phase change per experimental cycle (∼10 s) is
typically 0.03 rad. So the phase between two experimental cycles is well determined
if the two cycles are executed directly after one and other and ill-deﬁned if the two
cycles are separated by several minutes.
We used this to analyze the inﬂuence of the rf-dressing ﬁeld phase at switch-oﬀ
of the rf-dressed potential on the population of diﬀerent spin states after release of
the atoms from the trap (see Ch. 6). We did not observe any relation between phase
and spin state population in these experiments nor in any other of our experiments.
In the future a better control over the rf-dressing ﬁeld phase may be needed in which
case we intend to connect both the DIO-64 board and the DDS rf generators to one
external clock generated by a Rb atomic reference oscillator.

4.5

Experimental cycle — trapping and cooling
sequence

Here we describe the procedure we follow to make a Rb BEC. A more elaborate description can be found in [88, Ch. 4]. We start by making a MOT several mm’s away
from the chip surface with the MOT coils. Atoms collect in the MOT immediately,
but atom number is low, because the Rb vapor pressure is low. To increase the
pressure, we pulse on the dispenser. The dispenser pulse is shaped. The initial part
of 350 ms at 20 A heats up the dispenser as fast as possible. The second part has a
current of 11 A and a duration of ∼2 s. The shaped pulse is on the one hand short
enough to make the entire cycle ﬁt within 10 s and on the other hand it reaches the
ﬁnal temperature in a gentle way. After the pulse the dispenser cools down and the
vapor pressure decreases accordingly. The MOT typically contains 50 × 106 atoms
at this point. 3000 ms after the end of the pulse we transfer the MOT in 80 ms
into a quadrupole ﬁeld with a gradient of 30 G/cm formed by the miniwires at a
distance of 1.2 mm from the chip. The next step is to increase phase space density
in the compressed MOT stage. We reduce the repumper intensity and detune the
cooling light for about 2 ms. In this procedure we lose some atoms, but increase the
phase space density to the 10−6 range.
Next we pump the atoms in the F = 2, mF = 2 Zeeman state with a 800 μs
pulse of the pump beam tuned to the F = 2 → F = 2 transition of the D2-line
and the repump beam tuned to the F = 1 → F = 2 transition of that same line.
The spin-polarized atoms are trapped in a Ioﬀe-Pritchard magnetic trap formed by
the miniwires underneath our chip. For best mode matching we make it as weak as
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Figure 4.10: Experimental sequence as executed by the computer. The dispenser pulse and the MOT,
compression and evaporation stages are clearly visible in (b). The stage of optical pumping (at t = 5.7 s)
is so brief that it does not show up in this graph. The rf evaporation frequency is lowered from 27 MHz
to about 2 MHz in 9 linear ramps as shown in (a). See the text for more details on the experimental
cycle.

possible (ω⊥ = 2π × 46 Hz, ω = 2π × 16 Hz) by increasing the trap minimum B0
to 8 G while maintaining suﬃcient conﬁnement to hold the atoms against gravity.
Immediately after trapping in this weak miniwire trap we start transferring the
atoms to a trap formed by the Z-wire on the chip. We ramp down the miniwire
currents in 29 ms while at the same time ramping up the Z wire current to 2.25 A.
Only miniwire 2 stays on (2.7 A) to provide additional longitudinal conﬁnement.
During the transfer the trap automatically compresses somewhat due to the gradient
of the chip wire that is large compared to that of the miniwire ﬁeld.
Subsequently we compress the trap further in two ways. First we ramp down B0
to a typical value of 2.86 G in 400 ms. Then we increase the By ﬁeld from 17 to
40 Gauss. This last step pushes the trap closer to the chip (z = 90 μm) and gives
trap frequencies of ω = 2π × 35 Hz and ω⊥ = 2π × 3.3 kHz. The temperature rises
to 500 μK. The radio-frequency ﬁeld for evaporation is activated at 27 MHz at the
start of the compression. The frequency is ramped down in 1.5 s in 9 linear stages
to a value close to 2.00 MHz. These evaporation stages were empirically optimized
for atom number by varying the ramp duration for ﬁxed initial and ﬁnal frequencies.
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The result approximates a logarithmic frequency sweep (see Fig. 4.10) with which
an almost pure BEC containing ∼40 × 103 atoms is produced.

4.6

Summary

We have given an overview of the experimental setup. It involves an stainless steel
ultra-high vacuum system pumped with ion getter and titanium sublimation pumps
operating at a pressure of ∼10−11 mbar. A total of 10 magnetic ﬁeld coils produce the magnetic ﬁelds needed at the various stages of the experimental sequence.
Most coils are connected via custom-built FET switches to allow fast switch-oﬀ (50–
500 μs) of the magnetic ﬁeld. Three diode lasers provide the laser light at 780 (and
formerly 795) nm needed for laser cooling, optical pumping and absorption imaging
of the 87 Rb atoms. The atom chip, presented in Ch. 3, is mounted face-down in the
vacuum system on a custom-built chip mount. This mount provides all the electrical connections for the chip, houses 6 miniwires for magnetic ﬁeld generation and
provides cooling for the atom chip. Rubidium is released into the vacuum system
by resistive heating with a ∼3 second current pulse at each cycle of the experiment.
At the end of the experiment the atoms are observed through absorption imaging
with resonant laser light detected by a CCD camera. The experimental setup is
fully automated. A standard personal computer equipped with a 64-channel digital
output board and three 8-channel analog output boards controls the experiment. A
LabView program was written that executes experiments based on a time frame, a
list of commands stored in an ASCII ﬁle. At the end of each experimental cycle
the program also reads out the camera, processes the images and stores the results.
To create rf-dressed potentials we constructed 4 identical DDS-based rf generators.
By eﬃcient programming of the DDS chips using their parallel port it is possible
to set frequency, amplitude and phase every 10 μs allowing great ﬂexibility in the
generation of rf-dressed potentials. The DDS signal quality is comparable to that
of a commercial function generator. Finally, we discussed the trapping and cooling
procedure. This procedure spans less than 10 seconds and involves laser cooling in
a mirror-MOT and 1.5 seconds of evaporative cooling to make a nearly pure BEC
in a chip-based Z-wire trap containing ∼40 × 103 atoms.

